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Abstract

Next-token prediction is the self-supervised
signal that trains language models, and every
observed prompt token provides the same sig-
nal at test time. We study whether this signal
can define the inner-loop objective for test-time
training (TTT) in pretrained long-context lan-
guage models. Existing in-place TTT meth-
ods store prompt information in fast weights,
but they train each write to match a learned
shortcut target: an internal pattern that may
be easy to predict, yet is not the trajectory
the model uses to form its next-token distri-
bution. We introduce Test-Time Training with
Next-Token Prediction (TTT-NTP), a drop-in
fast-weight adaptation method for pretrained
LLMs that instead supervises updates using
the model’s own next contextual hidden state.
This makes each local write follow the same
causal computation that supports next-token
prediction, without aggregating over a neigh-
borhood of positions: the value target is a point-
wise linear projection of a single next-position
contextual state. Across four backbones from
three model families, Llama-3.1-8B, Mistral-
7B-v0.3, Qwen3-4B, and Qwen3-0.6B, TTT-
NTP is the only method that consistently im-
proves RULER Full-13 over the released back-
bone, by 2.9 to 4.1 points, while aggregate
commonsense and knowledge performance is
preserved. Our code is publicly available at
https://github.com/yancyou/TTT-NTP.

1 Introduction

Language models are trained by next-token pre-
diction (NTP): given a prefix, predict the next ob-
served token. The same self-supervised signal is
present at test time for every token in a prompt.
Before the model generates a response, the prompt
itself provides many prefix–next-token pairs that
can adapt the model to the current document, topic,
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style, or retrieval problem. This makes NTP a nat-
ural training signal for test-time training (TTT) in
language models.

The need for such adaptation is clearest in long-
context settings. Modern large language models
(LLMs) support long context windows (Grattafiori
et al., 2024), and positional-extension methods (Su
et al., 2024; Peng et al., 2024; Ding et al., 2024)
and long-document continual pretraining (Chen
et al., 2024; Fu et al., 2024) have substantially in-
creased their nominal context lengths. Yet long-
context benchmarks show that models still fail to
use information that lies inside the available win-
dow (Liu et al., 2024; Hsieh et al., 2024; Bai et al.,
2024). These failures are not simply failures of
context capacity: the evidence is present, but the
model’s computation does not carry it forward reli-
ably enough to affect the next-token distribution.

Test-time training offers a direct mechanism for
changing how prompt information is represented
during inference. Instead of relying only on at-
tention over a fixed key–value cache, the model
writes observations into fast weights (Schmidhuber,
1992; Ba et al., 2016; Ramsauer et al., 2020) that
are read by later tokens. This dynamic-memory
view is closely related to linear and recurrent se-
quence models (Katharopoulos et al., 2020; Gu
and Dao, 2023; Dao and Gu, 2024; Sun et al.,
2023; Peng et al., 2023; Yang et al., 2024) and to
broader test-time memory systems (Behrouz et al.,
2026). Recent TTT methods make fast-weight
adaptation practical for pretrained LLMs by plac-
ing fast weights at selected MLP down-projections
and accumulating chunk-parallel rank-one writes
(Feng et al., 2026). However, the objective that
drives these writes remains misaligned with the
model’s own prediction objective. Existing recipes
are trained with an outer language-modeling loss,
but the inner loop writes a learned local activation
proxy into the fast weight.

We introduce Test-Time Training with Next-

19750

https://github.com/yancyou/TTT-NTP


Token Prediction (TTT-NTP). TTT-NTP aligns
the fast-weight inner loop with the same self-
supervised prediction problem used to train the
backbone. Directly taking full next-token cross-
entropy gradients through every adapted layer at
test time would be expensive and would destroy the
chunk-parallel structure that makes in-place TTT
attractive. TTT-NTP therefore uses a layer-local
form of the NTP signal: at an adapted MLP block,
the key is the current gated MLP activation, and the
value target is the same layer’s contextual hidden
state at the next position. This state is produced by
the causal forward pass on the observed next token.
Because it lies on the representation trajectory used
to form later next-token distributions, it provides
a dense, model-native target without aggregating
over a neighborhood of positions.

During continual pretraining, TTT-NTP learns
this chunk-parallel causal write. At inference time,
the same next-position rule yields a closed-form
fast-weight write computed from cached gated ac-
tivations, which we apply before decoding. On
RULER Full-13, averaged over 4k to 32k con-
texts, TTT-NTP is the only method that consistently
improves the released backbone across four mod-
els from three families spanning 0.6–8B, and on
the real-world LongBench-v2 long-document QA
benchmark it again attains the best overall accuracy
on both Llama-3.1-8B and Mistral-7B-v0.3. Un-
der matched data, compute, fast-weight placement,
and chunk size, the prior in-place TTT method
does not improve over the released backbone on
RULER, supporting the importance of the next-
token-prediction-aligned target. General capability
on ARC (Clark et al., 2018), PIQA (Bisk et al.,
2020), MMLU (Hendrycks et al., 2020), and Hel-
laSwag (Zellers et al., 2019) remains comparable
in aggregate.

Contributions.

• We formulate TTT-NTP, a test-time-training
framework that aligns fast-weight writes in
pretrained LLMs with next-token prediction,
instantiated with a layer-local next-position
target that pairs each current MLP activation
with the next contextual hidden state produced
by the causal forward pass.

• Across four backbones from three fami-
lies spanning 0.6–8B, TTT-NTP is the only
method that consistently improves RULER
Full-13 over the released model, by 3.9 points

on Llama-3.1-8B, 3.0 on Mistral-7B-v0.3, 4.1
on Qwen3-4B, and 2.9 on Qwen3-0.6B, while
keeping aggregate commonsense and knowl-
edge performance comparable.

• On the real-world LongBench-v2 long-
document QA benchmark, TTT-NTP attains
the best overall accuracy on both evaluated
backbones, improving over Base by 5.6 points
on Llama-3.1-8B and 3.7 on Mistral-7B-v0.3.

• A target ablation isolates the supervisory sig-
nal from the rank-one machinery: under
matched placement, update mechanics, data,
and compute, next-position supervision out-
performs Past-5, Next-5, and Bi-dir-5 convo-
lutional targets by at least five RULER points
at every evaluated length.

2 Related Work

2.1 Test-Time Training for Language Models
Test-time training adapts a model on each test in-
put using a self-supervised objective (Sun et al.,
2020). In later architectural forms, the hidden state
of a recurrent layer is itself a set of fast weights
updated by an online learner (Sun et al., 2024).
This view connects naturally to fast-weight pro-
grammers (Schmidhuber, 1992; Ba et al., 2016),
the fast-weight interpretation of linear transformers
(Schlag et al., 2021), modern Hopfield networks
(Ramsauer et al., 2020), and linear-state sequence
models such as linear attention (Katharopoulos
et al., 2020), RetNet (Sun et al., 2023), RWKV
(Peng et al., 2023), DeltaNet (Yang et al., 2024,
2025b), and state-space models (Gu and Dao, 2023;
Dao and Gu, 2024). All maintain a compact state
that is written by earlier tokens and read by later
tokens.

Recent work makes TTT practical for long-
context language models through large-chunk or
in-place fast-weight updates (Zhang et al., 2025;
Tandon et al., 2025; Behrouz et al., 2026); most di-
rectly, In-Place TTT (Feng et al., 2026) updates ex-
isting MLP down-projections with chunk-parallel
rank-one writes. With the write mechanism and
placement largely fixed by these methods, the su-
pervisory target is the open design axis. Prior in-
place recipes use the current representation or a
locally constructed value proxy, often built from
neighboring activations by a small auxiliary net-
work (Feng et al., 2026; Behrouz et al., 2026). TTT-
NTP changes this supervision target. Instead of

19751



asking the fast weight to reconstruct a local proxy,
we use the next-position contextual hidden state at
the same layer: a model-native representation pro-
duced by the causal forward pass after observing
the next prompt token.

2.2 Next-Token Prediction and Long Context
Next-token prediction is the standard objective for
autoregressive language modeling, but optimizing
the objective on long documents does not by itself
ensure reliable long-context utilization. One line
of work extends effective context windows through
rotary position embeddings (Su et al., 2024), posi-
tional interpolation (Chen et al., 2023), frequency-
aware rescaling (Peng et al., 2024; Ding et al.,
2024), or ALiBi (Press et al., 2021), often com-
bined with efficient attention kernels (Dao et al.,
2022). A second line modifies attention with lo-
cal or sparse patterns (Beltagy et al., 2020; Za-
heer et al., 2021), or replaces attention with re-
current or linear-state mechanisms (Katharopoulos
et al., 2020; Gu and Dao, 2023; Dao and Gu, 2024;
Sun et al., 2023; Peng et al., 2023; Yang et al.,
2024). A third performs continual pretraining on
long documents with tuned data mixtures and long-
context recipes (Chen et al., 2024; Fu et al., 2024;
Grattafiori et al., 2024; Yang et al., 2025a).

Despite these advances, evaluation suites such
as RULER and LongBench show substantial degra-
dation inside the nominal context window (Hsieh
et al., 2024; Bai et al., 2024; Liu et al., 2024). The
relevant evidence is often in the prompt, but the
model fails to keep it available for the future next-
token decisions that need it. TTT-NTP is comple-
mentary to context-window extension and data se-
lection (Wang et al., 2026): it keeps the pretrained
backbone and context window fixed, then uses the
prompt’s own next-token pairs to update a compact
fast-weight memory.

2.3 Predictive Targets in Representation
Space

TTT-NTP uses an NTP-aligned signal but imple-
ments it through a representation-space target. This
follows a broader lesson from self-supervised learn-
ing: predictive targets need not be raw observations.
BYOL predicts another view’s embedding (Grill
et al., 2020); I-JEPA predicts masked image re-
gions in latent space (Assran et al., 2023); and DI-
NOv2 uses large-scale latent-space distillation for
visual representation learning (Oquab et al., 2024).
Masked autoencoders (He et al., 2022) reconstruct

through a decoder bottleneck, sharing the idea that
an intermediate representation can carry richer and
more stable supervision than the input alone.

For LLM TTT, directly writing vocabulary-level
targets into a layer-local fast weight is poorly
matched to the MLP down-projection where the
fast weight lives. The next contextual hidden state
is a better interface: it is dense, same-dimensional
as the MLP output stream, and causally determined
by the next observed token. Unlike hidden-state
distillation losses that only shape static parame-
ters during training, TTT-NTP uses the next hidden
state as the value target for a fast weight that is
rewritten on each prompt.

3 Method

TTT-NTP places a small fast weight inside selected
MLP blocks and updates it from a next-token sig-
nal while reading the input. During continual pre-
training the fast-weight write is learned in a chunk-
parallel causal form (§3.1–3.3); at inference the
same target yields a closed-form prompt write ap-
plied before decoding (§3.4).

3.1 From TTT to Next-Token Prediction
Test-time training updates a small subset of model
parameters on the test input itself using a self-
supervised loss (Sun et al., 2020, 2024). For an
autoregressive language model, the most natural
self-supervised signal is already present: for every
observed prompt token xt+1, the prefix x1:t defines
the next-token prediction loss

LNTP(x1:t+1) = − log pθ(xt+1 | x1:t). (1)

A naive TTT implementation could take gradient
steps on Eq. (1) while reading the prompt. How-
ever, this is computationally expensive for large
decoders, hard to parallelize, and touches a broad
portion of the network. We therefore confine the
adaptation to a compact fast weight W inside each
adapted MLP block. Given a key kt and a value
target vt, we take a single gradient step that aligns
the key’s linear projection Wkt with the target,

W ←W − η∇WL, L = −
〈
Wkt,vt

〉
. (2)

In practice we accumulate these rank-one writes
over chunks of tokens for parallelism, rather than
applying a separate update at every position (details
in §3.3).

The remaining design choice is the target vt,
which determines what the fast weight stores. TTT-
NTP uses the model’s own next-position contextual
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state: when xt+1 enters the causal forward pass, it
produces—at the adapted layer—the hidden state
the model would propagate next, and we write that
state into the fast weight rather than a separately
learned target. Because this state lies on the same
causal trajectory the model uses to form later next-
token distributions, the write nudges the MLP out-
put along the model’s own predictive path, and it
is available densely at every position from a single
forward pass.

3.2 TTT-NTP Fast-Weight Write
Following Feng et al. (2026), we instantiate TTT-
NTP in selected SwiGLU MLP blocks inside the
transformer layers (Figure 1). Let hℓ,t ∈ Rd be the
post-normalization input to the MLP block at layer
ℓ and position t. The pretrained MLP computes:

zℓ,t = ϕ
(
W gate

ℓ hℓ,t

)
⊙
(
W up

ℓ hℓ,t

)
∈ Rdff , (3)

oℓ,t = W down
ℓ zℓ,t ∈ Rd, (4)

where ϕ is SiLU and W down
ℓ ∈ Rd×dff . We place

one fast weight at each adapted layer ℓ ∈ A by
reusing the down-projection itself, i.e., Wℓ =
W down

ℓ . The key vector is the current gated activa-
tion zℓ,t, and the write to the fast weight at position
t is the negative-gradient step on the inner-loop
loss of Eq. (2), which has a rank-one form:

∆Wℓ,t := −∇Wℓ
L
(
Wℓzℓ,t, vℓ,t

)
= vℓ,tz

⊤
ℓ,t.

(5)
The TTT-NTP value target is derived from the

same layer’s next contextual hidden state, hℓ,t+1.
This state is computed under the causal mask in the
same forward pass after the model observes token
xt+1, and serves as the value target for the fast-
weight write. We keep a lightweight learned linear
projection W proj

ℓ ∈ Rd×d between the target state
and the down-projection fast weight:

vNTP
ℓ,t = W proj

ℓ hℓ,t+1. (6)

By instantiating vℓ,t = vNTP
ℓ,t in Eq. (5), the TTT-

NTP single-position write to Wℓ is

∆WNTP
ℓ,t :=

(
W proj

ℓ hℓ,t+1

)
z⊤
ℓ,t. (7)

We initialize W proj
ℓ and train it jointly with the

backbone during continual pretraining. The outer
loss remains the standard next-token cross-entropy;
the inner-loop target in Eq. (6) is the per-layer next-
token state transition induced by that next-token

objective. After continual pretraining, W proj
ℓ is

frozen for the test-time training phase.
This choice removes the need to aggregate the

target over a neighborhood of positions. Prior
recipes do exactly that, typically through a learned
convolution that combines hidden states at several
positions around t into a value vector. In TTT-NTP,
context enters through the causal forward pass it-
self: hℓ,t+1 is already the model’s contextual repre-
sentation after the next observed token, and W proj

ℓ

is only a pointwise linear projection of that single
state into the fast-weight write space. The resulting
write pushes the layer’s MLP output along the same
trajectory the model itself follows under next-token
prediction, so the fast weight stores predictive state
rather than a learned reconstruction proxy.

3.3 Chunk-Parallel Causal Update
To preserve throughput, writes are accumulated at
the chunk level. We partition the long sequence
into chunks of length K, and define a list of the
token positions in a chunk c as:

Tc = [(c− 1)K + 1, . . . , cK], ∀c ∈ [1, C]. (8)

Because position t is paired with the next position
t+ 1, we only consider within-chunk token pairs
for fast weight update; thus, we exclude the last
token from the updates.

T −
c = [(c− 1)K + 1, . . . , cK − 1], ∀c ∈ [1, C].

(9)
The per-chunk NTP accumulator to the fast weight
is computed as:

∆W
(c)
ℓ :=

∑

t∈T −
c

∆WNTP
ℓ,t

= W proj
ℓ

∑

t∈T −
c

hℓ,t+1z
⊤
ℓ,t ∈ Rd×dff .

(10)
Since TTT-NTP updates the fast weight Wℓ chunk
by chunk, it writes per-chunk accumulators to Wℓ

sequentially. Let W
(c)
ℓ denote the snapshot of

the fast weight used to process chunk c. W
(1)
ℓ

is reusing W down
ℓ in place at chunk 1, and then

W
(c)
ℓ is computed as the exclusive prefix sum of

updates from all preceding chunks:

W
(1)
ℓ = W down

ℓ , (11)

W
(c)
ℓ = W down

ℓ + η
∑

c′<c

∆W
(c′)
ℓ . (12)
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Figure 1: Pipeline of TTT-NTP. At each adapted MLP block, the current gated activation zℓ,t is the key. The write
target is the next position’s same-layer contextual state hℓ,t+1, passed through a small learned linear projection
W proj

ℓ before being written into the down-projection fast weight. Writes are accumulated causally as an exclusive
chunk prefix sum.

Note that each position t ∈ Tc then uses W (c)
ℓ zℓ,t

in place of the original W down
ℓ zℓ,t in Eq. (4).

The update is causal. Across chunks, chunk c
can only read writes from chunks c′ < c. Within
a chunk, all positions share the same fast weight,
which excludes writes produced by that chunk. The
restricted set T −

c prevents a write from crossing
into the next chunk. Although the target for po-
sition t is hℓ,t+1, the resulting write never affects
the computation of position t+ 1 itself; it is avail-
able only for later chunks or later inference-time
generation. Thus the method uses observed next to-
kens as test-time supervision without leaking future
information into their own predictions.

3.4 Inference-Time Closed-Form Write
The chunk-parallel update in Eq. (10) sums bare
outer products and drops the residual term that
would appear in a literal least-squares regression
step. For a single position t, the gradient of the
regression loss 1

2∥Wzℓ,t − vNTP
ℓ,t ∥2 w.r.t. W is

∇W L2
(
Wzℓ,t, v

NTP
ℓ,t

)
= Wzℓ,tz

⊤
ℓ,t−vNTP

ℓ,t z⊤
ℓ,t,

(13)
An exact regression step would descend this gradi-
ent, i.e. add vNTP

ℓ,t z⊤
ℓ,t−Wzℓ,tz

⊤
ℓ,t; the chunk write

keeps only the target outer product vNTP
ℓ,t z⊤

ℓ,t and
drops the W -dependent term, which is not prefix-
summable. This is exactly the simplification that

makes the chunk update parallel across positions,
and it recovers the inner-product write of Eq. (5).

Training and inference therefore optimize the
same next-position target with different objectives,
for a deliberate reason: the per-token training write
must drop the W -dependent term to stay prefix-
summable, but the prompt is observed in full at
inference, so we can afford to solve the complete
squared-error regression (Eq. (16)) once and restore
that term. Appendix D confirms this design choice.

Given a prompt x1:T , we run one forward pass
and cache, at each adapted layer ℓ, the gated MLP
intermediates {zℓ,t}Tt=1 and the MLP-input hidden
states {hℓ,t}Tt=1. In practice, for efficiency on long
prompts, we fit the regression on a suffix of at most
8,192 prefill tokens; the formulation is otherwise
the same as if we used the full prompt. Using the
same next-position alignment as in training, we
stack

Xℓ = [zℓ,1, . . . ,zℓ,T−1] ∈ Rdff×(T−1), (14)

Yℓ = W proj
ℓ [hℓ,2, . . . ,hℓ,T ] ∈ Rd×(T−1). (15)

Each column of Yℓ is the same per-position value
target vNTP

ℓ,t = W proj
ℓ hℓ,t+1 used during pretrain-

ing. Training and inference therefore share a single
target form; the closed-form solve fits one ∆W
to that target jointly over the prompt, instead of
accumulating per-position outer products.
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We fit a prompt-specific perturbation of the
down-projection by ridge regression:

min
∆W

∥∥Yℓ− (W down
ℓ +∆W )Xℓ

∥∥2
F
+λ ∥∆W ∥2F ,

(16)
with closed form

∆WCF
ℓ = (Yℓ−W down

ℓ Xℓ)X
⊤
ℓ (XℓX

⊤
ℓ +λI)−1,

(17)
or its dual form when T < dff . This regression is
meaningful only because the down-projection was
shaped during TTT-NTP pretraining to be read in
this way.

We apply W down
ℓ ← W down

ℓ + η∆WCF
ℓ , de-

code the answer, and restore the original weight
after each sample. Because we reuse the original
prompt key–value cache, the write affects decode-
time tokens without recomputing prompt activa-
tions under the modified MLP.

4 Experiments

We evaluate Test-Time Training with Next-Token
Prediction (TTT-NTP) from three angles. We first
measure long-context retrieval, where the next-
position signal should matter most, on the synthetic
RULER suite, and then ask whether the same gains
carry over to real-world long-document question
answering on LongBench-v2 (Appendix C). We
next isolate what drives the gains through con-
trolled ablations of the supervisory target (Sec-
tion 4.4) and of the inference-time write (Ap-
pendix D). Finally, we verify on standard common-
sense and knowledge benchmarks that the long-
context improvements do not come at a cost to the
base model’s general capability.

4.1 Experimental Setup
Backbones. We evaluate TTT-NTP across four
open backbones from three model families span-
ning a 0.6–8B size range, so the results probe
generality rather than a single model: Llama-
3.1-8B-Base (Grattafiori et al., 2024), Mistral-7B-
v0.3 (Jiang et al., 2023), Qwen3-4B-Base, and
Qwen3-0.6B-Base (Yang et al., 2025a). All are
full-attention decoders with SwiGLU MLPs.

Continual pretraining (CPT). All trained vari-
ants share an identical recipe: continual pretrain-
ing on long-document text from the pretraining
split of Long-Data-Collections at 32,768-token se-
quence length, with a per-backbone token budget

of 0.4B tokens for Llama-3.1-8B, 0.1B for Mistral-
7B-v0.3, 2B for Qwen3-4B, and 0.2B for Qwen3-
0.6B. The CPT baseline applies this recipe with-
out fast-weight updates; In-Place TTT and TTT-
NTP share the same data, optimizer, compute, fast-
weight placement, chunk size, and inner-loop learn-
ing rate, so the only difference between them is the
fast-weight target. Full hyperparameters appear in
Appendix A.

Evaluation. Long-context retrieval is measured
by RULER (Hsieh et al., 2024) Full-13, the offi-
cial 13-task aggregate over needle-in-a-haystack
retrieval variants, variable tracking, frequent- and
common-word extraction, and question answering,
at context lengths 4k, 8k, 16k, and 32k. All rows
use the same RULER evaluation harness; each
adaptive method applies its specified inference-
time update. We further assess real-world long-
document QA on the medium split of LongBench-
v2 (Bai et al., 2025), 215 multiple-choice ques-
tions over documents of 33k to 128k words across
six task domains, evaluated under a common 32k-
token context budget with head-and-tail truncation
(Appendix C). For general capability we evaluate
the trained backbone on HellaSwag (Zellers et al.,
2019), ARC (Clark et al., 2018), PIQA (Bisk et al.,
2020), and MMLU (Hendrycks et al., 2020), un-
der the standard lm-evaluation-harness protocols
(Appendix E).

4.2 Baselines
We compare against four points spanning learned-
update and extra inference-time adaptation settings:

• Base: the released backbone used directly,
without any continual pretraining or inference-
time adaptation, under the same RULER eval-
uation harness.

• query-side TTT (qTTT) (Bansal et al., 2025):
an inference-only baseline that, before answer-
ing, takes a few self-supervised gradient steps
on sampled spans of the prompt while reusing
the cached keys and values, applied on top of
Base.

• CPT: continual pretraining with no fast-
weight TTT, following the recipe of Sec-
tion 4.1. Our primary no-TTT baseline.

• In-Place TTT (Feng et al., 2026): contin-
ual pretraining with the published fast-weight
TTT recipe, whose inner-loop target is a small
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learned convolution over a local window of
hidden states around each position, matched to
our method in budget, optimizer, fast-weight
placement, chunk size.

Our method is TTT-NTP, which combines the
chunk-parallel fast-weight update of Sections 3.2
and 3.3 with the closed-form inference-time write
of Section 3.4. Table 1 reports its long-context
retrieval scores.

4.3 Long-Context Retrieval Results
Table 1 compares TTT-NTP with all baselines on
RULER Full-13 across the four backbones.

Consistent gains across backbones. TTT-NTP
is the only adaptation that improves the released
model on every backbone, whereas the alternatives
are unreliable: continued pretraining and the con-
volutional In-Place target frequently degrade long-
context retrieval, and inference-time qTTT helps
little or hurts. Since In-Place TTT is trained on the
same data and compute and differs only in its su-
pervisory target, the gap between the two attributes
the improvement to next-position supervision it-
self rather than to additional tokens or the rank-one
write.

Largest where retrieval is hardest. On three
of the four backbones the improvement grows with
context length and peaks at 16k to 32k, reaching
+11.7 at 16k on Qwen3-4B, at the cost of a small
dip at 4k on Llama-3.1-8B and Qwen3-4B that
trades short-range for long-range capacity; Mistral-
7B-v0.3 instead gains most at 4k.

Robust to backbone strength and scale. On a
weak long-context base, where naive adaptation in-
stead backfires, TTT-NTP adds nearly four points;
on the strongest bases—where CPT and In-Place
TTT shed several points and qTTT either regresses
or barely moves the average—it is the only method
that still improves. The same ranking holds from
8B down to 0.6B.

4.4 Ablation: Choice of Supervision Target
TTT-NTP supervises the inner-loop write with the
next position’s same-layer contextual hidden state
hℓ,t+1. To isolate the contribution of this spe-
cific choice—and not the rank-one mechanism, the
placement, or the chunk-parallel schedule—we ab-
late the target while holding the training data, token
budget, optimizer, fast-weight placement, chunk
size, inner-loop learning rate, and update mecha-
nism fixed at the values of Section 4.1, varying only

how the layer-local target is constructed:

• Past-5: target aggregated from the five pre-
ceding positions {hℓ,t−1, . . . ,hℓ,t−5} via a
learned causal convolution.

• Next-5: target aggregated from the five fol-
lowing positions {hℓ,t+1, . . . ,hℓ,t+5} via a
learned forward convolution.

• Bi-dir-5: target aggregated from the symmet-
ric 11-position window {hℓ,t−5, . . . ,hℓ,t+5}
via a learned bidirectional convolution. This
is a symmetric convolutional value-proxy
baseline inspired by local-target TTT recipes
(Feng et al., 2026).

• TTT-NTP (Ours): target is the single next
position’s hidden state hℓ,t+1, with no con-
volution; the signal enters the rank-one write
through the learned linear projection W proj

ℓ

(Eq. (6)).

Figure 2 shows that the single next-position tar-
get outperforms every convolutional aggregation
at all four evaluated lengths. The gap is already
at least five points at 4k, where the convolutional
targets reach 86.9 to 87.6 against 92.8 for TTT-
NTP, grows to roughly nine points at 16k, 68.9 to
73.3 against 82.4, and remains about five points at
32k, 69.9 to 72.9 against 77.8. The three convolu-
tional aggregations cluster together at every length:
smoothing the target through a learned convolution,
in any direction, hurts long-context retrieval rel-
ative to writing the next contextual state directly.
This ablation pins the gain of Table 1 to the super-
visory target rather than the rank-one mechanism
or the local context window.

4.5 General Capability Evaluation
Table 2 evaluates each TTT-NTP-trained backbone
on standard commonsense and knowledge bench-
marks, to check whether the long-context retrieval
gains of Table 1 come at a cost to general capabil-
ity.

Long-context gains do not cost general capa-
bility. Across all four backbones the aggregate
over HellaSwag, ARC, PIQA, and MMLU shifts
by at most about one point after TTT-NTP, and
on three of the four it is flat or slightly higher:
+0.47 on Qwen3-0.6B, +0.27 on Llama-3.1-8B,
and unchanged on Qwen3-4B. Per-task movements
are similarly small—the largest is a few points on
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Model Tokens 4k 8k 16k 32k Avg

Llama-3.1-8B-Base

Base 0 65.05 56.98 46.94 54.22 55.80
qTTT 0 64.72↓0.33 56.78↓0.20 47.55↑0.61 55.10↑0.88 56.04↑0.24

CPT 0.4B 55.09↓9.96 51.14↓5.84 46.61↓0.33 46.93↓7.29 49.94↓5.86

In-Place TTT 0.4B 57.82↓7.23 52.65↓4.33 47.23↑0.29 49.34↓4.88 51.76↓4.04

TTT-NTP 0.4B 63.39↓1.66 59.77↑2.79 53.90↑6.96 61.73↑7.51 59.70↑3.90

Mistral-7B-v0.3

Base 0 73.26 76.76 72.24 60.13 70.60
qTTT 0 68.59↓4.67 70.63↓6.13 67.09↓5.15 57.23↓2.90 65.89↓4.71

CPT 0.1B 69.25↓4.01 68.44↓8.32 61.88↓10.36 52.15↓7.98 62.93↓7.67

In-Place TTT 0.1B 68.41↓4.85 66.61↓10.15 62.27↓9.97 51.31↓8.82 62.15↓8.45

TTT-NTP 0.1B 81.51↑8.25 79.13↑2.37 72.64↑0.40 61.23↑1.10 73.63↑3.03

Qwen3-4B-Base

Base 0 93.23 84.03 74.96 75.47 81.92
qTTT 0 93.75↑0.52 84.88↑0.85 75.34↑0.38 76.18↑0.71 82.53↑0.61

CPT 2B 88.27↓4.96 82.93↓1.10 71.32↓3.64 68.31↓7.16 77.71↓4.21

In-Place TTT 2B 87.98↓5.25 84.71↑0.68 70.04↓4.92 66.59↓8.88 77.33↓4.59

TTT-NTP 2B 89.69↓3.54 87.43↑3.40 86.70↑11.74 80.08↑4.61 85.98↑4.06

Qwen3-0.6B-Base

Base 0 81.83 70.95 65.24 56.20 68.55
qTTT 0 81.99↑0.16 71.57↑0.62 65.43↑0.19 56.74↑0.54 68.93↑0.38

CPT 0.2B 82.08↑0.25 70.33↓0.62 65.63↑0.39 57.38↑1.18 68.86↑0.31

In-Place TTT 0.2B 72.41↓9.42 68.40↓2.55 67.57↑2.33 59.18↑2.98 66.89↓1.66

TTT-NTP 0.2B 82.71↑0.88 73.31↑2.36 71.39↑6.15 58.30↑2.10 71.43↑2.88

Table 1: RULER Full-13 accuracy across four backbones (Llama-3.1-8B-Base, Mistral-7B-v0.3, Qwen3-4B-Base,
and Qwen3-0.6B-Base; blocks ordered by model size). Subscript arrows give the absolute percentage-point change
relative to Base for each backbone (↑ improvement, ↓ decline); the best result in each column is in bold. The Tokens
column gives the continual-pretraining budget. All rows use the same RULER evaluation harness; In-Place TTT
and TTT-NTP share the same fast-weight placement, chunk size, and inner-loop learning rate.

Backbone Method HellaSwag ARC-e ARC-c PIQA MMLU Avg

Llama-3.1-8B Base 71.15 80.40 58.02 83.40 63.45 71.28
TTT-NTP 71.50↑0.35 80.80↑0.40 58.70↑0.68 83.40 63.37↓0.08 71.56↑0.27

Mistral-7B-v0.3 Base 72.85 78.20 60.24 84.20 59.64 71.03
TTT-NTP 69.05↓3.80 78.40↑0.20 59.64↓0.60 85.00↑0.80 58.27↓1.37 70.07↓0.96

Qwen3-4B Base 65.20 74.20 50.20 79.60 73.80 68.60
TTT-NTP 64.40↓0.80 77.20↑3.00 49.20↓1.00 79.20↓0.40 73.00↓0.80 68.60

Qwen3-0.6B Base 53.53 57.87 38.82 70.13 50.24 54.12
TTT-NTP 54.03↑0.50 59.72↑1.85 38.48↓0.34 70.13 50.56↑0.32 54.59↑0.47

Table 2: General-capability evaluation comparing each released backbone (Base) to its TTT-NTP-trained backbone
on standard commonsense and knowledge benchmarks (lm-evaluation-harness). Subscript arrows give the per-
benchmark change of TTT-NTP relative to Base (↑ improvement, ↓ decline); TTT-NTP values that beat Base are in
bold. Aggregate scores are essentially unchanged across all four backbones.

ARC-e—so the fast-weight write reshapes the long-
context pathway without disturbing the model’s
knowledge and commonsense behaviour.

The only notable regression is on Mistral. Its
aggregate slips by 0.96, as a HellaSwag drop out-
weighs gains on ARC-e and PIQA. Even here the

change is within roughly one point, so the long-
context improvements of Table 1 come at no mea-
surable general-capability cost across backbones.
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Figure 2: Target ablation on RULER Full-13 (Qwen3-4B-Base). All four variants share the same training data,
token budget, fast-weight placement, chunk size, inner-loop learning rate, and rank-one update mechanism; only
the layer-local target differs. Past-5 and Next-5 aggregate five preceding or following positions through a learned
unidirectional convolution; Bi-dir-5 aggregates a symmetric 11-position window through a bidirectional convolution.
TTT-NTP (ours) writes the single next position hℓ,t+1.

5 Conclusion

This work shows that long-context LLMs can bene-
fit when test-time adaptation is tied more directly to
next-token prediction. TTT-NTP uses the observed
next token to train each adapted layer toward the
next contextual state the model already computes
during a causal forward pass. Across four back-
bones from three families spanning 0.6–8B, it is the
only adaptation that consistently improves RULER
Full-13 over the released model, with the gains con-
centrated at the longest contexts and carrying over
to real-world long-document QA on LongBench-
v2, while general capability is preserved. Two con-
trolled ablations locate the source of the gain: hold-
ing the training setup fixed and changing only the
value target (§4.4) shows the next-position target
is what helps, and varying only the inference-time
solver (§D) shows the gain is realized by a regular-
ized closed-form write whose key whitening, not
the rank-one correlation alone, is decisive. These
results suggest that better long-context use may
come not only from larger windows, but from adap-
tation signals that match how the model learned to
predict text in the first place.

Limitations

Our evidence spans four open backbones from
three model families up to 8B parameters, a sin-
gle long-document continual-pretraining corpus,
and one fixed token budget per backbone; we have
not studied larger checkpoints, other pretraining
mixtures, or the data–compute trade-off. The fast-
weight write is developed for full-attention de-
coders and has not been tested on sliding-window
or linear-attention backbones, where the key statis-
tics used by the closed-form solve are local rather
than global. Long-context evaluation covers syn-
thetic retrieval on RULER and one real-document
QA benchmark, the medium split of LongBench-
v2; each configuration is a single training run, so
we do not report variance across seeds.

Ethical Considerations

TTT-NTP improves how pretrained long-context
language models use information already inside
their prompt window, with intended applications
in long-document question answering, code under-
standing over large repositories, and other retrieval-
style uses of in-context material. Stronger long-
context utilization, however, also amplifies dual-
use risks of long-context LLMs: a model that more
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reliably finds specific facts in a long prompt is
more useful for legitimate retrieval but also for
extracting personal information from unconsented
documents, for targeted surveillance pipelines over
personal corpora, and for long-context jailbreaks
that hide adversarial instructions in the prefix. Our
evaluation covers long-context retrieval (RULER)
and standard commonsense and knowledge bench-
marks; we do not measure factuality, calibration,
toxicity, privacy leakage, or jailbreak robustness, so
any deployment of TTT-NTP-trained checkpoints
in consequential settings should go through stan-
dard LLM safety review.
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A Training Hyperparameters

CPT, the In-Place TTT baseline, and TTT-NTP
share the continual-pretraining recipe in Table 3;
the per-backbone token budget is the only setting
that varies across models. Each batch element is
a single document of at least 32,768 tokens (no
packing), and the outer loss is standard next-token
cross-entropy. The Qwen3-0.6B checkpoint is a
shared step-100 snapshot used as a smaller-scale
consistency check rather than a compute-scaling
study.

Setting Value

Corpus Long-Data-Collections,
pretraining split without the
RedPajama-Book portion,
i.e. RedPajama-ArXiv, a
RedPajama sample, UL2
Oscar, Natural Instructions,
P3, and a Pile subsample;
mirrored on Hugging
Face as emozilla/Long-
Data-Collections-Pretrain-
Without-Books

Sequence length 32,768
Global batch size 64
Optimizer AdamW, weight decay 0.1
Peak learning rate 5× 10−6, 5% linear warm-

up, cosine decay to 0
Precision / sharding bf16, FSDP
Token budget 0.4B (Llama-3.1-8B),

0.1B (Mistral-7B-v0.3),
2B (Qwen3-4B), 0.2B
(Qwen3-0.6B)

Table 3: Continual-pretraining hyperparameters, shared
by CPT, In-Place TTT, and TTT-NTP.

B Fast-Weight TTT Hyperparameters

TTT-NTP reuses each adapted layer’s MLP down-
projection as the fast weight, Wℓ = W down

ℓ , with
the current gated activation zℓ,t as the key (no extra
key projection) and the next-position state hℓ,t+1,
passed through the learned d×d interface W proj

ℓ ,
as the value target. Under the inner-product in-
ner loss (Eqs. (2) and (5)), η scales the rank-one
write directly rather than acting as a gradient step,
so its tuned value varies widely across backbones
(Table 4). On Qwen3-4B and Llama-3.1-8B, each
chunk write ∆W

(c)
ℓ of Eq. (10) is divided by its

spectral norm before entering the prefix sum of
Eq. (12), which bounds the drift of the fast weight
at large η over these longer runs; Mistral-7B-v0.3
and Qwen3-0.6B use the raw write.

Writes are accumulated chunk-parallel (chunks
of 1024; an exclusive prefix sum lets chunk c see
only earlier chunks; Section 3.3). W proj

ℓ is initial-
ized as a diagonal matrix whose diagonal is drawn
from N (0, 0.022) and shared across the adapted
layers (off-diagonal entries zero; Llama-3.1-8B in-
stead uses a dense N (0, 0.022/d) initialization)
and trained jointly under the standard next-token
CPT loss—the only TTT-NTP-specific parameter,
adding a negligible |A| d2 weights.

At inference, the closed-form write of Sec-
tion 3.4 uses one fixed configuration for all back-
bones and context lengths: ridge regularizer λ =
1.0, base step size η = 0.1 with a per-layer cap
∥ηℓ∆Wℓ∥F /∥Wℓ∥F ≤ 0.1, the regression fit on
the last 8,192 prefill tokens, and the prompt key–
value cache reused so that the write affects only
decode-time computation. The qTTT baseline fol-
lows the defaults of Bansal et al. (2025): 32 inner
steps on 128-token spans, learning rate 1× 10−5,
weight decay 0.01, and gradient clipping 1.0.

Backbone Layers TTT layers η

Llama-3.1-8B 32 {0, 6, 12, 18, 24, 30} 0.3
Mistral-7B-v0.3 32 {0, 6, 12, 18, 24, 30} 0.15
Qwen3-4B 36 {0, 6, 12, 18, 24, 30} 3.0
Qwen3-0.6B 28 {0, 4, 8, 12, 16, 20, 24} 2.6

Table 4: Per-backbone fast-weight placement and inner-
loop learning rate η (chunk size 1024 throughout).

C Real-World Long-Document QA

RULER is synthetic. To test whether the same
inference-time write transfers to naturally occur-
ring long documents, we additionally evaluate on
LongBench-v2 (Bai et al., 2025), a multiple-choice
long-document QA benchmark spanning six task
domains. We report its medium-length split of 215
questions over documents of 33k to 128k words
under a common 32k-token context budget; inputs
longer than the budget keep their head and tail, so
every backbone is compared at the same effective
input length. Table 5 breaks accuracy down by
domain.

Transfer to real long documents. TTT-NTP
attains the best overall accuracy on both backbones,
+5.6 over Base on Llama-3.1-8B and +3.7 on
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Method Single-
Doc

Multi-
Doc

ICL Dialogue Code Struct Overall

Llama-3.1-8B-Base

Base 26.0 25.0 27.9 15.8 33.3 26.1 25.6
CPT 31.2↑5.2 27.3↑2.3 25.6↓2.3 31.6↑15.8 44.4↑11.1 26.1 29.3↑3.7

In-Place TTT 35.1↑9.1 20.5↓4.5 27.9 21.1↑5.3 44.4↑11.1 26.1 28.8↑3.2

qTTT 28.6↑2.6 25.0 27.9 15.8 33.3 26.1 26.5↑0.9

TTT-NTP (Ours) 33.8↑7.8 29.5↑4.5 30.2↑2.3 21.1↑5.3 33.3 34.8↑8.7 31.2↑5.6

Mistral-7B-v0.3

Base 29.9 25.0 25.6 31.6 33.3 13.0 26.5
CPT 35.1↑5.2 25.0 25.6 10.5↓21.1 33.3 21.7↑8.7 27.4↑0.9

In-Place TTT 32.5↑2.6 29.5↑4.5 25.6 15.8↓15.8 33.3 17.4↑4.4 27.4↑0.9

qTTT 31.2↑1.3 25.0 18.6↓7.0 31.6 22.2↓11.1 13.0 25.1↓1.4

TTT-NTP (Ours) 32.5↑2.6 31.8↑6.8 23.3↓2.3 31.6 33.3 30.4↑17.4 30.2↑3.7

Table 5: LongBench-v2 medium split, by task domain. Multiple-choice accuracy on the 215 medium questions
(33k–128k words), evaluated under a common 32k-token context budget (head+tail truncation). Per-domain
question counts: Single-Doc QA 77, Multi-Doc QA 44, In-context Learning (ICL) 43, Dialogue History 19, Code
Repository 9, Structured Data 23. Subscripts give the per-domain change relative to Base for each backbone
(↑ improvement, ↓ decline); TTT-NTP (Ours) values are in bold.

Inference write 4k 8k 16k 32k Avg

Llama-3.1-8B

Base 65.05 56.98 46.94 54.22 55.80
Inner-product 7.19↓57.86 9.86↓47.12 20.76↓26.18 12.63↓41.59 12.61↓43.19
Ridge, no reg. 62.81↓2.24 56.76↓0.22 51.74↑4.80 53.13↓1.09 56.11↑0.31
Ridge (Ours) 63.39↓1.66 59.77↑2.79 53.90↑6.96 61.73↑7.51 59.70↑3.90

Qwen3-4B

Base 93.23 84.03 74.96 75.47 81.92
Inner-product 75.96↓17.27 75.79↓8.24 67.75↓7.21 65.38↓10.09 71.22↓10.70
Ridge, no reg. 89.52↓3.71 87.89↑3.86 86.29↑11.33 79.98↑4.51 85.92↑4.00
Ridge (Ours) 89.69↓3.54 87.43↑3.40 86.70↑11.74 80.08↑4.61 85.98↑4.06

Table 6: Closed-form inference-write ablation (RULER Full-13, per length). Varying only the solver for the
prompt write ∆W ; subscripts are the change vs. Base (↑/↓), best write rule per column in bold. The Hebbian
inner-product write (no Gram whitening) collapses, and dropping the ridge regularizer also hurts; only the full
regularized solve (Ours) improves over Base.

Mistral-7B-v0.3, ahead of CPT, In-Place TTT, and
qTTT; the next-position write thus helps on nat-
urally occurring long-document QA, not only on
synthetic needle retrieval.

Retrieval-oriented domains drive the gain.
Single- and multi-document QA and long
structured-data understanding account for most of
the improvement, with Mistral rising from 13.0
to 30.4 on structured data, mirroring the RULER
results, whereas the smallest splits, code with 9
questions and dialogue with 19, are too small to
read much into.

D Closed-Form Inference Write: Solver
and Regularization

The inference-time write of Eq. (17) is the ridge
least-squares solution for the prompt-specific per-
turbation: over the fit window it minimizes ∥Yℓ −
(W down

ℓ + ∆W )Xℓ∥2F + λ∥∆W ∥2F , where Xℓ

stacks the cached keys and Yℓ the next-position
targets. To isolate the role of the solver—not the
trained target, placement, or perturbation scale η,
all held fixed—we compare three ways of mapping
the residual Rℓ = Yℓ −W down

ℓ Xℓ to a write.
Writing this closed form in terms of the residual
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makes the solver explicit:

∆WCF
ℓ = RℓX

⊤
ℓ︸ ︷︷ ︸

correlation

(
XℓX

⊤
ℓ + λI

)−1

︸ ︷︷ ︸
key whitening

. (18)

The numerator RℓX
⊤
ℓ is a Hebbian, correlational

write—the same outer-product form as the inner-
product (linear) training loss in Eq. (2)—and the
Gram inverse whitens it by the key second moment.
The two ablations each switch off one of these
factors: Inner-product keeps only the un-whitened
correlation RℓX

⊤
ℓ , and no regularization keeps

the inverse but sets λ→0. The inner-product write
is exactly the per-token training-time update of
Eq. (2) applied once over the whole prompt; testing
it at inference therefore asks whether the training
loss can be reused for the one-shot write. Table 6
reports all three against each backbone’s released
Base.

Whitening is decisive. Dropping the Gram in-
verse collapses retrieval at every length, with the
average falling to 71.22 on Qwen3-4B and 12.61
on Llama-3.1-8B—far below Base. The factor
(XℓX

⊤
ℓ + λI)−1 rescales the write to equalize

the key directions; without it the Hebbian write
is amplified along the highest-variance (most fre-
quent or repeated) keys rather than solving for the
target, so a few directions dominate the patched
down-projection and the outputs degenerate. This
is the same Hebbian form TTT-NTP trains with:
dense, small per-position writes are stable during
co-adapted chunk-parallel training, but the identi-
cal un-whitened form fails as a single one-shot
prompt write—which is exactly why inference
solves the full squared-error objective rather than
reusing the training loss.

Regularization matters. Keeping the whitening
while setting λ→0 stays close to the full solve and
well above the inner-product write, yet only the
complete regularized ridge (Ours) improves over
Base at every length beyond 4k on both backbones.
Both the whitening and a non-zero λ are therefore
needed for a stable one-shot prompt write.

E Evaluation Protocol

Long-context retrieval. RULER Full-13 is the
official aggregate of 13 tasks: NIAH single-
key, multi-key, multi-value, and multi-query re-
trieval; variable tracking; frequent-word extraction;
common-word extraction; HotpotQA; and SQuAD.
We report accuracy averaged over 100 samples per
task per context length. All models use the same

OpenCompass Hugging Face data-parallel infer-
ence pipeline.

General capability. HellaSwag is evaluated 10-
shot on 2,000 fixed samples; ARC-c 25-shot on the
full 1,172-sample test set; ARC-e 0-shot on a fixed
500-sample subset; PIQA 0-shot on a fixed 500-
sample subset; MMLU 0-shot on the full 14,042-
sample test set. The same fixed subsamples are
used across all models for the subsampled tasks.

F LLM Usage

Large language model assistants were used only
for language editing and manuscript revision. They
were not used to generate research ideas, methods,
experiments, results, or technical claims. All final
manuscript content was reviewed and verified by
the authors.
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