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Abstract

Large language models (LLMs) analyze cor-
porate financial statements fluently, yet rou-
tinely emit wrong figures while preserving a
confident, well-formatted narrative—the false-
precision problem. Prior benchmarks measure
answer accuracy or attach claims to source
cells, but do not explain why a financial num-
ber is wrong. We introduce a determinis-
tic, XBRL-grounded oracle that recomputes
the intermediate-management-balances (SIG)
and ratio cascade from SEC EDGAR facts,
and use it to score numeric fidelity per finan-
cial concept, with fact-level attribution and
error propagation along the ratio dependency
DAG. A pinned/unpinned prompt contrast, an
any-standard-definition oracle for convention-
dependent composites, and a rule-based error-
mode classifier jointly separate definitional di-
vergence (the model applies a different but
sometimes valid convention) from unexplained
residual numerical error. Across six open
and proprietary models on 729 firm-years
(and a 345 firm-year subset common to all
six), we find: (i) simple two-fact ratios are
computed faithfully by all but the weakest
model, while multi-input composites separate
the panel by capability—the residual hardest
concept (ROCE) is executed reliably only by
the strongest models; (ii) supplying the exact
formula and source tags (pinning) helps ev-
ery capable model and only hurts the weak-
est, inverting an apparent “computational limit”
that turns out to be a weak-model artifact;
and (iii) source-fact attribution and fidelity are
distinct and can decouple—one model com-
putes correctly yet cites its source facts almost
never (“right answer, no receipts”), while the
strongest models pair high fidelity with high at-
tribution. Program-of-thought prompting does
not change fidelity, and most wrong compos-
ites are local errors rather than propagated ones.
Code, frozen model responses and full prove-
nance are released under a DOI.

1 Introduction

Financial-statement analysis is deterministic: prof-
itability, liquidity, solvency, leverage and value-
creation metrics are closed-form functions of re-
ported line items (Penman, 2013). Recent work
shows LLMs can perform such analysis usefully—
Kim et al. (2024) report GPT-4 predicting next-year
earnings direction from anonymized statements
above analyst consensus. Yet the same models
are unreliable on the numbers themselves: on Fi-
nanceBench a strong retrieval-augmented model is
wrong or abstains on 81% of filing questions (Is-
lam et al., 2023), the errors clothed in fluent prose.
The field has documented that LLMs hallucinate
financial numbers; it has not characterized why.

We reframe the question. LLM financial-fidelity
failures are not a single phenomenon but a mix-
ture of mechanisms—convention/definitional di-
vergence, magnitude/scale errors, and residual nu-
merical failure—and disentangling them is both
possible and necessary. The enabling idea exploits
the determinism of the discipline: the SIG and ratio
machinery forms a dependency DAG that recom-
putes exactly from XBRL, giving a free verification
oracle. The oracle lets us measure fidelity per con-
cept, attribute each claim to its source fact, and
observe error propagation along the cascade.

We run each model pinned (the exact formula
and source tags are supplied) and unpinned (the
model uses its own definitions). Pinning is a com-
pound intervention: it fixes the definition, but it
also names the source facts and removes planning
ambiguity. The contrast therefore measures the
combined benefit of an explicit formula and explicit
source specification; we use it as an upper bound
on the definitional component and rely on the any-
standard-definition oracle and the error-mode clas-
sifier to sharpen the decomposition (§3.3). For
composites with several legitimate conventions (e.g.
gearing), the any-standard oracle credits a valid al-
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ternative rather than scoring it wrong; the classifier
labels every wrong claim, turning the decomposi-
tion into a measurement.
Contributions. (1) An XBRL cascade oracle and
per-concept fidelity benchmark—the SIG/ratio de-
pendency DAG as ground truth, scored as a pro-
file rather than a single rate. (2) A method that
separates definitional from residual numerical fail-
ure (pinned/unpinned contrast, any-standard oracle,
rule-based error-mode classifier). (3) A cascade
error-propagation metric, reported per model and
condition. (4) Findings across six models, on the
full sample and on a common subset: composite
fidelity separates the panel by capability; pinning
helps every capable model (the apparent “computa-
tional limit” is a weak-model artifact); attribution
and fidelity are distinct and can decouple; program-
of-thought does not improve fidelity. (5) A repro-
ducible, governance-gated, open-data pipeline with
frozen model outputs released under a DOI.

2 Related work

Financial numeric reasoning and QA. FinQA,
ConvFinQA, TAT-QA, MultiHiertt and DocFinQA
evaluate numerical reasoning over tables and text
(Chen et al., 2021, 2022; Zhu et al., 2021; Zhao
et al., 2022; Reddy et al., 2024); FinanceBench
evaluates open-book filing QA (Islam et al., 2023);
FinBen aggregates financial tasks (Xie et al., 2024);
and, most recently, FinanceReasoning (Tang et al.,
2025) pairs financial numerical problems with exe-
cutable Python solutions, and FAITH (Zhang et al.,
2025) measures intrinsic tabular hallucination as
calculation depth grows. These score a final an-
swer (or an answer-level hallucination rate), not
a recomputed accounting cascade, and do not de-
compose the error into definitional versus residual
causes—the gap we fill.
LLMs for financial-statement analysis. Kim et al.
(2024) establish predictive analysis ability; Fin-
Robot (Yang et al., 2024) generates analyst reports
but provides no fidelity oracle.
Grounding, attribution and XBRL recompute.
FinGround performs atomic-claim verification with
table-cell citations and a computational claim type
(Guo et al., 2026); FinDVer and FinLFQA address
explainable claim verification and attributed gen-
eration (Zhao et al., 2024; Long et al., 2025); Fin-
Tagging links facts to the US-GAAP taxonomy
(Wang et al., 2025); XBRL Agent compares chain-
of-thought with tool-augmented formula compu-

tation (Han et al., 2024); AuditFlow recomputes
expected values from a US-GAAP/XBRL graph
for audit verification (Li et al., 2026). We reuse
this grounding substrate but differ on three axes:
we recompute the continental SIG cascade (value
added, EBITDA/EBE, capital employed, working-
capital requirement, EVA) as a dependency DAG;
we report a per-concept fidelity profile; and we
separate definitional from residual failure, which
none of the above isolate. Concretely, the clos-
est concurrent systems verify or recompute indi-
vidual claims and report pass/fail—AuditFlow (Li
et al., 2026) against a US-GAAP/XBRL graph, Fin-
Ground (Guo et al., 2026) via atomic-claim types—
but neither yields a per-concept fidelity profile nor
an explained-vs-local error propagation along the
cascade; and FAITH (Zhang et al., 2025) measures
how hallucination grows with calculation depth
without distinguishing a wrong convention from a
wrong number.
Numeric reasoning and financial hallucination.
Chain-of-thought (Wei et al., 2022), program-of-
thought (Chen et al., 2023) and PAL (Gao et al.,
2023) improve multi-step computation; we use the
CoT/PoT contrast. Hallucination is broadly sur-
veyed by Ji et al. (2023). Most directly, Zhang
et al. (2025) quantify intrinsic tabular hallucina-
tion on S&P 500 filings and find accuracy collaps-
ing as tasks move from direct lookup to multivariate
calculation—a calculation-depth effect. Our oracle
localizes that effect to specific concepts (ROCE the
residual), separates its definitional from its residual
component, and shows it depends on model capa-
bility rather than being a fixed limit. This diagno-
sis also motivates the neuro-symbolic prescription
of relieving LLMs of arithmetic via deterministic
ledgers; our XBRL cascade oracle is exactly such
a ledger, used here for measurement rather than as
a runtime tool.

3 Method

3.1 Firm-year pivot and the XBRL oracle

The unit of analysis is the firm-year (CIK, fiscal
year, accession). From SEC EDGAR companyfacts
we extract us-gaap concepts via a candidate-tag
map (first available tag wins; misses logged) and re-
compute, in closed form, gross/operating/EBITDA
margins, ROE, ROCE, current and quick ra-
tios, net debt, gearing, debt/EBITDA, working-
capital-requirement in days, and EVA (Penman,
2013; Stewart, 1991). We use these intermediate-
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management-balance aggregates (the continental
soldes intermédiaires de gestion) not as a jurisdic-
tional reporting requirement but as a deterministic
analytical cascade over reported line items—a de-
pendency structure that recomputes exactly from
US-GAAP XBRL facts and that we exploit purely
as a verification oracle. Each derived value records
its lineage (tags, raw values, period, unit). The
ratios form a dependency DAG—e.g. EBITDA-
margin and debt/EBITDA descend from EBITDA-
proxy; EVA descends from ROCE and capital
employed—the object of the propagation analy-
sis (§3.5). Division by zero or missing inputs yield
a null, never an exception; conventions (e.g. current
debt defaults to zero when untagged) are fixed and
documented.

The oracle is deterministic, but determinism
is not the same as accounting truth: candidate-
tag selection and fixed conventions are modelling
choices, and a firm whose current debt is reported
under an unmapped tag receives a precise but
convention-dependent reference value. The any-
standard-definition oracle (§3.3) absorbs the most
common alternative conventions; the residual map-
ping risk is stated in the Limitations and is the rea-
son we report fidelity as a threshold sweep rather
than a single exact-match rate.

3.2 Fidelity scoring
Each model returns, per ratio, a structured Numeric-
Claim {concept, value, unit, cited_fact_id}. Value
fidelity is the relative error against the oracle, re-
ported as a sweep at 0.1%/1%/5% (a single thresh-
old is misleading); the primary threshold is 1%.
A unit/scale normalization precedes comparison:
because the percent/decimal label is unreliable, the
divide-by-100 decision is taken by magnitude, not
by the reported unit (a margin reported as 38.6 with
an empty unit is read as 0.386; a value of 0.386 is
left unchanged; a scale error is then a value that
remains off by a power of ten after this normaliza-
tion). Attribution is scored as partial source attri-
bution: it is correct when the single cited_fact_id
resolves in the fact catalog to a tag in that ratio’s lin-
eage. This establishes that the model can point to a
genuine input, not that it cites the complete lineage
of a multi-input ratio; full-lineage coverage would
require a per-input citation schema, which we leave
to future work and do not claim here. We record
three mutually exclusive outcomes—parsed answer,
refusal/unknown, unrecoverable parse failure—and
report parse failure as its own per-model metric.

3.3 Pinned vs. unpinned; the any-standard
oracle

Unpinned, the model is asked for a ratio with no for-
mula; pinned, the exact formula is supplied, nam-
ing the precise catalog tags and conventions verba-
tim. Pinning changes several things at once—it re-
solves definitional ambiguity, but it also simplifies
source-fact selection and removes planning—so the
contrast pinned−unpinned measures the combined
benefit of an explicit formula and explicit source
specification, not a pure definitional effect. We
observed this directly: a pinned prompt that spells
the formula in generic English (“+ current debt”)
without naming the exact tags underperforms tag-
specific pinning, so the tags do real work. We
therefore read the contrast as an upper bound on the
definitional component and use two further instru-
ments to sharpen it. For composites with multiple
legitimate conventions (gearing as net-debt/equity,
gross-debt/equity, or debt/(debt+equity)), an any-
standard-definition oracle credits a match to any
standard form, separating valid alternative conven-
tion from error; and the error-mode classifier below
labels what remains. Separating formula-only from
tags-only pinning is the natural next experiment
and is not run here.

3.4 Error-mode classifier

Every wrong claim is labeled into mutually exclu-
sive modes: different-concept (matches a sibling
ratio of the same firm-year, e.g. EBITDA-margin
reported for operating-margin); scale (off by a
power of ten after normalization); valid convention
(matches an alternative standard definition); unde-
fined; and unexplained residual numerical error—
the remainder once the rule-based explanations fail.
Every mode is a deterministic, rule-based predicate
computed against the oracle, so no learned or LLM
judge is involved and the decomposition is itself
reproducible. We deliberately do not call the resid-
ual “arithmetic error”: without reconstructing the
model’s computation, a residual wrong value may
come from a wrong fact or period, an omitted in-
put, an unmodelled convention, or a genuine arith-
metic slip, and the classifier cannot tell these apart.
What it establishes is narrower and still useful: af-
ter crediting scale artifacts, sibling confusions and
valid conventions, a measurable fraction of wrong
composites has no definitional explanation. This
converts the qualitative “why” into per-concept,
per-model fractions, replacing a misleading single
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median (uninformative for the bimodal error distri-
butions we observe).

3.5 Cascade error-propagation

For each wrong descendant ratio we test whether
recomputing it from the model’s own claimed an-
cestor plus the true remaining inputs reproduces the
model’s wrong value. If so the error is explained
(propagated); otherwise local. The propagation
score is explained/(explained+ local) over wrong
descendants whose ancestor was claimed; ances-
tors not claimed form a separate undefined bucket.
Results are in §5.5.

3.6 Reproducibility and governance

Every record carries provenance (source, URL, ac-
cession, time, SHA-256); the oracle carries cell-
level lineage; every model call logs model id,
provider, training cutoff, prompt-template hash and
sampling. A cost ledger and budget circuit-breaker
bound spend; eight quality gates gate the pipeline.
Decoding is deterministic (temperature 0); because
serverless seed is best-effort, reproducibility rests
on the frozen response cache, archived so results
survive model deprecation. A leakage gate requires
every input filing to post-date the models’ training
cutoffs; unlike a forecasting task, D1 has no future
“label-year” filing, so only the analyzed filing’s date
is gated.
Pre-registration. The measurement design was
fixed before scoring: the materiality screen
and in-scope universe, the fidelity-threshold
sweep (0.1/1/5%) and magnitude-based normal-
ization, the five-way error-mode taxonomy, the
pinned/unpinned and any-standard-definition pro-
tocol, and the leakage gate. No concept, threshold,
or model was added or dropped after inspecting
outputs. The common-subset, per-model CoT/PoT
and per-model propagation analyses added for the
camera-ready were requested by reviewers and are
recomputed from the frozen cache with the released
evaluator; they add no new inference.

4 Experimental setup

Data. SEC EDGAR annual filings (10-K) filed
on or after 1 February 2025, i.e. strictly after the
latest verified model training cutoff (Gemini, Jan-
uary 2025). A materiality screen defines the in-
scope universe: us-gaap filer, classified balance
sheet, revenue present, total assets ≥ $50M; finan-
cials and utilities (SIC 6000–6799, 4900–4949)

Model Provider cutoff firm-years

Llama-3.1-8B DeepInfra 2023-12 729
Qwen2.5-72B DeepInfra 2024-09 729
Gemini-3.1-Flash-Lite Google 2025-01 729
GPT-5-mini OpenRouter 2024-05 729
DeepSeek-V3.2 SiliconFlow 2025-12† 345
Grok-4.3 OpenRouter 2025-12† 345

Table 1: Six-model panel. The training cutoff gates eligi-
bility: four models cover all 729 firm-years; DeepSeek
and Grok cover the 345 firm-years filed after their
(†provider-reported, unverified) cutoff. Those 345 firm-
years form the common subset used for all cross-model
comparisons.

are excluded. The frame is 400 firms / 729 firm-
years: because the window spans roughly a year of
filings, most firms contribute both their FY2024 re-
port (filed February–April 2025) and their FY2025
report (filed late 2025 or early 2026); by XBRL
fiscal-year label the 729 firm-years split into 307
FY2024, 378 FY2025, 43 FY2026 (non-calendar
fiscal years) and one FY2023 late filer. Out-of-
scope firms are logged, not counted against cover-
age.
Models and samples. A panel spanning capability
tiers and providers, each with a documented train-
ing cutoff used for leakage control (Table 1). Four
models (Llama-3.1-8B, Qwen2.5-72B, Gemini-3.1-
Flash-Lite, GPT-5-mini) have verified cutoffs be-
fore the window and are evaluated on all 729 firm-
years. Two models (DeepSeek-V3.2, Grok-4.3)
have provider-reported cutoffs of December 2025,
so the leakage gate retains for them only the
345 firm-years filed after 4 December 2025 (302
FY2025 + 43 FY2026 labels, 345 distinct firms).
We call these 345 firm-years the common subset:
all six models were run on it, and every cross-model
comparison below is reported on it as well as on
each model’s full sample. Each firm-year context
is built once and fanned out to the D1 variants
{unpinned, pinned} × {CoT, PoT}; decoding is
temperature 0. The full six-model run cost well
under a $50 cap.

5 Results

5.1 Fidelity separates the panel by capability

Per-concept fidelity forms a clean ladder (Fig. 1):
Llama-3.1-8B is a floor (many composites near
zero), Qwen-72B a middle tier, and the four strong
models (Gemini, DeepSeek, Grok, GPT-5-mini)
are high across most concepts. Simple two-fact
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Llama-3.1-8B

Qwen2.5-72B

DeepSeek-V3.2

Gemini-3.1-Flash-Lite
Grok-4.3

GPT-5-mini

gross margin

current ratio
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operating margin

ebitda proxy

net debt

ebitda margin

debt/ebitda

gearing

quick ratio

roce

0.68 0.95 0.98 0.99 0.98 0.98

0.75 0.99 1.00 1.00 1.00 1.00

0.32 0.96 0.99 1.00 1.00 1.00

0.41 0.84 0.85 0.86 0.86 0.86

0.04 0.79 0.97 0.97 1.00 0.98

0.05 0.59 0.85 0.87 0.99 1.00

0.02 0.74 0.85 0.86 0.86 0.87

0.01 0.37 0.96 0.86 0.99 0.93

0.02 0.39 0.44 0.84 0.77 0.78

0.04 0.12 0.56 0.81 0.99 0.75

0.00 0.01 0.09 0.09 0.58 0.68

Per-concept numeric fidelity (correct@1%); capability increases left right, ROCE the residual
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Figure 1: Per-concept fidelity (correct@1%), 11 con-
cepts × 6 models, pooled over conditions. Capability
increases left→right; ROCE is the residual hard con-
cept.

ratios (current ratio, gross margin, ROE) are com-
puted faithfully by everyone except Llama. Multi-
input composites separate the panel: quick ratio,
gearing, and especially ROCE—a multi-step ag-
gregate (EBIT×(1− τ) over capital employed)—
collapse for weaker models and are the residual
hard concepts. ROCE is the sharpest separator:
pooling conditions, GPT-5-mini reaches 0.68 cor-
rect@1% and Grok 0.58, every other model ≤0.09;
pinned, GPT-5-mini reaches 1.00 and Grok 0.84,
while Gemini and DeepSeek stay near 0.17. With
six models this is a description of the panel, not
a law; we use “capability-dependent” rather than
“capability-gated” in what follows.

5.2 Pinning helps capable models; the
“computational limit” is a weak-model
artifact

Supplying the exact formula and source tags (pin-
ning) raises overall fidelity for five of six models;
the lone exception is Llama (Fig. 2, ∆ = −0.028),
which cannot reliably execute even a fully-specified
formula (e.g. current ratio −0.14). For capable
models pinning is neutral-to-strongly-helpful, and
it is largest exactly on the hard composites: GPT-
5-mini ROCE +0.749 and quick ratio +0.543;
DeepSeek gearing +0.790; Gemini debt/EBITDA
+0.221; GPT-5-mini debt/EBITDA +0.144. An
earlier four-model reading (dominated by weaker
models) had suggested the EBITDA chain was a ro-
bust “pinned< unpinned computational limit”; the
six-model panel falsifies that—capability inverts
the effect. The correct statement is: the hardest

0.05 0.00 0.05 0.10 0.15 0.20
 correct@1%  (pinned  unpinned), 95% bootstrap CI

GPT-5-mini

DeepSeek-V3.2

Gemini-3.1-Flash-Lite

Qwen2.5-72B

Grok-4.3

Llama-3.1-8B

+0.164

+0.123

+0.086

+0.081

+0.079

-0.028
pinning helps 

Pinning helps every capable model; only Llama's gain is significantly negative

Figure 2: Overall ∆correct@1% (pinned − unpinned)
per model, each on its full sample. Pinning helps every
capable model; only the weakest (Llama) is hurt.

Model unpin. pin. ∆ [95% CI] attrib.

Llama-3.1-8B 0.315 0.291 −0.024[−.041,−.006] 0.684
Qwen2.5-72B 0.618 0.697 +0.079[.064,.093] 0.707
Gemini-3.1-F-L 0.793 0.882 +0.089[.076,.100] 0.049
GPT-5-mini 0.807 0.969 +0.163[.153,.173] 0.826
Grok-4.3 0.872 0.951 +0.079[.071,.087] 0.929
DeepSeek-V3.2 0.719 0.842 +0.123[.112,.135] 0.828

Table 2: Common subset (345 firm-years shared by
all six models): unpinned and pinned correct@1%,
pinned−unpinned gain with 95% firm-level bootstrap
CI (2,000 resamples, seed fixed), and attribution rate.

composites are computable if the model can follow
the formula and the named inputs, which is itself
a capability threshold. Because pinning is com-
pound (§3.3), these gains bound the definitional
component from above; the any-standard oracle
shows how much of it is convention proper (gear-
ing: strict 0.54 → any-standard 0.66 over 7,128
claims).

5.3 The ranking holds on the common subset

Table 2 re-scores all six models on the 345 firm-
years they share, with firm-level bootstrap intervals.
Every number moves by less than one point relative
to the full sample (Table 4); the capability order-
ing, the sign and size of every pinning gain, and
Gemini’s attribution collapse are unchanged. The
four-model versus two-model sample difference
therefore does not drive any conclusion.

5.4 Why wrong numbers are wrong

The error-mode classifier attributes each incor-
rect claim. For composites the dominant mode is
the unexplained residual (gearing ≈85% residual,
≈10% valid gross-debt/equity convention; quick
ratio ≈77% residual, ≈16% reporting the cur-
rent ratio instead; ROCE 70% residual, 4% ROE
reported instead); margins are dominated by a
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percent↔decimal scale artifact (≈12–20% ×100).
This is sharper than “LLMs use different defini-
tions”: after crediting valid conventions via the
any-standard oracle, most residual error on compos-
ites has no definitional explanation—and it shrinks
with capability. Three cases from the frozen cache
illustrate the modes. Different-concept: Llama, un-
pinned, reports quick ratio = 1.083 for a firm-year
whose oracle quick ratio is 0.188 but whose current
ratio is 1.077—the model computed the sibling and
cited AssetsCurrent. Scale: Llama, pinned,
reports operating margin = 0.0091 against an oracle
0.0908—off by exactly one power of ten after nor-
malization (the unit field was blank, so magnitude-
based normalization left the value alone and the
classifier caught the ×10 gap). Unexplained resid-
ual: Qwen, unpinned, reports ROCE =−0.121 for
a firm-year whose ROCE is +0.327 and whose
ROE is −0.489, citing NetIncomeLoss; the
sign and the cited fact suggest net income was used
where EBIT belongs, but the value matches neither
ROE nor any standard convention, so the classifier
correctly declines to name a cause.

5.5 Cascade propagation and CoT vs. PoT
Propagation. Over all wrong descendants with
a claimed ancestor, the propagation score is 0.15
unpinned (570 explained / 3,184 local) and 0.32
pinned (1,124 / 2,365): most wrong composites are
local errors, not inherited from a wrong intermedi-
ate. Per model (Table 3) the picture is capability-
dependent in an informative way. Strong mod-
els rarely propagate (GPT-5-mini 0.03/0.02, Grok
0.01/0.03 unpinned/pinned): when they get a de-
scendant wrong, the ancestor was usually right, so
the error is introduced at the last step. Weak and
middle models propagate more (Llama 0.18/0.32,
Qwen 0.16/0.38), and pinning raises their propa-
gation score—once the formula is fixed, a wrong
ancestor is carried faithfully into the descendant.
DeepSeek pinned is the outlier (0.52, 78/149): a
good executor of a supplied formula that inherits
its own EBITDA-proxy errors. The metric there-
fore separates “cannot execute the last step” from
“executes correctly from a wrong input”, which a
per-concept rate alone cannot.
CoT vs. PoT. Program-of-thought prompting does
not improve fidelity for any model: the lift is within
±1.7 points everywhere (pooled: CoT 0.721, PoT
0.715). It does change attribution for one model:
GPT-5-mini cites a valid source fact 91.9% of
the time under CoT but 73.0% under PoT (−18.9

Propagation PoT − CoT
Model unpin. pin. fidelity attrib.

Llama-3.1-8B 0.18 0.32 −0.001 −0.024
Qwen2.5-72B 0.16 0.38 +0.005 −0.004
Gemini-3.1-F-L 0.36 0.14 −0.002 +0.020
GPT-5-mini 0.03 0.02 +0.017 −0.189
Grok-4.3 0.01 0.03 −0.008 −0.011
DeepSeek-V3.2 0.04 0.52 −0.002 −0.004

Table 3: Left: cascade propagation score (ex-
plained / (explained+local)) per model and condition,
each on its full sample. Right: program-of-thought mi-
nus chain-of-thought, for correct@1% and attribution.

Model n attrib. pin. ∆ [95% CI]

Llama-3.1-8B 729 0.687 0.293 −0.028[−.040,−.016]

Qwen2.5-72B 729 0.715 0.696 +0.081[.071,.091]
Gemini-3.1-F-L 729 0.057 0.878 +0.086[.078,.095]
GPT-5-mini 729 0.824 0.971 +0.164[.157,.171]
Grok-4.3 345 0.929 0.951 +0.079[.072,.087]
DeepSeek-V3.2 345 0.828 0.842 +0.123[.113,.134]

Table 4: Full sample per model (n firm-years): attribu-
tion rate, pinned correct@1%, and pinned−unpinned
gain ∆ with 95% firm-level bootstrap CIs (2,000 resam-
ples). Every gain CI excludes zero; Llama’s is signifi-
cantly negative.

points), i.e. writing the computation as code makes
the strongest reasoner less likely to name the facts
it used. Since PoT is often recommended for nu-
meric tasks, this is a practical caveat: on this task
it buys no fidelity and can cost auditability.

5.6 Attribution and fidelity are distinct and
can decouple

Whether a model cites its source facts is a separate
axis from whether it computes correctly (Fig. 3, Ta-
bles 4 and 2). Five models pair strong fidelity with
strong attribution (Grok 0.93, GPT-5-mini 0.82,
DeepSeek 0.83, Llama 0.69, Qwen 0.72). Gem-
ini is the outlier: it computes well (most concepts
>0.84) yet cites almost nothing (attribution 0.057)
and has the worst schema-adherence (163 parse-
failures vs. ≤0.4% elsewhere)—a “right answer, no
receipts” model whose outputs are unusable under
a traceability or regulatory requirement (European
Union, 2024). GPT-5-mini, restored from a trun-
cation failure by a reasoning-budget fix, becomes
the strongest pinned reasoner (pinned fidelity 0.97)
with high attribution. We stress that our attribu-
tion metric is partial (one cited input in lineage);
it is sufficient to expose Gemini’s collapse, but it
overstates the auditability of the others relative to a
full-lineage standard.
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Figure 3: Attribution (source-fact citation) vs. fidelity.
Gemini computes well but cites nothing.

6 Discussion

The oracle is the instrument: by recomputing the
cascade deterministically, it converts an opaque
“wrong number” into an attributable cause, and it
exposes four structure-level facts a single halluci-
nation rate would hide. First, fidelity is capability-
dependent: simple ratios are universal, but multi-
input composites—and ROCE above all—are com-
puted reliably only by capable models, so an aggre-
gate “accuracy” conflates concept difficulty with
model strength. Second, disclosing the definition
and the inputs helps whoever can execute them:
pinning inverts the apparent “computational limit”
seen on weak models, which cautions against gen-
eralizing prompt-intervention effects across a nar-
row model pool. Third, errors are mostly local,
and code does not help: wrong composites are
rarely inherited from a wrong intermediate, and
program-of-thought neither improves fidelity nor
preserves attribution. Fourth, attribution is a dis-
tinct axis: a model can be accurate yet uncitable
(Gemini), which matters precisely where LLM fi-
nancial outputs would be deployed—under trace-
ability or regulatory obligations. Practically: pin
definitions and name the inputs, prefer capable
models for multi-step aggregates, verify ROCE-
class concepts regardless, evaluate source-fact cita-
tion separately from accuracy, and do not assume
code-style prompting is free.

7 Conclusion

LLM financial-fidelity failures are not monolithic.
Using a deterministic XBRL cascade oracle over
six models, on a full sample and a common sub-
set, we show that composite fidelity is capability-
dependent (ROCE the residual hard concept), that
pinning the definition and inputs helps every capa-

ble model—inverting an apparent computational
limit that was a weak-model artifact—that wrong
composites are mostly local rather than propagated
errors and that program-of-thought buys no fidelity,
and that source-fact attribution is distinct from ac-
curacy and can decouple, with one model comput-
ing correctly while citing nothing.

Limitations

Scope is US-GAAP XBRL filers; continen-
tal SIG aggregates use documented proxies
(EBITDA ≈ EBE), and financials/utilities are ex-
cluded by design. The oracle fixes conventions (cur-
rent debt → 0 when untagged) and selects tags by
a first-match rule; determinism does not guarantee
that every reference value is the accounting ground
truth an analyst would choose. The any-standard
oracle mitigates but does not eliminate convention
dependence, and we have not reconciled the oracle
against published ratios or an accounting-expert
audit of a random firm-year subset; that audit is the
most valuable next step and we release the lineage
needed to run it. The pinned/unpinned contrast is
a compound intervention (formula + tags + con-
ventions) and is read as an upper bound on the def-
initional component; formula-only and tags-only
arms were not run. The “unexplained residual” er-
ror mode is a residual category and may contain
wrong-fact, wrong-period or omitted-input errors
alongside genuine arithmetic slips. The attribu-
tion metric is partial (one cited input in lineage),
not full-lineage coverage. Two models (DeepSeek,
Grok) have provider-reported late-2025 cutoffs that
are not independently verifiable (with conflicting
secondary sources); for them the leakage gate is
enforced on filing dates with a three-day margin
(earliest retained filing 4 December 2025), so we
treat their results as leakage-controlled only to the
resolution of a self-reported cutoff, and every con-
clusion is also verified on the four cleanly-gated
models and on the common subset. The panel is
six models with one prompt family; “capability-
dependent” describes this panel, not a general law.
Values are self-reported; we score outputs and treat
refusals and parse-failures as distinct outcomes,
never imputed. Serverless models drift; we archive
the frozen response cache so results remain exactly
reproducible. Bootstrap 95% confidence intervals
over firm-years are reported for the pinning gain
(Tables 4 and 2); per-concept and attribution-vs-
fidelity CIs are released with the artifacts.
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