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Abstract

Large Language Models (LLMs) have demon-
strated remarkable fluency and versatility
across a wide range of NLP tasks, yet they
remain prone to factual inaccuracies and hal-
lucinations. This limitation poses significant
risks in high-stakes domains such as healthcare,
law, and scientific communication, where trust
and verifiability are paramount. In this paper,
we introduce DAVInCI - a Dual Attribution and
Verification framework designed to enhance the
factual reliability and interpretability of LLM
outputs. DAVInCI operates in two stages: (i)
it attributes generated claims to internal model
components and external sources; (ii) it veri-
fies each claim using entailment-based reason-
ing and confidence calibration. We evaluate
DAViInCI across multiple datasets, including
FEVER and CLIMATE-FEVER, and compare
its performance against standard verification-
only baselines. Our results show that DAVinCI
significantly improves classification accuracy,
attribution precision, recall, and F1-score by
5-20%. Through an extensive ablation study,
we isolate the contributions of evidence span
selection, recalibration thresholds, and retrieval
quality. We also release a modular DAVinCI
implementation that can be integrated into ex-
isting LLM pipelines. By bridging attribu-
tion and verification, DAViInCI offers a scal-
able path to auditable, trustworthy AI sys-
tems. This work contributes to the growing
effort to make LLMs not only powerful but
also accountable. Our code is available at
https://github.com/vr25/davinci.

1 Introduction

The rapid proliferation of large language models
(LLMs) has revolutionized natural language genera-
tion, enabling systems to produce fluent and contex-
tually rich text across diverse domains. However,
this fluency often masks a critical vulnerability:
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the tendency of LLMs to generate factually incor-
rect or hallucinated content (Rawte et al., 2023a,b;
Liu et al., 2024). As LLMs become increasingly
embedded in high-stakes applications - such as
scientific writing, journalism, and legal analysis -
the need for robust factuality verification has be-
come paramount (Thorne and Vlachos, 2018; Jara-
dat et al., 2018; Augenstein et al., 2019; Elsayed
et al., 2019; Dmonte et al., 2025).

Recent studies have highlighted the limitations
of LLMs in maintaining factual consistency, es-
pecially when responding to open-ended prompts
or synthesizing information from multiple sources
(Rahman et al., 2025). To address this, researchers
have explored various verification pipelines, includ-
ing retrieval-augmented generation (RAG) (Lewis
et al., 2021), entailment-based classifiers, and
attribution-aware filtering. Yet, most existing sys-
tems treat attribution and verification as isolated
components, failing to capture the nuanced inter-
play between evidence selection and entailment
reasoning.

To address these limitations, we propose
DAViInCI - a Dual Attribution and Verification
framework for trustworthy LLMs. DAVinCI oper-
ates in two stages: (i) it attributes claims to internal
model components and external sources; (ii) it ver-
ifies each claim using entailment-based reasoning
and confidence calibration. This dual approach en-
ables LL.Ms to not only generate claims but also
justify and validate them in a transparent and au-
ditable manner.

This approach builds on insights from recent
benchmarks such as FactBench (Bayat et al., 2025),
which categorize hallucination-prone prompts and
evaluate factuality across difficulty tiers. It also
aligns with broader efforts to characterize and cor-
rect factual errors in LLM outputs. Moreover,
DAVinCI’s modular design allows researchers to
isolate and evaluate the impact of attribution qual-
ity, verification robustness, and calibration sensitiv-
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ity - three pillars increasingly recognized as essen-
tial for trustworthy Al systems.

In this paper, we present a comprehensive evalua-
tion of DAVinClI across multiple entailment models
and attribution configurations. We demonstrate that
full-passage evidence consistently improves veri-
fication accuracy and F1-score, while confidence
recalibration enables flexible trade-offs between
precision and recall.

Our main contributions are as follows:

e DAVInCI, a modular framework that inte-
grates attribution and verification into LLM
inference.

* We conduct an ablation study to isolate the im-
pact of evidence span selection, recalibration
thresholds, and retrieval quality.

* We release a reproducible implementation of
DAVinClI to support future research in trust-
worthy NLP.

2 Related Work

The challenge of ensuring factual correctness in
natural language generation has led to a growing
body of research in claim verification, retrieval-
augmented generation, and model attribution.
Early work in automated fact-checking focused
on datasets such as FEVER (Thorne et al., 2018),
which introduced the task of verifying claims
against evidence retrieved from Wikipedia. Subse-
quent efforts like CLIMATE-FEVER (Diggelmann
et al., 2020) extended this paradigm to other do-
mains, emphasizing the need for domain-specific
reasoning and evidence selection.

Retrieval-Augmented Generation (RAG) frame-
works (Lewis et al., 2021) have emerged as a pop-
ular solution for grounding LLM outputs in exter-
nal sources. These models combine dense retriev-
ers with generative architectures to produce fluent,
evidence-aware responses. However, most RAG
systems treat retrieval and generation as loosely
coupled stages, without explicit verification of fac-
tual consistency. Recent work has attempted to
address this gap through hybrid models that incor-
porate entailment classifiers or post-hoc verifica-
tion modules (Shuster et al., 2022).

Attribution in LLMs remains an underexplored
area. While Attributable QA (Liu et al., 2023) have
begun to formalize attribution as a structured task,
but these approaches are often limited to specific
domains or require extensive supervision.

Attribution

T Confidence
Fal- I\ Span- r Recalibration
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Figure 1: The pipeline begins with a claim input, which
is fed to the attribution module. This module retrieves
supporting evidence using either full-passage attribu-
tion or span-based attribution. The resulting evidence
output is then evaluated by a transformer-based veri-
fication module, producing a label in {Supported, Re-
futed, Not Enough Info} with confidence s € [0, 1].
A confidence recalibration step applies a threshold
7 that downgrades low-confidence predictions to Not
Enough Info#. The final output is a calibrated label
(Supported#, Refuted#, or Not Enough Info#) suitable
for downstream fact-checking tasks.

Confidence calibration has also gained traction
as a means of improving trust in model predictions.
Techniques such as temperature scaling (Guo et al.,
2017) and trust-aware scoring (Jiang et al., 2021)
aim to align model confidence with prediction re-
liability. In the context of claim verification, cal-
ibrated confidence can help distinguish between
supported, refuted, and uncertain claims - a capa-
bility that is central to our DAVinCI framework.

Our work builds on these foundations by inte-
grating attribution and verification into a unified
pipeline. Unlike prior approaches that treat these
components independently, DAVinCI leverages at-
tribution to inform verification and uses calibrated
confidence to produce interpretable and trustworthy
outputs. To our knowledge, this is the first frame-
work to combine internal and external attribution
with entailment-based verification.

3 Proposed Method

The DAVinCI framework is designed to enhance
the factual reliability of LLM outputs by integrat-
ing two complementary stages: Attribution and
Verification. This section details the architecture,
components, and workflow of DAVinClI, along with
the rationale behind key design choices.

DAVinCI operates in a two-stage pipeline:
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1. Attribution: Given a claim, the framework
identifies relevant evidence from internal or exter-
nal sources that could plausibly support or refute
the claim.

2. Verification: The attributed evidence is then
passed to an entailment-based verifier that classifies
the claim as Supported, Refuted, or Not Enough
Information (NEI), optionally applying confidence
recalibration.

This dual structure allows DAVinClI to not only
assess the truthfulness of a claim but also provide
interpretable justifications grounded in evidence.
Here is an example from the FEVER dataset show-
ing a claim, the evidence behind it, and its label.

CLAIM: Caroline Kennedy is American.

EVIDENCE: Caroline Bouvier Kennedy (born November 27, 1957)
is an American author, attorney, and diplomat who served as
the United States Ambassador to Japan from 2013 to 2017.

[ LABEL: ENTAILMENT ]

Let c be a claim generated by a language model,
and let £ = {ey, ea,...,e,} be a set of retrieved
evidence passages.

3.1 Attribution Module

The attribution module is responsible for identify-
ing the most relevant evidence for a given claim.
We explore two strategies:

Full Evidence Attribution: In datasets like
FEVER and CLIMATE-FEVER, gold-standard ev-
idence is available. We use the full evidence text
directly without modification.

Span-Based  Attribution: We  sim-
ulate a retrieval scenario by  using
a question-answering (QA) model

(deepset/roberta-base-squad2-distilled!)
to extract the most relevant span from the evidence
given the claim as a question. This mimics
real-world settings where only partial evidence
may be accessible.

This module can be extended to incorporate
dense retrievers (e.g., DPR, ES) or hybrid retrieval
systems in future work.

3.1.1 Attribution Scoring
Given a claim c and a set of evidence passages
{e1,e2,...,e,}, we compute attribution scores us-

1https://huggingface.co/deepset/
roberta-base-squad2-distilled

ing either full-evidence or span-based retrieval:
Scoreyy: (¢, e;) = sim(c, ;)

where sim(+) is a similarity function such as cosine
similarity or dense retriever score.

3.2 Verification Module

The verification module takes the claim and at-
tributed evidence as input and outputs a label from
Supported, Refuted, Not Enough Information. We
use a transformer-based entailment classifier model
trained on multiple NLI datasets.

Input Format
[Claim] [SEP] [Attributed Evidence]

The model outputs a label and a confidence score.
This score is used in downstream calibration.

Each claim-evidence pair (c,e¢;) is passed to
an entailment classifier fye, that outputs a label
y € {Supported, Refuted, Not Enough Info} and a
confidence score s € [0, 1]:

(y, 3) = fver(Q ei)
3.3 Confidence Recalibration

To mitigate overconfidence and improve trustwor-
thiness, we apply a simple threshold-based recali-
bration. If the model’s confidence score is below a
threshold 7 (default: 0.6), the prediction is overrid-
den to NEI. This reflects epistemic uncertainty and
aligns with human fact-checking behavior.

To reduce overconfident misclassifications, we
apply a threshold 7 to the confidence score s. The
final output label y* is defined as:

x )Y ifs>r
Y Not Enough Info?  otherwise

Final Decision For multiple evidence passages,
we aggregate verification scores and labels using
majority voting or weighted averaging:

yena = Aggregate({y7, v, ..., y7'})

4 Experiments

4.1 Dataset

We assess DAVInClI using two prominent datasets
for claim verification: FEVER? and CLIMATE-
FEVER?. Both datasets offer annotated claims, sup-
porting evidence, and ground-truth labels, making
2https://huggingface.co/datasets/
tommasobonomo/sem_augmented_fever_nli

3https://huggingface.co/datasets/rexarski/
climate_fever_fixed
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Class label ‘ FEVER  CLIMATE-FEVER
ENTAILMENT / SUPPORTS 792 375
CONTRADICTION / REFUTES 812 164
NEUTRAL / NOT_ENOUGH_INFO 683 996

Total | 2287 1535

Table 1: Class label distribution in the FEVER and
CLIMATE-FEVER datasets

them well-suited for evaluating attribution and ver-
ification workflows.

FEVER: A curated subset of the original
FEVER dataset, featuring claims categorized as
contradiction, entailment, or neutral, accompa-
nied by verified evidence sentences sourced from
Wikipedia.

CLIMATE-FEVER: A domain-specific fact-
checking dataset focused on climate change. It
includes claims extracted from scientific literature,
paired with abstracts and rationale spans. Labels
are assigned as Supported, Refuted, or Not Enough
Information (NEI). The accompanying table out-
lines dataset statistics and class distribution.

Both datasets provide gold-standard evidence,
enabling the evaluation of both full-evidence and
span-level attribution techniques. Table 1 shows
the datatset distribution.

4.2 Baselines

To assess the effectiveness of our proposed ap-
proach, we conducted a comprehensive evaluation
against several state-of-the-art Natural Language
Inference (NLI) models. Specifically, we bench-
marked our method against the following models
which are widely recognized for their strong per-
formance in language understanding tasks.

1. microsoft/deberta-large-mnli*
2. FacebookAI/roberta-large-mnli’
3. facebook/bart-large-mnli®

4. ynie/roberta-large-snli_mnli_fever
_anli_R1_R2_R3-nli’

The comparison was carried out on the verifica-
tion entailment task, allowing us to measure how

*https://huggingface.co/microsoft/
deberta-large-mnli

5https://huggingface.co/FacebookAI/
roberta-large-mnli

6https://huggingface.co/facebook/
bart-large-mnli

7https://huggingface.co/ynie/
roberta-large-snli_mnli_fever_anli_R1_R2_R3-nli

well each model identifies and validates factual
relationships within textual data.

We compare DAVinCI against a standard
verification-only baseline:

* Baseline: Verifier-only using full evidence.

* DAVinCI-Recalibrated: QA span + verifica-
tion + recalibration (with 7=0.6).

This setup allows us to isolate the impact of
attribution quality and confidence calibration.

4.3 Implementation Details

All experiments were performed on an Apple Mac-
Book equipped with the M4 chip, 32GB of RAM,
and a 10-core CPU - offering a robust and energy-
efficient setup optimized for high-performance
computing. We used the Hugging Face Transform-
ers library® for all models. We deliberately selected
models and datasets under the MIT license to en-
sure safer and more straightforward reproducibility.

4.4 Main results

Tables 2 and 3 show the main results for perfor-
mance of DAVinCI on both FEVER and CLIMATE-
FEVER datasets. The performance comparison
between baseline and Davinci-enhanced models
reveals consistent improvements across all metrics.
For the deberta-large-mnli model, Davinci
boosts accuracy from 0.42 to 0.48, with macro
F1-score rising from 0.36 to 0.41. Similarly, the
roberta-large-mnli model sees its accuracy in-
crease from 0.36 to 0.44, and macro F1-score from
0.30 to 0.38. The bart-large-mnli model also
benefits, with accuracy improving from 0.42 to
0.43 and macro F1-score from 0.36 to 0.37. Lastly,
the roberta-large-snli model shows gains in
accuracy (0.38 to 0.42) and macro F1-score (0.34
to 0.40).

Across all models, Davinci integration leads
to higher precision, recall, and Fl-scores
in both macro and weighted averages. The
deberta-large-mnli model under Davinci
achieves the highest macro precision (0.61) and
weighted precision (0.62), indicating strong overall
classification performance. Even models with
lower baseline scores, like roberta-large-mnli,
show notable improvements under Davinci,
suggesting that the enhancement consistently
elevates model robustness and reliability. These

8https://huggingface.co
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| Model | | Precision? RecallT F1-ScoreT Accuracy 1

0.42
deberta-large-mnli macro avg 0.52 0.44 0.36
weighted avg 0.53 0.42 0.36
0.36
@ roberta-large-mnli macro avg 0.43 0.38 0.3
= weighted avg 0.43 0.36 0.29
] 0.42
R bart-large-mnli macro avg 0.46 0.43 0.36
weighted avg 0.46 0.42 0.36
0.38
roberta-large-snli macro avg 0.46 0.4 0.34
weighted avg 0.46 0.38 0.34
0.48
~ | deberta-large-mnli macro avg 0.61 0.49 0.41
< weighted avg 0.62 0.48 0.41
= 0.44
%= | roberta-large-mnli macro avg 0.51 0.45 0.38
3 weighted avg 0.52 0.44 0.38
S 0.43
% bart-large-mnli macro avg 0.51 0.44 0.37
S weighted avg 0.52 0.43 0.37
g 0.42
roberta-large-snli macro avg 0.57 0.44 0.4
weighted avg 0.59 0.42 0.4

Table 2: FEVER dataset: Evaluation of DAVinCI’s performance compared to baseline verification, including
macro and weighted averages for F1 score, precision, and recall across three classes: entailment, contradiction, and
neutral. The best-performing results are highlighted in bold.

| Model | | Precision? RecallT F1-ScoreT Accuracy 1
0.6
deberta-large-mnli macro avg 0.41 0.38 0.34
weighted avg 0.53 0.6 0.51
0.6
@ roberta-large-mnli macro avg 0.48 0.41 0.38
= weighted avg 0.58 0.6 0.54
] 0.58
M bart-large-mnli macro avg 0.52 0.43 0.38
weighted avg 0.61 0.58 0.52
0.65
roberta-large-snli macro avg 0.54 0.35 0.31
weighted avg 0.62 0.65 0.54
0.63
~ | deberta-large-mnli macro avg 0.55 0.44 0.4
< weighted avg 0.62 0.63 0.55
E 0.63
= | roberta-large-mnli macro avg 0.56 0.46 0.44
S weighted avg 0.63 0.63 0.57
o 0.6
Cé bart-large-mnli macro avg 0.52 0.43 0.39
2 weighted avg 0.61 0.6 0.54
é 0.66
roberta-large-snli macro avg 0.61 0.39 0.38
weighted avg 0.65 0.66 0.56

Table 3: CLIMATE-FEVER dataset: Comparison of DAVinCI’s performance with baseline verification, reporting
macro and weighted averages for F1 score, precision, and recall across the three classification categories: entailment,
contradiction, and neutral. Accuracy is also provided for all four language models. Top-performing results are
indicated in bold.
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results underscore Davinci’s effectiveness in
refining natural language inference tasks across
diverse transformer architectures.

5 Ablation Study

We conduct an ablation study to evaluate the im-
pact of individual components by comparing full
evidence Tables 4 and 5, span-based evidence, and
varying threshold settings (0.7, 0.8, 0.9) Tables 6
and 7, enabling us to measure how each design
choice influences performance and trustworthiness.

5.1 DAVinClI with full evidence

The full-evidence variant consistently outper-
forms the span-based counterpart across all
metrics. Among four entailment models,
roberta-large-snli leads with 0.48 accuracy,
macro F1, and weighted F1, showing balanced
class performance. deberta-large-mnli ex-
cels in macro precision (0.57) and weighted pre-
cision (0.58), indicating confident predictions.
All full-evidence models maintain macro and
weighted Fl-scores above 0.37, with recall be-
tween 0.44 and 0.49, highlighting improved class
balance and semantic grounding. For CLIMATE-
FEVER, full-evidence models again perform best.
roberta-large-snli achieves 0.65 accuracy and
0.57 weighted F1. deberta-large-mnli and
roberta-large-mnli follow with 0.61 accuracy
and weighted F1 above 0.54. Macro precision
ranges from 0.49 to 0.59, recall from 0.40 to 0.47,
and weighted F1 consistently exceeds 0.54, con-
firming reliable and balanced predictions.

5.2 DAVinCI with span evidence

Span-evidence models show weaker performance
across the board. bart-large-mnli leads with
0.39 accuracy, macro F1 of 0.33, and weighted F1
of 0.32, but still trails full-evidence by 10 points.
deberta-large-mnli and roberta-large-snli
perform worst, with 0.36 and 0.30 accuracy,
respectively. Lower macro precision and re-
call suggest that span-based attribution yields in-
complete evidence and reduced verification qual-
ity. In CLIMATE-FEVER, span-based models
also underperform. roberta-large-snli retains
0.64 accuracy, but its macro F1 drops to 0.32.
deberta-large-mnli scores 0.58 accuracy and
0.51 weighted F1, yet its macro recall falls to
0.36. Overall, macro F1 ranges from 0.32 to 0.35,
and weighted F1 stays around 0.50-0.54, confirm-

ing that span-based attribution sacrifices semantic
depth for interpretability.

5.3 Impact of threshold tuning on DAVinCI
with full evidence

At a 0.7 threshold, DAVinCI achieves the high-
est overall accuracy. deberta-large-mnli
leads with 0.47 accuracy and 0.60 macro
precision. roberta-large-mnli (0.43)
and bart-large-mnli (0.42) follow, while
roberta-large-snli trails at 0.38 but
retains strong precision (0.58). Raising
the threshold to 0.8 slightly lowers accu-
racy (e.g., deberta-large-mnli to 0.46,
roberta-large-snli to 0.34) and F1-scores, as
more claims are filtered as "Not Enough Info.”
Precision remains stable (0.58—0.60), but recall
drops. At 0.9, DAVinCI becomes more conserva-
tive: accuracy dips (e.g., deberta-large-mnli
to 0.45, roberta-large-snli to 0.31), and
macro F1 declines (e.g., roberta-large-snli
to 0.19). Precision stays high, but recall suffers,
highlighting the trade-off between caution and cov-
erage. Threshold 0.7 offers the best balance; 0.9
minimizes false positives. DAVinCI’s recalibration
module enables flexible tuning for different risk
profiles.

For CLIMATE-FEVER, DAVinCI performs
strongly at 0.7. roberta-large-snli leads
with 0.66 accuracy and 0.63 precision, though
recall is lower (0.39). deberta-large-mnli
and roberta-large-mnli reach 0.64 accu-
racy, with macro Fl-scores of 0.40 and 0.43.
bart-large-mnli follows at 0.62 accuracy and
0.40 F1. At 0.8, accuracy remains stable or
improves (e.g., roberta-large-mnli to 0.65,
bart-large-mnli to 0.63), and precision rises
(e.g., deberta-large-mnli from 0.58 — 0.61).
Recall dips slightly. At 0.9, accuracy holds or im-
proves (e.g., deberta-large-mnli to 0.65), pre-
cision peaks (e.g., roberta-large-snli at 0.69),
but F1-scores decline due to reduced recall. Accu-
racy trade-offs are minimal (<1.6%), confirming
DAVinCI’s ability to reduce false positives while
maintaining strong performance.

5.4 Ablation Insights

For the FEVER dataset, full-evidence models out-
perform span-based ones by 9-18 %, highlighting
their superior performance. These models also de-
liver more stable macro and weighted F1-scores,
reflecting improved class balance. All models bene-
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| Model | PT R1T F11 AT | Model | Pt R1T F11 AT
0.48 0.61
° deberta-large-mnli macro avg 0.57 0.49 0.41 ° deberta-large-mnli macro avg 0.51 0.43 0.39
] weighted avg 0.58 0.48 0.41 2 weighted avg 0.6 0.61 0.54
3 0.45 3 0.61
2 roberta-large-mnli macro avg 0.48 0.46 0.39 2 roberta-large-mnli macro avg 0.49 0.47 0.44
= weightedavg | 049 045 039 El weightedavg | 0.58  0.61 0.56
ho 0.43 ho 0.58
[EJ bart-large-mnli macro avg 0.49 0.44 0.37 % bart-large-mnli macro avg 0.49 0.44 0.4
s weighted avg 0.49 0.43 0.37 = weighted avg 0.58 0.58 0.54
3 048 3 0.65
roberta-large-snli macro avg 0.54 0.48 0.48 roberta-large-snli macro avg 0.59 0.4 0.39
weighted avg 0.56 0.48 0.48 weighted avg 0.64 0.65 0.57
0.36 0.58
o deberta-large-mnli macro avg 0.28 0.38 0.3 ’ deberta-large-mnli macro avg 0.51 0.36 0.32
£ weightedavg | 028 036  0.29 £ weightedavg | 061 058 051
2 0.33 ] 0.51
5 roberta-large-mnli macro avg 0.35 0.35 0.3 ; roberta-large-mnli macro avg 0.43 0.36 0.35
] weighted avg 0.35 0.33 0.3 g weighted avg 0.56 0.51 0.5
7 0.39 Z 0.54
3] bart-large-mnli macro avg 0.5 04 033 3] bart-large-mnli macroavg | 048 037 033
§ weighted avg 0.51 0.39 0.32 ‘>5 weighted avg 0.59 0.54 0.5
E 0.3 é 0.64
roberta-large-snli macro avg 0.31 0.33 0.19 roberta-large-snli macro avg 0.45 0.35 0.32
weighted avg 0.31 0.3 0.18 weighted avg 0.57 0.64 0.54

Table 4: Analysis of DAVinCI’s results for full vs. span
evidence in FEVER dataset. Numbers in bold show
the best performance. (P: Precision, R: Recall, F1: F1-
score, A: Accuracy)

fit from richer context, with roberta-large-snli
showing the largest F1 gain - from 0.19 to
0.48 - when switching to full evidence. For
the CLIMATE-FEVER dataset, across all mod-
els, DAVinClI with full-evidence consistently sur-
passes span-based versions, with accuracy im-
provements ranging from +1.6% to +19.6%.
roberta-large-mnli sees the most significant
jump ( 20%), while deberta-large-mnli and
bart-large-mnli improve by 5-7%. Even high-
performing models like roberta-large-snli
show further gains. These findings underscore the
importance of comprehensive context in claim ver-
ification and demonstrate DAVInCI’s strength in
leveraging full evidence for factual inference. Op-
timal Thresholding: A threshold of 0.7 offers the
best trade-off between precision and recall across
datasets. Together, these results affirm DAVinCI’s
integrated approach to attribution and verification,
showcasing its effectiveness in supporting reliable
factual assessments.

6 Conclusion and Future Work

In this work, we introduced DAVInCI - a Dual At-
tribution and Verification framework designed to
enhance the factual reliability of large language
model outputs. By integrating evidence attribu-
tion and entailment-based verification into a unified
pipeline, DAVinCI enables LL.Ms to not only gen-
erate claims but also justify and validate them in a
transparent and auditable manner. Our experiments

Table 5: DAVinCI’s performance comparison using
full versus span evidence on the CLIMATE-FEVER
dataset. Best results are highlighted in bold. (P: Preci-
sion, R: Recall, F1: Fl-score, A: Accuracy)

on FEVER and CLIMATE-FEVER demonstrate
that DAVInClI consistently outperforms standard
verification-only baselines. Through an ablation
study, we show that both evidence quality and con-
fidence calibration play critical roles in improving
model reliability.

DAVInCI represents a step toward more trust-
worthy Al systems, especially in domains where
factual correctness is essential. Future work will
explore extensions to open-domain retrieval, multi-
hop reasoning, and internal attribution tracing. We
also envision applying DAVinClI to generative tasks,
enabling LLMs to produce outputs that are not only
fluent but also verifiable and source-aware. We also
plan to expand its application to low-resource and
multilingual environments. By bridging the gap
between generation, attribution, and verification,
DAVinCI contributes to the broader effort to make
language models accountable.

7 Ethics Statement

This work does not involve the collection of new hu-
man data or personally identifiable information. All
experiments were conducted using publicly avail-
able datasets (FEVER and CLIMATE-FEVER) that
are widely used in the NLP community for factual-
ity and claim verification research. We ensured that
our framework, DAVinCI, operates transparently
by attributing claims to evidence and calibrating
confidence to reduce overconfident misclassifica-
tions. We release our code and evaluation scripts to
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| Model | PT R1 F11 AT | Model | PT R1T F11 AT
0.47 0.64
eberta-large-mnli macro avg : . X eberta-large-mnli macro avg b . .
deby 1 li 0.6 0.48 0.4 deb 1 li 0.58 0.43 0.4
weighted avg 0.61 0.47 0.4 weighted avg 0.64 0.64 0.56
0.43 0.64
N roberta-large-mnli macro avg 0.52 0.45 0.37 N roberta-large-mnli macro avg 0.57 0.46 0.43
=< weighted avg 0.53 0.43 0.37 =T weighted avg 0.63 0.64 0.57
2 0.42 2 0.62
- sz . - T
% -§ ;: bart-large-mnli macro avg 0.51 0.43 0.36 % é % bart-large-mnli macro avg 0.54 043 0.4
ZEe weighted avg 0.52 0.42 0.36 e weighted avg 0.62 0.62 0.55
2z= 038 K 0.66
roberta-large-snli macro avg 0.58 0.4 0.33 roberta-large-snli macro avg 0.63 0.39 0.37
weighted avg 0.59 0.38 0.32 weighted avg 0.66 0.66 0.56
0.46 0.64
deberta-large-mnli macro avg 0.58 0.48 0.39 deberta-large-mnli macro avg 0.61 0.41 0.39
weighted avg 0.6 0.46 0.39 weighted avg 0.66 0.64 0.55
0.43 0.65
) roberta-large-mnli macro avg 0.53 0.44 0.36 ) roberta-large-mnli macro avg 0.58 0.44 0.42
9 weightedavg | 054 043 036 =9 weightedavg | 064 065  0.57
O] 0.42 O] 0.63
<2 é ;: bart-large-mnli macroavg | 0.52 043 0.36 Q é _E bart-large-mnli macro avg 057 043 0.4
E § E weighted avg 0.54 0.42 0.36 % § E weighted avg 0.64 0.63 0.55
AxgE 0.34 A= 0.66
roberta-large-snli macro avg 0.58 0.37 0.25 roberta-large-snli macro avg 0.64 0.38 0.36
weighted avg 0.6 0.34 0.24 weighted avg 0.67 0.66 0.55
0.45 0.65
deberta-large-mnli macro avg 0.58 0.47 0.38 deberta-large-mnli macro avg 0.63 0.39 0.37
weighted avg 0.59 0.45 0.38 weighted avg 0.67 0.65 0.55
0.41 0.65
S roberta-large-mnli macro avg 0.51 0.44 0.35 S roberta-large-mnli macro avg 0.62 0.41 0.39
=< weighted avg 0.52 0.41 0.34 =T weighted avg 0.66 0.65 0.56
2 04 2 0.63
- s . - A
%’ -§ ;:: bart-large-mnli macro avg 0.55 0.42 0.34 % E % bart-large-mnli macro avg 0.59 0.41 0.38
SR weighted avg 0.56 0.4 0.34 EEe weighted avg 0.65 0.63 0.55
EE) 031 EE 0.66
roberta-large-snli macro avg 0.56 0.35 0.19 roberta-large-snli macro avg 0.69 0.38 0.35
weighted avg 0.57 0.31 0.17 weighted avg 0.7 0.66 0.55

Table 6: DAVinCI’s performance on the FEVER
dataset across three thresholds (0.7, 0.8, 0.9). Bolded
values indicate the highest performance achieved.
Threshold of 0.7 delivers the best results overall. (P:
Precision, R: Recall, F1: Fl-score, A: Accuracy)

promote reproducibility and responsible use. Our
goal is to advance trustworthy NLP systems that
support human oversight, not replace it.

8 Discussion and Limitations

Our experiments demonstrate that integrating at-
tribution and verification into a unified pipeline
significantly improves the factual reliability and
interpretability of LLM outputs.

One of the key insights from our ablation study
is the importance of evidence quality. Full evidence
attribution yields more accurate and faithful ver-
ification than span-based extraction, which often
loses critical context. This suggests that retrieval
systems for LLMs should prioritize completeness
and relevance over brevity. Additionally, our re-
sults show that confidence thresholds can be tuned
to balance precision and recall, offering a simple
yet effective mechanism for trust calibration.

Despite these strengths, DAVInCI has limita-
tions. (i) It assumes access to high-quality evi-
dence, which may not be available in open-domain
settings. (i1) The verification module relies on static
entailment models that may struggle with nuanced

Table 7: Evaluation of DAVinCI on the CLIMATE-
FEVER dataset at thresholds 0.7, 0.8, and 0.9. The
highest-performing results are highlighted in bold. Over-
all, threshold=0.7 performs the best. (P: Precision, R:
Recall, F1: Fl-score, A: Accuracy)

or multi-hop reasoning. (iii) Our current implemen-
tation does not model internal attribution (e.g., trac-
ing claims to training data or prompts), which could
further enhance interpretability. (iv) DAVinCI
is evaluated only on English-language datasets
(FEVER and CLIMATE-FEVER), which limits
its applicability to multilingual or low-resource
contexts. (v) Our confidence calibration relies on
manually tuned thresholds that may not generalize
across domains or tasks.

Future work could address these limitations by
integrating dense retrievers, multi-hop reasoning
modules, and internal attribution techniques such
as prompt tracing or activation clustering. We also
envision extending DAViInCI to generative tasks,
enabling LLMs to produce not only fluent text but
also verifiable and source-aware outputs. Extend-
ing the framework to handle diverse linguistic struc-
tures and evidence formats remains an open chal-
lenge. Adaptive or learned calibration strategies
could improve robustness and reduce the need for
task-specific tuning. Human-in-the-loop evaluation
could help assess the interpretability and trustwor-
thiness of DAVinClI in real-world applications.
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