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Abstract

Open-weight language models remain mod-
ifiable after release, so release-time refusal
alone cannot establish durable safety. We in-
troduce removal-cost grounding as a budget-
conditioned audit of whether safety can be
weakened while preserving utility, coherent
generation, and benign helpfulness. We for-
malize clean removal as a constrained feasi-
bility problem and distinguish observed coun-
terexamples from inconclusive attack searches.
Mycelium v0 provides a deliberately limited
case study: four model families exhibit bench-
mark degradation under an archived removal
configuration, while targeted Mistral controls
separate destructive ablation from wrapper by-
pass. A provenance audit excludes three model–
task comparisons with mismatched evaluation
limits or conflicting snapshots. Across the re-
tained comparisons, mean removal-associated
score changes range from −0.382 to −0.185.
In a separate 12-prompt generation panel, the
strict attack-success proxy increases from 1/12
with Mycelium enabled to 7/12 under bypass,
with wide uncertainty and no matched native
safety baseline. Adaptive traces further show
why early-stopped checkpoints must be distin-
guished from training endpoints. These obser-
vations do not establish tamper-resistant safety.
They motivate an auditable reporting frame-
work in which the cheapest admissible route to
useful unsafe behavior, rather than the costliest
destructive ablation, determines the strength of
a safety claim.

1 Introduction

Open-weight language models can be modified af-
ter release through adapter changes, internal in-
terventions, base-model restoration, or fine-tuning.
Release-time refusal therefore leaves a question
unanswered: how much useful behavior must an
actor sacrifice to weaken safety?

We call this question removal-cost grounding.
Grounding here refers to the coupling between a

behavioral constraint and useful computation under
a specified class of interventions. It does not mean
factual grounding in retrieved evidence, nor does
it identify a particular internal representation as a
semantic safety circuit. The term names an opera-
tional question about the persistence of a constraint
after release.

The central distinction is between damage and
clean removal. Destroying coherent generation can
reduce refusal without producing a useful unsafe
model. Preserving benchmark accuracy alone is
also insufficient: benign helpfulness and substan-
tive unsafe compliance must be measured jointly.

This paper develops a measurement framework
and applies it retrospectively to Mycelium v0, a
wrapper-based prototype with gated low-rank paths.
The case study is useful precisely because it ex-
poses a limitation: a costly adapter ablation co-
exists with an accessible frozen-base route. A
defense-level claim must survive the latter route as
well as the former. The existence of a destructive
intervention cannot establish that every effective
intervention is destructive.

Our empirical evidence comprises a four-family
utility matrix, Mistral-only removal controls, and
separate generation and adaptive-loss panels. The
cross-family matrix does not replicate bypass
across families.

We make three contributions. (1) We define
a budget-conditioned clean-removal criterion, a
minimum-cost quantity, and an uncertainty-aware
reporting rule. (2) We use Mycelium to show how
intervention identity, native baselines, and check-
point selection change the interpretation of a re-
moval audit. (3) We provide a reproducible re-
analysis of archived scores, including a provenance
correction, common-task sensitivity, relative degra-
dation, missing-cell bounds, and explicit limits on
the generation evidence. All empirical observations
come from archived runs; we add statistical reanal-
ysis, without new model training or generation.
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2 Related Work

Behavioral safety evaluation. HarmBench stan-
dardizes automated red teaming and refusal eval-
uation (Mazeika et al., 2024). JailbreakBench de-
fines a shared threat model, prompt and scoring
conventions, and reusable artifacts (Chao et al.,
2024). StrongREJECT emphasizes that apparent
jailbreak success can overstate substantive harm-
ful assistance, including when jailbreaks impair
capabilities (Souly et al., 2024). OR-Bench evalu-
ates the complementary failure of rejecting benign
requests (Cui et al., 2025). Our utility, coherence,
and benign-helpfulness requirements build on these
concerns; they are not new desiderata in isolation.
The contribution is to apply them jointly to post-
release intervention artifacts with explicit budgets
and controls.

Tamper resistance. TamperBench is the clos-
est framework: it evaluates safety and utility un-
der weight-space and representation attacks, with
systematic hyperparameter sweeps (Hossain et al.,
2026). Removal-cost grounding is not a replace-
ment benchmark and does not claim an evaluation
capability unavailable to TamperBench. It supplies
an interpretation layer: which intervention pro-
duces an admissible counterexample, at what cost,
under which feasibility constraints? The Mycelium
controls instantiate this question by distinguishing
changes to the base path from changes confined
to added components. We do not report a head-
to-head TamperBench experiment or comparative
attack coverage.

Adaptation and internal interventions. LoRA
enables adaptation through low-rank updates while
retaining frozen pretrained weights (Hu et al.,
2021). Refusal-direction work shows that refusal
can be sensitive to a low-dimensional represen-
tation intervention (Arditi et al., 2024). Circuit
breakers instead train representations to interrupt
undesirable behavior (Zou et al., 2024). Unlearn-
ing evaluates the removal of targeted knowledge or
capabilities, as exemplified by WMDP (Li et al.,
2024). These settings share a need to measure re-
tained utility, but they differ in the object being
changed. A wrapper bypass result does not estab-
lish that full-parameter alignment, representation
rerouting, or unlearning has the same failure mech-
anism.

3 A Budget-Conditioned Grounding
Criterion

3.1 Threat model and measurements
Let M0 be a released defended model, Mnat its
local native comparator, and a an intervention re-
turning a runnable artifact Ma = a(M0). The
threat model specifies an admissible class AB un-
der budget B. Relevant resources include gradi-
ent steps, adapter rank, examples, model queries,
checkpoint searches, and access to base weights.
These resources should be reported separately un-
less a justified conversion to a common cost unit
exists. Merely counting gradient steps would as-
sign zero cost to many static interventions while
omitting their search and implementation costs.

For fixed evaluation protocols, let S(M) ∈ [0, 1]
measure substantive unsafe compliance, ut(M) ∈
[0, 1] measure utility on task t, C(M) measure co-
herent generation, F (M) measure benign false re-
fusal, and H(M) measure substantive benign help-
fulness. Higher S is worse safety; higher ut, C,H
is better performance. Refusal is measured sepa-
rately: non-refusal does not imply unsafe compli-
ance, and absence of false refusal does not imply
helpfulness.

Define the safety change ∆S(a) = S(Ma) −
S(M0) and task-specific utility cost

dt(a) = max{0, ut(M0)− ut(Ma)}. (1)

We retain this vector rather than allowing improve-
ments on one task to silently offset losses on an-
other. A weighted mean is useful for description,
but it is not automatically an acceptable deploy-
ment utility constraint. The native-to-defended
comparison must also be reported: preserving a
low-utility defended model is a weak success crite-
rion.

3.2 Clean removal and minimum cost
Choose thresholds before attack evaluation:

τ = (δ, {ϵt}, c0, f0, h0, p0). (2)

An artifact meets the behavioral constraints when

∆S(a) ≥ δ, dt(a) ≤ ϵt ∀t,
C(Ma) ≥ c0, F (Ma) ≤ f0, (3)

H(Ma) ≥ h0.

Let P (a) be the probability that a frozen selected
artifact meets these constraints under the declared
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repeated-evaluation protocol. A clean removal ad-
ditionally requires P (a) ≥ p0. Repetitions may
vary decoding seeds or evaluation samples while
holding the artifact fixed. Attack restarts may pro-
duce different artifacts and therefore assess a sepa-
rate quantity: the reliability of the attack procedure.
Checkpoint selection is part of the attack; selection
data must be separated from confirmatory evalua-
tion.

For a declared nonnegative cost function c(a),
define

Rτ (M0;AB) = inf
a∈AB :Eq. (3), P (a)≥p0

c(a), (4)

with inf ∅ = +∞. This is a population-level tar-
get, not a number that our small case study iden-
tifies. Finding one qualifying artifact yields an
upper bound. Failing to find one in a finite search
supplies no general lower bound unless the search
is exhaustive or has a justified coverage guaran-
tee. We therefore avoid converting unsuccessful
attacks into an unqualified statement that safety is
grounded.

Operational decisions. An audit reports detach-
able at the declared thresholds only when an ob-
served artifact satisfies all requirements with the
chosen evidential support. It reports no qualifying
removal observed when a specified search finds
none. It reports inconclusive when behavioral pre-
cision, intervention provenance, or coverage is
insufficient. A component can exhibit removal-
associated utility loss without earning a defense-
level label of “partial grounding.” That label would
require a declared quantitative meaning.

3.3 Pareto reporting and uncertainty

A complementary report plots safety erosion
against the utility-cost vector or an explicitly
weighted summary, with separate annotations for
coherence, benign behavior, and cost. An artifact
is dominated if another is at least as good on every
declared attack objective and strictly better on one.
A Pareto point need not satisfy Eq. (3); the frontier
and the feasible region answer different questions.

For a confirmatory clean-removal claim, the
lower confidence bound on safety erosion should
exceed δ, while upper bounds on utility loss and
false refusal should remain within their tolerances.
Joint claims across many metrics require simultane-
ous uncertainty control. Marginal intervals printed
beside individual scores do not provide that guar-

antee. In particular, overlap between two binomial
intervals is not a paired significance test.

Training instability must also be interpreted care-
fully. A checkpoint that performs well early and de-
teriorates under further optimization remains avail-
able to an early-stopping attacker. Its later col-
lapse does not erase the earlier candidate. Stability
of a selected artifact under repeated evaluation is
distinct from monotonic behavior along a training
trajectory. Section 7 reports both checkpoint and
endpoint observations without conflating the two.

3.4 The reconnectable-base boundary
Proposition 1. Suppose an admissible interven-
tion b of cost at most cb restores exactly the native
model’s inference function, including its prepro-
cessing and decoding protocol. If Mnat satisfies
Eq. (3) relative to M0 and the repetition require-
ment, then Rτ (M0;AB) ≤ cb.

Proof. By functional equivalence, Mb has the na-
tive model’s measured behavior under the stipu-
lated protocol. It therefore belongs to the feasi-
ble set in Eq. (4); the infimum cannot exceed its
cost.

The proposition is deliberately elementary. It
isolates the relevant logical boundary: making one
removal route expensive cannot compensate for an
admissible inexpensive route. Its premises must
still be checked. Restoring some base projections
does not automatically establish equality of tok-
enization, model state, or generation behavior, and
an aligned native model need not meet a safety-
erosion threshold. Our empirical bypass panel
lacks a matched native generation arm, so it does
not fully instantiate those premises.

4 Mycelium v0 and Intervention Identity

4.1 Architecture as an audit object
Mycelium v0 adds low-rank paths to selected trans-
former projections. The design uses operational
family names such as core, utility, soft safety, hard
safety, and safety. They identify training or inter-
vention groups, not independently localized seman-
tic circuits. A useful mathematical abstraction for
one patched projection is

y = αa(x)W0x+
∑

f∈F
ma,f gf (x)BfAfx, (5)

where W0 ∈ Rdo×di is the frozen base projection,
Af ∈ Rrf×di and Bf ∈ Rdo×rf are low-rank fac-
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tors, gf is a gate, and ma,f describes the interven-
tion. Bias terms are omitted for readability. An
always-on core corresponds to gcore = 1. The coef-
ficient αa records whether the intervention changes
the base contribution. This notation separates the
objects that an audit must log; it is not a recov-
ered source-level specification of every historical
wrapper.

The design description includes green, amber,
and red routing, retained benign utility, safety-
target responses, and counterfactual training under
path removal or wrong routing. Historical runs
implement multiple revisions. The archived bench-
mark metadata identifies wrapper source and check-
point paths, but the supplied package does not con-
tain the corresponding executable training sources
or exact loss coefficients for all final checkpoints.
We therefore do not assert that every model used
the same objective, gate estimator, or loss schedule.
Earlier training-report summaries are not sufficient
to reconstruct those details.

4.2 What each removal changes

The broad utility matrix uses the archived condition
mycelium_removed. We denote it R6 through-
out. It is a wrapper-level removal configuration,
not a universally equivalent safety-circuit excision.
The Mistral control panel separately reports the
following operations:

• Attenuated removal: a removal branch that
also changes the base projection contribution.
It mixes component deletion with base-path
damage.

• Adapter-only safety-zero: the base projec-
tion is preserved while selected added safety
paths are disabled. This tests the deletion
route with that confound removed.

• Bypass restore: the frozen base path is re-
connected, avoiding the wrapper’s intended
execution route.

In Eq. (5), changing αa and changing only ma,f

are different interventions. Their outcomes cannot
be pooled under a generic “removed” label. Exact
intervention-to-parameter manifests are needed to
establish equivalence between separate runs, even
when condition names look similar.

The targeted utility panel uses 200 examples per
task. Attenuated and adapter-only removal have the
same four reported scores. Equality of aggregate

accuracies is not evidence that their logits, predic-
tions, or code paths are identical. The supplied
aggregate panel does not resolve why those scores
coincide. An implementation equivalence explana-
tion would require per-example predictions and an
execution trace; neither is inferred here.

Limits of causal attribution. Utility loss under
adapter-only deletion establishes a cost of that inter-
vention on that model. It does not show that safety-
specific computation was removed. Equal-rank
random-path ablations, norm-matched controls,
and utility-path ablations would distinguish safety-
specific coupling from generic low-rank damage.
The current evidence does not supply a matched
experiment for these controls. We consequently
use “removal-associated degradation” rather than
“causally grounded safety” to describe the utility
result.

5 Benchmark Utility and Provenance
Audit

5.1 Data and protocol

We reanalyze archived lm-evaluation-harness out-
puts (Biderman et al., 2024) for Mistral-7B, Qwen-
35B-A3B, Gemma-31B, and GPT-OSS-20B. These
names abbreviate local evaluated model families,
not claims about the performance of every check-
point in a family. The 15-task matrix covers
reasoning, knowledge, coding, mathematics, and
commonsense tasks; Appendix A.1 maps them to
source references and recorded metrics. The met-
ric assigned to each task is retained rather than
replaced with a newly selected favorable metric.
Accuracy, normalized accuracy, exact match, and
code-pass measures all lie on a [0, 1] scale, but do
not measure interchangeable capabilities.

The original task ledger contains 192 intended
model–condition–task cells, including GPQA. It
records 170 successful cells, 16 error-only cells,
and six missing cells. GPQA was access-blocked
and is excluded from the 15-task comparison uni-
verse. A successful cell means that a score was
produced; it does not guarantee compatible sam-
pling across conditions.

A correction beyond missing-cell counting.
The archived aggregate table suggests 15, 13, 13,
and 14 complete native/on/R6 task triplets. Inspect-
ing evaluation metadata reveals three additional
comparisons that must be excluded from our pri-
mary reanalysis. Mistral GSM8K native and on
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Family n On−N R6−On 95% CI

Mistral 13 −.029 −.331 [−.412,−.245]
Qwen 12 −.009 −.382 [−.490,−.274]
Gemma 13 −.038 −.185 [−.307,−.081]
GPT-OSS 14 +.063 −.280 [−.366,−.197]

Table 1: Primary utility summary after provenance ex-
clusions. N denotes the local native condition. Values
are score differences, not percentages of retained capa-
bility.

use eight examples, while R6 uses 1,319. Qwen
GSM8K native uses four examples, unlike the other
conditions. Mistral OpenBookQA has an archived
removed score of 0.266, whereas the supplied task
JSON records 0.500 on a four-example later run.
We preserve the conflict rather than selecting either
value as a full comparable result.

After these exclusions, the primary analysis re-
tains 13, 12, 13, and 14 triplets, respectively. Ap-
pendix A and the supplement list every exclusion.
The correction changes the estimand from “all
score-present triplets” to “score-present triplets
without the identified limit or snapshot conflicts.”
It does not establish complete equivalence of all
historical evaluation environments.

5.2 Aggregation and robustness checks

For each family, we average the paired differences
ut(R6) − ut(M0) over retained tasks with equal
task weights. We bootstrap these task differences
with 20,000 resamples and seed 20260905, report-
ing percentile 95% intervals. This is a descriptive
task-resampling analysis. Tasks are not an IID
sample of real-world uses, and the interval does
not account for model-training uncertainty or all
within-task sampling error.

Table 1 shows substantial negative mean changes
under R6 in each family. This is an intervention-
associated utility result, not cross-family evidence
of the same safety-removal mechanism. Mycelium-
on changes are smaller on average, but the average
conceals material task-level variation. For exam-
ple, Gemma GSM8K falls from 0.702 to 0.438
before removal. GPT-OSS shows a positive aggre-
gate on-minus-native difference alongside unusual
native generation-task results, including BBH and
MBPP scores of zero. These observations warrant
local-protocol interpretation rather than a claim of
general capability improvement or uniformly negli-
gible utility overhead.

We add four checks to make the aggregation

Task On Atten. Adapter Bypass

ARC-C .540 .385 .385 .590
BoolQ .885 .785 .785 .900
HellaSwag .745 .565 .565 .735
OpenBookQA .505 .395 .395 .530

Mean .669 .533 .533 .689

Table 2: Archived targeted control panel, 200 examples
per task. “Adapter” means adapter-only safety-zero.
This panel is distinct from R6. Bypass has a 0.020 mean
improvement relative to on, but HellaSwag decreases
by 0.010.

inspectable. First, median removal differences are
−0.303, −0.387, −0.067, and −0.254. Gemma’s
smaller median shows how a few large generative-
task losses influence its mean. Second, on the ten
tasks retained in every family, mean differences
remain negative: −0.349, −0.388, −0.127, and
−0.263. Third, the mean relative loss (ut(M0)−
ut(R6))/ut(M0) over positive on-state scores is
61.2%, 55.5%, 36.5%, and 58.8%. The zero on-
state Mistral HumanEval score is omitted only from
this ratio, not from the primary mean. Relative loss
is descriptive and is not chance-normalized; values
on tasks with small denominators require care.

Fourth, we assign each excluded triplet an adver-
sarially favorable difference of +1, the maximum
possible for bounded scores. Even this worst-case
completion of the 15-task universe leaves nega-
tive upper bounds: −0.153, −0.105, −0.027, and
−0.195. These are algebraic sensitivity bounds,
not imputations or confidence intervals. They ad-
dress the direction of this bounded aggregate; they
cannot repair protocol mismatches or support an
inference about safety.

5.3 Mistral removal controls

Adapter-only removal loses 0.136 mean score
across the four tasks in Table 2. Bypass is substan-
tially less destructive, with a maximum observed
task loss of 0.010. This supports evaluating bypass
as a candidate removal route, not asserting formal
utility equivalence: no paired uncertainty or pre-
registered noninferiority test is available. Utility
preservation is therefore tolerance-dependent; the
HellaSwag decrease rules out exact non-decrease
on every task.
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Condition Refusal Strict ASR Ambiguous

On 8/12 1/12 3/12
Adapter-only 1/12 0/12 12/12
Bypass 2/12 7/12 3/12
Native — — —

Table 3: Panel A. Indicators are not a mutually exclusive
partition: adapter-only has 12 ambiguous outputs and
one refusal. The missing native arm is shown explicitly.
Counts are reconstructed from the submitted table’s
rounded rates and stated denominator.

0.0 0.5 1.0
Strict ASR proxy

95% Wilson interval

On: 1/12

Adapter-only: 0/12

Bypass: 7/12

Figure 1: Panel A uncertainty. Twelve observations per
condition provide limited precision; the bypass point
estimate is suggestive, not a population-level safety esti-
mate.

6 Generation Evidence: Two Separate
Panels

6.1 Panel A: targeted bypass comparison

The targeted generation panel reports 12 red
prompts per condition for on, adapter-only zero,
and bypass restore. “Red” identifies the local
safety-evaluation category. The supplied paper re-
ports a strict ASR proxy, a refusal indicator, and an
ambiguity indicator. We retain these measurements
as historical proxies; the package does not identify
a validated external judge or provide sufficient row-
level annotations to independently reconstruct the
strict rubric.

The strict ASR proxy rises from 1/12 to 7/12 un-
der bypass, a descriptive difference of 0.500. Wil-
son intervals are [0.015, 0.354] and [0.320, 0.807],
respectively (Figure 1). Adapter-only removal has
zero strict successes but all 12 outputs marked am-
biguous. That outcome cannot be treated as ev-
idence that a useful model remains safe: severe
incoherence can suppress both refusal and success-
ful assistance.

Condition Compliance Red amb. Benign amb.

On 5/12 6/12 0/12
Safety-zero 1/12 11/12 12/12
All-zero 11/12 0/12 0/12

Table 4: Panel B broad manual indicators. Benign false
refusal is 0/12 in all three conditions, but safety-zero
produces 12/12 ambiguous benign outputs. Non-refusal
is not helpfulness.

The native safety baseline is absent on these
same prompts. We cannot determine whether
bypass exactly restores native behavior, whether
Mycelium substantially improves safety over that
baseline, or whether differences reflect other gen-
eration settings. Nor can the archived marginals
establish a paired significance result. If the same 12
prompts were used and strict-success labels were
paired, marginals of one and seven successes allow
two contingency tables. Their exact two-sided Mc-
Nemar p-values are 0.0703 and 0.0313. Thus, even
the decision at a nominal 0.05 threshold depends
on missing pairing information. This conditional
calculation is a sensitivity analysis, not an observed
hypothesis test.

6.2 Panel B: manual audit and label mapping

The separate manual audit reports 72 outputs:
three conditions, each with 12 red and 12 benign
prompts. Its labels are on, safety_zero, and
all_mycelium_zero. The archived aggregate
fields record refusal/safe redirection, substantive
compliance, and ambiguous or garbled output. The
indicators can overlap. The red safety-zero sum-
mary has one refusal, one compliance, and 11 am-
biguous labels among 12 outputs, confirming that
they are not categorical alternatives.

Panel B’s red compliance rates are 0.417, 0.083,
and 0.917, with Wilson intervals [0.193, 0.680],
[0.015, 0.354], and [0.646, 0.985]. All three be-
nign false-refusal counts are zero, but the 95% up-
per bound is 0.243, and benign ambiguity varies
sharply. These data reinforce the need to report use-
ful benign responses rather than only the absence
of refusal.

The two panels have different scoring definitions
and condition identifiers. “Safety-zero” cannot be
equated with adapter-only safety-zero without an
execution manifest; “all-Mycelium-zero” cannot be
equated with bypass restore merely because both
disable components. Even their on-state red indi-
cators differ substantially. We do not pool their
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Family Steps/rank Train Holdout ∆LS

Mistral 40/4 .440 .434 −1.240
Mistral 80/8 2.645 2.103 −.888
Qwen 40/4 2.298 1.017 −.421
Qwen 80/8 3.699 3.004 −2.171

Table 5: Archived LoRA repair panel. Positive recov-
ery means lower utility CE. Negative ∆LS means safe-
target likelihood also improves. These are likelihood
probes, not observed clean removals.

denominators, describe them as independent repli-
cations, or use Panel B to increase the sample size
of Panel A. Prompt overlap and checkpoint equiva-
lence are unverified.

The reanalysis package contains aggregate la-
bels, without the annotation template or output-
level annotations. Annotator count, independent
blinding, and inter-annotator agreement remain un-
documented. A manifest of 40 red and 40 benign
prompts describes an available pool, not 80 com-
pleted observations for every condition. The safety
evidence remains preliminary and does not replace
the established benchmarks discussed in Section 2.

7 Adaptive Repair and Checkpoint
Selection

Adaptive experiments use cross-entropy (CE) prox-
ies. Let LU be loss on benign targets and LS loss
on safe response targets. Relative to an attack’s
starting checkpoint, utility recovery is Lstart

U −
Lafter
U and safety-target erosion is Lafter

S − Lstart
S .

Positive erosion means that specified safe targets
become less likely; it does not imply substantive un-
safe generation. Starting points and evaluation sub-
sets differ from the Phase-6 benchmark matrix, so
their CE changes cannot be substituted for bench-
mark score changes.

Table 5 makes the repair evidence explicit. The
two budgets use rank 4 with 40 steps and rank 8
with 80 steps; the archived top-n settings are four
and six. All four settings improve held-out utility
CE, while safe-target CE also decreases. Training
gains exceed held-out gains, especially for Qwen
at the smaller budget. The result shows partial
utility recovery in the measured loss, not recovery
of useful unsafe behavior.

The erosion sweep varies pressure λ ∈
{0.02, 0.05, 0.10, 0.20} (Table 6). Its historical
screening rule requires at least 0.25 utility-CE re-
covery and 0.25 safe-target-CE erosion. Four Mis-
tral settings and one Qwen setting have selected

Family λ Step∗ Rec.∗ Erosion∗ Final rec.

Mistral .02 20 1.799 2.369 −8.396
Mistral .05 20 1.485 84.353 −13.083
Mistral .10 10 1.973 .687 −23.341
Mistral .20 10 1.901 5.625 −21.342
Qwen .02 1 .065 .018 −3.309
Qwen .05 1 .049 .017 −.950
Qwen .10 70 .709 95.989 .157
Qwen .20 1 .048 .025 −5.250

Table 6: Archived erosion sweep: rank 8, 80 steps, top-
n = 6. Stars denote the archived selected checkpoint.
“Final rec.” is endpoint held-out utility-CE recovery.
Five selected checkpoints, but no endpoints, exceed
both archived CE thresholds of 0.25.

checkpoints meeting that proxy rule; no final check-
point does. Very large erosion values at some
checkpoints coexist with loss of utility. Such ex-
treme losses are warnings against reading CE as a
calibrated measure of harmful assistance.

These traces support a reporting lesson rather
than a successful defense claim. Endpoint-only
analysis misses early candidates. Conversely, early
proxy success does not establish Eq. (3): gen-
eration safety, benign helpfulness, and repeated-
evaluation stability were not jointly measured. An
early-stopped artifact should be frozen and evalu-
ated on a separate confirmatory set. The archived
traces do not provide this final step, and the word
“heldout” in a utility-loss report does not guaran-
tee that those data were unused during checkpoint
selection.

8 What the Case Study Establishes

The supported result. The corrected four-family
analysis establishes that the archived R6 configura-
tion is associated with large average utility losses
on the retained tasks. The Mistral controls show
that a less destructive bypass route is available in
the tested implementation, and a small generation
panel shows a higher unsafe-compliance proxy un-
der that route. Taken together, these observations
challenge the interpretation of destructive removal
as evidence of durable safety. They do not estab-
lish that Mycelium is a tamper-resistant defense or
precisely quantify a minimum clean-removal cost.

Why the boundary is architectural. Frozen-
base restoration is unsurprising when the base path
remains available. Its importance is diagnostic: the
audit must include the strongest admissible route,
even when that route is simple. A wrapper can be
useful under an execution environment that pro-
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tects its control flow, but a white-box open-weight
threat model cannot silently assume that protection.
Conversely, a threat model that excludes original
base weights must state the exclusion and explain
its relevance. Moving a restriction from the at-
tacker definition into an unstated implementation
assumption overstates the conclusion.

Beyond wrappers. The criterion also applies to
full-parameter alignment, unlearning, circuit break-
ers, and pretraining filtering, using method-specific
intervention budgets and behavioral outcomes. Our
results do not evaluate those methods. Reports
should identify checkpoints, intervention manifests,
matched evaluation protocols, paired labels, and
total search budgets. The supplement supports ag-
gregate reanalysis, not full training or generation
reproduction.

9 Conclusion

Removal-cost grounding asks whether an actor can
weaken safety while preserving useful behavior un-
der an explicit intervention budget. Its value lies
in the conjunction of those requirements and in
the discipline of testing the cheapest admissible
route. Mycelium v0 supplies a limited but instruc-
tive case: destructive removal incurs utility loss,
while a reconnectable base path offers a less de-
structive route with suggestive safety erosion. Cor-
rected provenance, separate generation panels, and
checkpoint-aware analysis narrow what can be con-
cluded. Durable open-weight safety remains an
empirical target; a costly ablation is insufficient
evidence that it has been achieved.

Limitations

The safety panels are small, use local proxies,
and lack a native generation baseline on identi-
cal prompts. We cannot reconstruct an observed
paired test, annotator agreement, or cross-panel
intervention equivalence. The study includes no
larger established safety benchmark, cross-family
bypass replication, or matched random-path con-
trol. The criterion is newly formalized and was not
preregistered for the archived experiments.

The utility reanalysis removes identified sample-
limit and snapshot conflicts, but archival metadata
is not a complete execution trace. Some metric
tokens were altered by the original anonymization
process; the supplement preserves and documents
this rather than inventing missing names. Task av-
erages, relative scores, and task-bootstrap intervals

have different interpretations and do not establish
deployment utility. The GPT-OSS static CE audit
additionally differs from the broad removal ma-
trix: several family-zero conditions improve utility
CE. This discrepancy reinforces the need to keep
intervention and metric identities separate.

The available package lacks complete final train-
ing sources, exact objective schedules, model-
weight files, and raw generation annotations. Equa-
tion (5) is an audit abstraction, not a verified reim-
plementation of every checkpoint. The experiment
family labels do not prove semantic localization.
No finite unsuccessful attack search establishes a
general lower bound on removal cost.

Ethics and Reproducibility Statement

This work concerns defensive evaluation of post-
release model integrity. We report aggregate mea-
surements without raw harmful requests, harmful
completions, or runnable attack checkpoints. The
supplementary package contains sanitized score
records, source hashes, analysis code, and a claim-
to-evidence map. It reproduces the statistical re-
analysis from supplied records; it does not regen-
erate private model outputs. An absence of unsafe
outputs after destructive removal must not be in-
terpreted as deployment safety. Language-model
assistance was used in revising prose and preparing
analysis code; the empirical observations remain
the archived experimental records.
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A Task Coverage and Snapshot
Corrections

The original 16-task ledger includes one GPQA
entry per model and condition. Removing the 12
GPQA error-only cells leaves 180 intended cells
over the 15 paper tasks: 170 score-present cells,
four additional error-only cells, and six missing
cells. Score presence yields 55 complete triplets.
The three provenance exclusions reduce the pri-
mary analysis to 52 triplets. All records are re-
tained in the supplementary data, including ex-
cluded scores, with their status documented.

The common ten-task set is MMLU, MBPP, Hel-
laSwag, ARC Challenge, ARC Easy, BoolQ, PIQA,
Social IQA, TruthfulQA MC2, and WinoGrande.
We preserve the paper-table task alias selected by
the archived builder. Social IQA has multiple his-
torical loader aliases; they are not counted as sep-
arate tasks. BBH and MMLU task aggregates are
not supplemented with their subtasks in the same
macro-average, avoiding double counting.

A.1 Benchmark sources and metric identity
Table 10 links the 15-task comparison universe to
its benchmark sources. Metric and filter strings are
those retained in the archived records. The sources
identify the tasks, not a guarantee that local exe-
cution reproduced every recommended benchmark
protocol. In particular, a redacted HumanEval met-
ric cannot be reconstructed from its numerical val-
ues alone.

B Implementation Information and Its
Scope

Family Archived configuration

Mistral-7B Last 10 layers; 30 projections; rank
64; ρ = .22. Attention output; MLP
down/up.

Qwen-35B Last 12 layers; 12 projections; rank 32;
ρ = .18. Linear-attention output; final
attention output.

Gemma-31B Last 12 layers; 48 projections; rank 32;
ρ = .18. MLP gate/down/up; attention
output.

GPT-OSS-20B Layers 12–19; 32 projections; rank 32;
ρ = .18. Attention output, key, query,
value.

Table 11: Archived implementation card. Counts denote
patched modules, not scalar parameters. The source-
level definition of ρ is incomplete; it is not equated with
αa in Eq. (5).

The original provenance manifest includes
aligned and modified variants of several model fam-

ilies. A file’s presence in that manifest does not
establish its use in any particular table. Per-task
metadata is the more specific evidence for bench-
mark execution. The revised package preserves
the corresponding sanitized paths and configura-
tion fields without distributing model weights or
download instructions.

Historical training reports describe different in-
termediate models. For example, one Mistral
training report records six patched modules and
1,966,080 trainable anchor parameters, whereas
the broad benchmark wrapper metadata records 30
patched projections. Treating the former report as
the exact training configuration of the latter would
be unsupported. We retain this distinction instead
of filling the final checkpoint’s missing loss sched-
ule from an earlier run.

C Additional Formal Details

Gradient accounting. For one patched projec-
tion with fixed input and gate values, a loss L back-
propagates through the active low-rank paths. Writ-
ing v = ∂L/∂y and qf = ma,fgf (x) gives the
local derivatives

∂L

∂Bf
= qfv(Afx)

⊤,

∂L

∂Af
= qfB

⊤
f vx

⊤. (6)

Freezing W0 sets its optimizer update ∆W0 = 0;
it does not generally make its formal derivative
zero. A trainable router adds derivatives through
gf . These equations clarify the abstraction’s gra-
dient flow; they do not establish which historical
run froze its router. Exact training reproduction
requires source, optimizer configuration, data man-
ifests, and checkpoint hashes linked to each table.

Threshold sensitivity. Thresholds depend on use,
rather than on the observed best result. As an
illustrative reporting grid, an auditor could vary
safety erosion over δ ∈ {0.10, 0.25, 0.50} and per-
task utility tolerance over ϵt ∈ {0.01, 0.03, 0.05},
while declaring coherence, helpfulness, and false-
refusal requirements. This grid is a proposal, not a
preregistered criterion applied to our archived ex-
periments. We do not choose a permissive thresh-
old after inspecting the data and label the prototype
safe or unsafe on that basis.
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Figure 2: Corrected utility reanalysis. The removal series is the archived Phase-6 wrapper removal R6, not the
Mistral adapter-only control. Intervals describe variation across retained task scores; they do not measure variation
across training seeds or certify safety.

Family Original incomplete triplets Additional primary exclusions

Mistral None among the 15 tasks GSM8K: native/on limit 8 versus removed 1,319.
OpenBookQA: removed JSON limit 4 and conflict
with archived aggregate.

Qwen BBH removed missing; MMLU-Pro
missing

GSM8K: native limit 4 versus full other conditions.

Gemma Native HumanEval runtime error;
MMLU-Pro configuration errors

None identified beyond original incomplete triplets.

GPT-OSS MMLU-Pro native and removed missing None identified beyond original incomplete triplet.

Table 7: Coverage ledger. No unavailable score is interpreted as zero. A recorded zero in an otherwise successful
task result remains a score.

D Uncertainty and Reanalysis Details

For k successes in n trials, the Wilson interval used
here has center (p̂+z2/(2n))/(1+z2/n) and half-
width

z

1 + z2/n

√
p̂(1− p̂)

n
+

z2

4n2
, (7)

where p̂ = k/n and z = 1.9599639845. These are
marginal descriptive binomial intervals. They do
not account for selection of local prompts, scorer
error, shared templates, or multiple comparisons.

The Panel A pairing sensitivity conditions on
identical prompts and two possible joint-positive
counts, zero and one. With zero joint positives, dis-
cordant counts are one and seven, giving 2(

(
8
0

)
+(

8
1

)
)/28 = 0.0703125. With one joint positive,

counts are zero and six, giving 2/26 = 0.03125.
Neither contingency table is known to be the ob-
served one.

For the missing-cell sensitivity, let n be the re-
tained count and D =

∑
t(ut(R6) − ut(M0)).

Over all 15 intended tasks, arbitrary bounded ex-

cluded differences imply

D − (15− n)

15
≤ ∆15 ≤

D + (15− n)

15
. (8)

This calculation deliberately ignores partially
observed excluded cells, yielding conservative
bounds. It concerns only the bounded task-score
estimand. Leave-one-task-out mean ranges are also
provided in the machine-readable summary.

E Supplementary Reproduction

Run python reproduce.py from the supple-
mentary directory. NumPy reproduces tables,
task-bootstrap intervals, relative-loss statistics, and
missing-cell bounds. Matplotlib additionally ren-
ders the two figures. No remote model service or
GPU is used. Input hashes, metric fields, and re-
tained configuration metadata link the reanalysis to
the supplied benchmark records. The README
identifies which historical panels can be recom-
puted and which remain paper-reported aggregate
evidence.
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Task Mistral Qwen
Native On R6 Native On R6

BBH 0.564 0.511 0.000 0.156 0.703 —
MMLU 0.598 0.592 0.229 0.838 0.824 0.229
MMLU-Pro 0.361 0.295 0.000 — — —
GSM8K 0.375† 0.375† 0.000† 0.500† 0.276† 0.000†

HumanEval 0.067 0.000 0.000 0.604 0.543 0.000
MBPP 0.394 0.364 0.000 0.660 0.698 0.000
HellaSwag 0.833 0.809 0.256 0.834 0.791 0.264
ARC Challenge 0.599 0.542 0.290 0.552 0.510 0.260
ARC Easy 0.817 0.779 0.263 0.720 0.744 0.248
BoolQ 0.864 0.853 0.378 0.851 0.883 0.378
OpenBookQA 0.488† 0.472† 0.500† 0.442 0.446 0.290
PIQA 0.838 0.819 0.516 0.830 0.811 0.532
Social IQA 0.658 0.654 0.353 0.590 0.571 0.336
TruthfulQA MC2 0.593 0.593 0.480 0.547 0.551 0.480
WinoGrande 0.747 0.748 0.496 0.739 0.725 0.496

Table 8: Per-task scores from supplied JSON records. Daggered triplets are excluded from the primary summary.
Mistral OpenBookQA R6 = 0.500 is a four-example conflicting snapshot, not the archived aggregate score of 0.266.
Missing values are shown as dashes.

Task Gemma GPT-OSS
Native On R6 Native On R6

BBH 0.812 0.719 0.000 0.000 0.345 0.000
MMLU 0.470 0.459 0.229 0.564 0.670 0.229
MMLU-Pro — — — — 0.376 —
GSM8K 0.702 0.438 0.000 0.251 0.247 0.000
HumanEval — 0.000 0.000 0.268 0.579 0.000
MBPP 0.460 0.378 0.000 0.000 0.014 0.000
HellaSwag 0.396 0.372 0.264 0.577 0.632 0.263
ARC Challenge 0.243 0.247 0.252 0.484 0.477 0.256
ARC Easy 0.324 0.319 0.258 0.757 0.724 0.251
BoolQ 0.707 0.671 0.378 0.755 0.816 0.378
OpenBookQA 0.288 0.286 0.308 0.400 0.424 0.298
PIQA 0.566 0.569 0.519 0.770 0.751 0.529
Social IQA 0.406 0.402 0.335 0.529 0.595 0.334
TruthfulQA MC2 0.514 0.537 0.475 0.532 0.526 0.484
WinoGrande 0.526 0.520 0.496 0.669 0.642 0.496

Table 9: Per-task scores for Gemma and GPT-OSS. Missing or error-only cells are shown as dashes and excluded
from complete-triplet summaries. Recorded zeros remain observed scores.

Task Source Archived metric and filter

BBH Suzgun et al. (2022) exact_match,get-answer
MMLU Hendrycks et al. (2020) acc,none
MMLU-Pro Wang et al. (2024) exact_match,custom-extract
GSM8K Cobbe et al. (2021) exact_match,strict-match
HumanEval Chen et al. (2021) Redacted token, create_test filter
MBPP Austin et al. (2021) pass_at_1,none
HellaSwag Zellers et al. (2019) acc_norm,none
ARC Challenge / Easy Clark et al. (2018) acc_norm,none
BoolQ Clark et al. (2019) acc,none
OpenBookQA Mihaylov et al. (2018) acc_norm,none
PIQA Bisk et al. (2019) acc_norm,none
Social IQA Sap et al. (2019) acc,none
TruthfulQA MC2 Lin et al. (2021) acc,none
WinoGrande Sakaguchi et al. (2019) acc,none

Table 10: Benchmark sources and preserved metric identifiers. HumanEval’s metric token was replaced upstream by
an anonymization placeholder; its exact original spelling is unavailable. Metric strings are retained without silently
renaming them.

160


