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Abstract

Customer-service QA in an AI contact cen-
ter (AICC) runs under deployment constraints
that benchmark QAmisses: tight voice-hotline
latency and a high cost for unsupported or
wrong automatic answers. We deploy a sys-
tem that answers only from a closed set of
verified QA units: it returns a retrieved unit
verbatim, or routes to clarify/abstain/handoff.
The index is enriched offline by staged linguis-
tic seeding (SLS): a human authors a per-unit
world-grounded slot recipe, gpt-4.1-mini
renders it into variants, and a light human gate
filters them, one methodology reused across
both domains, so inference stays a single re-
trieval pass with no query-time generation.
On held-out query variants (in-distribution
recipe reformulations) from two industrial do-
mains, SLS is the dominant retrieval lever, lift-
ing hybrid R@1 to 0.881/0.930 (+0.27/+0.34);
the gain holds across all five retrievers we
test. The win is the design, not the vol-
ume: at the same gpt-4.1-mini, SLS beats
a budget-matched doc2query by+0.20/+0.32,
and a cross-provenance control provides addi-
tional evidence of transfer across generated-
query distributions; the embedding choice
is secondary. Verified-unit answering also
removes free-form generation’s unsupported-
content surface (7–13% vs. ≈0%). We report
this as an honest application study, including
negative results.

1 Introduction
Large language models and retrieval-augmented
generation (RAG) dominate standard QA bench-
marks (Lewis et al., 2020). But a production AI
contact center (AICC), long automated with vir-
tual agents (Gilbert et al., 2005) and increasingly
built on LLM agents (Choubey et al., 2025), im-
poses constraints those benchmarks never test, es-
pecially on a voice hotline. The cost of errors is
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asymmetric. A confident but unsupported answer
to an already-frustrated caller is far more damag-
ing than a clarifying question or a handoff to a hu-
man agent (Banerjee et al., 2023; Yu et al., 2020).
Latency makes this harder. On a live voice line the
budget is tight, so query-time generation (a per-call
LLM round trip of roughly a second) is impractical.
Our deployment goal is concrete: relieve human
agents, not replace them, keeping a safe escape to
a person without escalating every ambiguous case.

RAG is the default response, because it grounds
answers in approved references. But grounding
the retriever is not enough: as long as a free-
form generator is licensed to emit text, it can over-
extend even correct evidence and assert unsup-
ported claims (Niu et al., 2024). We measure this
directly. Over the same retrieved evidence, free-
form RAG answers are judged unsupported in 7–
13% of cases (gpt-4o judge). This residual per-
sists even on correct evidence, and we did not find
it tunable to zero; removing generation from the
serving path eliminates it by construction.

We built and deployed a verified-unit QA sys-
tem that excludes generation entirely. It answers
only from a closed set of human-verified QA units
(each a representative question, a verified answer,
and a unit identifier), returning a retrieved unit’s
answer verbatim, or routing to clarify, abstain, or
handoff. Nothing is generated at serve time, so un-
supported answers are zero by construction. But
removing the generator opens a new gap. Callers
phrase one need in countless ways, while each unit
ships with a single representative question. With-
out a query-time paraphraser, the full linguistic dis-
tance between user-query diversity and the curated
answer set falls on retrieval. Our core contribution,
Staged Linguistic Seeding (SLS), closes that gap of-
fline. A human authors a per-unit, world-grounded
slot recipe; gpt-4.1-mini renders it into candi-
date variants; a light human gate keeps or drops
each one. The recipe injects domain knowledge,
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the LLM supplies surface variety, and the seed-
ing axes and prompt are reused unchanged across
both domains. Everything runs offline, so infer-
ence stays a single retrieval pass with zero added
serving cost.

This is an application paper. We built a verified
pipeline that addresses two production constraints
(unpredictable generation and tight latency), and
we give empirical evidence for why it works on two
real anonymized enterprise domains, with the core
gain (and a closed-set leakage pitfall) replicating
on a public benchmark. Our contributions, ordered
by impact, are:

1. A generation-free verified-unit pipeline in
production use. We built a closed-set
QA system, in production use at an AICC
(≈74k requests, ≈89% contained), over two
anonymized domains (AUTO, 90 units; ELEC,
229 units; 319 verified units and 7,947 query
variants in total), evaluated with a unit-
attribution metric (gold_unit_id at R@1)
on leakage-controlled held-out query variants
(Rashkin et al., 2021); a faithfulness study
quantifies the unsupported-content surface it
removes (≈ 0%vs. 7–13%for free-formRAG
on identical evidence).

2. SLS is the dominant retrieval lever. Of-
fline expansion lifts hybrid (BM25+BGE-
M3) R@1 to 0.881 (ELEC) and 0.930 (AUTO),
+0.27/+0.34 over a single representative
question, and the gain holds across all five
retrievers (Robertson and Zaragoza, 2009;
Chen et al., 2024). A matched-budget con-
trol shows that the gain is not explained
by model choice or expansion count alone:
with the same gpt-4.1-mini, SLS beats a
budget-matched doc2query by +0.20/+0.32
and every automatic baseline (doc2query,
HyDE, query2doc) by at least +0.20/+0.29
(Nogueira et al., 2019; Gao et al., 2022;Wang
et al., 2023). This comparison establishes the
full SLS pipeline, not the recipe or human
gate in isolation. Serving stays a single pass
(∼14ms hybrid vs. ∼1 s for query-time gen-
eration).

3. The mechanism is consistent with broader
phrasing coverage. A cross-provenance
control yields different absolute away-
distribution gaps, but both systems lose
roughly one third of their home score and

the resulting index sizes differ. We therefore
treat this control as descriptive rather than as
a volume-controlled or causal transfer result.
A symbol-grounding analysis sharpens this:
49% of held-out AUTO queries share zero
content words with the canonical question,
and SLS lifts that surface-disjoint half by
+0.59, the gain decaying monotonically to
+0.01 as phrasings approach full overlap
(Harnad, 1990).

4. External validity and honest negatives.
Both protocol-level findings (the expansion
gain and a closed-set self-retrieval leakage
pitfall) replicate, in sign and more modestly,
on the public Quora Question Pairs bench-
mark (Iyer et al., 2017; Lewis et al., 2021),
beyond our in-house logs. The embedding
choice is secondary: neither a larger Qwen3
(Zhang et al., 2025) nor a Korean-specialized
fine-tune beats off-the-shelf BGE-M3. Fi-
nally, a class-balanced router on non-leaky
retrieval-confidence features recovers the rare
clarify/abstain/handoff actions (action macro-
F1 0.36→0.51), but stays bounded by heuris-
tic labels.

2 Related Work

Closed-set / FAQ retrieval. Answering from a
fixed set of verified question–answer units is the
FAQ-retrieval setting (Sakata et al., 2019; Mass
et al., 2020); Mass et al. (2020) expand FAQ en-
tries with generated questions. We add a unit-
ID attribution metric, leakage-controlled held-out-
query evaluation, and an explicit non-answer ac-
tion space on real two-domain enterprise logs. Re-
stricting the emitted answer to a closed, approved
set (as in constrained generation over a fixed can-
didate set (De Cao et al., 2021) and verified-quote
answering with abstention (Menick et al., 2022))
makes non-fabrication a property of the answer
space, not the generator.

Grounded retrieval and attribution. Retrieval
alone does not prevent unsupported claims (Lewis
et al., 2020; Rashkin et al., 2021; Gao et al., 2023;
Es et al., 2023; Saad-Falcon et al., 2023), and
RAGTruth (Niu et al., 2024) documents halluci-
nation even on correct context. We instantiate
attribution-style evaluation (Rashkin et al., 2021)
as unit-ID recovery and restrict the answer surface
to verified units.
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Query expansion and offline augmentation.
doc2query, query2doc, and HyDE show that LLM-
generated text can improve retrieval, though un-
evenly and not on every retriever (Nogueira et al.,
2019; Wang et al., 2023; Gao et al., 2022; Jager-
man et al., 2023; Riabi et al., 2021). Follow-
ing EnrichIndex (Chen et al., 2025), recent work
(Ma et al., 2025; Su et al., 2025) moves this
enrichment offline, atop a long classical query-
expansion lineage (Rocchio, 1971; Lv and Zhai,
2010; Carpineto and Romano, 2012; Azad and
Deepak, 2017; Bhogal et al., 2007; Massai, 2022).
Our expansion (SLS, §5) is offline doc2query-style
enrichment, but it is seeded by a world-grounded
slot recipe under a reusable methodology rather
than by single-shot model output, then gated by a
light human check; such linguistically motivated,
in-distribution augmentation can pay off, partic-
ularly in lower-resource settings (Groshan et al.,
2025), and no generation happens at serving time.

Retriever families. The main retriever families
(BM25, SPLADE, BGE-M3, and the dense Qwen3
(Robertson and Zaragoza, 2009; Formal et al.,
2021; Chen et al., 2024; Karpukhin et al., 2020;
Zhang et al., 2025)) span the lexical–semantic
spectrum; we take one representative from each
and compare them under a single verified-unit pro-
tocol.

Abstention and routing. Treating refusal and
handoff as first-class actions is the premise of selec-
tive classification, refusal tuning, escalation, and
cost-sensitive decision theory (Geifman and El-
Yaniv, 2017; Zhang et al., 2024; Kirichenko et al.,
2025; Yu et al., 2020; Banerjee et al., 2023; Elkan,
2001), whereas LLM routing and cascades instead
target models (Ong et al., 2025; Chen et al., 2023).
Our actions route the query out of the automatic
system under asymmetric costs.

3 Problem Setup

Given a human query x, a verified QA-
unit index T = {ti}, and optional
metadata, the system chooses an action
a ∈ {ANSWER, CLARIFY,ABSTAIN,HANDOFF}.
When a = ANSWER, it returns the answer of
a selected unit ti, so that the retrieval target is
the unit identifier rather than a generated string.
Each unit is stored as ti = (unit_id, qi, yi), where
qi is a representative question and yi a verified
answer: the stored record is the implementation

object, while the verified QA unit is the conceptual
grounding boundary.

Why verified units bound the failure surface.
Let i⋆ be the gold unit for query x, let ı̂ =
argmaxi score(x, ti) be the retrieved top-1 unit,
and let ρ = Pr[̂ı ̸= i⋆] = 1 − R@1 be the retrieval-
error rate. Call an answer unsupported, U(a) = 1,
if it asserts content not present in the retrieved ev-
idence E(x). A free-form answer a = g(x,E(x))
from a generator g can be unsupported even when
the evidence is correct, at a rate η = Pr[U(a) |
ı̂ = i⋆] > 0 (documented by RAGTruth (Niu et al.,
2024); we measure η ≈ 0.12 in §6). Its unsup-
ported rate is therefore

Prfree[U ] = (1− ρ) η + ρ η′ > 0, (1)

where η′ > 0 is the unsupported rate under wrong
evidence. Verified-unit answering instead returns
a = yı̂, the human-verified text of a retrieved unit,
so the answer is always an element of the evidence
and cannot introduce new claims:

a ∈ {yi : ti ∈ E(x)} =⇒ Prours[U ] = 0,

Prours[error] = ρ.
(2)

Comparing (1) and (2), the verified-unit design re-
moves the open-ended generation-error term η and
leaves a singlemeasurable retrieval-error term ρ =
1 − R@1, on whose low-confidence part the router
(§6) declines to answer. This is “non-fabrication
by construction”: we eliminate not wrong answers
(a wrong unit can be retrieved) but unsupported
ones.

4 Data Construction
The project uses real enterprise QA logs from two
anonymized deployments, AUTO (automotive) and
ELEC (consumer-electronics). These are not bench-
mark pairs: rows include short turns, incomplete
intent, domain shorthand, greetings, URL/image
prompts, and many queries whose correct action
is clarify, abstain, or handoff. From these real logs
we derive two artifacts.

(a) Verified units with query-expansion variants
(retrieval study). The core asset is a curated
FAQ in which each verified unit carries a verified
answer together with query variants produced by
SLS (§5) and seeded from the representative ques-
tion and the phrasings real users and operators
recorded in the logs. Because the variants are an
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output of the protocol rather than hand-authored
strings, their per-unit count in the full pre-split pool
(5–113; indexed-only counts of 3–79 in App. D)
tracks the question’s linguistic variability. This
yields 319 verified units (229 ELEC, 90 AUTO)
and 7,947 query variants, whose held-out portion
forms our leakage-free test set of real-log-seeded
variants (held-out protocol variants, not raw logged
utterances). The protocol was applied to both do-
mains; the explicit authoring recipe is retained for
AUTO (App. E), while for ELEC, owing to data-
retention constraints, only the deployed variants re-
main.

(b) Operational log with action labels (routing
study). For routing we use a larger operational
set of 6,000 clustered human queries with heuris-
tic action labels (Table 6), built by cleaning and
deduplicating raw logs, clustering similar ques-
tions, and assigning answerability/routing labels.
These labels indicate an action class only; in par-
ticular, the 2,455 queries labeled ANSWER do not
carry human-adjudicated target IDs for the 319 ver-
ified units. Retrieval is therefore measured on the
held-out variants from (a), and routing on the la-
beled log (b).

Data governance. Because the logs are enter-
prise data, we report only aggregate statistics,
anonymized examples, and unit IDs; raw user text
remains access-controlled. Privacy is part of the
system boundary, not an appendix detail.

5 System

Verified-unit retrieval. Figure 1 overviews the
system: offline index construction by staged lin-
guistic seeding (a human operator grounds each
unit’s representative question in world-grounded
slots, which gpt-4.1-mini recombines into the
indexed variants) and online verified-unit retrieval
with cost-sensitive routing. We compare one re-
triever per family over the same verified QA units,
spanning the lexical–semantic spectrum: BM25
(Robertson and Zaragoza, 2009) as the sparse base-
line; the dense-only Qwen3 embedding (Zhang
et al., 2025); and BGE-M3 (Chen et al., 2024)
in between, a multi-functional encoder (dense,
sparse, and multi-vector modes) of which we use
the dense mode. The hybrid linearly combines
per-query min–max-normalized BM25 and BGE-
M3 scores at equal weight. For the dense compo-
nent we use the official BGE-M3 checkpoint, more

robust on this corpus than the available domain-
adapted alternative (§6).

Offline query expansion: staged linguistic seed-
ing (SLS). For each verified unit the index stores
either the representative question (RAW) or that
question plus expansion variants (AUG). The vari-
ants are produced offline by staged linguistic seed-
ing (Figure 1), which separates what is reused
from what is authored per unit. Reused across
units and both domains are (i) seeding axes, a
fixed specification of the linguistic and world-
grounded forms to cover (synonyms, homonyms,
syllable and lemma/stem forms, and the eojeol, the
Korean space-delimited token)—together with a
single fixed prompt conditioning gpt-4.1-mini
(the same model the automatic baselines use) on
those axes. Per unit, a human then authors aworld-
grounded slot recipe that factorizes the represen-
tative question into grounded slots along these
axes; (ii) gpt-4.1-mini renders it into candi-
date strings, which (iii) a light human gate keeps
or drops against a fixed rubric. The durable as-
set is the recipe (from which the indexed variants
are regenerable on demand), not the 7,947 output
strings. SLS is thus doc2query-style (Nogueira
et al., 2019) in structure; the lever is the human,
world-grounded seeding distribution (§6), and in-
ference stays a single retrieval pass.

Cost-sensitive routing (the policy we test). Re-
trieval alone is insufficient when a query is in-
complete, unsupported, or risky, so we add a
cost-sensitive decision over non-leaky retrieval-
confidence features (per-family top/top-2 scores,
margins, cross-family agreement), selecting the
expected-cost-minimizing action under a cost ma-
trix where a wrong answer costs far more than
a clarification (a threshold gate is the one-scalar
special case). We estimate it with a class-
balanced gradient-boosted classifier and report it
as a bounded secondary study (§6, App. B).

6 Experiments

Metrics and protocol. The primary metric is
unit recall at rank 1 (R@1) against each variant’s
gold source unit (gold_unit_id); we also report
R@3 and R@15. For the retrieval study, for each ver-
ified unit we randomly hold out 30% of its query
variants as test queries that are never indexed, and
index the remaining variants (AUG) or only the
single representative question (RAW). Because the
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Symbol grounding (form vs. meaning)

“set GPS to get there” “address” “where is it”

one referent
(meaning)

operator grounds diverse surface forms
in one referent (world knowledge);

a thesaurus stays surface↔surface (dictionary-
go-round) and misses surface-disjoint forms.

representative
question Qu

(+ answer Au)

SLS recipe (human):
factorize Qu into
grounded slots
S1, S2, . . . , Sk

(each slot = one refer-
ent, many forms; App. E)

gpt-4.1-mini re-
combines + gate

⇒ variants qu1 , . . . , qun

grounds

OFFLINE: build index

verified-
unit index

{qu1 . . . qun} 7→
Au

user query q

retrieve: match q
vs variants {q∗i }

(BM25/dense/hybrid)
→ û

cost-sens.
router

Aû verbatim
(non-fabrication)

clarify/abstain/
handoff

conf.

weak

index

O
NL

IN
E:

se
rv

e

Figure 1: System overview. Offline, a human operator factorizes each verified unit’s representative questionQu into
world-grounded slots—symbol grounding: diverse surface forms tied to one referent, a link a thesaurus cannot make
(it stays surface↔surface)—and gpt-4.1-mini recombines the slots into the indexed variants qu1 . . . qun. Online,
a user query q is matched against the variants (not the canonical question), and a cost-sensitive router returns the
verified answer verbatim or escalates. The grounded variants bridge the gap between curated canonical questions
and the surface-disjoint ways real users phrase the same intent (§7).

test phrasing is never in the index, the protocol is
leakage-free at the string level. This yields 1,468
held-out ELEC and 915 held-out AUTO test queries
over the 319 units. Because held-out and indexed
variants are drawn from the same per-unit pool, the
test is in-distribution (Lewis et al., 2021): it mea-
sures generalization to unseen phrasings of each
unit’s recipe, not transfer to an independent query
stream (onAUTO, 49%of held-out queries share no
content word with the representative question). A
cross-provenance control provides suggestive evi-
dence that the gains are not solely due to this prove-
nance match. A fully independent organic test is
unavailable by construction: raw call transcripts
are not retained, and the preserved operational ar-
tifact carries heuristic routing-action labels rather
than human-adjudicated unit-level gold. Even its
ANSWER label identifies an action, not the cor-
rect one of the 319 verified units; moreover, most
queries are labeled non-answer (Table 6, 59%).

A leakage check. Querying a legacy cluster with
its own indexed representative question trivially in-
flates a top-1 self-match diagnostic (up to ≈ 8×
for BM25). This heuristic diagnostic is not an or-
ganic unit-accuracy evaluation; our primary held-
out-variant protocol separately avoids question-
identity leakage by construction (audit in App. A).

Staged linguistic seeding is the dominant lever.
Table 1 reports R@1 on the held-out query variants
(App. F traces these back to the per-domain
data statistics). Across both domains and all
retrievers, offline SLS expansion is the dominant

gain: the hybrid rises from 0.609 → 0.881 on
ELEC (+0.272) and 0.588 → 0.930 on AUTO
(+0.342); BM25 gains most (+0.351/+0.426),
and the gain holds across the full lexical–semantic
spectrum (SPLADE +0.219/+0.253, Qwen3
+0.135/+0.168, dense +0.123/+0.202). The best
configuration is hybrid+expansion (0.881/0.930),
with R@3 0.973/0.981. Every gain is significant by
a paired bootstrap (10k resamples, n=1,468/915):
hybrid +0.272 (95% CI [+0.247,+0.297])
/ +0.342 [+0.309,+0.375]; BM25 +0.351
[+0.324,+0.378] / +0.426 [+0.392,+0.461];
dense +0.123 [+0.101,+0.144] / +0.202
[+0.175,+0.231]. No interval includes zero. Be-
cause queries from one unit are not independent,
we also report a cluster (per-unit) bootstrap that
resamples whole units rather than queries: inter-
vals widen, as expected, but every gain remains
significant, and the smallest-domain headline
—AUTO hybrid +0.342—survives even at its 90
units (cluster 95% CI [+0.291,+0.390]).

The embedding choice is secondary to the ex-
pansion. Down the RAW columns, dense (0.66–
0.72) beats BM25 (0.47–0.48): the low RAW re-
call is expected: the representative question is
an expert-prepared canonical form that real phras-
ings rarely match lexically (the form–meaning gap,
§7), and a semantic retriever only partly bridges
it. With expansion, BM25 catches up (0.82–0.91)
and the hybrid is best, so which embedding one
picks becomes secondary to the expansion. Across
the spectrum the off-the-shelf official BGE-M3 is
strongest: a larger Qwen3-4B does not exceed it
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Elec Auto

Retriever RAW +AUG ∆ RAW +AUG ∆

BM25 (lexical) 0.471 0.822 +0.351 0.480 0.906 +0.426
SPLADE-ko (learned sparse) 0.627 0.846 +0.219 0.640 0.893 +0.253
Dense BGE-M3 (official) 0.717 0.840 +0.123 0.661 0.863 +0.202
Dense Qwen3-4B 0.690 0.825 +0.135 0.674 0.842 +0.168
Dense (fine-tuned, ours) 0.623 0.779 +0.156 0.591 0.814 +0.223

Hybrid (BM25+BGE-M3) 0.609 0.881 +0.272 0.588 0.930 +0.342

Table 1: R@1 on held-out query variants (Elec
n=1,468, Auto n=915; 319 units), across the lexical–
semantic spectrum: lexical BM25, learned-sparse
SPLADE, dense BGE-M3 and Qwen3-4B, and the
lexical+semantic hybrid. RAW indexes one repre-
sentative question per unit; +AUG additionally in-
dexes the unit’s deployed SLS variants. Offline
SLS expansion is the dominant lever in every fam-
ily (hybrid +0.272/+0.342; BM25 +0.351/+0.426;
SPLADE +0.219/+0.253; Qwen3 +0.135/+0.168),
and the hybrid is best. A larger Qwen3-4B and our
own fine-tuned checkpoint (dragonkue/BGE-m3-ko
further fine-tuned on NEMOTRON-PERSONAS-KOREA
persona pairs) do not exceed the official BGE-M3, and
the fine-tuned one trails it throughout, despite start-
ing from a Korean-specialized base (Appendix G). Test
phrasings are never indexed, so the setting is leakage-
free.

(AUG 0.825/0.842 vs. 0.840/0.863), and a Korean-
specialized fine-tune (App. G) underperforms it in
every cell. This is not a training failure but evi-
dence for the protocol: neither a larger model nor
extra generic in-domain data closes the gap that
grounded expansion does; the gap is coverage of
unseen phrasings, not embedding capacity.

The SLS pipeline beyond volume: a matched-
budget control. A natural objection is that any
generated expansion would help, or that our gain
merely buys more effort per unit. We test both
with an offline-vs-online comparison on the same
held-out queries (Table 2): SLS vs. offline au-
tomatic expansion (doc2query (Nogueira et al.,
2019), EnrichIndex (Chen et al., 2025)) and query-
time online augmentation (HyDE (Gao et al.,
2022), query2doc (Wang et al., 2023)), all of
them generated by the same gpt-4.1-mini that
SLS uses (prompts in App. I). SLS dominates ev-
ery automatic method by a wide margin: hybrid
R@1 0.881/0.930 vs. the best automatic baseline
0.685/0.639, a +0.20/+0.29 gap, at zero query-
time generation cost. The decisive evidence is
the matched-budget control: when the automatic
baseline generates the same number of questions
per unit as SLS (“doc2query N -matched”; Ta-
ble 2); i.e. the same generator at the same per-

unit budget, it reaches only 0.685/0.611, only
+0.001/+0.038 above the 6-shot version and far be-
low SLS (matched gap +0.196 [+0.162,+0.230]
/ +0.319 [+0.240,+0.398], per-unit cluster boot-
strap). The gain is therefore not bought by index-
ing more text. What differs is the complete staged
procedure—the human-authored recipe, LLM ren-
dering, and acceptance gate—so this control does
not isolate any one of those components. (This also
retires an earlier “reverse-HyDE” patch whose ap-
parent +0.023 gain was a leakage artifact.)

Cross-provenance control: asymmetric trans-
fer across generated-query distributions. Be-
cause the held-out queries are themselves SLS
variants, the matched-budget gap could reflect
index–test provenance match (a recognized infla-
tion source (Lewis et al., 2021)), not coverage.
We probe this with a cross-provenance control
on AUTO (answer-in-index). After holding out
doc2query variants for testing, the resulting in-
dex sizes differ (16.4 doc2query vs. 23.5 SLS
variants/unit), so this comparison does not re-
move index-volume as a possible contributor: on
doc2query’s own held-out queries the SLS index
reaches 0.652, 0.146 below doc2query’s own index
(0.798); on SLS’s held-out queries the doc2query
index reaches 0.531, 0.399 below SLS’s 0.930 (hy-
brid R@1). These absolute gaps differ, while each
index loses roughly one third of its own home score
(30% vs. 33%). Together with the unequal index
sizes, this makes the control descriptive evidence
of provenance sensitivity, not a causal isolation of
coverage, provenance, or volume.

Offline expansion adds no serving cost. Be-
cause the variants are attached at index time, serv-
ing is a single retrieval pass: on oneNVIDIAH100
(Intel Xeon 8480C for BM25), median retrieval
latency is 0.7/13/14ms for BM25/dense BGE-
M3/hybrid, whereas query-time HyDE/query2doc
add a gpt-4.1-mini call at 1.0–1.4 s, two orders
of magnitude more.

External validity. Because our data is propri-
etary, we replicate both protocol-level findings on
the public Quora Question Pairs set (Iyer et al.,
2017): the leakage pitfall reappears and the expan-
sion gain replicates on lexical/hybrid retrieval but
dilutes on a near-ceiling dense baseline (numbers
in App. C).

Routing: a bounded secondary result.
Weak-evidence queries should be routed (clar-
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Augmentation side Query-time generation? Elec Auto

none (RAW) — no 0.609 0.588
doc2query (6-shot) offline no 0.647 0.610
doc2query (N -matched) offline no 0.685 0.611
EnrichIndex offline no 0.662 0.616
HyDE online yes 0.650 0.576
query2doc online yes 0.663 0.639
SLS (ours) offline no 0.881 0.930

Table 2: Offline-vs-online augmentation comparison,
hybrid R@1 on the same held-out query variants (319
units). All methods, including SLS, use the same
gpt-4.1-mini. Automatic expansions lift RAW only
modestly; the matched-budget control (“doc2query N -
matched”—the same generator producing the same
number of questions per unit as SLS) reaches only
0.685/0.611, at most +0.038 above the 6-shot ver-
sion. SLS (staged linguistic seeding) dominates by
+0.20/+0.29 over the best automatic baseline (online
or offline), at zero query-time generation cost. Holding
the generator and per-unit budget fixed rules out those
two explanations, but does not separate the recipe, ren-
dering, and human gate within SLS.

ify/abstain/handoff) rather than answered. A
class-balanced gradient-boosted classifier on
non-leaky retrieval-confidence features lifts action
macro-F1 from 0.36 to 0.51 (0.45 using retrieval
features only, avoiding circularity) and recovers
the rare abstain/handoff actions; but the deployable
signal is the binary selective-answering slice, the
four-way result is bounded by heuristic, genuinely
subjective labels (κ≤0.09 on re-annotation by a
question-only gpt-5 and a human) and by features
that indicate whether but not why to escalate. We
thus report routing as a bounded secondary study;
full numbers, the cost–coverage curve, and Table 5
are in App. B.

Does verified-unit answering reduce halluci-
nation? We compare two answering arms on
150 answerable queries given the same top-5 re-
trieved units: free-form RAG (a generator writes
the answer) vs. verified-unit answering (return the
top-1 unit’s answer verbatim), judged by an in-
dependent gpt-4o for unsupported claims and
gold coverage. On the correct-retrieval sub-
set (n=136), free-form introduces unsupported
content in 7.4% (4o-mini)–13.2% (4.1-mini)
of answers, whereas verified-unit answering is
unsupported-free by construction (a residual 0.7%
is one judge-noise flag on verbatim text; Ta-
ble 3). This reduction is significant (paired Mc-
Nemar p=0.012, 7.6×10−5), and because gold
coverage is comparable (81.6% vs. 74.3%/80.9%),
the gain comes from eliminating the unsupported-

Answering arm (same correct evidence, n=136) Unsupported Covers gold

Free-form RAG (gpt-4o-mini) 7.4% 74.3%
Free-form RAG (gpt-4.1-mini) 13.2% 80.9%
Verified-unit (ours) 0.7%† 81.6%

Table 3: Faithfulness on the correct-retrieval sub-
set (n=136): two free-form generators vs. verified-
unit answering over the same top-5 evidence (a sin-
gle gpt-4o judge scoring unsupported-content and
gold-coverage). Verified-unit is unsupported-free by
construction (†0.7% is one residual judge-noise flag
on verbatim text). Paired McNemar on unsupported:
p=0.012/7.6×10−5.

generation surface rather than from coverage. As
noted, the judge is LLM-based with no human ad-
judication (§8).

7 Discussion

Why human-authored expansion outperforms
learned query generation. A learned query gen-
erator (doc2query) or a thesaurus operates over sur-
face form: the distributional co-occurrence cap-
tured by word statistics (Firth, 1957). But many
real reformulations are not lexical variants: the
AUTO query “how do I set my GPS to get there?”
requests a dealership’s address yet shares no con-
tent word with “where is the showroom?” (Fig-
ure 1). The link is world knowledge (a navigation
destination is an address), so recovering it means
passing through the referent, which a lexical re-
source cannot do. This is a gap between surface
form and meaning (an instance of symbol ground-
ing, Harnad, 1990).

Our protocol supplies this grounding by con-
struction (Figure 1): an operator factorizes the
representative question into orthogonal world-
grounded slots (explicit for AUTO, App. E; for
ELEC only the deployed variants survive), and
the language model recombines these grounded
units, sampling within the operator-defined mani-
fold rather than guessing it, unlike free-form gen-
eration, which crowds near the seed or drifts off-
target.

This account predicts where the gain should
land. On AUTO, 49% of held-out queries share
zero content words with their unit’s representative
question, so a surface match to that canonical form
cannot reach them (BM25 R@1 0.28 on this dis-
joint half). Indexing the staged-seeding variants
lifts exactly this half from 0.28 to 0.87 (+0.59);
the gain then falls monotonically with surface
overlap: +0.34 for partially-overlapping queries
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(n=378) and +0.01 for the fully-overlapping ones
already near ceiling (n=91). The gain thus con-
centrates on the surface-disjoint, world-knowledge-
dependent reformulations the account predicts, and
the matched-budget control (§6) shows that au-
tomatic expansion at the same model and bud-
get does not recover them. The cross-provenance
result separately documents provenance sensitiv-
ity but is index-size-confounded. We are careful
about causality: the evidence supports the full SLS
pipeline and its broader phrasing coverage, but
does not isolate the recipe, renderer, or gate as the
unique active component.

8 Limitations

Our faithfulness judge (§6) is LLM-based with
no human adjudication, so the absolute unsup-
ported rate is judge- and generator-dependent (7–
13%); the relative reduction, significant on correct-
retrieval cases, is the robust finding. The re-
trieval study covers only 319 verified units (AUTO
just 90), so we report per-query and cluster boot-
strap CIs. Our retrieval/faithfulness study is of-
fline, without controlled A/B, and latency is a
single-query micro-benchmark. The routing re-
sult rests on heuristic, subjective labels (κ≤0.09
on re-annotation) and features that bound per-
action scores, so we present the four-way router as
forward-looking and report only the binary answer-
vs-escalate slice as deployable. We have not yet
run a gate-only ablation (steps (i)–(ii) without the
step-(iii) gate) to separate the human gate from the
seeding design, nor quantified human authoring ef-
fort; the recipe is a one-off offline asset that should
amortize against the recurring cost of a wrong an-
swer, but a precise cost–benefit accounting and
scaling to far larger FAQ sets remain future work.
The ELEC recipe was not retained, so recipe-level
analysis (§7) is AUTO-only, though expansion was
applied to both domains and gains hold across both;
raw logs remain access-controlled. Most funda-
mentally, the world-grounded recipe is presently
human-authored; automatically inducing this fac-
torization is the central open problem, and until
then operator authoring is what bridges the curated-
question/real-user gap.

9 Ethics

The data come from enterprise logs; we report only
aggregated statistics, anonymized examples, and
unit IDs, and keep raw logs access-controlled. The

method is not a truth guarantee (a wrong retrieved
unit can still produce a wrong response), so deploy-
ments should log unit IDs, confidence, and action
decisions for audit.

10 Conclusion
We presented a verified-unit QA pipeline for AI
contact centers: answers are bounded to verified
units; weak-evidence cases are routed, not fabri-
cated. Its lever is staged linguistic seeding that
lifts hybrid R@1 to 0.881/0.930 (+0.27/+0.34)
across two domains; the matched-budget con-
trol attributes the main gain to the full SLS
pipeline, while cross-provenance evaluation docu-
ments provenance sensitivity; verified-unit answer-
ing removes the unsupported-generation surface
(≈0 vs. 7–13%). Inducing the recipe automatically
remains open.
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Top-1 match (heuristic targets) BM25 Dense Hybrid

Leaky (question-bearing index) 0.863 0.570 0.873
Answer-only index 0.103 0.222 0.160

Table 4: Legacy leakage diagnostic over 6,000 clustered
operational-log queries, distinct from the 319-unit re-
trieval study. Targets are heuristic cluster assignments,
not human-adjudicated unit gold. Indexing the repre-
sentative question and querying with it (“leaky”) vs. in-
dexing the answer only (“answer-only”) shows up to
≈8× inflation. This table is not an organic-accuracy
evaluation; Table 1 instead uses held-out variants with
known source-unit IDs.

A The Question-Identity Leakage Audit
An earlier indexing protocol of ours was
leaky. Indexing each legacy cluster as
“question: ⟨representative question⟩;
answer: ⟨answer⟩” (the question and answer
fields are Korean in the deployment) and
then querying with that same representative
question makes retrieval match a query to its
own indexed copy. On the full set of 6,000
clustered operational-log queries, the leaky
question-bearing index has BM25/dense/hybrid
top-1 match rates 0.863/0.570/0.873, but only
0.103/0.222/0.160 once the question field is
removed, an inflation of roughly 8× for BM25 and
2.6–5.5× across families (Table 4). The target
here is a legacy heuristic cluster assignment, not
a human-adjudicated gold mapping to the 319
verified units; this diagnostic therefore does not
measure organic-query accuracy. Closed-set FAQ
evaluations in which test queries coincide with
indexed representative questions should be read
with this inflation in mind; our held-out-variant
protocol avoids it because the test phrasing is
never in the index.

B Routing: Full Results
We treat routing as a cost-sensitive decision over
the non-leaky evidence vector z (per-family top
and top-2 scores, margins, ratios, cross-family
top-unit agreement). A class-balanced gradient-
boosted classifier reaches macro-F1 0.51 (5-fold
0.487±0.027) and recovers the rare actions (ab-
stain/handoff F1 0.41/0.39, up from 0.13/0.17 for
a Gaussian naive-Bayes baseline on the same fea-
tures; Table 5); using retrieval features only (to
avoid circularity with the surface cues that define
the heuristic labels), it still reaches 0.45.

Cost–coverage. Under an asymmetric cost ma-

F1 by action answer clarify abstain handoff macro-F1

Gaussian NB (same features) 0.61 0.51 0.13 0.17 0.36
Balanced GBM, retrieval-only 0.62 0.54 0.28 0.38 0.45
Balanced GBM, all features 0.66 0.58 0.41 0.39 0.51

Table 5: Action routing on the operational log (test
n=1,200; non-leaky multi-family retrieval features).
Class-balanced gradient boosting lifts macro-F1 from
0.36 (Gaussian NB on the same features) to 0.51 (all
features) / 0.45 (retrieval-only, the circularity-free num-
ber) and recovers the rare ABSTAIN/HANDOFF actions.

Action label Auto Elec Total Share

answer 1,533 922 2,455 40.9%

non-answer subtotal 2,067 1,478 3,545 59.1%
clarify 1,497 857 2,354 39.2%
handoff 446 578 1,024 17.1%
abstain 124 43 167 2.8%

Total human queries 3,600 2,400 6,000 100.0%

Table 6: Operational routing log with 6,000 human
queries across two domains. Labels are heuristic rout-
ing labels derived from rule-based buckets over answer
content, not human-adjudicated gold labels. The AN-
SWER class likewise does not supply a target verified-
unit ID. Non-answer actions account for 59.1% of the
log, and abstain is rare (2.8%), which makes rare-action
recovery central to the routing analysis (§6).

trix (we adopt the illustrative ratio that a wrong
auto-answer costs 20× a clarification) and honest
retrieval (answer-only hit@1≈0.13), the expected-
cost-minimizing policy is conservative: it auto-
answers < 1% of queries at a 0% unsafe-answer
rate (mean cost 1.10 vs. 16.5 for always-answer).
Ranking answerable queries by predicted retrieval-
correctness, the top 10% are answerable at preci-
sion 0.65 (vs. a 0.13 base rate), falling to 0.34 at
30% and 0.24 at 50% coverage.

Two ceilings. (i) The action labels are heuris-
tic, not adjudicated: on a 300-query sample, a
question-only gpt-5 and a human re-annotation
barely agree with them (κ=0.06/0.04) or with each
other (κ=0.09), and skew in opposite directions,
so the four-way boundary is genuinely subjective.
(ii) Retrieval-confidence features separate ANSWER
from escalate but carry little signal for why to es-
calate, bounding four-way F1 independent of label
quality. The defensible result is therefore the bi-
nary selective-answering slice; the four-way router,
with human-adjudicated labels and intent-bearing
features, is left to future work.
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C External Validity: Quora Question
Pairs

Because our enterprise data is proprietary, we
replicate both protocol-level findings on Quora
Question Pairs (Iyer et al., 2017) (800 clusters
as “units”, 1,470 held-out paraphrases, with each
cluster’s other phrasings serving as the expansion).
The leakage pitfall reappears: an indexed phras-
ing gives R@1 1.000 versus 0.81–0.94 on held-out
paraphrases, and the expansion effect carries over
to lexical and hybrid retrieval (BM25 +0.124, hy-
brid+0.053; cluster-bootstrap significant), while a
near-ceiling dense retriever on this clean set dilutes
slightly (−0.026). Expansion helps most where
single-representative matching is weakest, exactly
as on our enterprise logs. This QQP study is the
fully public, reproducible portion of our work; we
will release its replication code and derived data,
together with our pipeline code and the fine-tuned
checkpoint, upon acceptance. The release pins the
exact dated snapshot identifier and decoding pa-
rameters for every OpenAI call (gpt-4.1-mini
for SLS rendering and the automatic baselines;
gpt-4o and gpt-4o-mini for judging), so the
SLS variants and judge labels regenerate determin-
istically.

D Dataset Statistics
Table 7 reports per-domain statistics for as-
set (a), the verified units and their indexed query-
expansion variants. Lengths are measured on the
original Korean text (characters; and eojeols, the
space-delimited tokens of Korean).

Production deployment. The system is in live
production on both domains: AUTO since early
2025 (∼18 months) and ELEC since mid 2025
(∼12 months). Over these windows it has served
24,126 AUTO requests (excluding reservation-
management transactions) and 50,172 ELEC re-
quests, routing 3,423 and 4,724 respectively to a
human agent: a containment (no-handoff) rate of
85.8% and 90.6% (89.0% combined, over 74,298
requests). Containment is a deflection measure,
not a correctness guarantee (non-handoff may in-
clude user abandonment), and we report no con-
trolled before/after.

E An Example Verified Unit
The example below is fromAUTO, anonymized and
translated from Korean. It traces one representa-

AUTO ELEC

Verified units 90 229
Held-out test queries 915 1,468
Indexed variants 2,114 3,450
Indexed variants / unit (mean; min–max) 23.5 (6–79) 15.1 (3–41)
Answer length (chars; mean, max) 80, 193 137, 903
Rep. question length (chars; mean) 19 21
Variant length (eojeols; mean) 5.1 5.5

Table 7: Per-domain statistics of the verified-unit cor-
pus (asset (a)). AUTO has more variants per unit and
shorter, more templated answers; ELEC has more units
and much longer answers (up to 903 characters).

tive question through staged linguistic seeding: the
seeding axes that step (i) applies, a sample of the
step (ii) generations that the step (iii) acceptance
gate kept in the index, and the held-out test queries
(never indexed) the system is evaluated on.

Representative question: “What region are you
in?”
Verified answer: “〈dealership〉 is located at
〈address〉.” (anonymized)
Seeding axes (step i): location-noun synonyms
(region / location / address / lot-number), inflec-
tional and honorific endings, and spacing (eojeol)
segmentation of the representative question—the
fixed seed specification handed to the generator.
Accepted variants (steps ii–iii, sample):
“Where are you located?”; “Can you tell me the
address?”; “What is the lot number?”; “How can
I find the location?”—each realizing one or more
of the step-(i) seed axes in the original Korean.
Held-out test queries (never indexed): “Please
tell me the location.”; “What is the address of
the showroom?”; “Where is it located?”

F How the Data Explains the Results
The statistics in Appendix D and the example in
Appendix E account for the main retrieval find-
ings. First, a representative question is short (mean
19–21 characters) and fixes a single surface form,
whereas held-out queries restate the same intent
with different content words and inflections; single-
representative matching (RAW) therefore misses
most of them, and the 15–24 indexed variants per
unit close exactly this gap. This is why AUG lifts
R@1 so sharply, and why the purely lexical BM25
gains the most (it keys directly on the added word
forms). Second, AUTO reaches a higher AUG R@1
(0.930) than ELEC (0.881): it has more variants
per unit (23.5 vs. 15.1), fewer units (90 vs. 229),
and shorter, more templated answers (mean 80 vs.
137 characters), so its units are more densely cov-
ered and more separable. Third, ELEC answers are
much longer (mean 137, max 903 characters), giv-
ing a free-form generator more room to add un-
supported detail; verbatim verified-unit answering
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returns the exact text and stays unsupported-free,
consistent with the faithfulness result (§6).

G Domain-Adapted Checkpoint:
Training Details and Korean
Competence

The “Dense (fine-tuned, ours)” row in Table 1 is
our own checkpoint, reported as a negative result.
We deliberately did not start from the vanilla offi-
cial model: the base is dragonkue/BGE-m3-ko
(dragonkue, 2024), the official BAAI/bge-m3
continued-trained on additional, undisclosed
Korean data. This base is Korean-specialized
and is documented to improve over the of-
ficial model on Korean retrieval—its model
card reports +0.09 nDCG on a Korean (finan-
cial) AutoRAG benchmark over the official
checkpoint (with a smaller −0.02 on MIRACL-
Wikipedia, i.e. a domain-specific Korean gain).
On top of it we fine-tune with the sentence-
transformers MultipleNegativesRankingLoss
(in-batch-negative contrastive) on (query,
positive-document) pairs built from
NEMOTRON-PERSONAS-KOREA (NVIDIA, 2025):
4×H100, 3 epochs, per-device batch size 8 with
gradient accumulation 4, learning rate 2×10−5,
warmup ratio 0.1, weight decay 0.01, bf16. The
resulting checkpoint is itself a competent Korean
retriever (AutoRAG MRR 0.78, Hit@10 0.95; MIR-
ACL mRR 0.58), so its underperformance on our
closed-unit customer-service units (Table 1) is a
genuine domain-transfer failure, not a weak-model
artifact: starting from a strong Korean base and
adding persona fine-tuning still does not beat the
off-the-shelf official BGE-M3 with offline SLS
expansion. The checkpoint will be released upon
acceptance.

H SLS Generation and Acceptance
Procedure

The retained artifact records the procedure-level
specification but not the exact Korean prompt text
or item-level gate decisions; we therefore do not
reconstruct or quote them. As documented in §5,
the renderer received a representative question and
a human-authored slot recipe covering the fixed
linguistic axes, then produced Korean candidate
phrasings. The subsequent light human gate re-
tained candidates judged to preserve the source
unit’s intent and grounded content and dropped un-
suitable renderings before indexing. The same pro-

cedure was used across the two domains. Because
the gate is part of SLS and no gate-only ablation
was retained, our experiments establish the full
SLS pipeline relative to the automatic baselines;
they do not identify either the recipe or the gate
alone as the unique causal component. This pro-
cedural description is the strongest reproducible
claim supported by the preserved artifacts.

I Baseline Generation Prompts
Every automatic expansion baseline in Table 2 uses
the same gpt-4.1-mini as SLS, is written na-
tively in Korean, and is given contact-center fram-
ing matched to the task. The retained experiment
specification supports the following English sum-
maries:

• doc2query (index-side, from the answer):
“Given a contact-center FAQ answer, generate
six Korean questions a real customer might
ask to obtain this answer; output JSON only.”
Conditioned on the unit’s answer (first 1,200
characters). “N -matched” uses the identical
promptwith the per-unit count raised tomatch
SLS.

• EnrichIndex (index-side, enriched passage):
“Expand the given FAQ answer so it is eas-
ier to retrieve: include key terms, synonyms,
expressions users might use, and related
subtopics, in one 2–4 sentence paragraph; do
not invent new facts—ground it in the an-
swer.”

• HyDE (query-side, hypothetical answer):
“For the following customer question, write
a hypothetical short Korean answer (1–2 sen-
tences) a contact center might give.”

• query2doc (query-side, expanded query):
“Expand the following customer question to
aid retrieval by appending related expressions
and key terms of the same intent, in 2–3 sen-
tences.”

Because every baseline is Korean-native and
contact-center-framed under the same generator,
the SLS advantage in Table 2 is not an artifact of
prompt language or domain framing.
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