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Abstract

Hallucination detection has become a pressing
requirement for trustworthy AI deployment at
scale. The most accurate detection methods de-
pend on GPU-intensive inference, proprietary
API calls, or white-box access to the generating
model. This puts them out of reach for resource-
constrained researchers and practitioners. In
this paper, we explore a practical alternative:
how well can hallucination detection perform
using only lightweight, CPU-feasible meth-
ods built on publicly available models? We
systematically benchmark four such detectors,
ROUGE-L, semantic similarity, BERTScore,
and a Natural Language Inference (NLI) de-
tector based on a FEVER-trained DeBERTa
model, together with a score-level ensemble of
similarity and NLI. We evaluate them across all
three tasks of the HaluEval benchmark: ques-
tion answering (QA), dialogue, and summari-
sation. We calibrate each method on a held-
out validation split and evaluate it on 2,000
test instances per task, and we report bootstrap
confidence intervals for the main results. We
find that the similarity-NLI ensemble is the
most consistent method, but that absolute per-
formance is highly task-dependent. The ensem-
ble ranks best on QA (F1 = 0.792, AUC-ROC
= 0.873) and on dialogue (F1 = 0.694, AUC-
ROC = 0.749), where NLI is the strongest
standalone method; on summarisation every
method performs near chance (AUC-ROC be-
tween 0.469 and 0.574). We then ask whether
that failure is intrinsic to lightweight detection
or an artifact of our single-pass design, and find
it is largely the latter. Raising the premise bud-
get from 800 to 1600 characters lifts summari-
sation AUC-ROC from 0.567 to 0.629, and re-
placing single-pass scoring with sentence-level
chunk aggregation reaches 0.683, still on CPU
and with the same model, though at roughly
twenty times the NLI inference. Summarisa-
tion remains by far the hardest task, but our
results do not support treating lightweight de-
tection as intrinsically unsuited to it. All ex-

periments run on a standard laptop CPU using
public models.

1 Introduction

Large language models (LLMs) produce fluent text
across question answering, dialogue, summarisa-
tion, and many other natural language processing
tasks (Brown et al., 2020; Touvron et al., 2023).
They also hallucinate. A hallucination is text that
reads as fluent and plausible but is factually in-
correct or unsupported by any available source (Ji
et al., 2023). In high-stakes domains such as health-
care, law, and education, hallucinated outputs pose
serious risks. This risk drives active research into
automatic hallucination detection (Maynez et al.,
2020).

The most accurate hallucination detection meth-
ods all depend on resources that many researchers,
educators, and practitioners do not have: GPUs,
proprietary APIs, or model internals. We discuss
these methods in detail in Section 2.

We take a constrained position. Instead of
proposing another resource-intensive detector, we
ask a question. How far can hallucination detec-
tion progress using only lightweight, CPU-feasible
methods that rely on publicly available models,
make no API calls, and assume no access to the
generating model? This question matters for two
reasons. First, it sets a realistic performance base-
line for the large community that works without
specialised hardware. Second, it shows where ac-
cessible methods succeed and where they break
down. Papers that compare a single expensive
method against weak baselines hide this informa-
tion.

We benchmark four CPU-feasible detectors
that span the lexical, embedding, and infer-
ence paradigms, ROUGE-L, semantic similarity,
BERTScore, and an NLI-based detector, together
with a score-level ensemble of similarity and NLI.
We evaluate them across all three tasks of the
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HaluEval benchmark (Li et al., 2023): question
answering, dialogue, and summarisation. Our con-
tributions are:

• A systematic benchmark of four CPU-feasible
hallucination detectors and a score-level en-
semble across three tasks. We calibrate thresh-
olds on held-out validation data and evaluate
on 2,000 test instances per task.

• The finding that the similarity-NLI ensem-
ble is the most consistent method, ranking
best on both QA and dialogue, while absolute
performance remains strongly task-dependent.
NLI is the strongest standalone method on
dialogue.

• A diagnosis of the summarisation failure. Ev-
ery method performs near chance there, but
two controlled follow-ups show this is driven
largely by single-pass truncation: enlarging
the premise budget and switching to sentence-
level chunk aggregation both recover substan-
tial performance without extra hardware, the
latter at a substantial increase in CPU infer-
ence.

• Bootstrap confidence intervals for the main
results and paired bootstrap comparisons of
AUC-ROC between the leading methods on
each task, establishing which rankings our
data resolve and which it does not.

• An error analysis of the NLI detector’s fail-
ure cases, and practical guidance for method
selection under computational constraints.

2 Related Work

Ji et al. (2023) survey hallucination in natural lan-
guage generation. They distinguish faithfulness
(relation to a provided source) from factuality (rela-
tion to world knowledge). HaluEval annotates can-
didates against a provided source, so our study falls
in the faithfulness category. Detection methods
group by resource requirement. Model-as-judge
methods prompt a strong LLM to evaluate faith-
fulness. They reach high human agreement but
need frontier-model access and add per-query costs
(Liu et al., 2023). Sampling-based methods such
as SelfCheckGPT (Manakul et al., 2023) measure
consistency across stochastic samples. They run in
a black-box setting but need several times the gen-
eration cost. Internal-state methods analyse token

probabilities or activations (Farquhar et al., 2024).
They need white-box access, which API-only mod-
els do not allow. Retrieval and fact-verification
pipelines decompose candidates into atomic claims
and verify each against retrieved evidence (Min
et al., 2023). This adds operational complexity.

The methods we evaluate belong to two lighter
families. NLI-based methods treat the source as
premise and the candidate as hypothesis. Falke
et al. (2019) first repurposed NLI for summary
faithfulness and found that standard NLI corpora
transferred poorly. Later work trained on the
FEVER fact-verification dataset (Thorne et al.,
2018). Laurer et al. (2024) released DeBERTa
models fine-tuned on MultiNLI, FEVER, and Ad-
versarial NLI, which we adopt. Laban et al. (2022)
introduced SummaC and showed that NLI meth-
ods beat lexical metrics for inconsistency detec-
tion. Overlap-based metrics include ROUGE
(Lin, 2004), BERTScore (Zhang et al., 2020), and
Sentence-BERT similarity (Reimers and Gurevych,
2019). These are cheap to compute but can be
misled when hallucinations stay topically coherent
with the source.

HaluEval (Li et al., 2023) provides 10,000 sam-
ples for each of three tasks: QA, dialogue, and
summarisation. To build hallucinated candidates,
the authors prompt ChatGPT for plausible but in-
correct content. Prior work has mostly reported QA
results alone. We provide a systematic comparison
of lightweight methods across all three tasks under
a common calibration protocol.

3 Dataset

We use all three HaluEval tasks (Li et al., 2023)
from HuggingFace (pminervini/HaluEval).
Each sample provides a source, a task-specific
context, and a candidate labelled faithful or
hallucinated (Table 1). For each task we draw
3,000 of the 10,000 samples with seed 42, a size
chosen to keep NLI inference practical on a laptop
CPU while leaving a test set large enough for stable
estimates (bootstrap intervals of ±0.015 to ±0.026
AUC-ROC; Appendix B). We split them into a
1,000-instance validation set for threshold and
ensemble-weight calibration, and a 2,000-instance
test set for all reported metrics. Stratified sampling
keeps the class distribution close to balanced. This
split keeps every thresholding decision off the test
data.
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Table 1: Structure of the three HaluEval tasks.

Task Source Context Candidate

QA Knowledge passage Question Answer
Dial. Conversation knowl. History Response
Summ. Document — Summary

4 Methodology

Problem formulation. Given a source S, op-
tional context C, and candidate C ′, we predict
y ∈ {0, 1}, where y = 1 denotes hallucination.
Each method produces a score s. A threshold τ
turns the score into a binary prediction. For every
method, higher s means a higher chance of hal-
lucination; the score definitions below make this
explicit.

The four detectors and the ensemble. ROUGE-
L: s is the longest-common-subsequence F-
measure between source and candidate. Seman-
tic Similarity: s is the cosine similarity between
all-MiniLM-L6-v2 (Reimers and Gurevych, 2019)
embeddings of source and candidate (≈22M param-
eters). BERTScore: s is the token-level contextual
F-measure with a DistilBERT backbone (Zhang
et al., 2020). For these three overlap detectors we
use the raw score, not one minus it: HaluEval’s
hallucinated candidates are generated to be topi-
cally plausible, so they tend to overlap more with
the source than faithful ones do, and on QA and
dialogue higher overlap does indicate hallucination.
NLI: the checkpoint MoritzLaurer/DeBERTa-v3-
base-mnli-fever-anli, DeBERTa-v3-base fine-
tuned on MultiNLI, FEVER, and ANLI (Laurer
et al., 2024) (≈184M parameters). The premise
is the source (truncated to 800 characters) plus
context, the hypothesis is the candidate, and s =
1 − P (entailment). Ensemble: s = α sNLI +
(1 − α) ssim, with α chosen by grid search over
{0.1, . . . , 0.9} to maximise validation AUC-ROC.
The selected weights are α = 0.4 (QA), α = 0.9
(dialogue), and α = 0.3 (summarisation). These
weights already show that dialogue relies almost
entirely on the NLI signal, while QA benefits from
a more balanced mix. Orientation is fixed in ad-
vance for every detector; the calibrated threshold
sets only the operating point and cannot reverse the
direction of a score.

Input length limits. Three of the four detectors
see a truncated source. The NLI premise is capped
at 800 characters, BERTScore references at 512

characters, and all-MiniLM-L6-v2 truncates its in-
puts at its default maximum of 256 tokens; only
ROUGE-L uses the full source. These limits are
fixed implementation choices, not tuned values.
Section 6 examines their effect on summarisation.

Calibration and metrics. For each method, we
select τ on the validation split by maximising the
Youden index (TPR − FPR) and apply it un-
changed to the test split. We report Accuracy,
Precision, Recall, F1 (positive = hallucinated),
and AUC-ROC, computed with scikit-learn (Pe-
dregosa et al., 2011). Because point estimates
cannot show whether a difference between two
methods is meaningful, we compute 95% bootstrap
confidence intervals for AUC-ROC on the main
results, resampling the test set with replacement
over 2,000 replicates, and we compare the best
and second-best method on each task by bootstrap-
ping their paired AUC-ROC difference on the same
replicates. All experiments run on a standard lap-
top CPU. We batch embeddings at 32 and NLI
at 16. Our code is available at https://github.
com/fkriti/hallucination-detection-nli.

5 Results

Table 2 reports all methods across all tasks. Fig-
ure 1 shows the task-dependent pattern.

Question answering. QA is the easiest task. The
ensemble is strongest on accuracy (.803), recall
(.766), F1 (.792), and AUC-ROC (.873). It beats
the best standalone method by about 6 points on
F1 and about 5 points on AUC-ROC. NLI reaches
the highest precision (.865) but low recall (.625),
a conservative operating point. BERTScore (.821
AUC) edges ROUGE-L (.817) and clearly beats se-
mantic similarity (.736). Contextual token overlap
is therefore a stronger signal than sentence-level
cosine similarity. The ensemble’s gain shows that
the similarity and NLI signals complement each
other.

Dialogue. Dialogue is harder. The best AUC-
ROC falls to .749 (ensemble) and .713 (NLI). The
ensemble again ranks first on accuracy, precision,
F1 and AUC-ROC, while NLI is the strongest stan-
dalone method and reaches the highest recall (.781).
Entailment reasoning therefore transfers to the con-
versational setting, and combining it with similarity
still helps. Lexical and embedding methods cluster
at .61–.66 AUC-ROC, weaker than on QA because
responses are shorter and depend more on context.
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Table 2: Hallucination detection performance across the three HaluEval tasks (test n = 2,000 per task). Best
result per task and metric in bold. On summarisation, the AUC-ROC gap between the two best methods is not
statistically significant (Table 3), and BERTScore’s high recall and F1 there reflect labelling nearly every candidate
as hallucinated.

Task Method Accuracy Precision Recall F1 AUC-ROC

QA

ROUGE-L 0.753 0.794 0.670 0.726 0.817
Semantic Similarity 0.655 0.628 0.730 0.675 0.736
BERTScore 0.745 0.754 0.713 0.733 0.821
NLI 0.768 0.865 0.625 0.725 0.795
Ensemble (Sim+NLI) 0.803 0.821 0.766 0.792 0.873

Dialogue

ROUGE-L 0.593 0.577 0.640 0.607 0.612
Semantic Similarity 0.609 0.636 0.475 0.544 0.656
BERTScore 0.599 0.572 0.722 0.638 0.637
NLI 0.637 0.600 0.781 0.679 0.713
Ensemble (Sim+NLI) 0.672 0.640 0.756 0.694 0.749

Summarisation

ROUGE-L 0.545 0.531 0.610 0.568 0.563
Semantic Similarity 0.502 0.495 0.855 0.627 0.528
BERTScore 0.494 0.492 0.991 0.658 0.469
NLI 0.553 0.533 0.712 0.609 0.567
Ensemble (Sim+NLI) 0.552 0.549 0.490 0.518 0.574

Summarisation: a systematic failure mode. Ev-
ery method performs near chance, with AUC-
ROC from .469 (BERTScore) to .574 (ensemble).
BERTScore’s value below .5 reflects our fixed ori-
entation rather than a usable inverse signal: revers-
ing its direction gives only .532. The high F1 for
BERTScore (.658) and semantic similarity (.627)
is misleading. It comes from extreme recall (.991,
.855) with near-chance precision. These methods
label almost everything hallucinated. Two factors
plausibly contribute. First, a property of the data:
HaluEval summarisation hallucinations are subtle
factual edits inside long, otherwise faithful sum-
maries of long documents, so the faithful remain-
der dominates the overlap metrics and they cannot
localise the inconsistent span. Second, a property
of our configuration: three of the four detectors
see a truncated source, and the NLI detector’s 800-
character premise in particular cannot reach the
full document. Section 6 separates these two expla-
nations experimentally and shows that the second
carries much of the weight, so the figures in this
row should be read as the behaviour of a single-pass
configuration rather than as a ceiling on lightweight
detection.

Synthesis. On QA and dialogue the ensemble
ranks first on every metric except precision on QA
and recall on dialogue, where NLI leads. These are
rankings; only the AUC-ROC gap to the runner-up
is significance-tested (Table 3). Inference-based
signals, alone or combined with similarity, are
therefore the most reliable choice when lightweight
detection is viable. All methods show a steep diffi-
culty gradient from QA (AUC up to .873) through
dialogue (.749) to summarisation (.574). The via-
bility of GPU-free detection depends strongly on
the task. Figure 2 shows the per-task ROC curves.
The gradient appears as a progressive collapse of
all curves towards the diagonal: well separated on
QA, compressed on dialogue, and indistinguishable
from chance on summarisation.

Statistical reliability. Point estimates alone can-
not show whether one method genuinely outper-
forms another, so we resample the test set with
replacement (2,000 bootstrap replicates, seed 42)
and recompute AUC-ROC. Full per-method inter-
vals appear in Appendix B; they are narrow, typ-
ically ±0.02 AUC-ROC. Table 3 bootstraps the
paired difference between the best method and the
runner-up on each task. The ensemble’s advan-
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(a) F1 (b) AUC-ROC

Figure 1: The four detectors and the ensemble across all three tasks. The task-dependent ranking and the degradation
from QA to summarisation are visible in both metrics.

Figure 2: Receiver Operating Characteristic curves for the four detectors and the ensemble on each task. Separation
from the diagonal (chance) degrades systematically from QA (left) to summarisation (right).

Table 3: Paired bootstrap of the AUC-ROC gap between
the best and second-best method on each task. An inter-
val excluding zero means the ranking is resolved.

Task Best vs. runner-up ∆AUC 95% CI

QA Ensemble vs. BERTScore 0.052 [0.032, 0.073]
Dial. Ensemble vs. NLI 0.036 [0.015, 0.057]
Summ. Ensemble vs. NLI 0.007 [−0.009, 0.022]

tage is resolved on QA and dialogue, where the
interval excludes zero. On summarisation the in-
terval spans zero, so our data does not establish a
ranking among the methods there. This is con-
sistent with all of them sitting close to chance,
and we therefore avoid claiming a best method
for that task. BERTScore’s summarisation interval,
[0.442, 0.493], lies entirely below 0.5, but this does
not make it a useful inverse detector: orientation
is fixed in advance, and reversing BERTScore’s
direction gives an AUC-ROC of only 0.532. It is
near chance either way.

Computational footprint. The four detectors
and the ensemble run on a standard laptop CPU

with no GPU. Table 4 reports model size and mea-
sured throughput on an Apple M4 laptop. The
lexical and embedding methods are computation-
ally inexpensive. ROUGE-L processes roughly 900
candidates per second. The NLI detector, with its
184M-parameter model, is the bottleneck at 3.9 can-
didates per second. It scores a full 2,000-instance
test split in about nine minutes. The ensemble
adds no model beyond NLI and similarity, so NLI
dominates its cost. Even the slowest setup stays
practical for offline evaluation. The similarity-only
and lexical methods are fast enough for interactive
use.

6 Revisiting the Summarisation Failure

The result above is easy to over-read. Report-
ing that every lightweight method lands near
chance on summarisation invites the conclusion
that lightweight detection is intrinsically unsuited
to the task. Before drawing that conclusion we
need to rule out a simpler explanation: our own
configuration. The single-pass detector truncates
the source to 800 characters, while summarisation
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Table 4: Model size and measured CPU throughput
on an Apple M4 (10 cores, 16 GB RAM) with default
PyTorch threading. Throughput is candidates scored per
second.

Method Params Throughput

ROUGE-L — ∼900/s
Sem. Similarity 22M ∼58/s
BERTScore 66M ∼62/s
NLI 184M ∼3.9/s
Ensemble 206M ∼3.7/s

Table 5: Summarisation performance as the NLI
premise budget varies (n = 2,000 test). Performance
peaks below the checkpoint’s configured maximum of
512 positions and degrades once the premise exceeds it.

Chars Med. tok. Acc. F1 AUC-ROC

400 85 0.520 0.649 0.507
800 (main) 168 0.553 0.609 0.567

1600 329 0.598 0.611 0.629
3200 629 0.530 0.643 0.577

sources have a median length of 3,458 characters
(mean 3,905, p90 6,825). The detector therefore
never sees roughly three quarters of a typical doc-
ument. We run two controlled follow-ups to sepa-
rate the two explanations. Both keep the same NLI
model and the same CPU-only budget, so only the
input handling changes.

Does a larger premise help? We vary the source-
truncation budget and rerun the detector on sum-
marisation, keeping the protocol otherwise identi-
cal (Table 5). Performance is not flat. It climbs
from 0.507 AUC-ROC at 400 characters to 0.629
at 1,600, then falls back to 0.577 at 3,200. The
turning point is informative. The checkpoint is
configured for at most 512 positions, and a 3,200-
character premise already produces a median of
629 tokens. Because DeBERTa-v3 uses relative
position attention, such inputs still run without er-
ror rather than being truncated, but they exceed the
length the model is configured for, and its entail-
ment judgments degrade. The budget used for our
main results, 800 characters, sits well below that
ceiling and leaves roughly six AUC-ROC points
unclaimed. The truncation length is thus a real con-
found, though the ceiling it eventually runs into is
a genuine property of the encoder rather than a free
parameter.

Does removing truncation entirely help more?
A larger budget only postpones the problem, be-
cause no single pass can reliably exceed that length.

Table 6: Removing truncation via chunk aggregation on
summarisation (n = 2,000 test). All rows use the same
NLI model and the same instances, so only the input
handling differs.

Method Acc. F1 AUC-ROC

Single-pass (800 chars) 0.553 0.609 0.567
Chunk agg. (min combiner) 0.588 0.648 0.633
Chunk agg. (mean combiner) 0.635 0.623 0.683

We therefore test a SummaC-style alternative (La-
ban et al., 2022) that avoids truncation altogether.
The source is split into 800-character chunks and
the candidate into sentences; every candidate sen-
tence is scored against every chunk; entailment is
maximised over chunks and then combined across
candidate sentences, using either the mean (the
SummaC-ZS default aggregation) or the minimum,
which is more sensitive to a single unsupported
sentence. Unlike SummaC-ZS, which scores en-
tailment minus contradiction, we use the entail-
ment probability alone. We deliberately reuse our
own NLI model rather than the released SummaC
checkpoint, so that the comparison isolates the ag-
gregation strategy instead of confounding it with
a different model. Table 6 reports the result on
the full summarisation split against a single-pass
baseline over the same instances; that baseline re-
produces the 0.567 of Table 2 exactly. Aggregation
with the mean combiner raises AUC-ROC to 0.683,
a gain of 11.6 points, and improves accuracy and
F1 as well, so it dominates single-pass scoring on
every metric we report. It does so with no GPU
and no larger model, though it needs about twenty
times as many NLI calls. The two combiners trade
off as expected: the minimum is the more sensi-
tive detector and gives the best F1, while the mean
gives the better ranking.

What this changes. Taken together, the two ex-
periments substantially qualify the headline result.
Summarisation is still clearly the hardest of the
three tasks, and even the best configuration we
find (0.683) remains far below QA (0.873) and
dialogue (0.749). But the near-chance figures in
Table 2 measure a naive single-pass configuration,
not the capability of lightweight methods in general.
Changes that need no additional hardware recover
a large part of the gap: a larger premise budget,
which lengthens each NLI input, and chunk aggre-
gation, which needs roughly twenty times as many
NLI calls. We therefore state the finding narrowly:
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single-pass, truncation-bound lightweight detection
fails on long-source summarisation, and practition-
ers working under CPU constraints should try ag-
gregation, budgeting for its extra inference, before
concluding that the task is out of reach.

7 Error Analysis and Discussion

NLI errors. On QA, false positives are short
entity-only answers (“Queen Margrethe II”, “two”),
where the brief candidate offers too little material to
confirm entailment. False negatives are fluent fab-
rications (“Belk was founded in Birmingham, Al-
abama”) that read as locally plausible. The model
is fooled more easily by confident falsehoods than
by terse truths. On dialogue, false negatives involve
plausible cross-references (e.g. a wrong film direc-
tor) that fit the conversational flow but contradict
the knowledge. On summarisation, false negatives
differ from faithful summaries by a single altered
fact that the truncated premise cannot reach.

Practical guidance. For both QA and dialogue,
use the similarity-NLI ensemble as the default: it
ranks first on F1 and AUC-ROC on both tasks.
Where false positives are costly, standalone NLI
gives the highest precision on QA; where recall
matters most, standalone NLI is preferable on dia-
logue. For summarisation, none of the single-pass
methods we test is usable; sentence-level chunk
aggregation is the best option we found, at roughly
twenty times the NLI inference, and claim decom-
position is worth exploring.

8 Conclusion

We asked how far hallucination detection can
progress without a GPU, proprietary APIs, or ac-
cess to the generating model. Across four CPU-
feasible detectors, a score-level ensemble, and
three HaluEval tasks, the answer is strongly task-
dependent. A similarity-NLI ensemble is the most
consistent choice: it detects QA hallucinations
well (F1 = 0.792, AUC-ROC = 0.873) and also
ranks first on dialogue (F1 = 0.694, AUC-ROC
= 0.749), where NLI is the strongest standalone
method. Paired bootstrap comparisons confirm
that the ensemble’s AUC-ROC lead is resolved
on both tasks, while the ranking on summarisa-
tion is not. Every method performs near chance
on summarisation (AUC-ROC ≤ 0.574), but that
figure describes a single-pass configuration rather
than a ceiling: raising the premise budget recov-
ers about six AUC-ROC points, and sentence-level

chunk aggregation recovers about twelve, the lat-
ter at roughly twenty times the NLI inference and
without extra hardware. Summarisation remains
the hardest of the three tasks, and the honest con-
clusion is narrower than the one we set out to draw.
Truncation-bound single-pass scoring fails on long-
source summarisation, and our results do not sup-
port treating lightweight detection as intrinsically
unsuited to the task. We restrict attention to re-
producible, public, CPU-only methods and report
both successes and limits. This gives practitioners
without specialised hardware a realistic foundation
and clear guidance for choosing a method.

Limitations

We study only HaluEval, whose hallucinations are
synthetic and may differ from naturally occurring
ones; generalisation to hallucinations produced in
the wild remains untested. Our conclusions rest on
a single sampled split with one seed, so the boot-
strap intervals we report capture test-set variability
but not variation from resampling the corpus or
reshuffling the validation split, and the gains in Sec-
tion 6 are point estimates without intervals, because
we did not retain per-instance scores for those runs.
Detector orientation is fixed in advance rather than
selected on validation, which is why BERTScore
can fall below chance on summarisation. The
chunk aggregation of Section 6 is a SummaC-style
reimplementation over our own NLI model rather
than the released SummaC checkpoint, so it should
be read as evidence about aggregation strategy
rather than as a benchmark of that system; we also
do not tune its chunk size, caps, or combiner, so
the figures we report are a lower bound on what
aggregation can achieve. Our comparison covers
lexical, embedding, and entailment methods, but
not other CPU-feasible families such as question-
generation or claim-decomposition pipelines. Fi-
nally, the ensemble is a simple linear combination,
and we leave learned stacking of all four detectors
to future work.
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A Reproducibility Details

All experiments use fixed random seed 42 and run
on CPU. The hardware is a laptop with an Apple
M4 processor (10 cores) and 16 GB of RAM, run-
ning macOS 26.2 and Python 3.9.6; no GPU or
accelerator is used at any stage, and we leave Py-
Torch threading at its default setting. We use three
public model checkpoints: all-MiniLM-L6-v2
(semantic similarity), distilbert-base-uncased
(BERTScore backbone), and MoritzLaurer/
DeBERTa-v3-base-mnli-fever-anli (NLI). For
each task we draw 3,000 examples. We split
them into a 1,000-instance validation set for thresh-
old and ensemble-weight selection, and a 2,000-
instance test set for reporting. We truncate the
NLI premise to 800 source characters plus up to
200 trailing context characters and BERTScore
references to 512 characters, and all-MiniLM-L6-
v2 truncates its inputs at its default maximum of
256 tokens. ROUGE-L, semantic similarity, and
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BERTScore use their raw scores as hallucination
scores; NLI uses 1 − P (entailment). We batch
sentence embeddings at 32 and NLI inference at
16. Thresholds maximise the validation Youden
index. The ensemble weight α maximises valida-
tion AUC-ROC over {0.1, . . . , 0.9}. We compute
metrics with scikit-learn.

For the truncation ablation of Section 6 we vary
only the source-character budget and leave the pro-
tocol otherwise unchanged, refitting the threshold
on validation at each setting. For chunk aggrega-
tion we split the source into non-overlapping 800-
character chunks, capped at 10 chunks, and the
candidate into sentences on terminal punctuation,
capped at 6; every candidate sentence is paired with
every chunk, entailment is maximised over chunks
and then combined across candidate sentences by
mean or minimum. Bootstrap intervals use 2,000
replicates with seed 42.

B Bootstrap Confidence Intervals

Table 7 reports 95% bootstrap intervals for every
method and task, computed by resampling the test
set with replacement over 2,000 replicates (seed
42) and recomputing each metric on every repli-
cate. Intervals are narrow, which reflects the 2,000-
instance test splits.

Table 7: 95% bootstrap confidence intervals (2,000 repli-
cates).

Task Method AUC-ROC 95% CI

QA

ROUGE-L 0.818 [0.797, 0.838]
Sem. Sim. 0.736 [0.715, 0.757]
BERTScore 0.821 [0.802, 0.838]
NLI 0.795 [0.774, 0.816]
Ensemble 0.873 [0.858, 0.888]

Dial.

ROUGE-L 0.612 [0.586, 0.638]
Sem. Sim. 0.656 [0.632, 0.679]
BERTScore 0.637 [0.614, 0.661]
NLI 0.714 [0.692, 0.735]
Ensemble 0.749 [0.729, 0.770]

Summ.

ROUGE-L 0.563 [0.538, 0.588]
Sem. Sim. 0.528 [0.503, 0.553]
BERTScore 0.468 [0.442, 0.493]
NLI 0.567 [0.542, 0.592]
Ensemble 0.574 [0.549, 0.598]

C Supplementary Figures

375



Figure 3: Confusion matrices for all methods and tasks at the calibrated operating point. The summarisation column
shows the degenerate predict-almost-everything- hallucinated behaviour of the overlap methods.
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Figure 4: Distributions of hallucination scores for faithful versus hallucinated candidates. Clear separation on QA
collapses to near-complete overlap on summarisation, explaining the near-chance AUC-ROC there.
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