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Abstract

Post-training has become the primary mech-
anism for grounding large language models
(LLMs) to application-specific domains, en-
abling them to acquire new knowledge, behav-
iors, and policies beyond pre-training. Super-
vised fine-tuning (SFT) and preference opti-
mization are the dominant paradigms for this
adaptation, but are typically applied sequen-
tially, requiring careful tuning of training sched-
ules, regularization, and other hyperparameters.

We propose Gradient-Aligned Iterative Fine-
Tuning (GAIF), an adaptive post-training frame-
work that combines three complementary com-
ponents: a unified SFT+DPO objective opti-
mized simultaneously; a prospective adaptive
weighting mechanism that selects task weights
based on next-step gradient geometry; and an
iterative outer loop that regenerates preference
pairs from the current model’s failures, keep-
ing the supervision signal synchronized with
the model’s evolving capabilities while adapt-
ing training toward arbitrary evaluation metrics,
including non-differentiable ones.

We evaluate GAIF on a production-scale gener-
ative movie search assistant, where a 7B LLM
is adapted to the entertainment domain while
remaining faithful to a fixed streaming cata-
log. The 7B model trained with GAIF outper-
forms standard SFT, sequential SFT+DPO, and
a ~90B reference model in both ranking quality
(NDCG) and output validity. Experiments on
GSMS8K mathematical reasoning further show
the algorithm’s effectiveness extends beyond
grounded retrieval.

1 Introduction

Large language models (LLMs) are increasingly
adapted to domain-specific applications through
post-training techniques such as supervised fine-
tuning (SFT) and preference optimization (Lai
et al., 2025; Rafailov et al., 2023). Rather than rely-
ing solely on the general capabilities acquired dur-

ing pre-training, these methods specialize a founda-
tion model to produce outputs that are faithful to a
downstream domain, policy, or evaluation criterion
(Ye et al., 2024; Carta et al., 2023). Such adaptation
has become a fundamental component of modern
LLM systems (Lai et al., 2025), enabling applica-
tions ranging from domain-specific assistants and
retrieval systems to recommendation, tool use, and
reasoning.

Despite their widespread adoption, existing post-
training methods face several practical challenges.
First, high-quality supervision is expensive to ob-
tain, particularly human-curated preference data,
making it important to maximize the value of lim-
ited annotations. Second, post-training is inher-
ently iterative (Ouyang et al., 2022): practitioners
commonly optimize supervised and preference ob-
jectives in separate stages, yet improvements in one
stage do not necessarily translate to better perfor-
mance in the next, often requiring repeated retrain-
ing and extensive hyperparameter tuning. Finally,
post-training targets are rarely static. As models
improve, they exhibit different failure modes, while
application-specific evaluation metrics and judge
rubrics frequently evolve alongside production sys-
tems. Consequently, supervision that is effective
early in training or under one evaluation protocol
may become less informative later.

These observations suggest that post-training
should itself be adaptive. Rather than optimizing
against a fixed supervision signal using a fixed train-
ing procedure, we ask whether the optimization pro-
cess can continuously adapt to both the evolving
model and the application’s notion of correctness
throughout training.

To this end, we propose Gradient-Aligned Itera-
tive Fine-Tuning (GAIF), an adaptive post-training
framework comprising three complementary com-
ponents: a unified SFT+DPO objective optimized
jointly; a prospective adaptive weighting mecha-
nism that selects task weights by maximizing next-
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step gradient alignment; and an iterative outer loop
that regenerates preference pairs from the current
model’s failures using an application-defined evalu-
ation function. Together, these components enable
GAIF to adapt its optimization strategy, supervision
signal, and optimization target throughout training
without requiring additional supervision or compu-
tationally expensive reinforcement learning.
Our contributions are:

1. GAIF, a fine-tuning algorithm that automat-
ically adapts to data, metric and gradient ge-
ometry. It makes efficient use of positive SFT
labels and existing evaluator while requires
minimal extra tunning effort than standard
SFT.

2. Empirical validation on a production movie
search task and the GSMS8K benchmark,
demonstrating consistent improvements over
SFT and sequential SFT+DPO baselines
across both task performance and output va-
lidity metrics.

2 Related Work

Grounded LLLM Adaptation. Recent work has
explored grounding LL.Ms to external knowledge,
environments, and application-specific constraints
through retrieval augmentation, tool use, and in-
teraction with external systems. Learning-based
approaches such as AGREE adapt LLMs through
post-training to generate responses grounded in
retrieved evidence and accompanied by faithful
citations (Ye et al., 2024). Other work grounds lan-
guage models through continual interaction with
external environments using online reinforcement
learning (Carta et al., 2023). These approaches pri-
marily focus on designing mechanisms that connect
language models to external sources of information
or feedback. Our work is complementary: rather
than introducing a new grounding mechanism, we
study how the post-training process itself can adapt
to evolving application-specific grounding objec-
tives by jointly evolving the optimization strategy
and supervision signal.

LLM post-training and preference optimization.
Supervised fine-tuning and preference optimization
are central tools for adapting language models to
downstream tasks. RLHF improves instruction fol-
lowing by training from human feedback (Ouyang
et al., 2022), while DPO replaces reward-model
training and reinforcement learning with a direct

classification-style preference objective (Rafailov
et al., 2023). Subsequent methods simplify or mod-
ify preference optimization further; for example,
ORPO integrates an odds-ratio preference penalty
into supervised learning without a separate ref-
erence model (Hong et al., 2024), while SimPO
uses a reference-free reward based on average se-
quence log-probability (Meng et al., 2024). These
methods improve preference alignment, but are
usually applied as separate post-training stages or
with fixed objective choices. GAIF instead studies
how supervised and preference objectives can be
optimized jointly with an adaptive weighting rule
that responds to the current model and optimization
trajectory.

Iterative preference generation and self-
improvement. A separate line of work studies
how preference data should evolve as the policy
changes. Preference fine-tuning can suffer when
rejected samples are stale or too far from the
current model distribution (Tajwar et al., 2024).
Iterative methods address this issue by regenerating
preference data from the current model (Xiong
et al., 2024; Yuan et al., 2024), a principle also
reflected in inference-time self-improvement
procedures (Madaan et al., 2023; Shinn et al.,
2023). In recommendation, SPRec similarly
constructs preference pairs from current model
outputs for self-play recommendation (Gao et al.,
2025). GAIF shares the principle of keeping
preference data synchronized with the current
model, but couples this outer-loop regeneration
with an inner-loop adaptive optimization rule.
The evaluator is also task-defined: preference
pairs are constructed only when the current model
underperforms the positive label by a margin, so
the same scoring function used for evaluation
drives the training signal.

Adaptive multi-task optimization. Jointly op-
timizing SFT and DPO can be viewed as a two-
objective optimization problem. Existing multi-
task learning methods mitigate gradient imbalance
or conflict using the geometry observed at the cur-
rent iterate. GradNorm balances training rates
through gradient magnitudes (Chen et al., 2018);
MGDA searches for a minimum-norm element in
the convex hull of task gradients (Désidéri, 2012);
PCGrad projects away conflicting gradient compo-
nents (Yu et al., 2020); CAGrad optimizes conflict-
averse updates (Liu et al., 2021); and CoGrad pro-
motes knowledge transfer by coordinating task gra-
dients (Yang et al., 2023). These methods are adap-
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tive, but they are primarily current-state methods:
the update is determined from the gradient geom-
etry before the step is taken. GAIF instead uses
a prospective objective, selecting task weights by
maximizing the predicted alignment of task gradi-
ents at the next iterate. Closely related look-ahead
approaches such as L-DRO optimize future loss-
based objectives (Michel et al., 2021); GAIF differs
by making future gradient alignment itself the ob-
jective and connecting it to common descent.

3 Method
3.1 Problem Setup

We consider the general problem of post-training a
language model 7y for a downstream task. Given
an input x, the model generates an output y =
mg(x). The task may correspond to retrieval, rec-
ommendation, reasoning, or any other problem for
which candidate outputs can be evaluated.

GAIF assumes access to two forms of supervi-
sion. The first is a set of positive training examples

D= {(z,y")}

where y T denotes a desirable response for input
x. Depending on the application, these labels may
originate from human annotation, implicit or ex-
plicit user feedback, or outputs from a stronger
reference model. GAIF is agnostic to the prove-
nance of these labels and only requires positive
demonstrations suitable for supervised fine-tuning.

The second ingredient is an evaluation function

s(z,y) € R,

that measures the quality of a generated response.
The evaluation criterion is task dependent and may
be implemented using exact-match metrics, rank-
ing metrics such as NDCG, F1 scores, program
execution, LLM-as-a-Judge (Zheng et al., 2023),
or other application-specific evaluators. Unlike the
supervised labels, which specify desirable demon-
strations, the evaluation function defines the op-
timization target that guides iterative preference
generation. Consequently, the quality of the evalu-
ator is critical: improvements under the evaluation
function should correlate with improvements in the
desired downstream behavior. In practical appli-
cations, this may correspond to agreement with
human preferences, online production metrics, or
other task-specific notions of success.

Given an input x, GAIF generates one or more
candidate outputs from the current model and uses

the evaluation function to identify preferred and
rejected responses. These preference pairs are then
used for preference optimization, while the positive
labels continue to supervise the SFT objective. The
goal is to optimize the expected evaluation score

m(;ax E; [s (x,m(x))]

while preserving faithful and task-appropriate gen-
eration behavior.

3.2 Algorithm Overview

GAIF trains the model through an inner-outer loop
structure motivated by two complementary objec-
tives. The inner loop optimizes a combined loss
that simultaneously teaches the model what good
outputs look like and steers it away from pathologi-
cal behaviors. The outer loop periodically evaluates
the current model, identifies its failure modes, and
regenerates preference pairs from those failures be-
fore the next inner loop begins. This design reflects
a simple intuition: a model that has just learned to
avoid one set of failure modes will develop new,
subtler ones as it improves, and the training signal
should track those evolving failures rather than re-
maining anchored to the errors of the initialization
(Tajwar et al., 2024).

Concretely, at outer loop iteration ¢, the current
model g, generates candidate outputs for a sample
of queries; those outputs are scored by the eval-
uation function s; query-output pairs where the
model underperforms relative to 4y by a margin
¢ are selected as rejected samples ¢~ ; and the re-
sulting preference dataset D; = {(z,y",y~)} is
used to train the inner loop. Because y~ is always
generated by 7, |, the preference pairs reflect the
model’s current failure modes rather than those at
initialization, resembling on-policy training and it-
erative self-improvement procedures (Ross et al.,
2011; Madaan et al., 2023; Shinn et al., 2023).
A further consequence of the outer loop is met-
ric alignment: because y~ selection is driven by
the scoring function s, which can incorporate any
downstream pipeline including non-differentiable
steps such as entity resolution, the training signal
reflects end-to-end task performance rather than a
proxy objective.

The inner loop optimizes a unified SFT+DPO
loss with adaptive weighting, described in the fol-
lowing subsections, producing updated parameters
0;+1. These parameters serve as both the new
model and the reference policy for the next outer
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loop iteration. The full procedure is summarized in
Algorithm 1.

Algorithm 1 GAIF

1: Initialize 6y from a pretrained LLM

2: for outer iteration 7 = 1,2, ... do

3:  Sample queries {x;} from the query distri-
bution
Generate outputs g; = mp, , ()
Score outputs: s; = s(x;, J;)
Select failures: y; < y; where s; <
s(z;, yj) —0
Construct D; = {(z;, yj, y; )}
Run inner loop for 7" steps on D; with adap-
tive weights, using 7y, | as reference policy

9:  Set §; + trained parameters
10: end for

3.3 Inner Loop: Unified SFT+DPO Loss

At each outer loop iteration ¢, the inner loop op-
timizes a combined objective over the preference
dataset D;. Rather than treating SFT and DPO as
sequential stages, GAIF trains both simultaneously
against the same labels:

L(0) = wsrrLsrr(0) + wppoLpro(0)

(D
+ wgr. L1 (6, 0;).

where Lgpr(0) = —log mp(y ™ |x) is the standard
SFT loss on positive labels, and Lppg is the DPO
loss on preference pairs (y*, ™). The explicit KL
term provides a stable regularization floor that is
decoupled from the adaptive balance between SFT
and DPO:

Lppo = —log U(ﬁ llog TOW

2
Lsrr improves the model by directly maximiz-
ing the likelihood of y™ while Lppo by widening
the margin between y* and y~. The cooperative
structure between the two is important. Figure 1
illustrates what happens when DPO is dominating:
after an initial improvement, the model enters a
reward hacking (Amodei et al., 2016; Skalse et al.,
2022) regime where it widens the margin by si-
multaneously reducing the logp of both ™ and y~.
Task performance collapses sharply at this point.

3.4 Adaptive Weighting via Gradient
Alignment

While wspr and wppo can be treated as fixed hy-
perparameters, doing so requires careful tuning
and cannot adapt to the shifting gradient geometry
across training. Therefore, we set wppo = 1—wspT
and let wsgr € [0, 1] vary adaptively'. This elim-
inates the need to tune task weights and relaxes
sensitivity to other hyperparameters such as the
DPO §, as the algorithm compensates automati-
cally. Concretely, at each step we select wgspr to
maximize gradient alignment at the next parameter
update:

(gser(6—n9), gppo(0—ng))
(3)

where 7 is the learning rate, g := VoL is a function
of wgpr and g, := VoL, t € {SFT,DPO}. The
prospective nature of this update rule is critical
as reactive methods that fix gradient updates after
conflict occurs are insufficient under our setting as
demostrated in Section 5.1, we will discuss more
about the motivation in the next section.

In order to make the above objective tractable,
we apply a first-order Taylor expansion to the task
gradients and approximate each task Hessian with
the rank-1 Gauss—Newton estimate H; ~ gtgtT ;
we also drop the KL divergence term for weight
selection. This gives:

9:(0 —ng) = g:(0) — 77(@;@) gt(0),

where g, g; indicate per-batch gradients. This
yields a closed-form quadratic in wspr, with a
unique stationary point at:

. nlab—2bc+c*) + (b—a)
o 2la—c)(b-c)
a:= H§5H2, b:= HgDH27 €= <g57gD>'
5
whenever (a — ¢)(b — ¢) # 0. Consequently,
the optimal weight is selected among {w*,0, 1},
whichever yields higher alignment.
A more expressive alternative uses the diago-

WSFT <— argimax
wsrr+wppo=1

nal empirical Fisher H ~ diag(% Zf\il gi © g¢>
(Kirkpatrick et al., 2017) to estimate the Hessian,
which better captures gradient curvature but re-
quires per-example gradients, incurs higher mem-
ory cost, and requires a grid search over wspr rather

'Optimizing against a moving objective means conver-
gence is to a neighborhood of the regularized Pareto front

rather than the front itself, with the neighborhood radius de-
pending on the rate of weight change
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Figure 1: Training dynamics when DPO dominates the training on the movie search task (wppo = 0.9, wspr =
0.1). NDCG on the validation set collapses after approximately step 80 (left). The simultaneous collapse of
log-probabilities for both chosen T and rejected y~ responses (right) is the signature of reward hacking: rather
than increasing the likelihood of 3T, the model widens the margin by driving both toward —ooc.

than a closed-form solution. The tighter approxima-
tion extends the regime of maintained alignment,
as confirmed empirically on GSM8K in Section 5.

4 Motivation of the Adaptive Weighting
Scheme

Section 3.4 introduced next-step gradient align-
ment as the weight-selection objective. We now
justify this choice: we show why reactive, current-
iterate methods fail in the SFT+DPO setting, and
why maximizing next-step alignment is the princi-
pled alternative.

4.1 Limitations of Reactive Methods

Existing multi-task gradient methods operate re-
actively: they observe the gradient geometry at
the current iterate 6; and modify either the gradi-
ents or the task weights to resolve conflicts that
have already arisen. GradNorm (Chen et al., 2018)
balances gradient norms across tasks, ensuring no
single task’s gradient dominates in magnitude. PC-
Grad (Yu et al., 2020) projects conflicting gradients
onto each other’s normal planes, removing the an-
tagonistic component. CoGrad (Yang et al., 2023)
quantifies the loss reduction one task’s gradient in-
duces on another and adds an auxiliary gradient
to maximize it. MGDA (Désidéri, 2012) finds the
minimum-norm element in the convex hull of task
gradients, yielding the steepest common descent
direction.

These methods share a common premise: that
the current gradient information is informative
about what the update should be. This premise
holds when the two task losses have comparable
structure, such as similar curvature, scale, or loss
progression. When the losses are structurally dis-

similar, the current gradient geometry can be mis-
leading. The SFT+DPO setting is a severe case.
The SFT loss is a cross-entropy: its gradients
are relatively small and low-variance, yet it pro-
gresses steadily and can be driven close to zero.
The DPO loss, a log-sigmoid of a log-ratio mar-
gin, behaves oppositely — its gradients are larger
and noisier, but its loss decreases orders of mag-
nitude more slowly and plateaus well above zero.
Gradient norm and actual progress thus point in
opposite directions. Reactive methods, which read
only the current geometry, are misled by this mis-
match. GradNorm, for instance, balances train-
ing rates across tasks; because DPO’s loss pro-
gresses so slowly, it assigns DPO disproportion-
ately high weight (>0.99 in our runs). This is
precisely the wrong response: it drives the model
into the reward-hacking regime shown in Figure 1.
PCGrad, applied in combination with GradNorm,
cannot correct this because it intervenes post-hoc:
once GradNorm has already driven the model into
a bad region of parameter space, projecting away
the conflicting gradient component is insufficient
to recover (Table 1).

4.2 The Prospective View

The failure of reactive methods motivates a differ-
ent question: rather than asking how to combine
the gradients at 6;, ask which 6,1 to move to. The
weight w; determines 6;41(w¢) = 6, —nV Fy, (0:),
so selecting w; is equivalent to selecting the next
iterate. The question becomes: what makes one
next iterate better than another?

A key requirement is that the update should
make progress on both tasks simultaneously. This
depends not only on the magnitudes of the task
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Figure 2: Adaptive task weights across inner loop training steps over multiple outer loop iterations (each color
represents one outer loop iteration). wppo (left) starts dominant but trends downward in later outer loop iterations;

wiy, (center) is held constant at 1073,

gradients at 6,1, but on how well their directions
agree. If the gradients are aligned, then any convex
combination of them yields a descent direction for
both losses; if they are opposed, improving one
task may necessarily worsen the other. A simple
measure of such alignment is their inner product
(9sFT(01+1), gpPo(0i41)). It directly measures
how compatible the two optimization directions
are. Maximizing this quantity therefore naturally
encourages future updates to remain cooperative.
The next section formalizes this intuition by show-
ing that next-step gradient alignment is not merely
a heuristic measure of cooperation, but character-
izes when universal common descent is achievable.

4.3 Why Gradient Alignment
At each iterate 0;, denote:
gtS = V‘CS (et)a

ar = |lgs|,

gtD = V‘CD(et)a

be = llgpll?,

Definition 1 (Universal common descent). We say
universal common descent holds at 0 if, for every
mixing weight w' € [0, 1], the combined task gra-
dient w' g + (1 — w') gty is a descent direction for
both losses.

Proposition 1 (Alignment is necessary and suffi-
cient for universal common descent). Universal
common descent holds at 0; if and only if ¢; =
(g%, %) > 0 (assuming g% # 0 and g%, # 0).
Proof sketch. For any v’ € [0,1], (w'gl + (1 —
w')ghy, %) = w'ay+(1—w')c; and symmetrically
w'er + (1 — w')by for g, With ag, by > 0, both
are positive for all w’ iff ¢; > 0 (necessity follows
from the endpoints w’ = 1 and w’ = 0).

This proposition characterizes the cooperative
regime at a fixed iterate. We now lift this criterion
to the next iterate induced by the current weight

Ct = <gt57 gi)>

choice. Denote the true next-step alignment as a
function of the current weight:

cir1(w) = (gs(Orr1(w)), gp(Ort1(w)))

where 61 (w) = 6; — nVF,(6;). By Proposi-
tion 1, ¢;41(w) > 0 if and only if universal com-
mon descent holds at ;1 (w). Therefore, GAIF
(the ideal objective without Hessian approxima-
tion) ensures the common descent at next step
whenever it is possible. When universal common
descent is not achievable, a principled objective
is to maximize the measure of next-step mixing
weights w’ € [0,1] for which common descent
holds. Specifically, the feasible set of next-step
mixtures is

—Cty1 bit1
( , > o, 11.
a1 — Ce41 bpy1 — Cr1

whose measure i (w) satisfies, When ¢;1 < 0,

arp1biyn — ¢y

(at+1 = cr1)(bet1 — 1)

In particular, for fixed a;; and b1, p(w) is
strictly increasing in c¢y1. Thus alignment is the
exact control variable for the feasible-set size when-
ever the task-gradient norms are held fixed. More
generally, if variation in ¢ty (in relations to w)
dominates variation in a;y; and b;1, then maxi-
mizing c;41 is also the correct local objective for
enlarging the feasible region. Empirically, in the
SFT-DPO setting, gradient norms vary substantially
less across candidate next iterates than gradient
alignment, which motivates using next-step align-
ment as the optimization target.

plw) =

S Experiments

We evaluate GAIF on two tasks: a production
movie search assistant and the GSM8K mathemati-
cal reasoning benchmark. The former demonstrates
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practical effectiveness in a real-world retrieval set-
ting; the latter validates that the algorithm general-
izes beyond retrieval.

5.1 Movie Search Assistant

Task. The goal is to fine-tune a language model
to serve as a movie search assistant: given a nat-
ural language query such as “feel-good movies to
watch on a rainy day”, the model generates up to
six movie or TV titles as a ranked list. A produc-
tion semantic search system is currently in use, and
a small-scale online test has shown that a LLM
(Nova Pro, ~90B parameters 2) can outperform
it. However, Nova Pro cannot be deployed at full
traffic scale due to latency and throughput con-
straints. The objective is therefore to develop a
fine-tuned LLLM that matches Nova Pro’s retrieval
quality while remaining low-latency and can be
self-hosted by the platform.

Setup. We finetune Mistral-7B (Jiang et al., 2023)
using LoRA with o = rank = 16. Training queries
are sampled from production search traffic from a
large video-streaming platform, with short or mal-
formed queries filtered out (e.g., single characters
or incomplete phrases). This yields approximately
26K queries with over 95% traffic-weighted cov-
erage. Positive labels y* are generated by Claude
3.7 Sonnet, which serves both as the teacher model
and judge.

For GAIF, at each outer loop iteration, 2,048
queries are randomly sampled from the training
set. The current model and the teacher model each
generate a ranked list, which goes through entity
resolution to map to catalog items (via RapidFuzz).
They are then scored by an LLM judge using a
detailed relevance rubric®. Pairs where the NDCG
scores differ by more than 0.1 are retained as pref-
erence pairs, with the higher-scoring output as-
signed as y*. The inner loop trains on the sam-
pled pairs for up to 10 epochs with an 80/20 train-
validation split, using early stopping with patience
3. The adaptive weights are computed using rank-
1 GN approximation as described in Equation 5.
Learning rate (2e-5) and batch size (512) are se-
lected via grid search; KL regularization is fixed at
10~3. For the fixed-weight ablation, we searched

2Amazon has not disclosed the parameter count. This
figure is a community estimate (Thompson, 2024).

3The rubric, as well as the relevance-score post-processing,
is calibrated against online search experiments to maximize
correlation with online engagement metrics. This LLM-judge
is developed independent of this experiment.

wspr € {0.1,0.25,0.5,0.75,0.9} under the con-
straint wppo + wspr = 1, with equal weighting per-
forming best. We run 20 outer loop iterations: data
selection and inner-loop early stopping together
stabilize training and performance plateaus after
approximately 10-15 outer loop iterations, with
further iterations yielding diminishing returns.
Evaluation. We evaluate on a human-curated set of
2,000 queries, disjoint from training and balanced
across three types: title queries (e.g., a specific ti-
tle), attribute-based queries (e.g., "Tom Cruise"),
and complex intent queries (e.g., "relaxing movie
for weekends"). The primary metric is NDCG@6
computed after fuzzy entity resolution against the
catalog, with relevance scores provided by the
aforementioned LLM judge. We also report the av-
erage number of unresolved items per query (titles
not mappable to the catalog, e.g. hallucinations)
and the average number of valid items per query
(affected by output length, duplicates, and hallu-
cinations), providing a more complete picture of
output quality beyond ranking.

Candidates. We compare GAIF against: (1) Base
Mistral-7B; (2) SFT only; (3) sequential SFT-then-
DPO; (4) GAIF but instead of using the proposed
adaptive weighting, we use GradNorm and PCGrad
applied to the combined SFT+DPO loss; (5) GAIF
but with fixed task weights throughout training,
where wgpr = wppo; and (6) Nova Pro, the inde-
pendent large model baseline.

Table 1: NDCG@6, average unresolved titles, and aver-
age valid titles per query on the movie search assistant
evaluation set. Confidence intervals obtained through
bootstrapping.

Method NDCG @6, CI95 Unres. Valid
Base Mistral-7B (0.4545,0.4633)  2.234 4.924
SFT only (0.4746, 0.4837) 2.703 3.167
Sequential SFT +(0.4539,0.4634) 2256 3.705
DPO

GradNorm + PC-(0.2701,0.2720)" - -
Grad

GAIF, fixed weights (0.4761, 0.4878) 1.931 3.833
Nova Pro (0.4729, 0.4822)  2.008 3.949
GAIF (ours) (0.4891, 0.4986) 1.7185 4.290

¥ DPO dominates the training and training collapsed
similar to Figure 1. One notable failure mode is that
the model defaulted to generating only "assistant
[EOS]" for many inputs.

Results. SFT alone improves NDCG substantially
but at the cost of output validity. Its high unre-
solved title count and low valid title count would
be unacceptable in a production system where ev-
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ery hallucinated or missing result directly degrades
user experience. Sequential SFT-then-DPO recov-
ers output validity but fails to improve NDCG
over SFT or even the base model, demonstrating
the structural tension between the two objectives.
GradNorm, which assigns disproportionately high
weight (>0.99) to DPO due to its much slower loss
progression, collapses during training even when
combined with PCGrad, demonstrating that reac-
tive gradient correction cannot recover the training
once task gradients begin to conflict. This further
motivates prospective task weighting, which maxi-
mizes the likelihood of gradient alignment through-
out training. GAIF with fixed task weights already
outperforms all baselines on both NDCG and out-
put validity, and full GAIF improves further. As
shown in Figure 2, GAIF assigns high initial weight
to DPO but dynamically balances with SFT as the
gradient geometry evolves. Notably, despite ag-
gressive DPO weighting, GAIF never collapsed
across any of our hyperparameter search runs. This
contrasts sharply with pure DPO training, which
collapses readily under similar conditions due to
reward hacking.

5.2 GSMSK

To evaluate whether GAIF generalizes beyond rec-
ommendation, we apply it to GSMS8K (Cobbe et al.,
2021) using Qwen2.5-1.5B-Instruct (Qwen et al.,
2024) as the base model. The evaluation and train-
ing pair generation require no external evaluator:
positive labels are ground-truth answers with CoT,
and evaluation is exact match after parsing. Pref-
erence pairs are constructed from the model’s in-
correct output versus ground-truth solutions. This
task requires the model to follow a specific output
format in addition to producing correct answers.
We use the following zero-shot system prompt:

You are a helpful assistant. Please think
through the problem step by step before
answering. Then provide only the final
answer dafter the delimiter “####”.

Output length is restricted to 200 tokens. Answers
are extracted from the number after the last occur-
rence of #i##i#. This setup requires the model to si-
multaneously reason correctly, remain concise, and
follow the output format. The base Qwen model
struggles significantly with this joint requirement:
despite having some mathematical capability, its
verbosity and poor instruction following cause it to
rarely produce a parseable answer within the token

budget, resulting in a near-zero success rate in this
task.

We compare SFT against two variants of GAIF
that differ in the Hessian approximation used for
adaptive weighting. The first uses the rank-1 Gauss-
Newton estimate, which admits a closed-form so-
lution for wggy. The second uses the diagonal em-
pirical Fisher H =~ diag(% Zfi 19i © gi), which
better models gradient curvature but no longer ad-
mits an analytical solution; we instead perform a
grid search over wspr € [0,1] with 101 equally
spaced grid points.

Table 2: GSM8K accuracy under zero-shot evaluation.

Method Accuracy
Base Model 3.8e-3
SFT 0.4556
GAIF w/ rank-1 GN 0.4667
GAIF w/ diagonal empirical Fisher 0.4776

Results. Both GAIF variants outperform the SFT
baseline, demonstrating the effectiveness of adap-
tive loss weighting across tasks beyond retrieval
4. The diagonal empirical Fisher variant further
improves over rank-1, suggesting that a more accu-
rate Hessian approximation yields additional gains
when computational budget permits. The rank-1
variant remains a practical default given its closed-
form solution and lower memory cost.

6 Conclusion

In this paper, we presented the iterative GAIF al-
gorithm, an adaptive and scalable framework for
fine-tuning LLMs. While requiring a comparable
level of hyperparameter optimization effort and
training data as SFT, GAIF demonstrates consis-
tent improvements over SFT across multiple tasks,
both in terms of overall performance and output
validity and instruction adherence. These gains are
enabled by GAIF’s ability to automatically adapt
to the underlying data distribution, evaluation met-
rics, and training dynamics. Consequently, the
proposed approach allows practitioners to place
greater emphasis on data curation and selection
when fine-tuning language models for downstream
applications.

*Due to the constrained token budget, zero-shot prompting
setup, and strict output parsing requirements, this evaluation
setting is more challenging than commonly reported configu-
rations, resulting in lower absolute accuracy.
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7 Limitations

Task and evaluation scope. Our primary task
(movie recommendation) relies on proprietary
query data and LLM judges, which limits exter-
nal reproducibility. We partially mitigate this by
including GSMS8K as a public benchmark, and
we deliberately use models of different families
and scales across the two tasks (Mistral-7B and
Qwen2.5-1.5B-Instruct) to cover more ground. Val-
idation on a broader range of tasks is left to future
work.

Implementation complexity. The adaptive weight-
ing requires custom training code that computes
and accumulates per-task gradients across micro-
batches (gradient accumulation), incurring addi-
tional time and memory cost beyond standard fine-
tuning. For practitioners, we recommend first
adopting the inner—outer loop with joint SFT+DPO
training under fixed task weights: we observe that
this already yields strong results with minimal
added complexity, and the adaptive weighting can
be introduced subsequently if further gains are de-
sired.

Optimizer mismatch. Our adaptive weighting
rule is derived under an SGD update, whereas we
train with AdamW —a mismatch shared by re-
lated gradient-based multi-task methods (Désidéri,
2012; Yu et al., 2020; Liu et al., 2021; Chen et al.,
2018), which are likewise motivated under plain
gradient descent yet applied with adaptive optimiz-
ers. In preliminary experiments we implemented
an Adam-aware variant of the weighting rule, but
it required reconstructing Adam’s internal precon-
ditioning terms that the optimizer does not expose,
which was substantially slower and more memory-
intensive and yielded no improvement; we there-
fore retain the SGD-derived rule.
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