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Abstract

Large language models can hallucinate with the
same fluent confidence they bring to correct an-
swers, making reliable hallucination detection
essential for trustworthy deployment. Existing
detectors based on LLM hidden states often
rely on cosine or linear readouts that ignore
the anisotropic structure of the representation
space. We introduce DTS (Discriminant Truth-
fulness Scoring), a lightweight, gradient-free
detector that whitens hidden activations using
within-class covariance and scores responses
with a closed-form Fisher discriminant. Across
Qwen-2.5-7B and Llama-3.1-8B on four QA
datasets, DTS ranks first in five of eight settings
and second in the remaining three. Whitening
improves over cosine scoring by 7.8 AUROC
points on average, identifying the readout as a
major bottleneck. When truthful and halluci-
nated representations overlap, class-mean steer-
ing provides additional gains without learning
a steering vector. DTS requires only a sin-
gle forward pass and closed-form computation,
making it substantially cheaper than sampling-
and gradient-based alternatives, while also ex-
tending effectively to long-form generation.

1 Introduction

Large language models now draft code, answer
technical questions, and inform decisions in set-
tings where a wrong answer carries real cost. They
also hallucinate, stating false claims as confidently
as true ones, which makes such errors hard to catch
from the text alone. A detector that flags these fail-
ures is a prerequisite for trusting the output. We
restrict attention to detectors that use only the gen-
erating model, with no retrieval, external judge, or
second model (Huang et al., 2023), since these run
wherever the model already runs. Prior work clus-
ters into four families, each strong somewhere and
fragile elsewhere.

“Equal contribution.

Output-confidence methods read perplexity, pre-
dictive entropy, or a model’s stated confidence
(Kadavath et al., 2022). One forward pass buys
them, but they report high confidence exactly when
the model hallucinates fluently. Sampling meth-
ods compare several generations instead, via self-
consistency (Manakul et al., 2023) or semantic en-
tropy (Kuhn et al., 2023; Farquhar et al., 2024);
the extra samples buy accuracy, yet a model that
is confidently and repeatedly wrong defeats them.
The last two families work in representation space.
Internal-state methods read hidden activations
directly, through supervised probes (Azaria and
Mitchell, 2023) or unsupervised geometry (Chen
et al., 2024; Du et al., 2024; Burns et al., 2023).
Most need only one forward pass, but they com-
pare truthful and hallucinated states in the model’s
native geometry, which is strongly anisotropic; a
high-variance direction carrying no truthfulness
signal can then swamp the comparison. Steering
methods reshape the activations so the classes pull
apart (Li et al., 2023; Rimsky et al., 2024). TSV
(Park et al., 2025) learns such an intervention from
labeled data by gradient descent, then scores the
reshaped states by raw similarity, leaving the gain
tangled up with the training spent to obtain the
direction.

These methods share two assumptions, and we
follow each to its consequence. The first concerns
the readout. Cosine similarity treats every direction
as equally informative, but hidden states are not
isotropic: a real gap between class means can lie
along a high-variance nuisance axis and vanish in
the score. The standard fix is to whiten the space
by the within-class covariance before measuring
distance, which is the Mahalanobis distance of an
answer to the two class means (Fisher, 1936; Lee
et al., 2018). That discriminant has a closed form
in the labeled activations, with no gradient descent
and no learned steering vector; the only choices
are a layer and a shrinkage coefficient, both set
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Perplexity (Llama-3.1-8B / TruthfulQA) AUROC 69.4

Ours (Llama-3.1-8B / TruthfulQA) AUROC 80.7
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Figure 1: Truthfulness-score distributions on Llama-3.1-8B / Truthful QA. A perplexity baseline (left) leaves truthful
and hallucinated answers overlapping (AUROC 69.4); our closed-form discriminant (right) separates them (AUROC
80.7). Scores are Platt-calibrated to [0, 1]. The two panels come from a separate visualisation pipeline, so their
AUROC:s differ by up to two points from the held-out test figures in Table 1.

by cross-validation, and a one-dimensional logistic
calibration onto a probability. We call the detector
DTS (Discriminant Truthfulness Scoring). It uses
class labels, like the supervised methods it com-
petes with, but estimates the direction in closed
form and fits nothing beyond the scalar calibrator.
The second assumption ties reshaping the repre-
sentation to the training used to find the reshaping.
When the steering vector is learned by gradient
descent, a gain could come from moving the acti-
vations or from the labels spent learning the move;
we pull the two apart.

The headline result is that the readout, not the
steering, is what limits these detectors. Where
the activations are already separable, the closed-
form discriminant matches the best reported de-
tectors. On Qwen-2.5-7B it reaches 90.1 AUROC
on Truthful QA and 91.6 on TriviaQA, 1.4 and 7.4
points above the fully-supervised TSV+t. Even on
the harder Llama-3.1-8B, where a perplexity base-
line cannot tell the two classes apart, the discrimi-
nant pulls them well apart (Figure 1). Its remain-
ing shortfall there is geometric, not algorithmic:
Qwen’s truthful and hallucinated states separate
cleanly (d'=1.97) while Llama’s sit almost on top
of each other (d'=1.29; Figure 2), and no linear
readout can split clouds that overlap. Steering helps
in this regime, and a direction computed directly
from the class means performs comparably to a
trained steering vector. In contrast, a random di-
rection of the same norm provides no benefit, sug-
gesting that the useful steering signal is already

encoded in the model’s activation geometry rather
than learned by the detector.
We make the following contributions.

* We trace the limit of hidden-state detectors to
the readout rather than the steering: a closed-
form whitened discriminant beats a trained
cosine readout and matches competitive su-
pervised detectors on the same labels, training
nothing of its own.

* We give a gradient-free steering vector that
equals a trained one, and tie the need for steer-
ing to the representation geometry (d’, over-
lap), so “does steering help” becomes a prop-
erty of the model.

e Across two models and four datasets, DTS
matches or exceeds the fully-supervised TSV
on five of eight settings and ranks first or sec-
ond on every one, with no gradient training.

2 Related Work

Hallucination from hidden states. These meth-
ods read internal activations rather than generated
text. Supervised probes train a classifier on activa-
tions labelled truthful or hallucinated (Azaria and
Mitchell, 2023; Liu et al., 2024). Unsupervised
methods read geometry directly: INSIDE uses the
covariance eigenspectrum of several sampled re-
sponse embeddings (Chen et al., 2024), HaloScope
fits an SVD subspace over unlabelled generations
(Du et al., 2024), CCS finds a direction consistent
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under negation (Burns et al., 2023), and others use
attention-map spectra (Binkowski et al., 2025) or
the unembedding matrix (Hu et al., 2025). Most
read the generating model’s activations in a sin-
gle forward pass, the property we keep, though
INSIDE needs several samples to estimate its co-
variance. Each scores by a cosine, linear probe,
or projection magnitude, and none use the within-
class covariance of the two classes, which, as we
show, carries most of the separating signal.

Discriminant analysis and steering. Our read-
out is textbook. Fisher’s discriminant separates two
classes along S;VI (t4+ — p—), whitening the space
so within-class variation is isotropic before mea-
suring the distance between class means (Fisher,
1936); the same construction underlies a standard
Mahalanobis out-of-distribution detector (Lee et al.,
2018). Replacing the covariance with the identity
recovers the plain mass-mean direction of linear
truth probes (Marks and Tegmark, 2024; Li et al.,
2023); we use the full whitened form. A sepa-
rate line edits activations to change behaviour (Zou
et al., 2023): ITI adds a fixed vector to attention
heads (Li et al., 2023), CAA builds it as a mean
difference over contrasting inputs (Rimsky et al.,
2024), and TSV trains a steering vector for hallu-
cination detection (Park et al., 2025). Our steering
step uses the same contrastive direction in closed
form, with no optimisation; we show it equals the
trained vector and is needed only when the two
distributions overlap.

3 Methodology

DTS (Discriminant Truthfulness Scoring) is a
label-supervised, closed-form hallucination detec-
tor. The generator stays frozen throughout; detec-
tion reduces to finding the single linear direction
in its activation space along which truthful and hal-
lucinated answers separate best, then calibrating
that separation into a probability. The model is
never updated and the high-dimensional direction
is closed form; a two-parameter calibrator is fit on
the labelled development pool.

LLM disc. calib.
h S

(g,a) Pr(truthful)

3.1 Setup

Let M be a frozen autoregressive model with L
layers and hidden width D. For a pair (¢;, a;) we
form x; = [PROMPT(¢;); a;] and read the hidden

state of the final answer token at every layer,

h) = [MO(z)],. € RP,

. 0=1,...,L

ey
Under causal masking the last token T; is the only
position that attends to the full input, so it is a natu-
ral response-level representation. It is not assumed
to be universally optimal: we compare it with mean
and max pooling in §4.5. We keep all layers rather
than fix one, because the depth at which truthful-
ness is linearly decodable shifts across models and
tasks; the data chooses it (§3.3).

Truthfulness labels are derived by comparing
each model answer a; against a gold reference a
using BLEURT (Sellam et al., 2020). Specifically,

Yi = 0,

where 7 is a fixed threshold. These labels are used
only for fitting and evaluating the detector, and are
never used at inference time. The labeled corpus
is split once into a development pool P and a held-
out test set 7; all modeling decisions are made
exclusively on P.

BLEURT(a;, a}) > T,

otherwise.

2

3.2 Discriminant Detector

We seek the projection of h(®) that places the two
classes farthest apart relative to their within-class
spread, the Fisher criterion

-

2
w* = arg max (w (m1 — mo))
w

3)
w' S, w ’
with class means m1, mg and pooled within-class
covariance S,,. Its maximiser w* o« S, 1(m1 —
my) is closed form, so no iterative optimisation is
needed.

PCA projection. Estimating S,, directly in R?
is ill-posed: with D in the thousands, often compa-
rable to or larger than the per-class sample count,
the pooled scatter is rank-deficient or badly condi-
tioned. We therefore project the activations onto
the top-p principal directions of the centred pool,
giving coordinates z; € RP in which the covariance
is full rank. During cross-validation, centering and
PCA are fit on each fold’s training partition only.

Whitened discriminant. In this subspace we reg-
ularise the pooled scatter toward a scaled identity,

Sw =S+ A2 (4)

696



Scaling the penalty by the mean eigenvalue keeps
A invariant to activation scale; its value is set by
cross-validation (§3.3).

Whitening by W = Sy /2 makes within-class
variation isotropic, after which the optimal sepa-
rator is just the direction joining the class means.
This yields a unit truthfulness axis and a scalar
score,

d— W(m1 — mo)
[W(m1 —mo)|’ (5)
s;=d Wz x (my — mo)nglzi.

The right-hand form is exactly the Fisher discrimi-
nant of Eq. (3), so whitening is a numerically stable
route to the same solution. A logistic link fitted
on the pool with class-balanced weights turns the
standardized score § = (s — 5)/sd(s) into a proba-
bility,

Pr(y=1|h®Y) = a(By + f13).  (6)

The pair (5o, 51) is the only thing fitted by op-
timisation; everything upstream is a closed-form
statistic of the activations.

3.3 Layer and Hyperparameter Selection

The most decodable layer and appropriate discrim-
inant subspace are unknown a priori, so we let the
data choose them. We jointly select the layer /,
PCA dimension p, and shrinkage A by stratified
K -fold cross-validation on P, maximising AUC,

(=, p*, \) = argmax —
4,p, A

K
Z AUCL(Z, p, A
k:

(7N
where AUC is threshold-free and stable under class
imbalance. For every fold and candidate configu-
ration, PCA, class means, covariance, whitening,
score standardisation, and calibration are refit us-
ing only that fold’s training partition. After selec-
tion, these quantities are fit once on all of P using
(€*,p*, A*), and the resulting detector is applied
once to 7 ; uncertainty is quantified by a bootstrap
standard error over B resamples. Further details
and robustness analyses for these choices are pro-
vided in Appendix D.

3.4 Causal Steering

When truthful and hallucinated activations overlap,
we reshape the representation by intervening on the
residual stream at a single layer ¢5. The steering

direction is the class-mean difference in the original
activation space,

v =" =, ()

where u&‘*) € RP denotes the class-c mean activa-
tion. We add aw to every token, ﬁgé“’) = h§63)+av,
and refit the detector on layers {{s + 1,...,L}.
The steering layer /5 and strength « are selected
by cross-validated AUC on the pool (§4.4); the
better of the steered and unsteered variants is then
evaluated once on the held-out test set.

The complete DTS detection procedure, includ-
ing model selection, refitting, held-out evaluation,
and optional causal steering, is summarised in Ap-
pendix B.

4 Results

4.1 Experimental setup

We evaluate Qwen-2.5-7B (Yang et al., 2024) and
Llama-3.1-8B (Grattafiori et al., 2024) on four
open-ended QA datasets: TruthfulQA (Lin et al.,
2022), TriviaQA (Joshi et al., 2017), SciQ (Welbl
et al., 2017), and NQ-Open (Kwiatkowski et al.,
2019). For each question we take the greedy answer
and label it with BLEURT (Sellam et al., 2020)
against the reference, using the thresholds of TSV
(Park et al., 2025) (0.5 for TruthfulQA/TriviaQA,
0.2 for SciQ/NQ-Open). To stay directly compara-
ble to prior work, we reuse the generations, labels,
and the 75%/25% pool/test split released with TSV.
The detector is fit on the pool and applied once to
the held-out test set; layer and shrinkage are cho-
sen by five-fold cross-validation on the pool alone
(§3.3), so the test set is never seen during selection.
We report AUROC with a bootstrap standard error
over the test set (B = 300).

We compare against the baselines reported
by TSV (Park et al., 2025), which span output-
uncertainty, sampling, self-evaluation, and internal-
state detectors (all listed in Table 1), together with
TSV7, the fully-supervised variant of their method
that trains the steering vector on ground-truth la-
bels. Like TSV} we use the full pool labels, but
our method is closed-form and trains nothing.

4.2 Main results

Table 1 reports AUROC for both models on all four
datasets. The closed-form detector matches or ex-
ceeds the fully-supervised TSV7{ on five of eight
settings while training nothing, and it never ranks
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Qwen-2.5-7B Llama-3.1-8B
Method Truthful QA  TriviaQA SciQ NQ Open TruthfulQA  TriviaQA SciQ NQ Open
Perplexity 65.1 50.2 53.4 51.2 71.4 76.3 52.6 50.3
LN-Entropy 66.7 51.1 52.4 54.3 62.5 55.8 57.6 52.7
Semantic Entropy 66.1 58.7 65.9 65.3 594 68.7 68.2 60.7
Lexical Similarity 49.0 63.1 62.2 61.2 49.1 71.0 61.0 60.9
EigenScore 53.7 61.3 63.2 57.4 453 69.1 59.6 56.7
SelfCheckGPT 61.7 62.3 58.6 63.4 57.0 80.2 67.9 60.0
Verbalize 60.0 54.3 51.2 51.2 50.4 51.1 53.4 50.7
Self-evaluation 73.7 50.9 53.8 52.4 67.8 50.9 54.6 52.2
CCS 67.9 53.0 51.9 51.2 66.4 60.1 77.1 62.6
HaloScope 81.3 73.4 76.6 65.7 70.6 76.2 76.1 62.7
SAPLMAf} 81.7 82.0 81.5 67.9 78.2 83.7 773 62.8
TSV7 88.7 84.2 84.8 76.2 85.5 87.2 88.6 78.0
Ours (gradient-free) 901129 916105 862423 753117 827129  909i06 87.6123 7894114

Table 1: Hallucination-detection AUROC (%). Baseline and TSV{ numbers are from Park et al. (2025); t marks
fully-supervised methods. Best per column in bold; underline marks Ours ranking second. For DTS (Ours), steering
is applied on Llama-3.1-8B for Truthful QA (o = 16), SciQ (a = 4), and NQ Open (o = 8). All remaining DTS
results use a = 0 (no steering). These strengths are selected by cross-validation.

lower than second: only TSVt ever places above
it, and on the three settings where it trails, no other
method comes between the two. Two of those gaps
are within a single bootstrap standard error (Qwen
NQ-Open, —0.9; Llama SciQ, —1.0). A paired
bootstrap against our own from-scratch TSV re-
production (Appendix C) puts this on firmer foot-
ing: at its unsteered operating point, DTS wins six
of eight settings, two of them significantly (Qwen
TriviaQA, Qwen NQ-Open), and loses one signif-
icantly (Llama TriviaQA). The one real shortfall
is Llama TruthfulQA, where the truthful and hal-
lucinated states overlap and no linear readout can
split them, the regime in which a steering step re-
covers the lost separation (§4.4): the 82.7 reported
here is that steered value, since an unsteered read-
out alone reaches only 80.7 (Table 3). Against the
other method that uses the full labels, the super-
vised probe SAPLMA{, the discriminant wins in
every column.

4.3 The readout is the bottleneck

The remaining sections trace the gain to its source
and chart where the readout runs out. We start
by holding the whole pipeline fixed and varying
only how a layer’s activation is scored (Table 2):
from TSV’s cosine-to-centroid, through the un-
whitened difference of class means, to whitening
by the within-class covariance, across all eight
model x dataset settings. Whitening accounts for
essentially the entire improvement over cosine in
every setting, with a mean gain of +7.8 AUROC
(range +4.1 to +10.7 across settings), while the un-

whitened difference of means stays within a point
of cosine in seven of eight settings. The direction
is not what matters; the metric is. The full and
diagonal whitened forms are comparable through-
out, differing by at most 0.6 AUROC, so the gain
comes from rescaling each axis by its within-class
variance rather than from the off-diagonal covari-
ance; we keep the full discriminant as the general
case. The effect is larger on Llama on average
(mean gain +8.5 vs. +7.2 on Qwen), whose ac-
tivations are more strongly correlated and where
an isotropic cosine therefore discards more of the
separating signal.

A related question is whether this gain is specific
to our closed-form Fisher formula or to covariance-
awareness more generally. We swap the discrim-
inant for three standard classifier heads — linear
SVM, regularized LDA, and ridge logistic regres-
sion — under the same outer protocol (same PCA
subspace, same 5-fold CV independently select-
ing each head’s own layer and hyperparameter;
full results in Appendix E). Regularized LDA, an-
other covariance-aware head, ties our discriminant
almost exactly (84.93 vs. 84.93 mean AUROC,
within 0.2 points in seven of eight settings); lin-
ear SVM, which ignores the covariance structure,
is the clear underperformer (82.84 mean), worst
on Qwen/SciQ (—9.96) and Qwen/Truthful QA
(—5.42); ridge logistic regression sits in between
(84.07). The mechanism, not the specific formula,
drives the gain: any covariance-aware head recov-
ers it.
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Model Dataset Ref. (¢*,\*)  Cosine  Diff-of-means Diag. whiten  Full Mahalanobis
Qwen-2.5-7B  Truthful QA (15,0.3) 86.0+3.7 859438 89.5132 90.142.9
Qwen-2.5-7B  TriviaQA (17,0.1) 81.9410.9 81.1+10.9 915105 91.6105
Qwen-2.5-7B  SciQ (17,0.3) 77.7+3.0 78.243.0 86.142.3 86.2145 3
Qwen-2.5-7B  NQ-Open (20, 0.1) 68.941.7 68.011.7 75441 7 753417
Llama-3.1-8B  Truthful QA 9,0.3) 752439 T1.7+4.4 80.643.3 80.7+33
Llama-3.1-8B  TriviaQA (13,0.1) 82.610.8 827108 90.24106 90.6+0.6
Llama-3.1-8B  SciQ (12,0.3) 769431 77.5+3.0 86.9.12 5 86. 7425
Llama-3.1-8B  NQ-Open (13,0.3) 67.5+1.6 671116 78.1+1.4 782115
Mean over all 8 settings 77.08 76.52 84.78 84.93

Table 2: Readout ablation, all 8 modelxdataset settings (test AUROC %, bootstrap SE as subscript). Reference
(€%, \*) is the CV-selected operating point behind Table 1, held fixed while the readout varies. Bold marks the best

readout per row.

Model Dataset None (a¢=0) CAA mean-diff (Ours) Random (matched norm) Trained TSV vector™
QWCI]—2.5—7B TI'thhflllQA 90.1i2A9 90.1i2,9 (Oé = 0) 87‘8i345 89.0i3,1
QWGH—2.5—7B TriviaQA 91-610.5 91.6i0‘5 (a = 0) 88.7i0‘6 90-2:t0.6
QWGH—2.5—7B SCiQ 86.2i2A3 86.2i2,3 (Oé = 0) 83‘8i245 79.8i2,9
QWCH-2.5-7B NQ-Open 75.311_7 75-3i147 (a = 0) 75-0i146 73~2i1.6
Llama-3.1-8B  Truthful QA 80.713.3 82. 7129 (a = 16) 81.9431 8144150
Llama-3.1-8B  TriviaQA 90.610.6 909106 (= 0) 90.5+0.6 919,056
Llama-3.1-8B  SciQ 86.712.5 87.6123 (= 4) 86.842.3 84.11256
Llama-3.1-8B  NQ-Open 782415 789+1.4 (= 28) 789+1.5 79.0116
Mean over all 8 settings 84.93 85.42 84.16 83.56

Table 3: Steering-direction ablation, all 8 settings (test AUROC %, bootstrap SE as subscript). None uses o = 0;
CAA and Random use strengths « € {0, 4, 8,16} selected by cross-validation (CV) on layers after the steering
layer. Trained TSV vector™ results are from our reproduction, with the vector applied at its trained strength (no o to

select). Bold marks the best arm per row.

4.4 When steering helps, and why

The readout matches or beats TSVt across Qwen
and on Llama TriviaQA and NQ-Open, but trails
on Llama Truthful QA and SciQ, and the cause is
geometric. We project held-out activations onto
the optimal linear direction (fit on the pool only)
and measure two standard separability quantities:
the signal-detection sensitivity d’, the gap between
class means in standard-deviation units, and the
overlap coefficient OVL, the shared area of the
two score distributions. On Truthful QA Qwen’s
classes separate cleanly (d'=1.97, OVL=0.35)
while Llama’s sit almost on top of one another
(d'=1.29, OVL=0.52; Figure 2). No linear read-
out can split overlapping clouds, which is exactly
where reshaping the representation should help.

Steering does that, and it need not be trained.
We add the difference of class means at an early
layer to the residual stream, sweep the strength
a € {0,4,8,16}, and let cross-validation pick o
like any other hyperparameter. Table 3 extends the
comparison to all eight settings, including our re-
produced results for TSV’s trained steering vector,

and examines whether the direction matters beyond
the presence of a perturbation. On Qwen, whose
representation already separates, cross-validation
selects a=0 for the closed-form direction in ev-
ery one of its four datasets — steering never helps
— while a random direction of matched norm is
clearly worse than not steering throughout, and
TSV’s trained vector, which has no option to opt
out, is on average the most harmful of the three
interventions there. On Llama, steering helps in
all four datasets: the closed-form direction beats a
random matched-norm control by a clear margin
in three of four and is a near-tie on the fourth (NQ-
Open), so the gain is specific to the direction rather
than to the size of the perturbation. The closed-
form approach achieves higher AUROC than TSV’s
trained steering vector in six of eight settings, with
a higher overall mean (85.42 vs. 83.56). However,
cross-validation selects o = 0 on Qwen-2.5-7B, so
those results reflect the unsteered configuration. On
Llama-3.1-8B, where nonzero steering is selected,
the closed-form direction performs comparably to
trained TSV steering, suggesting that useful steer-
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ing directions can also be obtained directly from
class means.

This asymmetry is not an artefact of a single
strength or layer. Figure 3 sweeps the steering
strength @ on Qwen, the model where steering
is harmful: cross-validated AUROC is highest at
a=0 and degrades as the perturbation grows, and
the partial rebound at large o comes only from
the readout drifting to a late layer the perturbation
leaves intact, and it never reaches the unsteered
score. Sweeping the steering layer at fixed « tells
the same story, with no layer recovering the un-
steered readout, so cross-validation selects =0
throughout. Whether steering helps is therefore a
property of the model’s representation geometry,
read off d’ and OVL, rather than a knob to be tuned.

4.5 Representation choice: last token versus
pooling

Every result above scores an answer from its last
token. We test this choice by also pooling ev-
ery answer-token position (mean, max) and by a
training-free per-token-max variant, each indepen-
dently refit; the full method is in Appendix F. Ta-
ble 4 reports all 8 settings for both DTS and TSV7:
for DTS the pattern tracks the same class-overlap
geometry that governs steering (§4.4) — pooling
helps only where the classes overlap (LLlama), and
is neutral-to-harmful on Qwen, where the repre-
sentation already separates, with the largest single
gain lifting Llama/Truthful QA past its steered num-
ber (Table 3) with no intervention at all — but
not for TSV{, whose gradient-trained last-token
readout wins on average for both models instead.
Per-token-max is a clear negative result for both
detectors throughout. Appendix F discusses both
patterns in full.

4.6 Long-form generation

We test transfer to free-form, multi-claim text on
FActScore-style biographies (Min et al., 2023): the
full 500-entity FActScore pool per model (499 us-
able after dropping one biography per model with
no parseable atomic facts), generated fresh from the
same two base models, with a document-level la-
bel from atomic-fact verification against Wikipedia
(full setup in Appendix G). Table 5 shows the signal
survives this shift: DTS clears well above chance
on both models and beats three simple training-free
uncertainty baselines by a wide margin. Unlike the
short-answer case (§4.5), pooling (mean or max)
clearly beats the last token on both models here

(88.0/89.4 Qwen, 89.5/89.3 Llama, vs. 74.8/84.4
last-token), gaps well outside either pooling vari-
ant’s own bootstrap SE; which of mean or max wins
is not, since the two are within a point of each other
and inside their own SEs on both models.

Perplexity and LN-entropy are the stronger two
baselines, but DTS’s best pooling still beats them
by 17-18 points, well outside every relevant SE;
lexical similarity is barely above chance on Qwen
(52.6). With n~499 per model and a document-
level label, this result is an existence proof that
the signal transfers, not a precision estimate on par
with the short-answer datasets; Appendix G gives
the full discussion and stated limitations.

5 Cost versus Accuracy

A detector is worth running only if it costs little
next to the model it monitors. Figure 4 places ev-
ery detector by wall-clock cost and mean AUROC
over the four datasets, on both backbones, and is
the object of this section; Table 6 in Appendix A
lists the numbers behind it. The baselines fall into
three groups: sampling methods that draw K =10
generations per input, single-pass methods, and the
trained steering detector TSV (Park et al., 2025).
We time DTS as it is deployed, one forward pass
plus the closed-form readout, and count its one-
time cross-validated selection separately, as we do
the matching search for every baseline.

DTS sits alone in the upper-left of Figure 4: as
cheap as the cheapest baselines and more accurate
than all of them. It reaches 85.8 AUROC on Qwen
and 85.0 on Llama from a single forward pass in
about a minute, the budget of perplexity or a trained
probe.

The sampling detectors sit far to the right. Ten
generations per input cost them several hours over
the four datasets, two to three orders of magnitude
more than DTS, and none exceeds 66.3 AUROC.
Semantic entropy is the most expensive of all and
still trails DTS by more than twenty points.

TSV is the nearest competitor on accuracy
(83.5/84.8) and the comparison that matters most.
DTS matches or beats it while costing about a third
as much even with the steering sweep, learning
no parameters, and running at inference memory
(~17.5 GB) rather than the training-scale footprint
TSV needs (~29.7 GB). The lightweight probes
share DTS’s single-pass budget but not its accuracy:
DTS lifts mean AUROC well above SAPLMA
(78.3/75.5) and CCS (56.0/66.5).
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qwen unsteered
AUROC 90.1 d'=1.97 OVL=0.35

llama unsteered
AUROC 80.7 d'=1.29 OVL=0.52
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Figure 2: Held-out discriminant-score distributions on TruthfulQA. (a) On Qwen the classes separate (d'=1.97,
OVL=0.35); (b) on Llama they overlap (d'=1.29, OVL=0.52), so a linear readout alone cannot resolve hallucina-

tion.
DTS TSVt

Model Dataset Last (Ref.)  Mean Max Per-token-max Last Mean Max Per-token-max
Qwen-2.5-7B  TruthfulQA 90.1129 877434 88.0+32 89.243.2 89.6 864 849 84.7
Qwen-2.5-7B  TriviaQA 91.6105 91.6105 914405 84.640.8 899 88.8 895 78.5
Qwen-2.5-7B  SciQ 862423 845124 86.242- 68.6+3.2 83.0 827 813 71.9
Qwen-2.5-7B  NQ-Open 753417 764116 755416 664418 704 713 716 499
Llama-3.1-8B  TruthfulQA  80.7133 85.112s8 86.0125 81.74+31 80.2 83.6 82.8 79.6
Llama-3.1-8B  TriviaQA 90.6106 931105 929105 83.310.9 922 921 91.1 84.1
Llama-3.1-8B  SciQ 86.742.5 879421 873422 571439 86.1 833 78.1 65.0
Llama-3.1-8B  NQ-Open 782415 80.6+115 79.8415 721416 792 779 78.6 76.7
Mean, all 8 settings 84.92 85.85 85.89 75.38 83.81 83.26 82.23 73.79
Mean, Qwen only 85.79 85.04 85.28 77.20 83.21 8229 81.81 71.26
Mean, Llama only 84.06 86.67 86.49 73.56 84.41 84.23 82.65 76.32

Table 4: Representation ablation for DTS and TSVT, all 8 settings (test AUROC %; DTS carries a bootstrap SE,
TSVt does not — see §4.5). Bold marks the best representation per row, per detector.

The gap in Figure 4 is structural, not a matter of
tuning. A single forward pass and closed-form lin-
ear algebra replace repeated decoding or gradient
training, so DTS adds only a small term to infer-
ence while the accurate baselines multiply it by a
sample or epoch count.

6 Conclusion

We presented DTS, a gradient-free hallucination
detector that ranks first in five of eight QA settings
and second in the remaining three. Readout abla-
tions identify within-class variance normalization
as the main source of improvement over cosine
scoring, with a mean gain of 7.8 AUROC points.
Comparable performance from diagonal whitening
and regularized LDA supports covariance-aware
scoring as the key mechanism, rather than an ad-
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vantage unique to our formulation.

Steering and token aggregation provide comple-
mentary improvements. Cross-validation selects
nonzero mean-difference steering in three Llama
settings and no steering on Qwen; on Llama, the
closed-form approach performs comparably to our
reproduced trained TSV steering. Pooling im-
proves DTS across the Llama QA settings, while
last-token scoring remains strongest on average for
Qwen and reproduced TSV. Per-token maximum
scoring generally underperforms, indicating that
token-wise application of a last-token readout does
not reliably recover useful local evidence.

On long-form biographies, pooled DTS outper-
forms last-token scoring and the evaluated uncer-
tainty baselines on both models, extending its ap-
plicability beyond short answers. Single-pass infer-



DTS pooling

Training-free baselines

Model n  Halluc. rate Last Mean Max Perplexity LN-Entropy Lex. Similarity
Qwen-2.5-7B 499 89.6% 748441 880431 894.i53 71.0145 69.3141 52.644.2
Llama-3.1-8B 499 71.1% 844420 8954115 893114 69.043.0 725429 65.9428
Mean, both models 79.6 88.7 89.4 70.0 70.9 59.3

Table 5: Long-form (FActScore-style biography) hallucination detection, full 500-entity pool, nested 5-fold CV
AUROC (%, bootstrap SE as subscript). “Halluc. rate” is the fraction of biographies labeled hallucinated under the

majority-vote rule. Bold marks the best score per row.

Steering strength on Qwen / Truthful QA
| | | | | |
—— CV - - Test

AUROC (%)
©
S
|

85 T T -I T T T
0 4 8 16 24 32

Steering strength o

Figure 3: Steering strength on Qwen / Truthful QA. CV
AUROC peaks at a=0, selecting no steering. Larger o
shifts the readout to later, unperturbed layers, yielding a
partial rebound that remains below the unsteered score
(90.10).

ence and closed-form fitting also yield lower mea-
sured runtime and memory costs than trained TSV.
Together, these findings show that effective halluci-
nation detection can be built by carefully scoring
and aggregating frozen representations, with se-
lective steering when beneficial, without gradient
optimization.

Limitations

Cross-dataset generalisation. DTS fits a dis-
criminant on a labeled pool and applies it once
to a held-out test set drawn from the same distri-
bution. When the training and test datasets differ,
performance can degrade substantially. Table 10
(Appendix I) reports transfer AUROC for both mod-
els across all four dataset pairs. Although several
off-diagonal entries are strong (for instance, train-
ing on TriviaQA and testing on SciQ yields 81.0 on
Llama and 82.8 on Qwen), the mean transfer gap
is 14.8 points on Llama and 12.8 on Qwen relative
to the in-domain diagonal. The worst cases are pro-
nounced: Llama trained on NQ-Open scores only
55.9 on Truthful QA, and Qwen trained on Truth-

fulQA scores only 51.7 on SciQ. The selected PCA
subspace, optimal layer, and discriminant direction
are all adapted to the pool distribution, so a system-
atic shift in question type, answer length, or factual
domain can move the truthfulness signal to a dif-
ferent layer or axis. A practitioner deploying DTS
on a new dataset should therefore collect a repre-
sentative labeled pool from that target distribution;
zero-shot transfer across substantially different do-
mains cannot be assumed.

Dependence on the BLEURT labeller. Truth-
fulness labels follow Equation 2, thresholding
BLEURT similarity against a single gold reference
at 7=0.5 for Truthful QA and TriviaQA and 7=0.2
for SciQ and NQ-Open, matching TSV (Park et al.,
2025) for direct comparability. This introduces two
failure modes. First, BLEURT is a surface-level
metric: a correct answer phrased differently from
the reference may be labelled hallucinated, while
a fluent near-paraphrase of a wrong answer may
pass. Second, the threshold is fixed across all ques-
tions in a dataset, so answers near the boundary are
sensitive to small wording differences rather than
factual correctness. Both failure modes introduce
label noise that propagates into the discriminant’s
class means and covariance estimate, degrading the
learned direction. Additional experiments with an
LLM-as-a-judge labeller would clarify how much
of the remaining error budget stems from label
noise versus geometric inseparability of the activa-
tions themselves; we leave this for future work.

Steering under limited overlap. The causal
steering step (§3.4) operates in a narrow window
even in the regime it targets (d’ < 1.3, OVL = 0.5).
The steering layer and strength a € {0,4,8,16}
are chosen by a coarse cross-validated sweep that
may miss the optimal intervention, and the decision
to steer at all relies on d’ and OVL estimated from
a finite pool, which can be unreliable when labeled
data is scarce. Our intervention is also restricted
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Figure 4: Cost versus accuracy for each detector, on Qwen-2.5-7B (left) and Llama-3.1-8B (right). The x-axis is
total wall-clock over the four datasets (log scale); the y-axis is mean AUROC over the same datasets. DTS (red star)
is the deployed single-pass detector; its steering-selection sweep is a one-time cost (Table 6). DTS sits alone in the
upper-left: accurate and cheap, while the sampling methods (right) and TSV (centre) cost far more for equal or

lower accuracy.

to a single residual-stream layer, whereas truthful
and hallucinated states may overlap across multi-
ple layers or attention heads; a broader multi-layer
search could recover separation that a single-layer
intervention misses.
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A Detection cost details

Table 6 reports the per-method detection cost and
accuracy summarised in §5 and Figure 4.

B DTS detection algorithm

Algorithm 1 presents the full DTS procedure of
§3. All fitted components, including PCA, the
whitened discriminant, the calibrator, and any op-
tional steering direction, are estimated using only
the training portion of each cross-validation fold.
Layer, shrinkage, and optional steering strength
are selected using pool-internal validation AUROC.
The selected configuration is then refitted on the
full pool and evaluated once on the held-out test
set. Throughout, y = 1 denotes a truthful response,
so larger discriminant scores indicate greater truth-
fulness.

C Significance testing against TSV

This appendix expands §4.2. Table 1 reports point
estimates only, and TSV7{’s published numbers
carry no uncertainty measure of their own, so its
wins and losses there cannot be read as resolved
without a test. The original TSV paper does not re-
tain per-example TSV predictions, so a true paired
test needs a fresh TSV} run: we train our own
from-scratch TSV} reproduction (same OT-loss
and gated-steering implementation as Park et al.
(2025), trained directly on the full pool’s ground-
truth labels with checkpoint selection on a pool-
internal validation split, never the test set) and re-
compute DTS’s own per-example test predictions
at its unsteered operating point. A paired boot-
strap over test indices (1000 resamples, the same

Algorithm 1 DTS hallucination detection

Require: Frozen M; pool P; test set T ; folds K
Fit on the pool P
1: Extract last-token representations hy)
layers
2: for each candidate (¢, p, \) do
3: Fit the p-dimensional PCA subspace and
regularized discriminant on P > Egs. 3-5
4: Compute truthfulness scores and fit the
probability calibrator > Eq. 6
5: Record mean cross-validated AUC
6: end for
7. (0%, p*, \*) <= argmaxyp y AUCcy > Eq.7
Evaluate on the test set T
8: Refit DTS on all of P using (£*, p*, \*)
9: p; < Pr(y;=1|xz;) foreachz; € T
10: Report test performance
Optional causal steering
11: Form truthfulness direction v and steer at layer
4 >Eq. 8
12: Select (¢5, &) on P and retain the better steered
or unsteered detector >83.4

from all
> Eq. 1

resampled index set applied to both methods each
iteration) then directly estimates the distribution
of AUCpts — AUCrsyv+ under whatever correla-
tion actually holds between the two methods’ er-
rors on shared test items, with no independence
assumption. This changes the comparison basis
from Table 1 in two ways: DTS is scored unsteered
throughout (not at the steered operating point Ta-
ble 1 uses for Llama TruthfulQA), and TSVT is our
own reproduction rather than the original paper’s
run, so the two tables are not directly comparable
row by row.

DTS’s unsteered readout wins six of eight set-
tings against our reproduction; three of the eight re-
sults are significant (two wins, Qwen/TriviaQA and
Qwen/NQ-Open; one loss, Llama/TriviaQA), and
the other five are not distinguishable from noise.
Qwen/TriviaQA and Qwen/NQ-Open are where
the closed-form readout’s advantage over a trained
steering vector is most defensible; Llama/TriviaQA
is the one setting where the trained vector wins
with confidence, a genuine shortfall alongside the
geometric one already discussed in §4.4.

D Selection and robustness

Because we report a single test number, the op-
erating layer and shrinkage must be chosen with-
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Method Grad. Time (min) FLOPs (PF) AUROC
train Q/L Q/L Q/L
Multi-generation (sampling), K=10
LN-Entropy No 358/370 262/277  56.1/57.2
Lexical similarity No 362/368 262/277  58.9/60.5
EigenScore (Chen et al., 2024) No 371/379 367/388  58.9/57.7
SelfCheckGPT (Manakul et al., 2023) No 380/387 469/494  61.5/66.3
Semantic entropy (Kuhn et al., 2023) No 888/893 316/331 64.0/64.2
Single forward pass
Perplexity No 0.9/1.0 11/12 55.0/62.6
Self-eval p(True) (Kadavath et al., 2022)  No 1.1/12 13/14 57.7/156.4
Verbalized conf. No 1.3/1.5 13/13 54.2/51.4
SAPLMA (Azaria and Mitchell, 2023) Yes 0.8/1.0 10/11 78.3/75.5
CCS (Burns et al., 2023) Yes 1.7/2.0 21/22 56.0/66.5
TSV (Park et al., 2025) Yes 10.2/12.3 138/146  83.5/84.8
DTS (single pass) No 1.0/1.2 10/11 85.8/85.0
DTS (+ a-sweep) No 3.4/4.1 42/44 85.8/85.0

Table 6: Detection cost and accuracy on Qwen-2.5-7B (Q) / Llama-3.1-8B (L), summed over the four datasets
(wall-clock time, PFLOPs, mean AUROC). “Grad. train” marks gradient-trained methods. DTS (single pass) is the
deployed detector; +a-sweep adds the one-time steering-selection diagnostic (same AUROC).

Model Dataset DTS (unsteered) TSV (ours) Diff [95% CI] Sig.
Qwen-2.5-7B  TruthfulQA 90.12 89.56 +0.55[—2.31, +3.23] n.s.
Qwen-2.5-7B  TriviaQA 91.58 89.91 +1.67 [+0.74, +2.57]  sig.
Qwen-2.5-7B  SciQ 86.17 82.98 +3.19 [-0.19, +6.63] n.s.
Qwen-2.5-7B  NQ-Open 75.32 70.39 +4.93 [+2.31, +7.57] sig.
Llama-3.1-8B  TruthfulQA 80.74 80.20 +0.54 [—4.07, +4.91] n.s.
Llama-3.1-8B  TriviaQA 90.58 92.15 —1.57[—2.42, —0.74] sig.
Llama-3.1-8B  SciQ 86.73 86.11 +0.63 [—2.57, +3.55] n.s.
Llama-3.1-8B NQ-Open 78.17 79.17 —1.00[—3.13, +1.35] n.s.

Table 7: Paired bootstrap (1000 resamples), DTS (unsteered) vs. our own from-scratch TSV reproduction, all 8
settings. CI is the 95% paired-bootstrap interval of the AUROC difference.

Selection AUROC  Gap to oracle
Fixed paper layer 89.66 1.45
Single validation split 89.73 1.38
Five-fold pool CV (Ours) 90.10 1.01
Oracle layer (upper bound) 91.11 —

Table 8: Selection-protocol ablation on Qwen / Truth-
fulQA (AUROC %).

out touching the test set. Table 8 compares our
five-fold pool cross-validation against a fixed paper
layer and a single validation split, with the best-on-
test layer as an upper bound. Cross-validation is
the strongest honest selector and lands within 1.0
AUROC of the oracle layer, while a single split or
a fixed layer give up more.

The detector is otherwise insensitive to its re-
maining choices, each within a point on Qwen /
Truthful QA. Shrinkage adds about one AUROC
over an unregularised covariance and stays within
roughly a point across an order of magnitude,

with test AUROC between 89.0 and 90.2 for A €
[0.1,1.0]. Enlarging the discriminant beyond the
rank-one Fisher direction does not help either:
cross-validated AUROC peaks at k=1 (92.28) and
is flat or lower for every larger subspace up to
k=16, so the subspace size is selected as one. For
PCA dimension p, cross-validated AUROC peaks
at p=200 and remains nearly flat thereafter (Fig-
ure 5), so CV selects p=200 without consulting the
test set. The test curve then declines at larger p,
confirming that subspaces beyond p=200 overfit
the pool rather than generalise; that decline is a
post-hoc diagnostic, not the basis for the choice.

E Alternate discriminant heads

This appendix expands §4.3. Table 9 replaces the
closed-form Fisher discriminant with three stan-
dard classifier heads under the identical outer pro-
tocol: PCA to the same p=200 dimensions, the
same 5-fold stratified CV independently select-
ing each head’s own best (layer, hyperparame-
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Figure 5: Effect of PCA dimension on Qwen / Truth-
fulQA. Blue circles show five-fold CV AUROC (with
shrinkage selected within CV); red squares show held-
out test AUROC. CV peaks at p=200 (dotted line) and
remains nearly flat thereafter. Test performance then
declines, signalling overfitting at larger dimensions.

ter) pair, and the same outer logistic calibration
and bootstrap SE. Linear SVM (LinearSVC, C €
{0.1,1.0}) uses its decision-function score; reg-
ularized LDA (LinearDiscriminantAnalysis,
solver 1sqr, shrinkage € {0.1,0.3}) shrinks to-
ward a scaled identity in the same spirit as our own
whitening, though not numerically identical; ridge
logistic regression ({o-penalized, C' € {0.1,1.0})
uses its raw logit before calibration. Only the classi-
fier producing the 1-D discriminant score changes;
everything else is identical to every other compari-
son in this paper.

Regularized LDA, a second covariance-aware
head, matches our closed-form discriminant al-
most exactly, confirming the paper is not over-
claiming novelty of the specific formula: a stan-
dard, off-the-shelf shrinkage-LDA implementa-
tion recovers essentially the same performance.
Linear SVM, a max-margin classifier with no
covariance-awareness, is the clear underperformer,
losing the most ground on Qwen/SciQ (—9.96)
and Qwen/TruthfulQA (—5.42). Ridge logistic
regression sits in between, consistently a touch
behind but never by much. The fair summary is
that covariance-awareness beats a margin-based or
vanilla-regularized classifier, not that our specific
closed-form formula is uniquely necessary.

F Representation choice: additional
discussion

This appendix expands §4.5. Every main-text re-
sult scores an answer from its last token’s hidden

state. Last-token representations are also used by
TSV (Park et al., 2025), SAPLMA (Azaria and
Mitchell, 2023), and INSIDE (Chen et al., 2024),
and for the attention-head probes in ITI (Li et al.,
2023). INSIDE additionally compares last-token
representations with mean pooling (Chen et al.,
2024). More recent work highlights that fixed token
choices can miss informative positions when hallu-
cinations are localized within longer answers (Niu
et al., 2025).

We test the representation choice directly: hold-
ing everything else fixed, we keep every answer-
token position and reduce it four ways — last
(our own choice), mean-pooled, and max-pooled,
each independently refit by the same 5-fold
layer/shrinkage cross-validation as the headline de-
tector, and per-token-max, which does no retrain-
ing: the already-fit last-token discriminant is ap-
plied to every individual token at test time and the
maximum score is kept. This tests token-wise scor-
ing without learning an adaptive token selector, as
in HaMI (Niu et al., 2025).

Table 4 (main text) puts both detectors side by
side, all 8 settings. For DTS, the effect tracks the
same class-overlap geometry that governs steering
(§4.4): on Qwen, whose classes already separate,
last-token wins on average (85.79 vs. 85.04/85.28
for mean/max) and pooling buys nothing, while
on Llama, where the classes overlap, mean or max
pooling beats last-token by 2.4-2.6 points on aver-
age (84.06 vs. 86.67/86.49). The single largest
gain is Llama/TruthfulQA, the paper’s one real
shortfall (§4.2): max-pooling alone lifts DTS’s AU-
ROC from 80.7 to 85.9, past the steered number
for that setting (82.7, Table 3) with no intervention
at all, so representation choice may be the cheaper
fix there.

For TSV, our from-scratch reproduction trained
directly on the full pool’s ground-truth labels
at the same steering layer and on the identical
pool/test split as every other comparison in this
paper, the pattern is qualitatively different: last-
token wins on average for both Qwen (83.2 vs.
82.3/81.8) and Llama (84.4 vs. 84.2/82.7), and
wins outright in six of eight individual settings.
Gradient training on the last token, unlike DTS’s
closed-form readout, does not benefit from pool-
ing even where the classes overlap. Per-token-max,
though, is a clear negative result for both detec-
tors throughout, collapsing performance on every
setting and catastrophically so on three for DTS
(57.1 on Llama/SciQ, 68.6 on Qwen/SciQ, 66.4 on
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Model Dataset Ours Linear SVM  Reg. LDA  Ridge logistic
Qwen-2.5-7B  TruthfulQA  90.1129 84.7+3.7 90.212 9 884434
QWCH-2.5-7B TriviaQA 91.6i0‘5 91.5i0,5 91.6i0‘5 91.5i0,5
Qwen-2.5-7B  SciQ 86.242.3 76.243.1 86.412 3 814428
Qwen-2.5-7B  NQ-Open 753117 74.611.7 753117 752417
Llama-3.1-8B  TruthfulQA  80.7133 81.313.1 80.5+3.3 80.743.2
Llama-3.1-8B  TriviaQA 90.6+0.6 90.7+0.6 90.6+0.6 90.810.6
Llama-3.1-8B  SciQ 86.7+2.5 86.9+2.4 86.8+2.5 87.2104
Llama-3.1-8B NQ-Open 7824115 76.8416 7814115 774415
Mean over all 8 settings 84.93 82.84 84.93 84.07

Table 9: Alternate discriminant heads, all 8 settings (test AUROC %, bootstrap SE as subscript), each independently
CV-selecting its own (layer, hyperparameter). Bold marks the best head per row.

Qwen/NQ-Open) and comparably for TSVt (73.8
mean, worst on Llama/SciQ at 65.0): naively tak-
ing the max over per-token scores from a discrim-
inant fit only to separate last tokens turns any sin-
gle noisy token into a false positive, confirming
this failure mode belongs to naive max-pooled to-
ken scoring itself, for either detector’s own readout
mechanism, and not to DTS’s closed-form read-
out specifically — a different failure mode from a
trained token-selection method.

G Long-form generation: method and
discussion

This appendix expands §4.6. A natural concern is
whether the closed-form readout transfers to free-
form, multi-claim text, where most of a response
is correct and only a small span is hallucinated.
We evaluate on FActScore-style biographies (Min
etal., 2023): all 500 people in FActScore’s released
unlabeled entity pool, stratified evenly across its
five popularity tiers (the full pool, not a subsam-
ple), generated fresh from the same two base mod-
els (Qwen-2.5-7B, Llama-3.1-8B) with greedy de-
coding (repetition penalty 1.3, no-repeat-3-gram,
needed to avoid degenerate sentence-repetition
loops that appeared in an earlier 130-entity pilot
before this constraint was added; the corrected gen-
eration settings were used throughout the full 500-
entity run), using the prompt below.

Long-form biography generation prompt

Prompt:
Question: Tell me a bio of {topic}.
Answer:

Each biography is decomposed into atomic facts
and each fact verified against retrieved Wikipedia
passages by an independent judge model (Qwen2.5-
32B-Instruct, used only as an evaluator, never as a

subject model), FActScore’s own labeling scheme.
Because even the most familiar popularity tier av-
erages 40-58% unsupported facts on these base,
non-chat models, “any unsupported fact” labels
nearly every biography positive, so we instead la-
bel a biography hallucinated iff more than half its
atomic facts are unsupported, a document-level rule
fixed during an earlier 130-entity pilot, before look-
ing at any AUROC, and then applied unchanged
to the full run. DTS is applied completely un-
modified, pooling the generation span three ways
(last/mean/max) with (¢, \) chosen by nested 5-
fold cross-validation for an honest, leak-free esti-
mate (n=499/model after dropping one biography
per model with no parseable atomic facts).

Table 5 (main text) shows the signal survives
the shift to free-form, multi-claim text: DTS clears
well above chance on both models despite a new
benchmark, labeling scheme, and judge model.
Unlike the short-answer pooling ablation (§4.5),
where pooling only helped Llama, pooling (mean
or max) clearly beats the last token on both
models here (Qwen 88.0/89.4 vs. 74.8; Llama
89.5/89.3 vs. 84.4), gaps of 5-14 points that dwarf
either side’s own bootstrap SE: a biography’s hal-
lucinated content is typically one or two wrong
claims inside an otherwise-correct paragraph, so
the last token has no particular reason to fall in-
side the hallucinated span, while either pooling
aggregates over the whole span instead. An earlier
130-entity pilot of this experiment (no bootstrap
SEs computed at that scale) read as max-pooling
winning clearly over mean on both models; at the
full n~500 that specific ordering does not hold up,
since mean and max are within a point of each
other and inside their own SEs on both models
(Table 5). The honest claim is pooling over the
last token, not max specifically over mean; the ear-
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lier apparent max-over-mean win was evidently
small-sample noise. This still contrasts with §4.5’s
per-token-max negative result, but the two are not
comparable regardless of which pooling wins here:
per-token-max there naively reused a last-token-
fitted discriminant at every token, while mean/max-
pooling here are first-class pooling choices with
their own independently-fit discriminants.

Figure 6 makes this concrete with four held-out
biographies from the full 500-entity run (real out-
of-fold scores S(z) from each model’s own best-
performing pooling in Table 5, max for Qwen and
mean for Llama, not illustrative numbers): two
the majority-vote rule calls truthful and two it
calls hallucinated, one pair per model. Qwen’s
Dominique Blake biography invents an entire fic-
tional basketball career — a specific but fabri-
cated draft round, pick number, and trade — and
DTS assigns it S(2:)=1.00; its Coco Chanel biogra-
phy is essentially accurate and scores S(x)=0.00.
Llama’s Ahsee Tuala biography is fluent and inter-
nally consistent but invents the person’s name, na-
tionality, and family entirely, scoring S(x)=1.00;
its Nikole Hannah-Jones biography has eight sup-
ported atomic facts and scores S(z)=0.00. In each
case the score tracks the content of the biography,
not its length or fluency, consistent with Table 5’s
aggregate finding that document-level fabrication
is detectable from the pooled representation alone.

Against the three simple, training-free un-
certainty baselines not evaluated elsewhere in
this paper, which compares only against super-
vised probes (mean per-token perplexity, length-
normalized predictive entropy over K =10 samples,
and lexical similarity, 1 —mean pairwise ROUGE-
L, across the same samples), DTS’s best pooling
beats all three by a wide margin on both models:
Qwen (89.4 vs. the best baseline, perplexity, at
71.0, a +18.4 gap) and Llama (89.5 vs. the best
baseline, LN-entropy, at 72.5, a +-17.0 gap), both
far outside every relevant bootstrap SE. Lexical
similarity is the weakest baseline by a wide margin
on both models and barely above chance on Qwen
(52.6). An earlier 130-entity pilot of this compari-
son found a real but much smaller gap (46.9 Qwen,
+1.8 Llama); every baseline’s AUROC dropped at
the full 500-entity scale while DTS’s held roughly
steady, consistent with the pilot’s baseline numbers
being optimistically noisy at n=130 rather than
the full run being unusually favorable to DTS. The
larger, more reliable sample makes the training-
free-baseline comparison more favorable to DTS,

not less.

With na~500/model and a document-level label,
this result is an existence proof that the closed-
form readout transfers to long-form, multi-claim
text, not a precision estimate on par with the short-
answer datasets: this is the full FActScore unla-
beled pool, so no larger sample is available from
this data source without generating new entities
FActScore did not release. The negative class re-
mains thin in percentage terms after majority-vote
labeling (52/499, 10.4%, for Qwen) but its abso-
lute count more than doubled over the 130-entity
pilot (21 — 52), which is what matters for 5-fold
CV stability. This is document-level detection, not
sentence/span-level localization: it shows DTS’s
readout correlates with “this document contains
predominantly hallucinated content,” not yet “here
is the specific hallucinated sentence”; span-level
localization is a natural, heavier extension we leave
for future work.

H Benchmark details

We reuse the generation and labelling pipeline re-
leased by Park et al. (2025) without modification,
so our setup is theirs; we restate it here for com-
pleteness. Answers are produced by the frozen
generator with the prompt below, taking the most-
likely answer (greedy decoding, beam search with
five beams for the front-end).

Short-answer QA generation prompt

Prompt:

Answer the question concisely.
Q: {question}

A:

Each answer is labelled truthful when its
BLEURT similarity to the reference exceeds a
threshold 7, set to 0.5 on Truthful QA and Trivi-
aQA and 0.2 on SciQ and NQ-Open, following
Park et al. (2025). For every (model, dataset) pair
we take the first 75% of the released index as the
development pool P and the remaining 25% as
the held-out test set 7; the indices are the TSV
front-end’s cached subsample of each dataset (for
instance TriviaQA is subsampled to 9,960 of its
17,944 validation rows), and we derive the split
from that index rather than from the raw dataset so
that no ungenerated example enters the pool.

TruthfulQA (Lin et al., 2022) comprises 817
questions across 38 categories written to elicit im-
itative falsehoods, where the common human an-
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Qwen-2.5-7B (max-pooled)

Llama-3.1-8B (mean-pooled)

Coco Chanel  Truthful (GT) S(z)=0.00

Gabrielle “Coco” Bonheur Chanel (August 19, 1883 — Jan-
uary 10, 1971) was a French fashion designer who was the
founder of the Chanel brand. She was a major figure in
twentieth-century fashion and was the first designer to lib-
erate women from the constraints of corsets and crinolines.

.
Dominique Blake x Hallucinated (GT)
S(2)=1.00

Dominique “Doom” Blake (born 1970) is an American
former professional basketball player. He played college
ball at the University of North Carolina and was drafted by
the New York Knicks in June, 18th round with pick #324
overall during his rookie draft year before being traded to
Seattle SuperSonics for two second-round picks on July 6
that same year.

Nikole Hannah-Jones
S(2)=0.00

She is an American journalist and educator. In 2020, she
was awarded the Pulitzer Prize for Commentary in recog-

nition of her work on The New York Times Magazine’s
“1619 Project”.

v" Truthful (GT)

Ahsee Tuala
S(2)=1.00

Ahsanullah Talukder, popularly known as “Ahas”, is an
Indian Bengali film actor. He was born in Kolkata on 1

January 1972 to the famous theatre artiste and director Sisir
Bhaduri (1928-2006) and his wife Sharmila Devi.

x Hallucinated (GT)

Figure 6: Four held-out long-form examples from the full 500-entity run, with real, out-of-fold scores S(x)
(probability of hallucination) from each model’s best-performing pooling in Table 5. GT is the document-level
majority-vote label from FActScore-style atomic-fact verification, not DTS’s prediction. Both hallucinated examples
read as fluently as the truthful ones — the giveaway is factual content the verifier checked against Wikipedia, not

surface style.

swer is wrong; we use the generation configura-
tion.

TriviaQA (Joshi et al., 2017) is a large open-
domain trivia set with multiple reference answers;
we use the closed-book rc.nocontext validation
split, so the model answers from parametric mem-
ory alone.

SciQQ  (Welbl et al., 2017) contains crowdsourced
multiple-domain science exam questions; we use
the validation split and score the free-form answer
against the reference.

NQ-Open (Kwiatkowski et al., 2019) is the open-
domain form of Natural Questions, built from real
Google queries answered without a supporting pas-
sage; we use the validation split.

We omit the exemplar-sampling, validation-pool,
and optimal-transport pseudo-labelling configura-
tion of Park et al. (2025)’s Appendix B: those set-
tings drive their semi-supervised training stage, and
our detector is closed-form with no exemplar set or
pseudo-labels.

I Cross-dataset transfer

Table 10 examines DTS beyond in-domain evalu-
ation: the discriminant is fit on one dataset’s de-
velopment pool and applied to another dataset’s
held-out test set. Several source—target pairs show

promising transfer. On Qwen, training on Trivi-
aQA or NQ-Open and testing on SciQ yields 82.8
and 82.9 AUROC, respectively, compared with the
in-domain score of 86.2. Training on SciQ and test-
ing on TriviaQA also retains substantial discrim-
ination (85.8 versus 91.6 in-domain). On Llama,
TriviaQA-to-SciQ transfer reaches 81.0 AUROC.
These results suggest that a discriminant fitted on
one dataset can capture truthfulness information
that remains useful on another.

Transfer is nevertheless uneven. Llama trained
on NQ-Open reaches only 55.9 AUROC on Truth-
fulQA, compared with 82.7 in-domain. On Qwen,
Truthful QA-to-SciQ transfer reaches only 51.7,
even after the polarity correction described below,
versus 86.2 in-domain. Thus, the selected layer,
PCA subspace, and discriminant direction do not
consistently generalise across datasets.

An observation concerning TruthfulQA. Our
transfer diagnostic revealed a systematic change in
score polarity for pairs involving Truthful QA. With
the score orientation fixed on the source dataset,
where higher scores indicate truthfulness, raw trans-
fer AUROC fell below chance in 11 of the 12 or-
dered pairs involving Truthful QA across the two
models. The exception was Llama trained on NQ-
Open and tested on TruthfulQA. None of the 12
pairs between TriviaQA, SciQ, and NQ-Open re-
quired a polarity reversal. This suggests that the
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association between the source-fitted score and tar-
get truthfulness can reverse across datasets, rather
than simply becoming weaker.

Let A,,, denote AUROC (%) with the source
orientation retained. Reversing the score yields
100 — A,aw, and the polarity-corrected diagnostic
is

Agip = max{Asaw, 100 — Aoy }

Table 10 reports in-domain results on the diago-
nal and transfer results off the diagonal. Entries
marked with 1 use the reversed orientation; for
example, Qwen TriviaQA-to-Truthful QA reaches
78.5 and Llama TriviaQA-to-Truthful QA reaches
71.6 after correction. Unmarked off-diagonal en-
tries retain the source orientation. Because choos-
ing the reversal from target AUROC uses target
labels, the marked entries are an oracle-polarity
diagnostic, not strictly zero-shot results. The mean
transfer gaps of 12.8 points on Qwen and 14.8 on
Llama refer to these displayed results; raw source-
oriented transfer can degrade more substantially.

Overall, DTS shows potential for cross-dataset
detection, but reliable zero-shot deployment re-
mains challenging. These findings motivate
lightweight adaptation using a small, separate la-
beled target set: selecting score polarity, calibrating
deployment thresholds, or adapting the discrimi-
nant to the target representation distribution. Such
approaches could improve deployment reliability,
although their effectiveness remains to be evalu-
ated.

J Baseline and implementation details

Baselines. All baseline numbers in Table 1 are
reproduced from Park et al. (2025), evaluated under
the same generations, labels, and split. Perplexity
scores an answer by its mean token negative log-
likelihood and LN-Entropy by its length-normalised
predictive entropy. Semantic Entropy (Kuhn et al.,
2023) clusters multiple samples by meaning and
takes the entropy over clusters; Lexical Similar-
ity averages pairwise lexical overlap among sam-
ples; SelfCheckGPT (Manakul et al., 2023) scores
consistency between the answer and additional
samples. Verbalize (Kadavath et al., 2022) reads
the model’s stated confidence and Self-evaluation
its P(True) judgement of its own answer. Eigen-
Score (Chen et al., 2024), CCS (Burns et al., 2023),
HaloScope (Du et al., 2024), and the supervised
probe SAPLMAT (Azaria and Mitchell, 2023) are
the internal-state detectors; I marks methods, like
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Table 10: Cross-dataset AUROC (%). Rows are training
datasets, columns are test datasets; diagonal entries (in-
domain) are in bold. { marks polarity-corrected entries:
the score orientation is reversed, yielding 100 — A,y
instead of the below-chance raw AUROC. This target-
label-informed correction is an oracle diagnostic, not a
strictly zero-shot result. Unmarked off-diagonal entries
retain the source score orientation.

Llama-3.1-8B
Train \ Test TriviaQA TruthfulQA  SciQ NQ-Open
TriviaQA 90.9 71.6% 81.0 63.7
TruthfulQA  71.6% 82.7 7778 60.47
SciQ 80.5 67.8 87.6 67.7
NQ-Open 65.7 55.9 78.6 78.9
Qwen-2.5-7B
Train \ Test TriviaQA TruthfulQA SciQ NQ-Open
TriviaQA 91.6 78.5¢ 82.8 71.8
TruthfulQA  62.4% 90.1 51.7 59.3%
SciQ 85.8 71.2% 86.2 70.4
NQ-Open 82.1 77.6% 82.9 75.3

SAPLMA and TSV, that train on the full ground-
truth labels.

Implementation. We evaluate Qwen-2.5-7B
(Yang et al., 2024) and Llama-3.1-8B (Grattafiori
et al., 2024) in half precision with a forward batch
size of 16, caching the last-token hidden state at ev-
ery layer in a single forward pass. The discriminant
uses a top-p PCA subspace with p=200, a shrink-
age coefficient selected from {0.1, 0.3}, the rank-
one Fisher direction (k=1), and a class-balanced
logistic calibrator. Layer, shrinkage and top-p PCA
subspace are chosen by five-fold stratified cross-
validation on the pool; uncertainty is a bootstrap
standard error over the test set with B=300 resam-
ples. The steering vector is the raw difference of
class means at the steering layer ¢, added to the
residual stream through a forward hook and scaled
by a € {0,4,8, 16}; the readout is then refit on lay-
ers strictly after /5 and the higher cross-validated
variant is kept. Nothing in the pipeline is trained by
gradient descent beyond the two-parameter logistic
calibrator.



