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Abstract

Scientific question answering is useful only
when readers can recover the papers and evi-
dence behind an answer. Yet many benchmarks
either provide the source document or score
only the final response, obscuring failures in lit-
erature retrieval and evidence localization. We
present LITTRACEQA, a literature-grounded
question answering benchmark in which a sys-
tem must return a connected trace: canonical
paper identifiers, typed evidence locations, and
a checkable answer. The collection contains
4,978 unique questions grounded in 4,859 pa-
pers and covers tables, figures, text spans, equa-
tions or algorithms, and citation contexts. Of
these questions, 64.85% require multiple pa-
pers; answers use multiple-choice or structured-
table formats; and 61.9% are missed by every
memory-only challenger used during construc-
tion. We describe a generate–ground–challenge
pipeline and an evaluation protocol that reports
paper retrieval, evidence grounding, answer
correctness, and strict joint success separately.
LitTraceQA therefore tests whether scientific
QA systems can produce answers whose prove-
nance is inspectable, rather than merely plausi-
ble.

1 Introduction

Language models increasingly serve as inter-
faces to scientific literature, including retrieval-
augmented assistants and literature-synthesis sys-
tems (Lewis et al., 2020; Lála et al., 2023; Asai
et al., 2024). A scientifically useful answer, how-
ever, is not defined by fluency alone. A reader
should be able to identify the paper that supports
each claim, locate the relevant table, figure, pas-
sage, equation, algorithm, or citation context, and
verify that the reported answer follows from that
evidence. This requirement is especially important
for comparative questions, where the answer may
depend on results or definitions distributed across
several papers.

Existing scientific QA resources cover impor-
tant parts of this process. QASPER and QASA
study evidence-based reasoning over supplied pa-
pers (Dasigi et al., 2021; Lee et al., 2023); SPIQA
and SCITAT emphasize scientific figures, tables,
and multimodal reasoning (Pramanick et al., 2024;
Zhang et al., 2025); M3SciQA considers multi-
document scientific QA (Li et al., 2024); and Lit-
Search evaluates realistic literature retrieval (Ajith
et al., 2024). Attribution and verification bench-
marks likewise show that an answer can sound
correct while its cited support is incomplete or ir-
relevant (Wadden et al., 2020; Bohnet et al., 2022;
Gao et al., 2023). What remains less directly mea-
sured is the complete trace from a broad paper pool
to the precise evidence and then to a checkable
answer.

We introduce LITTRACEQA, which treats this
trace as the prediction target. Given a question and
paper metadata pool, a system returns (i) relevant
paper identifiers, (ii) typed evidence locations in-
side those papers, and (iii) the requested answer
components. The design exposes three distinct
failure modes: retrieving the wrong paper, ground-
ing the right paper at the wrong location, and de-
riving the wrong answer from correct evidence.
It also supports both hidden-source single-paper
questions and multi-paper questions that require
evidence alignment rather than independent sub-
question solving.

Figure 1 gives the end-to-end view. Questions
are constructed from inspectable paper content,
grounded against declared sources, challenged
without paper access, and retained with their full
provenance. Five primary evidence categories re-
flect common scientific reading behavior, while
multiple-choice and structured-table outputs make
the resulting answers directly checkable.

Our contributions are threefold. First, we make
papers, evidence, and answers jointly required QA
outputs. Second, we audit 4,978 unique ques-
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1 Paper collection
Recent papers and metadata

PDF pool

Source venues
ICML ICLR NeurIPS

ACL ICCV NAACL

CVPR

2 Task design
Task family

Multi-paper Single-paper

Evidence type

Text Table Figure Eq. Citation

Answer format

MC Free form Table

3 Grounded sample
Construct one checkable trace

Question q
One or more source papers required

P Relevant paper(s)
Canonical paper identifiers

E Evidence localization
Typed source and locator

A Grounded answer
Gold trace:P* + E* + a*

4 Model challenge
Closed-book hardness filter

Same question q

GPT Claude Gemma
wrong partial wrong

Retain cases that expose difficulty

5 Dataset assembly
Validate, deduplicate, merge

Validated trace
Include in final collection

Failed check
Review or regenerate

LitTraceQA
4,978 final records

Unique questions after validation

Final collection scale

4,978
unique questions

4,859
gold papers

8,612
paper-question links

64.85% multi-paper · five typed evidence categories

LitTraceQA evaluation chain
Score each stage separately to localize failure.

1 Paper retrieval
Relevant paper IDs (P)

2 Evidence grounding
Typed evidence locators (E)

3 Answer generation
Requested answer (a)

Text span 2 papers

What exact gains do DUO
and ISA report?

DUO · paper 1
“average improvements of

+2.2 AP3D|R40”

ISA · paper 2
“SSP + ISA 63.0 → 70.3”

Gold answer
+2.2; 63.0 → 70.3

Table 3 papers

What gains are reported by
Diff2I2P, DAC, and
BLiM+CPN?

Method Reported gain

Diff2I2P over 7%

DAC +10.01% mAP

BLiM+CPN +6.4 R@1

Gold answer
>7%; +10.01% mAP; +6.4 R@1

Figure 2 papers

How much do FVP and ISP
improve on real-world tasks?

Average success-rate improvement

28%
42.5%

FVP ISP

Gold answer
FVP: 28% across 12 tasks
ISP: 42.5% across 4 tasks

Equation / algorithm
3 papers

Which mechanism does each
spatial-vision paper define?

A3GS AdaIN into 3DGS latents

BadVideo
zt = √ᾱt z0 + √(1−ᾱt) ε

Polarization burst SR
shot/read sensor noise

Gold answer
AdaIN; forward diffusion;
shot/read sensor noise

Citation context
2 papers

Which cited works support
the two compression claims?

Paper 1 · OBS → quantization
“Frantar and Alistarh (2022)
adapt the OBS framework...”

Paper 2 · toxicity reduction
“Xu and Hu (2022) find...”

Gold answer · option C
Frantar & Alistarh (2022);
Xu & Hu (2022)

Agent workflow
Structured annotation lane

1 Build sample
Choose research question

2 Select papers
Recover relevant papers

3 Define task
Family, evidence, format

4 Construct QA
Write answer and trace

5 Verify evidence
Check paper membership

6 Challenge models
Test closed-book failure

7 Merge record
Preserve structured fields

Structured output
question · papers
evidence · answer
challenge trace

LitTraceQA record

Figure 1: LITTRACEQA connects scientific-paper collection, grounded question construction, closed-book chal-
lenge, and validation. Each retained record links a question to one or more gold papers, typed evidence, and a
checkable answer; evaluation follows the paper-retrieval, evidence-grounding, and answer-generation trace.

tions spanning five evidence types, including 3,228
multi-paper questions. Third, we specify compo-
nent and strict joint metrics that expose retrieval,
grounding, and answer failures. A 55-example pub-
lic development set provides the complete release
schema for local validation.

2 Task and Collection

2.1 Traceable scientific QA
Let P be the paper metadata pool and q a research
question. A system predicts a paper set P̂ ⊆ P , a
set of typed evidence items Ê, and an answer â:

P̂ = {p̂1, . . . , p̂m}, (1)
Ê = {ê1, . . . , ên}, (2)
â = Answer(q, P̂ , Ê). (3)

The corresponding gold record contains P ∗, E∗,
and a∗. Canonical paper IDs make retrieval out-
puts comparable across systems. An evidence item
links a paper ID and source type to a locator such
as page plus table or figure ID; the annotation can
additionally preserve row, column, section, region,
equation, algorithm-step, or cited-paper fields. An-
swers follow the requested format: a discrete op-
tion, a structured table, or, in the public develop-
ment schema, a short free-form component.

The task has three orthogonal axes. Question
scope distinguishes hidden-source single-paper
questions from multi-paper questions. The latter
must combine related evidence across papers, for

example by aligning methods, datasets, metrics, or
cited work. Evidence type identifies the primary
support as a table, figure, text span, equation or
algorithm, or citation context. Answer format sep-
arates multiple-choice decisions from structured
tables; table row keys make cross-paper compar-
isons machine checkable. A prediction is fully
correct only when its papers, evidence, and answer
are all correct.

2.2 Generate–ground–challenge construction

The collection is built in four stages. Source se-
lection begins from paper metadata and requires
locally inspectable text before a paper can sup-
port a candidate. Open-book generation creates
a self-contained question, gold paper set, typed
evidence, and answer while the source text is avail-
able. Target categories rotate across the five evi-
dence types. Grounding audit checks that every
evidence item belongs to a declared gold paper
and that distinctive text or values can be recovered
from the source. Closed-book challenge presents
the question without papers to several challengers.
These attempts do not serve as retrieval-augmented
baselines; instead, they record whether a question
is likely answerable from model memory alone and
expose plausible but unsupported errors. Exact re-
peated question texts from cumulative checkpoints
are collapsed, leaving one record for every unique
question.
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a Final collection statistics
Statistic Count Share

Collection scale
Unique questions 4,978 –
Unique gold papers 4,859 –
Gold-paper links 8,612 –
Mean papers / question 1.73 –
Mean evidence / question 2.62 –
Question scope
Multi-paper questions 3,228 64.85%
Single-paper questions 1,750 35.15%
Answer format
Multiple choice 3,029 60.8%
Structured table 1,949 39.2%
Primary evidence
Table 1,339 26.9%
Figure 1,132 22.7%
Text span 933 18.7%
Equation / algorithm 819 16.5%
Citation context 755 15.2%
Closed-book hardness
All challengers wrong 3,080 61.9%
One challenger correct 1,898 38.1%

b

n=4,978

Table
1,339 (26.9%)

Figure
1,132 (22.7%)Text span

933 (18.7%)

Equation /
algorithm

819 (16.5%)

Citation context
755 (15.2%)

Corpus composition
Outer to inner: primary evidence → scope → answer format → hardness

Scope Multi-paper 64.85% Single-paper 35.15%

Answer Multiple choice 60.8% Structured table 39.2%

Hardness All wrong 61.9% One correct 38.1%

Figure 2: Collection scale and composition after exact-question deduplication. The table gives exact counts; the
concentric chart summarizes primary evidence, question scope, answer format, and construction-time closed-book
hardness. Hardness is metadata from memory-only challenges, not retrieval-augmented benchmark performance.

2.3 Corpus profile

Figure 2 summarizes the resulting 4,978-question
collection. The records reference 4,859 unique
gold papers through 8,612 paper links, with 1.73
papers and 2.62 evidence items per question on
average. Multi-paper questions account for 3,228
records (64.85%); the remaining 1,750 records pro-
vide a diagnostic single-paper setting in which re-
trieval and internal grounding are still required.

Coverage is deliberately heterogeneous. Pri-
mary evidence comprises 1,339 table questions
(26.9%), 1,132 figure questions (22.7%), 933 text-
span questions (18.7%), 819 equation-or-algorithm
questions (16.5%), and 755 citation-context ques-
tions (15.2%). Individual records may contain sup-
porting items of several types: across all evidence
items, text spans account for 43.5%, tables 16.1%,
citation contexts 14.6%, equations or algorithms
13.2%, and figures 12.6%. This distinction be-
tween a question’s primary type and all supporting
sources explains why the two distributions need
not match.

Answers are 3,029 multiple-choice records
(60.8%) and 1,949 structured tables (39.2%). All
memory-only challengers answer incorrectly on
3,080 questions (61.9%); exactly one challenger
succeeds on the other 1,898 (38.1%). This filter
does not prove retrieval dependence, but it reduces
questions that are consistently easy to answer with-
out consulting papers.

3 Evaluation and Analysis

Separated scoring. Paper retrieval is scored over
canonical ID sets using question-level precision, re-
call, and F1, with Recall@K available for ranked
outputs. Evidence grounding compares normalized
tuples containing paper ID, source type, page, and
an object ID when available; exact match and set F1
expose both locator precision and missing support.
Answer metrics follow the output type: accuracy
for multiple choice and row F1 plus cell accuracy
for structured tables. Short free-form components
in the public development schema use exact match.
Strict joint success is a conjunction, not an av-
erage: all required paper, evidence, and answer
components must be correct.

Diagnostic ladder. End-to-end evaluation sup-
plies only the question and paper pool. An oracle-
paper setting supplies P ∗ and isolates evidence
localization plus answering; an oracle-evidence
setting supplies E∗ and isolates answer genera-
tion. The gap between adjacent settings identifies
whether paper retrieval or evidence grounding is
the dominant bottleneck. This protocol avoids treat-
ing an unsupported correct answer as equivalent to
a fully traceable one.

What the audit reveals. The corpus mostly tar-
gets multi-paper retrieval, but its 35.15% single-
paper subset should be reported separately when
claims concern cross-paper reasoning. Its evidence
distribution also shows that paragraph extraction is
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insufficient: 56.5% of evidence items come from ta-
bles, figures, equations or algorithms, and citation
contexts. Finally, the closed-book outcomes sup-
port the intended difficulty target while remaining
construction metadata rather than a model leader-
board. Official retrieval-augmented results are re-
quired before making comparative claims about
systems.

Representative failure modes. The retained
challenge attempts make the benchmark’s diffi-
culty more concrete. In one structured-table ex-
ample, the question asks for both the real-world
success-rate improvement and task count reported
by FVP and Image-to-Sphere Policy. The gold
trace draws on figure context and prose from both
papers; the answer is 28% over 12 tasks for FVP
and 42.5% over 4 tasks for Image-to-Sphere Pol-
icy. All three memory-only challengers filled only
one of five checked cells correctly. Their values
were plausible in isolation but did not preserve the
paper–metric alignment. Another example asks
which cited works support an OBS-to-quantization
adaptation and monotonic toxicity reduction under
knowledge distillation. Every challenger chose a
distractor that named related compression work but
broke the claim–citation link. These errors moti-
vate trace scoring: answer-only inspection cannot
tell a failed cross-paper alignment from a failed ci-
tation attribution. Additional examples, including
the original error patterns, appear in Appendix E.

Quality-control boundary. The current checks
establish structural consistency: evidence belongs
to a declared paper, grounding strings are recov-
erable, answers follow a checkable schema, dupli-
cate question text is removed, and challenge at-
tempts are retained. They do not by themselves es-
tablish expert-level correctness. A release-quality
benchmark should add stratified human review, re-
port correction rates and inter-annotator agreement,
and freeze locator normalization before scoring
hidden submissions. Single- and multi-paper sub-
sets should receive separate scores so that paper-
internal cases cannot mask weak cross-paper per-
formance.

Intended use. LitTraceQA is designed to diag-
nose systems that search a bounded scientific cor-
pus and return inspectable support. It should not
be interpreted as a test of unrestricted scientific
expertise, nor should a traceable citation be taken
as proof that a source claim is true. Metadata and

annotations can be released, but paper access must
remain subject to publisher terms. The dataset
card should disclose model-assisted construction,
human verification, venue and year concentration,
known annotation errors, and the distinction be-
tween construction-time challengers and retrieval-
augmented evaluation.

4 Related Work

LitTraceQA connects three lines of research.
Scientific-document QA provides evidence anno-
tations or multimodal artifacts, but commonly sup-
plies the source paper (Dasigi et al., 2021; Lee
et al., 2023; Pramanick et al., 2024; Zhang et al.,
2025). Multi-document and scholarly QA expands
the source set and synthesis demand (Li et al., 2024;
Huang et al., 2025; Yifei et al., 2025), while lit-
erature search focuses on paper discovery (Ajith
et al., 2024). Attribution and verification evalu-
ate whether claims are supported (Wadden et al.,
2020; DeYoung et al., 2020; Gao et al., 2023).
LitTraceQA combines these concerns in one out-
put contract: retrieve canonical papers, localize
typed evidence, and return a checkable answer. Ap-
pendix C gives a component-level comparison.

5 Limitations and Conclusion

The current collection is concentrated in recent
computer vision and NLP venues, and its source-
access policy must respect the original publishers’
terms. Evidence locators require further normaliza-
tion across artifact types, and the official release
should document public/hidden splits, licensing,
expert review, and inter-annotator agreement where
applicable. Closed-book challenge outcomes can-
not substitute for retrieval-augmented baselines or
human evaluation. These limitations define the
remaining release work rather than evidence of
completed system comparisons.

LitTraceQA reframes scientific QA as a trace-
able grounding problem. Its questions require sys-
tems to identify papers, locate heterogeneous evi-
dence, and produce checkable answers; its evalua-
tion makes each stage and their strict joint success
visible. The 4,978-question collection provides a
basis for studying where literature-grounded sys-
tems lose provenance between retrieval and re-
sponse.
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A Detailed Output Contract

Each record contains a stable query ID, natural-
language question, requested answer types, gold
papers, typed evidence, and answer. Gold-paper en-
tries store canonical IDs with title, venue, and year.
Evidence entries store an evidence ID, supporting
paper ID, source type, evidence text or value, loca-
tor, and grounding strings. Multiple-choice records
include the option set. Structured tables include a
schema and row-key columns used to align predic-
tions with gold rows. The public development split
contains 55 complete-schema examples: 26 hidden-
source single-paper questions and 29 multi-paper
questions, with all five primary evidence categories
represented.

B Construction and Release Details

The source pool contains 27,487 metadata records
from recent machine learning, computer vision,
and natural language processing venues. A paper
must have an inspectable local text cache to sup-
port generation. Open-book generation produces
the question, answer, gold papers, and evidence to-
gether. Automated checks reject evidence attached
to undeclared papers and test whether distinctive
grounding strings occur in the source text. Memory-
only challenge attempts and their errors are retained
in the annotation to support later difficulty analy-
sis. Corpus statistics count unique question text:
records whose questions differ are distinct, while
exact duplicate questions from cumulative check-
points are removed.

The release should normalize locator fields be-
fore official scoring. Tables and figures naturally
support page plus object ID; text spans, equations,
algorithms, and citation contexts may additionally
require section, region, equation ID, algorithm step,
or cited-paper fields. Public distribution should
include metadata and annotations but should not
redistribute paper PDFs without permission. A
release card should document source licenses, fil-
tering, human review, model-assisted steps, known
error rates, and the intended use of single- and
multi-paper subsets.

C Comparison with Related Benchmarks

D Metric Definitions

For a question i, let P ∗
i and P̂i denote gold and

predicted paper-ID sets. We macro-average set
precision, recall, and F1 across questions. Ranked

systems may additionally report Recall@K, MRR,
MAP, or nDCG. Evidence items are normalized to
tuples of paper ID, source type, page, and object
ID when available. Coarse exact match requires
the full tuple; evidence set F1 gives partial credit
for recovering a subset of required items.

Multiple-choice accuracy compares the submit-
ted option letter with the gold option. Structured-
table rows are aligned by declared row keys; we
report row F1 and both macro- and micro-averaged
cell accuracy. Strict joint success for question i is

Ji = ⊮[P̂i = P ∗
i ]⊮[Êi = E∗

i ]⊮[âi = a∗i ], (4)

with any component failure setting Ji to zero.
Oracle-paper evaluation replaces P̂ with P ∗;
oracle-evidence evaluation additionally supplies
E∗. These are diagnostic conditions, not alterna-
tive task definitions.

E Representative Multi-Paper
Annotations

Cross-paper robot manipulation comparison.
One structured-table question asks for the real-
world success-rate improvement and number of
real-world tasks reported by FVP and Image-to-
Sphere Policy. The gold trace uses Figure 1 context
and abstract text from the FVP paper together with
introduction text and the Figure 1 caption from
Image-to-Sphere Policy. The answer is 28% over
12 tasks for FVP and 42.5% over 4 tasks for Image-
to-Sphere Policy. All three closed-book challengers
filled only one of five checked cells correctly. Their
answers supplied plausible task counts or improve-
ments, but failed to align each number with its
source paper.

Cross-paper retrieval metric alignment. A sec-
ond table question aligns headline gains from
Diff2I2P, DAC, and BLiM+CPN across registra-
tion, open-set 3D object retrieval, and text–video
retrieval. The gold evidence contains the result sen-
tence from each paper plus an additional DAC con-
text span. The answer records over 7% registration-
recall gain on 7-Scenes, 10.01% mAP gain over
four open-set 3DOR datasets, and a 6.4 average
R@1 gain, respectively. Memory-only attempts
produced smaller or mismatched improvements, il-
lustrating a common failure: recalling a plausible
metric without preserving the paper–dataset–value
alignment.
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a Trace output contract

Evaluation input

Question q
Paper metadata pool P
answer format + schema

QA system
returns one trace

System outputs

Predicted papers
paper IDs

score

Gold papers P*
canonical IDs

Predicted evidence
source type + locator

score

Gold evidence E*
normalized locations

Predicted answer
requested components

score

Gold answer a*
requested format

Each predicted component is scored against its corresponding gold target.

b Separated scoring

Paper retrieval
Target: canonical paper IDs

Precision / Recall / F1
Ranked: Recall@K

Evidence grounding
Target: paper + type + locator

Coarse exact match / F1

Answer correctness
Target: requested format

MC accuracy · text exact match
Table row F1 · cell accuracy

AND
Joint success

all three components correct

Strict conjunction, not an average of component scores

c Oracle diagnostic ladder
Downward: upstream bottlenecks are removed

1
End-to-end
question + paper pool

retrieve papers ground evidence answer

isolates full-system behavior

2
Oracle paper
gold papers given

gold papers ground evidence answer

removes paper retrieval bottleneck

3
Oracle evidence
gold evidence given

gold papers gold evidence answer

removes grounding bottleneck

Trace components: paper retrieval evidence grounding answer correctness gold / oracle

Figure 3: Detailed LitTraceQA evaluation protocol. Systems return papers, evidence locations, and answers.
Component metrics diagnose each stage; strict joint success requires all stages to be correct; oracle settings remove
upstream bottlenecks without implying additional baseline results.

Citation-context attribution. A multiple-choice
question combines two LLM-compression papers
and asks which cited works support an OBS-to-
quantization adaptation and monotonic toxicity re-
duction under knowledge distillation. The gold
option pairs Frantar and Alistarh (2022) with the
former and Xu and Hu (2022) with the latter. All
challengers selected a distractor that confused these
cited sources with later GPTQ- or SparseGPT-style
work. The error is not merely a wrong name: it
breaks the link between the claim, its citation con-
text, and the paper that makes the claim.

F Ethical Considerations

LitTraceQA evaluates access to and reasoning over
scientific publications. A system may still repro-
duce errors, omissions, or biases in the source pa-
pers, and a traceable citation does not guarantee
that the cited claim is correct. Users should in-
spect the supplied evidence rather than treat model
answers as expert advice. Dataset documentation
should identify model-assisted annotation, human
review, source licensing, and any venue or field
imbalance. The benchmark should not be used to
redistribute copyrighted PDFs or to infer sensitive
attributes about authors.
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Table 1: Component-level comparison with scientific QA and retrieval benchmarks. A checkmark indicates an
explicit prediction or evaluation target; a triangle indicates partial or implicit support.

Benchmark Paper ret. Multi-paper Typed evid. Checkable ans. Strict trace Hardness Main distinction

QASPER ✗ ✗ ▲ ✗ ▲ ✗ Given-paper QA with supporting spans.
QASA ✗ ✗ ▲ ✗ ▲ ✗ Full-paper reasoning without pool re-

trieval.
M3SciQA ▲ ✓ ✓ ✗ ▲ ✗ Multimodal multi-document scientific

QA.
SPIQA ✗ ✗ ✓ ✗ ▲ ✗ Figure/table QA with source context sup-

plied.
SCITAT ✗ ✗ ✓ ✓ ▲ ✗ Table-text reasoning rather than paper re-

trieval.
AirQA ✓ ✓ ✓ ▲ ▲ ✗ Broad academic QA settings and evalua-

tors.
LitSearch ✓ ✗ ✗ ✗ ✗ ✗ Literature retrieval without grounded an-

swers.
ResearchQA ▲ ✓ ▲ ✗ ✗ ✗ Long-form scholarly QA with rubric scor-

ing.
LitTraceQA ✓ ✓ ✓ ✓ ✓ ✓ IDs, typed evidence, and answer are

jointly required.
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