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Appendix A. Attention to Secondary Entities

(a) Llama2

(b) TowerBase

(c) TowerInstruct

Figure 6: Attention from the translated secondary (non-coreferent) entity to the feminine cue across layers (y-axis)
and heads (x-axis). Values represent the average attention weight assigned to the cue across accurate minimal pairs
(n = 195). Same color scale applied; darker shades → higher average attention.


