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Abstract

Medical LLMs are commonly evaluated on fac-
tual question answering, summarization, and
explicitly stated clinical information, but less
on pragmatic understanding: recovering in-
tended meaning from indirectness, hedging, ur-
gency cues, politeness, and implicature. We
present PCP, a 3,533-item benchmark for prag-
matic intention recognition in clinical commu-
nication, with a controlled synthetic Core split,
a close-distractor Hard split, and a small exter-
nally grounded Real-Clean split derived from
public doctor—patient dialogue datasets. PCP
combines answer-choice artifact audits with
blind human validation of all Hard and Real-
Clean items plus a 300-item Core sample, and
targeted expert review of 280 items. Across
eleven systems (six API-accessed, five open-
weight), our main finding is a recognition-vs-
naming dissociation: ten of the eleven select
the intended clinical action at 95.5-98.4% ag-
gregate accuracy but name the pragmatic phe-
nomenon licensing it at only 56.6-64.5%, a
32-40 pp gap on the same items. Recognition
is also split-dependent: API-accessed models
are near ceiling on PCP-Core (98.7-99.8%) but
drop on PCP-Hard-469 (83.4-90.6%) and PCP-
Real-Clean-64 (79.7-90.6%), so broad con-
trolled probes can mask difficulty exposed by
close distractors and externally grounded cases.
Because gold actions are often the most medi-
cally defensible choice, accuracy is a confound-
limited estimate; PCP is an evaluation resource
for controlled clinical-pragmatic inference, not
for deployment readiness.

1 Introduction

Large language models have made substantial
progress on USMLE-style and medical QA (Nori
et al., 2023; Singhal et al., 2023, 2025), clinical
summarization, and diagnostic interaction (Johri
et al., 2025; Tu et al., 2025; Van Veen et al., 2024),
but this progress does not establish that models re-
liably handle pragmatic understanding in clinical

1

communication. In medical encounters, risk can
arise not only from factual error but also from mis-
reading a speaker’s intent, stance, urgency, or face-
management strategy. Following work that distin-
guishes surface-form success from meaning and
world-grounded understanding (Bender and Koller,
2020), we focus on a narrower construct: whether
a model can recover what the speaker wants the
clinical listener to understand and do when that
intent is expressed indirectly or socially cautiously.

We use pragmatic intention recognition to mean
recovery of the clinically relevant intent that a lis-
tener should infer from an utterance in context, not
its literal propositional content alone. This includes
indirect escalation requests, minimized serious con-
cerns, polite urgency signals, and implied dissat-
isfaction, consistent with clinical communication
work on delayed presentation, accounting, and dis-
closure (Heritage and Robinson, 2006b,a; Hallford
et al., 2023). PCP therefore differs from clinical
factual QA, summarization, and NLI: those tasks
primarily reward recovery of explicitly stated in-
formation, whereas PCP probes intended meaning
under pragmatic variation.

Misreading such indirect expression carries clin-
ical weight: communication failures are impli-
cated in patient-safety incidents, and patients do
not always disclose high-risk concerns in direct
terms (Keshtkar et al., 2025; Hallford et al., 2023).

Despite the clinical importance of pragmatic
competence, existing medical NLP benchmarks
mostly target explicit clinical knowledge, medical
QA/MCQA, summarization quality, NLI, dialogue
generation, or broad patient interaction (Jin et al.,
2021, 2019; Pal et al., 2022; Romanov and Shiv-
ade, 2018; Ben Abacha et al., 2023a; Zeng et al.,
2020; Saley et al., 2024; Johri et al., 2025). Re-
cent work increasingly evaluates multi-turn consul-
tations, simulated clinical interactions, physician-
authored rubrics, open-ended health conversations,
and holistic medical task suites (Liu et al., 2025;
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Fan et al., 2025; Arora et al., 2025; Bedi et al.,
2026). PCP complements this line by isolating
a narrower step: pragmatic intention recovery
from indirect, hedged, polite, or implicature-laden
speaker utterances under controlled variants and
close distractors.

We make four contributions. First, we de-
fine and operationalize clinical pragmatic intention
recognition as a benchmarkable sub-capability dis-
tinct from medical QA, summarization, and NLI.
Second, we introduce PCP, a three-split bench-
mark that combines controlled pragmatic variation,
close same-domain distractors, and a small public-
source-grounded transfer split. Third, across eleven
systems (six API-accessed, five open-weight) we
report a recognition-vs-naming dissociation: ten
of the eleven select the intended clinical action at
95.5-98.4% aggregate accuracy but name the prag-
matic phenomenon licensing it at only 56.6-64.5%,
a 32-40 pp gap on the same items, so acting on a
pragmatic cue does not require naming it. Fourth,
we treat answer-choice artifact auditing, blind val-
idation, and expert sign-off as part of benchmark
construction rather than post-hoc analysis.

2 Related Work

PCP sits at the intersection of three lines of work
that existing benchmarks rarely combine: classical
and LLM-era pragmatics, medical interaction eval-
uation, and benchmark validity / artifact control.

2.1 Pragmatic Competence in LLMs

Pragmatic intention recognition in our setting is
grounded in classical work on speech acts, impli-
cature, indirectness, intention, politeness, and com-
mon ground. Work on speech acts, conversational
implicature, indirect speech acts, and linguistic
communication explains how listeners recover in-
tended meaning that is not explicitly stated (Austin,
1962; Grice, 1975; Searle, 1975; Bach and Har-
nish, 1979). Politeness, hedging, face management,
and common ground are especially relevant for
clinical encounters, where deference, mitigation,
stigma, or shared context can reshape how urgency
or dissatisfaction is expressed (Brown and Levin-
son, 1987; Lakoff, 1973; Levinson, 1983; Stalnaker,
2002; Clark, 1996). We draw on these traditions
to define PCP’s construct boundary, not to build a
theory paper.

Recent LLM-focused pragmatics benchmarks
provide the closest NLP-side precedent. Hu et

al. compare humans and language models across
multiple pragmatic phenomena, PUB benchmarks
general-domain implicature, presupposition, refer-
ence, and deixis, and grammar-based and indirect-
speech-act work confirms that direct counterparts
can be much easier than pragmatic variants (Hu
et al., 2023; Sravanthi et al., 2024; Zheng et al.,
2021; Ruis et al., 2023; Koo et al., 2025). Work
on conversational intention recognition and re-
cent pragmatics surveys further motivate evalu-
ating intended meaning rather than surface form
alone (Holtgraves, 2008; Ma et al., 2025). PCP dif-
fers in its clinical focus, close distractors, answer-
choice artifact control, and separation of intention
recognition from phenomenon naming.

Clinical interaction research shows that present-
ing concerns are organized through hedging, de-
layed presentation, bad-news sequences, other-
attribution, and face management (Heritage and
Robinson, 2006b; Maynard, 2003; Heritage and
Maynard, 2006; Heritage and Robinson, 2006a).

PCP is not intended as another general medical
LLM leaderboard. Compared with general prag-
matics benchmarks, PCP focuses on clinical con-
texts where communication failures and indirect
disclosure can matter for safety (Keshtkar et al.,
2025; Hallford et al., 2023) and asks whether the
same underlying intention is recovered across di-
rect and pragmatic realizations. Compared with
medical QA, NLI, and summarization benchmarks,
PCP does not test whether a model can answer med-
ical questions or compress text; it tests whether the
model can infer the intended clinical action from
indirect speaker expression. This framing keeps
claims bounded: surface-form success alone does
not establish robust meaning or clinical dialogue
competence (Bender and Koller, 2020).

2.2 Clinical Benchmarks and Interaction
Evaluation

Clinical LLM work shows strong performance
on knowledge-centered tasks while also empha-
sizing safety, subjectivity, and deployment-risk
gaps (Singhal et al., 2023, 2025; Tu et al., 2025;
Agrawal et al., 2025; Bedi et al., 2025). Interaction-
oriented evaluations now cover task-oriented medi-
cal dialogue (Liu et al., 2025), multi-agent clinical
simulators (Fan et al., 2025), patient-interaction
rubrics (Johri et al., 2025), open-ended health
conversations (Arora et al., 2025), and clinician-
validated holistic task taxonomies (Bedi et al.,
2026). PCP is complementary to these broader



evaluations: it isolates single-turn pragmatic inten-
tion recognition under controlled variants and close
distractors rather than full multi-turn diagnostic in-
teraction, general patient-interaction competence,
or broad clinical workflow performance. It also dif-
fers from physician-intent trajectory annotation in
doctor—patient dialogues (Rohr et al., 2025): PCP
focuses on speaker-side pragmatic intention recov-
ery, not clinician-side SOAP-stage intent classifica-
tion.

2.3 Behavioral Testing and Artifact Control

Our benchmark construction primarily follows the
behavioral testing logic of CheckList (Ribeiro
et al., 2020): controlled variants foreground spe-
cific linguistic phenomena while holding much of
the scenario content fixed. Perturbation sensitivity
analysis provides secondary motivation for testing
whether local wording changes expose unintended
model behavior (Prabhakaran et al., 2019). This
allows us to report not just overall accuracy but
phenomenon- and variant-associated performance
differences.

Because multiple-choice benchmarks are vul-
nerable to annotation artifacts and answer-choice
shortcuts, our methodology is also informed by
work on benchmark biases, shortcut learning, and
adversarial or dynamic evaluation. Prior research
has shown that models can obtain misleadingly
strong results by exploiting superficial cues rather
than the intended task signal, including syntactic
heuristics in NLI and artifacts in clinically spe-
cialized settings (Gururangan et al., 2018; McCoy
et al., 2019; Herlihy and Rudinger, 2021; Geirhos
et al., 2020; Bras et al., 2020; Kiela et al., 2021).
Recent medical-evaluation work further cautions
that benchmark success can create an illusion of
deployment readiness (Agrawal et al., 2025; Bedi
et al., 2025). PCP therefore treats artifact audits as
a first-class part of benchmark construction rather
than a post-hoc diagnostic.

3 Benchmark Design and Construction

PCP is constructed as a three-split benchmark re-
source spanning controlled synthetic probes, close-
distractor challenge items, and a small dialogue-
grounded external split. Figure 1 summarizes the
full construction, validation, adjudication, and eval-
uation pipeline.

3.1 Design Principles

The PCP dataset is constructed around three design
principles:

1. Clinical grounding: Scenarios are motivated by
clinical communication patterns documented in
medical discourse analysis (Heritage and May-
nard, 2006; Heritage and Robinson, 2006a,b)
and conversation analysis research (Maynard,
2003).

2. Controlled perturbation: Each clinical sce-
nario serves as its own control, with utterance
variants ranging from direct/explicit to prag-
matically transformed, enabling within-scenario
comparison.

3. Phenomenon isolation: While real utterances
may involve multiple pragmatic phenomena si-
multaneously, each probe is designed to fore-
ground a primary phenomenon, with secondary
phenomena tagged for analysis.

3.2 Pragmatic Phenomena

We target five pragmatic phenomena particularly
relevant to clinical communication:

¢ Indirect Speech Acts (INDIRECT): Utterances
where the speaker’s communicative goal differs
from the literal meaning (e.g., “I was wondering
if there are other options” — “I want a different
treatment”).

e Urgency Signaling (URGENCY): Linguistic
devices that convey time-sensitivity or severity,
ranging from explicit (“I need help now”) to im-
plicit (“T almost didn’t come in”).

* Hedging (HEDGING): Tentative or minimizing
language that obscures the true severity of con-
cern (e.g., “It’s probably nothing, but...” for a
potentially serious symptom).

¢ Politeness Strategies (POLITENESS): Defer-
ential language that manages social relationships
but may mask clinical urgency, especially rele-
vant in cross-cultural encounters.

* Conversational Implicature (IMPLICA-
TURE): Meaning conveyed through implication
rather than assertion, requiring the listener to
bridge inferential gaps.

3.3 Clinical Domains

Probes cover six clinical domains with distinct
pragmatic pressures: primary care, emergency (600
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Figure 1: PCP construction, validation, and evaluation pipeline. Core and Hard are controlled clinical-pragmatic
splits, while Real-Clean provides a small dialogue-grounded external split. Items pass answer-choice artifact audits,
blind human MCQ validation, targeted expert review, and final inclusion masking before model evaluation.

each), mental health, specialist (540 each), pedi-
atric, and geriatric care (360 each), exposing rou-
tine negotiation, time-critical escalation, stigma,
privacy, referral uncertainty, caregiver mediation,
and autonomy concerns.

3.4 Utterance Variants

Each scenario is realized through variants with dif-
ferent pragmatic profiles: direct controls, hedged,
indirect, urgent, polite/deferential, casual/offhand,
normalized, third-party-attributed, euphemistic,
and deflected forms.

Operationalization. We distinguish four levels:
literal content (the surface proposition), pragmatic
cue (a hedging / deference / urgency / implicature
signal), underlying communicative intention (what
the speaker wants the clinical listener to recognize),
and clinical action abstraction (the answer-choice-
level action, e.g. evaluation, escalation, treatment
adjustment). PCP scores recognition of the in-
tended action, not diagnosis, generation, or deploy-
ment readiness.

3.5 Task Format

Each probe is a multiple-choice intention recog-
nition task. The example below is a PCP-Hard
item; all four options stay within the same chest-
symptom sub-area, so lexical or topic matching is
insufficient.

Clinical Context: A 28-year-old patient during a
first visit. Patient with chest pressure that started
earlier in the day. The speaker worries about being
dismissed.

Speaker says: “Maybe I’'m overthinking this:
there is a little pressure in my chest, probably
indigestion.”

What is the speaker’s most likely underlying
communicative intention?

A. The speaker wants the clinician to assess
anxiety-related physical symptoms and reassur-
ance needs given minimized wording.

B. The speaker wants the clinician to evaluate
chest pressure as possible cardiac symptoms ur-
gently today given minimized wording.

C. The speaker wants the clinician to provide
anxiety-reduction guidance for chest discomfort
and monitor symptom patterns given minimized
wording.

D. The speaker wants the clinician to evaluate res-
piratory causes of chest discomfort and exertional
symptoms given minimized wording.

Option B is labeled correct: minimizing cues
(“Maybe I’'m overthinking,” “a little,” “probably
indigestion”) frame a possible cardiac concern de-
flationarily, so the supported action is urgent car-
diac evaluation rather than anxiety reassurance (A,
B) or respiratory workup (D). A, B, D are the
item’s tagged same-target-wrong-action, adjacent-
target-same-action, and wrong-pragmatic-focus
close distractors (Hard item pcp_hard_000042,
hedged).



Table 1: PCP benchmark overview across final evalua-
tion splits.

Split Source / realism Validation / primary use

Core-3000  Controlled probes across six Artifact-audited; 300-item
domains and five pragmatic blind validation sample;
phenomena broad calibration

Close same-domain distrac- Full blind validation, expert
tors; 419 pragmatic + 50 di- review/sign-off; main chal-
rect controls lenge split

Real-Clean- Public-dialogue-grounded Blind validation and expert
64 MTS-Dialog/ACI-Bench  sign-off; external transfer

paraphrases check

Hard-469

3.6 Benchmark Overview

Table 1 summarizes the final benchmark splits.

3.7 PCP-Core-3000 and PCP-Hard-469

The 3,000 probes above form PCP-Core-3000,
a broad-coverage benchmark constructed as 50
scenario-intent types X six demographic/context
variants X ten utterance variants. We derive
the close-distractor Hard split by selecting sce-
nario/context blocks where the intended action is
plausibly confounded with adjacent same-domain
actions, then applying expert adjudication, revised-
item post-validation, and retained-revision expert
sign-off. The final evaluation release is PCP-
Hard-469, with 419 pragmatic hard items and
50 direct controls. Hardness is based on non-
leaky lexical-baseline errors on PCP-Core-3000
and construction-time difficulty diagnostics (lexical
baseline failure, scenario/context-block grouping,
and human/expert revision rounds); no model from
the final eleven-system evaluation table was used at
Hard-selection time. Hard-set recognition distrac-
tors are rewritten as close same-domain confounds
rather than generic alternatives.

3.8 PCP-Real-Clean-64

PCP-Real-Clean-64 is the
grounded split: 64 recognition-only items
derived from speaker-side turns of public
MTS-Dialog (Ben Abacha et al., 2023b,c) and
ACI-Bench (Yim et al.,, 2023a,b) resources
licensed under CC BY 4.0 after pragmatic-marker
screening, scenario mapping, de-identifying
paraphrase, blind validation, expert adjudication,
and retained-revision sign-off. = Raw source
dialogues are not redistributed; released metadata
records source/license provenance, keyed HMAC
identifiers instead of raw source record IDs, and
DeepSeek-V4-Pro as the construction-assistance
model, which is not among the eleven evaluated
systems. Final labels were reassigned by blind

final externally

Table 2: Human validation summary for final included
items. Indiv. is single-annotator accuracy and Top-2 the
judgment-level rate at which gold is among an annota-
tor’s top two labels, both over all judgments; Maj. and
Zero are item-level percentages; Conf. is mean annota-
tor confidence on a five-point scale.

Split Items Judg. Indiv. Maj. Top-2 Zero Conf.
Core 300 900 987 99.0 100.0 0.7 491
Hard 469 1407 906 932 977 32 457

Real-Clean 64 192 865 875 964 16 453
Aggregate 833 2499 932 948 984 22 4.69

annotators and expert adjudicators rather than
accepted from construction suggestions.

3.9 Human Validation and Expert Review

We validate the final recognition labels with blind
human annotation on 833 included items, using
three independent judgments per item. Blind vali-
dation covers all 469 Hard items, all 64 Real-Clean
items, and a 300-item Core sample. Annotators
saw only the clinical context, speaker utterance,
and answer options, not the gold label or source
metadata. Non-majority and zero-gold cases were
adjudicated before finalization: Core and Hard
items were retained only when adjudication found
no clear key, semantic, or medical-support error,
while Real-Clean items could be kept for close am-
biguity or removed when the grounded utterance
did not support the gold label. Relabel recommen-
dations were removed rather than silently changing
the public gold label.

Table 2 reports single-annotator and majority
agreement with the final gold label, top-2 and zero-
gold rates, and annotator confidence. Because
validation asks whether three annotators select a
hidden final gold label from shuffled answer op-
tions rather than inducing an open label set, we
use majority-gold, top-2-gold, zero-gold, and con-
fidence as the primary quality statistics rather than
treating x or v as primary agreement measures.
A targeted expert review by three reviewers span-
ning clinical communication, clinical NLP/LLM
evaluation, and health communication covered 280
items and 496 reviews against a plausibility, intent-
support, actionability, and safety rubric: plausibil-
ity was rated >4 in 94.96% of reviews, intent sup-
port in 88.51%, and unsafe/stigma flags were 0%.
Remove-level items were excluded; revise-level
items were edited, revalidated blind, and retained
only after sign-off, which kept seven and excluded
18 (Appendix B).



3.10 Answer-Choice Artifact Control

Multiple-choice pragmatic evaluation is sensitive
to answer-choice artifacts: a model can appear to
infer intention while exploiting style, length, punc-
tuation, or repeated opening phrases. We therefore
rebuild PCP-Core-3000 and the Hard split recogni-
tion answer choices with unified speaker-centered
frames. Core options use the form “The speaker
is expressing the intention that the speaker wants
the clinician to ...”, while Hard options use the
shorter close-distractor frame “The speaker wants
the clinician to ..”. Gold answers and distrac-
tors are length-matched, share the same abstrac-
tion level, and are balanced across answer posi-
tions. We then add non-semantic artifact baselines:
style-only, length-only, punctuation-only, starts-
with, shortest/longest-word, distractor-marker, and
mined-ngram shortcuts. A preliminary Core con-
struction exhibited severe artifacts and is excluded
from all main results; Appendix C records why
reconstruction is necessary.

Appendix audit material. Appendix A-H re-
ports count/static/artifact audits, validation and
expert-review summaries, inclusion-mask defini-
tions, result summaries, model metadata, and
prompt templates. Full model-row recomputation
requires excluded raw per-call outputs or rerunning
the documented endpoints. Raw source dialogue
repositories, raw model responses, private annota-
tor assignment keys, participant-facing packets, lo-
cal runtime files, and API credentials are excluded.

4 Experimental Setup
4.1 Models

We benchmark eleven systems: six API-accessed
(GPT-5.5, Claude Opus 4.7, Gemini 3.1 Pro,
MiMo-V2.5-Pro, MiniMax-M2.7, GLM-5.1) and
five open-weight, run through local OpenAl-
compatible vLLM endpoints (MedGemma-27B-it,
BioMistral-7B, Gemma-3-27B-it, Mistral-Small-
3.2-24B-Instruct, Qwen3-30B-A3B-Instruct).
Each reported row was frozen after applying the
final inclusion mask to item-level run outputs;
summary-only and audit-only records from
earlier runs are not carried forward, and raw
response logs are excluded from the public
release. Following reporting recommendations for
experimental NLP results (Dodge et al., 2019), the
reproducibility checklist records final data hashes,
model identifiers or Hugging Face revisions,

prompt hashes, shuffle seeds, endpoint/API family,
decoding settings, parse-failure counts, final-mask
version, and aggregation script. Appendix G
provides API-access metadata summaries, open-
weight reproducibility sidecars, and frozen result
summaries.

4.2 Evaluation Protocol

For each probe, the model receives the clinical con-
text, speaker utterance, and four answer choices
(one gold, three distractors). To control for answer-
position artifacts, we evaluate five deterministic
shuffles of the answer choices under two prompt
formats, yielding ten recognition runs per probe.
We canonicalize raw rows by evaluation id, ag-
gregate repeated runs by majority vote over the
selected answer text at the probe level, and count
probes with no parseable valid run as incorrect.
We parse only standalone answer labels or explicit
answer fields, avoiding substring-based extraction
errors such as interpreting “The answer is C” as
option A. Performance is measured as multiple-

choice accuracy.

Algorithm 1: Final-mask-filtered recognition scoring

Input: item set I, five answer-order shuffles, two output formats, final inclusion
mask M.

For each item ¢ € I: (1) run all 10 prompt variants; (2) parse only standalone
labels or explicit JSON answer fields; (3) map valid parses to canonical answer
text, ignoring position; (4) majority-vote valid canonical predictions; (5) mark
no-parse items incorrect.

After aggregation: (6) apply M ; (7) compute accuracy on the masked item set.
Output: final-mask-filtered item-level accuracy.

4.3 Baselines

We establish lexical, position, and artifact baselines.
Random selects uniformly among the four choices
(25.0% accuracy), and Always A is a position-
only baseline that diagnoses whether a model or
parser exploits a fixed option position. Lexical
overlap selects the choice with highest word over-
lap against either the speaker utterance alone or
the context plus utterance, excluding the answer
choices themselves to avoid leakage. Artifact-only
baselines select by answer-choice style, length, ter-
minal punctuation, opening phrase, word-length
extremes, marker phrases, or mined n-grams, audit-
ing whether the choices themselves leak the gold
label.

4.4 Metrics

Our primary metric is intention recognition ac-
curacy. From the same item-level outputs we
also compute a pragmatic gap, Accuracy(direct)
— Accuracy(pragmatic variants); domain- and
phenomenon-specific accuracy slices for ex-
ploratory error localization; and a separate aux-



iliary classification task asking whether models can
name the pragmatic phenomenon. Except where
tabled, we interpret these slices conservatively.

5 Results

5.1 Recognition Accuracy Across Controlled
and Grounded Splits

Table 3 presents final sign-off-filtered recognition
results for all eleven systems on PCP-Core-3000,
PCP-Hard-469, the Hard pragmatic/direct slices,
PCP-Real-Clean-64, and the 3,533-item aggre-
gate. Non-leaky lexical baselines remain far be-
low a solved benchmark on Hard and Real-Clean:
context-plus-utterance overlap reaches 49.0% and
37.5%, respectively. Aggregate artifact-only base-
lines are near chance; residual split-specific signals
are documented in Appendix C Table 12.

API-accessed models are near ceiling on PCP-
Core (98.7-99.8%) but drop on PCP-Hard-469
(83.4-90.6%), with loss concentrated in the 419
pragmatic hard items (81.9-90.2%) rather than
the 50 direct controls (92.0-96.0%). Open-weight
models show the same pattern with wider spread.
On PCP-Real-Clean-64, systems range from 79.7—
90.6%; with only 64 items and overlapping ClIs
(Table 3), we treat this split as a range-level transfer
check rather than a ranking, with compact statisti-
cal notes in Appendix D.

5.2 The Pragmatic Gap

Across all eleven evaluated systems, accuracy on
the Hard direct controls exceeds accuracy on the
Hard pragmatic items (pooled +7.1 pp; per-system
range +2.2 to +14.1 pp, median +5.5 pp; 11/11
positive, a consistent direction rather than a tested
effect), though this gap conflates pragmatic diffi-
culty with close-distractor pressure since the two
slices are different probes. A within-block con-
trast on PCP-Core (each scenario—context block’s
one direct versus nine pragmatic variants of the
same content) isolates the pragmatic effect, but
Core’s near-ceiling compresses it to a sub-2 pp
signal (median +0.74, pooled mean +1.72 pp,
block-level bootstrap 95% CI [1.3,2.2]) that we
read as a ceiling-limited lower bound rather than
an informative estimate. The more discriminative
construct evidence is on Hard pragmatic items: a
non-semantic escalation-keyword baseline that al-
ways selects the most-escalation option reaches
52.8% there, 30.5% on Core, and 36.3% on Real-
Clean pragmatic items (Appendix C), yet every

system exceeds this medical-conservatism shortcut
on all three splits (by 24-37 pp on Hard), so accu-
racy is not merely safe-action selection. A strat-
ified control sharpens this: partitioning the Hard
pragmatic items by whether the gold action is the
argmax of the same escalation score, pooled accu-
racy is 89.8% on the 82 items where gold is not a
most-escalation option, above the 83.7% on the 161
items where it is the unique most-escalation option
(10/11 systems reach at least 82% on the former).
Where the conservatism shortcut actively selects a
wrong option, systems do not follow it. This still
bounds only the escalation operationalization of
the confound, not medical defensibility in general;
separating the two fully requires the minimal-pair
control we leave to future work.

5.3 Medical Fine-Tuning Effect (Controlled
Pair)

PCP permits one controlled comparison:
MedGemma-27B-it  and  Gemma-3-27B-it
share base architecture, parameter count, chat
templates, and shuffle seeds. MedGemma is
at or above its base on every split (Core +0.9,
Hard +1.7, Hard-direct +8.0, Real-Clean +3.1,
Aggregate +1.0 pp), but paired McNemar gives
p = 0.374 on Hard and p = 0.727 on Real-Clean,
and phenomenon classification is essentially
unchanged (56.6% vs. 57.6%). These nulls reflect
limited statistical power rather than a demonstrated
zero effect: the minimum detectable effect at
the observed discordant counts is ~ 3.8 pp on
Hard and ~ 12.5 pp on the n=64 Real-Clean
split (Appendix D). Consistent with Jeong et
al. (Jeong et al., 2024), PCP is evidence about
clinical pragmatic intention recognition rather than
medical adaptation overall.

5.4 Domain Analysis and the
Recognition-vs-Naming Dissociation

Domain-level analysis is exploratory because some
slices are small (Appendix E). Across the full re-
lease, the eleven-model mean is highest on Emer-
gency (97.9%, 94.0-99.9) and lowest on Special-
ist (92.0%, 65.0-98.1); Mental Health spans 73.1—
97.6. On the Hard split alone the spread widens fur-
ther (BioMistral-7B reaches only 45.6% on Hard
Pediatric), so per-cell spread is wider than the ag-
gregate suggests; Geriatric and Pediatric require
under-claiming because they contribute only 6 and
0 Real-Clean items. Auxiliary phenomenon classi-
fication (Appendix F) is substantially harder than



Table 3: Final sign-off-filtered recognition results. Hard and Real-Clean model cells include 95% bootstrap Cls;
baseline/artifact rows are point estimates. Best artifact baseline is selected per split (Appendix C).

Model Type Core Hard [95% CI] Hard Prag. Hard Direct Real-Clean [95% CI] Agg.
Random Baseline 25.0 25.0 25.0 25.0 25.0 25.0
Always A Baseline  25.0 25.4 25.8 22.0 26.6 25.1
Lexical overlap (ctx+utt.) Baseline 71.0 49.0 473 64.0 375 67.5
Best artifact baseline Artifact  26.2 343 - - 344 26.1
GPT-5.5 Model 99.7 90.6[88.1,93.2] 90.2 94.0 90.6 [82.8, 96.9] 98.4
Claude Opus 4.7 Model 99.7 89.8[87.0,92.3] 89.0 96.0 87.5[79.7,95.3] 98.2
Gemini 3.1 Pro Model 99.8 87.2[84.0,90.0] 86.6 92.0 79.7(70.3, 89.1] 97.8
MiMo-V2.5-Pro Model 99.3 87.0[84.0, 89.8] 85.9 96.0 85.9[76.6,93.8] 97.5
MiniMax-M2.7 Model 98.7 83.4[79.7, 86.6] 81.9 96.0 89.1[81.2,96.9] 96.5
GLM-5.1 Model 99.5 89.3[86.4,92.1] 88.8 94.0 84.4[75.0,92.2] 97.9
MedGemma-27B-it Model 98.3 85.7[82.5, 88.7] 84.7 94.0 90.6 [82.8, 96.9] 96.5
BioMistral-7B Model 84.4 77.2[73.3,81.2] 76.6 82.0 82.8[73.4,92.2] 83.4
Gemma-3-27B-it Model 97.4 84.0[80.8, 87.2] 83.8 86.0 87.5[78.1,95.3] 95.5
Mistral-Small-3.2-24B-Instruct Model 99.1 87.4[84.4,90.4] 86.4 96.0 82.8[71.9,92.2] 97.3
Qwen3-30B-A3B-Instruct Model 98.1 89.1[86.4,91.7] 88.5 94.0 84.4[75.0,92.2] 96.7

recognition: aggregate primary-phenomenon ac-
curacy is 56.6-64.5% for ten systems and 21.4%
for BioMistral-7B, while the same ten reach 95.5—
98.4% aggregate recognition. Because both tasks
are run over the same item set, this 32—40 pp gap
is a within-item dissociation rather than a cross-
slice contrast: models select the intended clinical
action without reliably naming the mechanism that
licenses it.

5.5 Generation Analysis

Generation is an auxiliary diagnostic. Under a
three-judge ensemble, aggregate overall-success
rates span 77.6 = 9.3% (MiniMax-M2.7) to 94.5 +
5.3% (Claude Opus 4.7); pairwise Cohen’s k is
only 0.20-0.53, and the largest drop-self shift is
—7.3 pp on Gemini 3.1 Pro (Appendix F). We rely
on recognition for primary claims and treat genera-
tion rankings as suggestive.

5.6 Error Analysis

PCP-Hard pragmatic items are built with
three explicit close-distractor types per
item: same_target_wrong_action,
adjacent_target_same_action, and
wrong_pragmatic_focus (one of each per
item, giving 419 x 3 = 1,257 close distractors;
type definitions and per-model error summaries in
Appendix F). Two released Hard items illustrate
the two most consequential failure modes.

Missed urgency cue (pcp_hard_000222,
possible-sepsis, hedged “it’s probably noth-
ing” after post-procedure fever): gold ac-
tion is urgent sepsis escalation, but the
wrong_pragmatic_focus distractor ac-
cepts the hedge and treats the fever as rou-
tine recovery. Missed privacy/stigma cue
(pcp_hard_000212, postpartum distress,

hedged “probably just hormones”): gold ac-
tion is postpartum mood screening, but the
same_target_wrong_action distractor
mirrors the speaker’s minimization and converts a
screening signal into routine reassurance.

Beyond these examples, per-model error distri-
butions diverge by distractor type rather than col-
lapsing to one generic failure pattern (Appendix F).

6 Discussion

PCP operationalizes one slice of language under-
standing: recovering a speaker’s intended clinical
action when literal form under-specifies it. The
clearest signal is the within-item dissociation: se-
lecting the intended action is far more reliable than
naming the mechanism licensing it, consistent with
cue-response association rather than explicit prag-
matic reasoning. PCP provides benchmark-level
construct evidence for first-pass intent recovery,
not for multi-turn repair, longitudinal care, or de-
ployment readiness; because pragmatic cues vary
by language, community, and institution, broader
claims require interaction-based evaluation.

7 Conclusion

PCP is a controlled benchmark for clinical-
pragmatic inference. Its main result is a within-
item dissociation: systems select the intended ac-
tion far more reliably than they name the mecha-
nism licensing it. Broad probes can also overstate
robustness when Hard and Real-Clean stay below
solved performance, so PCP targets a high-stakes
sub-capability, not deployment readiness.

Limitations

Several limitations warrant discussion. The bench-
mark is predominantly synthetic: 3,469 of the
3,533 released items (98.2%) are constructed



probes and only the 64 Real-Clean items are exter-
nally grounded. PCP-Core-3000 and PCP-Hard-
469 are therefore controlled probes that may not
capture the full complexity of real clinical prag-
matics; PCP-Real-Clean-64 is public-dialogue-
grounded and paraphrased but small, recognition-
only, and potentially exposed through public-
source pretraining. The multiple-choice format
also constrains the response space and may over-
estimate model understanding compared to free-
response or interactive formats. Accordingly,
benchmark success here is evidence about a spe-
cific construct, pragmatic intention recognition un-
der restricted multiple-choice conditions, rather
than clinical dialogue competence or deployment
readiness (Agrawal et al., 2025; Bedi et al., 2025).
Answer options and distractor quality can shape
difficulty, so option-order controls, close-distractor
hard sets, parser audits, and artifact baselines are
essential; residual shortcut signals remain in the
final audit. Results reflect specific endpoints, snap-
shots, chat templates, and local vLLM runs at
evaluation time. Three further limitations deserve
emphasis. First, because gold actions tend to be
the clinically cautious option, accuracy is partly
confounded with selecting the safest action: a
non-semantic escalation-keyword baseline already
reaches 52.8% on Hard pragmatic items, and the
gold option is the unique most-escalation choice
in 38.4% of them. The stratified control in Sec-
tion 5.2 argues against a pure conservatism heuris-
tic, since pooled accuracy is highest (89.8%) pre-
cisely on the items where the shortcut selects a
wrong option, but it bounds only this lexical op-
erationalization. We did not run a minimal-pair
control in which the same utterance content maps
to different gold actions purely via the pragmatic
cue with medical defensibility held equal; such
minimal pairs are the cleanest way to isolate prag-
matic inference from medical conservatism and
are important future work. Second, PCP-Real-
Clean’s source corpora (MTS-Dialog, ACI-Bench)
are predominantly outpatient/primary-care, so its
grounded items skew toward Primary care (38/64)
and under-represent high-acuity domains (Emer-
gency and Mental Health at 5 each, Pediatric at
0); the highest-stakes scenarios are therefore evi-
denced through the controlled Core and Hard splits
rather than external grounding, and our high-stakes
framing should be read as controlled-probe evi-
dence, not externally validated coverage. Relatedly,
of the five target phenomena, IMPLICATURE is

realized as a primary phenomenon only in Real-
Clean (33/64); the controlled Core and Hard splits
foreground Hedging, Indirect, Urgency, and Polite-
ness (with implicature appearing as a secondary
tag), so claims about implicature recognition rest
mainly on the smaller grounded split. Third, head-
room on these splits is narrow: against blind human
validation (Table 2), the best model score matches
single-annotator accuracy on Hard (both 90.6%)
and exceeds it on Real-Clean (90.6% vs. 86.5%),
while remaining below the stricter 3-vote majority-
gold rate on Hard (93.2%) and above it on Real-
Clean (87.5%), so top rankings should be read cau-
tiously. Finally, annotation remains subjective, ex-
pert review is targeted rather than exhaustive, and
English-only clinical communication leaves cross-
linguistic, cross-cultural, and community-specific
pragmatic variation for future work.

Ethical Considerations

PCP-Core-3000 and PCP-Hard-469 use synthet-
ically constructed clinical scenarios inspired by
real communication patterns. PCP-Real-Clean-
64 is derived from public-source MTS-Dialog
and ACI-Bench dialogues; the released split uses
DeepSeek-V4-Pro-assisted paraphrasing with de-
identification instructions, human-validated labels,
and expert-adjudicated inclusion decisions, and
does not redistribute raw source dialogues. Con-
sistent with responsible data-use checklist prac-
tices (Rogers et al., 2021), we did not collect pri-
vate patient records or use identifiable patient data.
The PCP benchmark is designed to evaluate model
capabilities, not to make clinical recommendations,
and performance on this benchmark should not be
interpreted as evidence of clinical readiness. Blind
validation and expert review were conducted on
benchmark items and labels rather than on model
outputs used for leaderboard ranking. Annotators
and expert reviewers saw de-identified materials,
hidden gold labels, and no source-side identifying
metadata. Assignment identifiers were used only
for batching, quality control, and response merging;
reviewer-facing packets, participant-facing packets,
identifier mappings, recruitment records, compen-
sation records, and institutional review documen-
tation are not part of the public release. Expert
reviewers included backgrounds in clinical commu-
nication, clinical NLP/LLM evaluation, and health
communication research; remove-level expert find-
ings were excluded from the final mask. We ac-



knowledge that clinical pragmatic evaluation in
English may not generalize to other languages and
cultural contexts, and we encourage multilingual
extensions of this work.

Data and code availability. The PCP bench-
mark (all 3,533 items across Core, Hard, and
Real-Clean), the derived result summaries, and
the evaluation and aggregation code are re-

leased under CC BY 4.0 at https://github.

com/Beiciccc/pecp—benchmark, with per-
row source attribution to MTS-Dialog and ACI-
Bench. Raw source dialogues are not redistributed;
Real-Clean provenance is recorded by HMAC so
that source records are verifiable without being ex-
posed. Raw per-call model outputs and annotation
administration records are likewise excluded, so
full model-row recomputation requires rerunning
the documented endpoints.

Ethical review and compensation. The anno-
tated materials are synthetically constructed clin-
ical scenarios and de-identified, paraphrased ex-
cerpts from publicly released dialogue corpora. No
private patient records, identifiable patient data, or
clinical care decisions were involved, and anno-
tation targeted benchmark items and labels rather
than participants’ own health information. Annota-
tors and expert reviewers were recruited and com-
pensated in line with institutional practice; the cor-
responding review, recruitment, and compensation
documentation is retained by the authors and is
available to the workshop organizers on request.
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A Audit Manifest

This appendix records audit details, statistical un-
certainty, and per-cell breakdowns that support
replication of the main paper. The construct defini-
tion, split definitions, primary results, limitations,
and ethical considerations are all stated in the main
paper. All numbers below come from the frozen
artifacts used to generate the reported results or the
retained reproducibility workspace.

A.1 Audit Map

The appendix covers final split composition, count
and mask checks, source provenance, artifact and
parse audits, validation and expert-review sum-
maries, statistical uncertainty, auxiliary diagnostics,
model metadata, and compact prompt-template de-
scriptions. It deliberately avoids placing full raw
model-response logs or private annotation adminis-
tration materials in the review PDF.

A.2 Source-Grounded Provenance

PCP-Real-Clean uses public-source-grounded para-
phrases from MTS-Dialog (Ben Abacha et al.,
2023b,c) and ACI-Bench (Yim et al., 2023a,b).
Released rows record an opaque HMAC of the
source-record identifier; the private HMAC key
and source-record mapping are excluded from the
public release and retained locally for audit only.
Raw source dialogues are not redistributed. Table 4
summarizes the released provenance record.

Table 4: Source-grounded provenance for PCP-Real-
Clean-64.

Source Items License Use in PCP

MTS-Dialog 48 CCBY 4.0 Speaker-side paraphrases
only; raw dialogues ex-
cluded.

ACI-Bench 16 CCBY 4.0 Speaker-side paraphrases

only; raw dialogues ex-
cluded.

The construction-assistance model recorded for
Real-Clean drafting is DeepSeek-V4-Pro. Final
released labels were assigned through blind human
validation, expert adjudication, revised-item reval-
idation, and expert sign-off rather than accepted
from construction suggestions (see Appendix B).
DeepSeek-V4-Pro is not in the eleven-system eval-
uation table.

A.3 Items Excluded from the Public Release

Raw source-dialogue repositories, private annotator
assignment keys, participant-facing packets, local
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runtime files, API credentials, raw closed/API re-
sponse logs, and the private Real-Clean HMAC
mapping are excluded from the public release. Re-
tained workspace paths recorded in metadata are
audit references only.

B Construction, Validation, and Expert
Sign-Off

B.1 Finalization Counts

Table 5 gives final release counts and task cover-
age. Core and Hard support both recognition and
generation tasks; Real-Clean is recognition-only.
Table 6 records the finalization flow preserved in
the released audit logs. Hard starts from a 500-item
close-distractor parent (450 pragmatic candidates
plus 50 direct controls); Real-Clean starts from an
80-item pre-final grounded parent. Table 7 gives
the split-level domain breakdown.

Table 5: Final split counts and task coverage.

Split Items Recognition Generation

PCP-Core-3000
PCP-Hard-469
PCP-Real-Clean-64

3000
469
64

3000
469
64

3000
469
0

Total 3533 3533 3469

Table 6: Finalization flow preserved in the current au-
dit artifacts. “Post-val.” denotes revised-item post-
validation removal before final sign-off.

Split Parent Exp. rm. Post-val. Blocked Final

3000 0 0 0 3000
500 7 10 14 469
80 8 4 4 64

Core
Hard
Real-Clean

Table 7: Split-level domain counts.

Domain Core Hard Real-Clean
Emergency 600 95 5
Geriatric 360 59 6
Mental health 540 88 5

360
600
540

Pediatric
Primary care
Specialist

B.2 Blind Validation

Table 8 expands the blind-validation summary ref-
erenced in the main paper. For final included rows,
blind validation covers all 469 Hard items, all 64
Real-Clean items, and a 300-item Core sample,
with three independent judgments per item. The
validation task asks whether annotators select a hid-
den final gold option from shuffled answer choices,



so we treat majority-gold, top-2-gold, zero-gold,
and confidence as primary quality statistics. Table 9
reports secondary choice-level Fleiss’ k and mean
pairwise agreement; these are diagnostic only, be-
cause answer letters are item-local labels and the
validation target is agreement with a hidden gold
option.

Table 8: Final blind-validation summary after expert
sign-off. Indiv. is single-annotator accuracy and Top-
2 the judgment-level rate at which gold is among an
annotator’s top two labels, both over all judgments; Maj.
and Zero are item-level percentages; confidence is on a
five-point scale.

Split Items Judg. Indiv. Maj. Top-2 Zero Conf.
Core 300 900 98.7 99.0 100.0 0.7 491
Hard 469 1407 90.6 932 97.7 32 457
Real-Clean 64 192 865 875 964 1.6 453
Aggregate 833 2499 932 948 984 22 4.69

Table 9: Secondary choice-level agreement diagnostics
after final-mask filtering. Pairwise agreement is the
mean agreeing-pair share per item.

Split Items Pairwise Fleiss’ <
Core 300 98.9 0.985
Hard 469 89.7 0.863
Real-Clean 64 80.2 0.733
Aggregate 833 92.3 0.897

B.3 Expert Review and Revised-Item Sign-Off

Targeted expert review covered 280 items and 496
reviews. At review level, clinical plausibility was
rated at least 4/5 in 94.96% of reviews, intent sup-
port at least 4/5 in 88.51%, clinical actionability
at least 4/5 in 95.16%, and context sufficiency at
98.19%. Unsafe or stigmatizing flags were 0%. At
item level, expert aggregation produced 226 keep,
39 revise, and 15 remove recommendations. Of
the 39 revise recommendations, 14 were dropped
at revised-item post-validation (10 Hard, 4 Real-
Clean; cf. Table 6) and the remaining 25 proceeded
to expert sign-off. Table 10 gives the review buck-
ets preserved in the assignment summary; Table 11
reports the final sign-off outcomes for those 25 re-
vised items: 7 were retained and 18 were blocked.
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Table 10: Expert-review buckets before final removals.

Bucket Items Reviews

80
160
40

96
320
80

Dialogue-grounded source items
Hard high-stakes pragmatic items
Core high-stakes sample

Total 280 496

Table 11: Final expert sign-off outcomes for revised
items.

Split Reviewed Retained Blocked

Hard 20 6
Real-Clean 5 1

14
4

Total 25 7 18

C Artifact, Parse, and Sensitivity Audits

C.1 Answer-Choice Integrity and Shortcut
Baselines

Answer positions are balanced by construction
in Core (750/750/750/750 across A/B/C/D) and
near-balanced in the smaller final splits (Hard
119/117/116/117; Real-Clean 17/19/11/17). No
final included row has a choice-metadata mismatch
or correct-index mismatch. Table 12 reports deter-
ministic shortcut baselines stored in the final arti-
fact audit. The Hard split’s largest residual artifact-
only signal is longest-word at 34.3%, still below
every evaluated model row on Hard. Real-Clean’s
length-only value is 34.4%, but the split has only
64 items and is reported as a small source-grounded
transfer check rather than a ranking-stable leader-
board.

We additionally report a clinical escalation-
keyword baseline that scores each answer option
by escalation cues (e.g. urgent, evaluate, assess,
screen, risk, safety) minus de-escalation cues (e.g.
monitor, routine, reassurance, follow-up) and se-
lects a most-escalation option, breaking ties at ran-
dom. On the 419 Hard pragmatic items it reaches
52.8% (vs. 25% chance), with the gold option be-
ing the unique most-escalation choice in 38.4% of
items and tied for most-escalation in a further 42%.
This baseline bounds how much recognition accu-
racy could be carried by a medical-conservatism
shortcut rather than pragmatic inference: every
evaluated system exceeds it by 24-37 pp on Hard
pragmatic items, but the gap is not unbounded,
motivating the minimal-pair control discussed in
the Limitations. The same baseline reaches only
30.5% on Core and 36.3% on Real-Clean prag-
matic items, so the escalation shortcut is bounded



well below model accuracy on all three splits. Strat-
ifying the Hard pragmatic items by the same score
gives a sharper control than the baseline ceiling
alone. The gold option is the unique argmax for
161 items, tied at the argmax for 176, and not at the
argmax for 82; on that last stratum a conservatism-
only policy is necessarily wrong. Pooled accu-
racy across the eleven systems is 83.7%, 85.5%,
and 89.8% on the three strata respectively, so ac-
curacy is highest exactly where the shortcut fails,
and 10/11 systems exceed 82% there (BioMistral-
7B, the weakest system overall, is the exception
at 68.3%). Per-model values are recomputed by
compute_escalation_lbaseline.py.

Table 12: Final artifact and shortcut baselines. All

numbers are accuracies in percent.

Baseline Core Hard Real-Clean Aggregate
Style-only 250 254 26.6 25.1
Punctuation-only 25.0 254 26.6 25.1
Starts-with 25.0 254 26.6 25.1
Length-only 202 252 34.4 22.1
Shortest-word 254 6.8 12.5 22.7
Longest-word 239 343 234 25.2
Distractor-marker 24.6 25.4 26.6 24.7
Mined n-gram 262 299 26.6 26.1

C.2 Parse-Failure Audit

Each recognition probe receives ten model runs
(five deterministic answer-order shuffles x two
prompt formats). Table 13 reports the nonzero
parse-failure cases and the zero-failure group.
BioMiistral-7B is the only system with non-trivial
per-call failure (about 46% of its Core runs fail to
follow the JSON answer format under the JSON
style), but probe-level majority recovery from at
least one parseable shuffle keeps its probe-level
no-parse count at 55 across the 3,533-probe main
evaluation.

Table 13: Recognition parse audit summary. Probe-level
no-parse counts are after majority aggregation.

Run fail Valid No-parse

0
0
55

Model group

0 35,330 each
1,152 34,178
15,728 19,602

Nine systems
MedGemma-27B-it
BioMistral-7B

C.3 Zero-Gold Sensitivity

Table 14 reports sensitivity to excluding the 18
final-included validation items where no annotator
selected the hidden gold option. Mean and max
accuracy deltas across the eleven evaluated systems
are all under 2.5 pp on Hard and under 1.5 pp
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on Real-Clean, so the main paper’s recognition
rankings are robust to dropping zero-gold items.

Table 14: Sensitivity to excluding final included valida-
tion items with zero blind gold votes. Accuracy deltas
are percentage points across the eleven evaluated model
rows; aggregate excludes all 18 zero-gold items from
the 3,533 main-evaluation probes.

Scope Zero items Val. share Mean A Max |A|
Core 2 0.7  +0.04 0.07
Hard 15 32 +1.43 2.31
Real-Clean 1 1.6 +0.78 1.44
Aggregate 18 22 +0.27 0.41

D Statistical Uncertainty

The retained bootstrap audit reports, for each
model/split cell, a percentile bootstrap 95% CI
from 1,000 resamples over that cell’s per-probe cor-
rectness vector; the paired between-model deltas
use the analogous paired percentile bootstrap over
shared probes. Table 15 lists the per-cell Cls
and the McNemar contrasts. On PCP-Hard-469,
representative 95% Cls include GPT-5.5 90.6%
[88.1, 93.2], Claude Opus 4.7 89.8% [87.0, 92.3],
MedGemma-27B-it 85.7% [82.5, 88.7], Gemma-
3-27B-it 84.0% [80.8, 87.2], and BioMistral-
7B 77.2% [73.3, 81.2]. On PCP-Real-Clean-
64, intervals are necessarily wide: GPT-5.5 and
MedGemma-27B-it are both 90.6% [82.8, 96.9],
while Gemini 3.1 Pro is 79.7% [70.3, 89.1]. Paired
McNemar tests use the exact two-sided binomial
test when the discordant count b + ¢ < 25 and a
continuity-corrected y? approximation otherwise;
every PCP-Real-Clean-64 pair falls in the exact
regime and every PCP-Hard-469 pair uses the x?
form. We report the single controlled base/instruct
pair (MedGemma-27B-it vs. Gemma-3-27B-it) to-
gether with pairs spanning the Hard accuracy-gap
range: the controlled pair is not significant on
Hard (p = 0.374) or Real-Clean (p = 0.727),
while large Hard contrasts such as GPT-5.5 vs.
BioMistral-7B reach p = 7 x 1077. These p-
values are unadjusted; under Bonferroni correction
across the 55 pairwise contrasts per split (thresh-
old ~ 0.05/55 ~ 9 x 10™%), 11 of the 26 nomi-
nally significant Hard contrasts survive, whereas
no PCP-Real-Clean-64 contrast reaches even nom-
inal significance (smallest p = 0.065), consistent
with treating Real-Clean as a range-level check
rather than a ranking. The MedGemma-vs-Gemma-
3 nulls are power-limited: with 62 discordant pairs



on Hard, a difference must reach |b — ¢| > 18 (a
~ 3.8 pp accuracy gap) to attain p < 0.05, so
the observed +1.7 pp lies below the minimum
detectable effect; on Real-Clean only 8 discor-
dant pairs remain, giving a minimum detectable
effect of ~ 12.5 pp. The paired-difference boot-
strap CIs are correspondingly wide: [—1.7,+5.1]
pp on Hard and [—4.7,+12.5] pp on Real-Clean.
For the within-block PCP-Core contrast (one di-
rect versus nine pragmatic variants per scenario—
context block), per-system means span +0.2 to
+2.1 pp across the ten near-ceiling systems, with
block-level bootstrap 95% Cls that exclude zero
for nine of them, and +10.0 pp for the lower-
accuracy BioMistral-7B; the pooled mean is +1.72
pp (block-level bootstrap 95% CI [1.3,2.2], 1,000
resamples over the 300 scenario—context blocks).
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Table 15: Statistical uncertainty diagnostics. CI rows give bootstrap 95% confidence intervals on recognition
accuracy (1,000 paired resamples per cell). McNemar rows give paired two-sided tests; p-values are unadjusted.

Diagnostic Model / comparison Split n Estimate Uncertainty / test
Bootstrap 95% Cls on PCP-Hard-469 (11 systems)

CI GPT-5.5 Hard 469 90.6% [88.1,93.2]
CI Claude Opus 4.7 Hard 469 89.8% [87.0,92.3]
CI GLM-5.1 Hard 469 89.3% [86.4,92.1]
CI Qwen3-30B-A3B-Instruct Hard 469 89.1% [86.4,91.7]
CI Mistral-Small-3.2-24B-Instruct Hard 469 87.4% [84.4,90.4]
CI Gemini 3.1 Pro Hard 469 87.2% [84.0, 90.0]
CI MiMo-V2.5-Pro Hard 469 87.0% [84.0, 89.8]
CI MedGemma-27B-it Hard 469 85.7% [82.5, 88.7]
CI Gemma-3-27B-it Hard 469 84.0% [80.8, 87.2]
CI MiniMax-M2.7 Hard 469 83.4% [79.7, 86.6]
CI BioMistral-7B Hard 469 77.2% [73.3,81.2]
Bootstrap 95% Cls on PCP-Real-Clean-64 (11 systems)

CI GPT-5.5 Real-Clean 64 90.6% [82.8,96.9]
CI MedGemma-27B-it Real-Clean 64 90.6% [82.8,96.9]
C1 MiniMax-M2.7 Real-Clean 64 89.1% [81.2,96.9]
CI Claude Opus 4.7 Real-Clean 64 87.5% [79.7, 95.3]
CI Gemma-3-27B-it Real-Clean 64 87.5% [78.1,95.3]
CI MiMo-V2.5-Pro Real-Clean 64 85.9% [76.6, 93.8]
CI GLM-5.1 Real-Clean 64 84.4% [75.0,92.2]
CI Qwen3-30B-A3B-Instruct Real-Clean 64 84.4% [75.0,92.2]
CI BioMistral-7B Real-Clean 64 82.8% [73.4,92.2]
Cl Mistral-Small-3.2-24B-Instruct Real-Clean 64 82.8% [71.9,92.2]
CI Gemini 3.1 Pro Real-Clean 64 79.7% [70.3, 89.1]
Paired McNemar tests (representative pairs)

McNemar MedGemma-27B-it vs. Gemma-3-27B-it Hard 469 +1.7 pp p=0.374
McNemar MedGemma-27B-it vs. Gemma-3-27B-it Real-Clean 64 +3.1pp p = 0.727
McNemar GPT-5.5 vs. MiMo-V2.5-Pro Hard 469 +43.6 pp p = 0.028
McNemar Claude Opus 4.7 vs. Gemma-3-27B-it Hard 469 +5.8 pp p = 0.001
McNemar GPT-5.5 vs. MiniMax-M2.7 Hard 469 47.2pp p<107*
McNemar GPT-5.5 vs. BioMistral-7B Hard 469 +13.4 pp p <1076

E Per-Cell Recognition Breakdowns on
PCP-Hard-469

The main paper reports aggregate Hard accuracy
and the direct-vs-pragmatic split. The underlying
per-cell audit decomposes Hard accuracy by clin-
ical domain (Table 16), primary pragmatic phe-
nomenon (Table 17), and utterance variant (Ta-
ble 18), with all values computed by majority vote
across ten recognition runs per probe under the
final inclusion mask. Table 19 additionally summa-
rizes per-split domain-level recognition across the
full release. Because several cells are small, these
analyses are diagnostic rather than ranking-stable.

Domain-level spread is widest in Pediatric
and Specialist items: on Hard, BioMistral-7B
reaches 45.6% on Pediatric, while Mistral-Small-
3.2 reaches 100.0% on Geriatric. Across the eleven
evaluated systems and the full release, Emergency
is the strongest domain (mean 97.9%), while Spe-
cialist is the weakest (mean 92.0%). Phenomenon-
level cells show the intended direct-vs-pragmatic
gap: direct controls range from 82.0-96.0%,
whereas pragmatic cells vary more across Hedging,
Indirect, Urgency, and Politeness. Variant-level
diagnostics show that the hardest utterance forms
are not uniform across models; BioMistral-7B is
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especially weak on casual/proxy and third-party
variants, while MedGemma-27B-it loses most on
casual and deflecting variants. These patterns moti-
vate the main paper’s conservative interpretation of
per-cell findings.



Table 16: Per-model recognition accuracy on PCP-Hard-469 by clinical domain (%). Column n counts Hard items
in each domain.

Model Emerg. Prim. Spec. Mental Pediat. Geriat.
n 95 85 85 88 57 59
GPT-5.5 98.9 894 882 88.6 78.9 96.6
Claude Opus 4.7 97.9 882 847 86.4 86.0 94.9
Gemini 3.1 Pro 96.8 859 859 81.8 87.7 83.1
MiMo-V2.5-Pro 90.5 859 788 86.4 87.7 94.9
MiniMax-M2.7 85.3 824 776 81.8 78.9 96.6
GLM-5.1 98.9 882 835 83.0 86.0 96.6
MedGemma-27B-it 84.2 859 753 92.0 89.5 89.8
BioMistral-7B 832 765 871 81.8 45.6 78.0
Gemma-3-27B-it 81.1 882 765 88.6 825 88.1
Mistral-Small-3.2 90.5 94.1 835 81.8 731 100.0
Qwen3-30B-A3B 96.8 812 847 89.8 84.2 98.3

Table 17: Per-model recognition accuracy on PCP-Hard-
469 by primary pragmatic phenomenon (%). Row n
gives the number of Hard items for each phenomenon
(Direct row covers the 50 direct controls).

Model Direct Hedging Indirect Urgency Politeness
n 50 182 141 49 47
GPT-5.5 94.0 90.7 88.7 87.8 95.7
Claude Opus 4.7 96.0 88.5 88.7 85.7 95.7
Gemini 3.1 Pro 92.0 87.4 87.2 81.6 87.2
MiMo-V2.5-Pro 96.0 83.0 87.2 85.7 93.6
MiniMax-M2.7 96.0 79.1 83.0 81.6 89.4
GLM-5.1 94.0 88.5 87.9 89.8 91.5
MedGemma-27B-it ~ 94.0 80.8 85.8 85.7 95.7
BioMistral-7B 82.0 73.6 75.9 79.6 87.2
Gemma-3-27B-it 86.0 81.3 87.2 77.6 89.4
Mistral-Small-3.2 96.0 86.8 83.7 85.7 93.6
Qwen3-30B-A3B 94.0 87.4 87.9 85.7 97.9
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Table 18: Per-model recognition accuracy on PCP-Hard-469 by utterance variant (%). Row n gives the number of
Hard items for each variant. Dir. is the direct control row; the remaining nine variants are pragmatic transformations.

Model Dir. Hed. Ind. Urg. Pol. Csl. Norm. 3rd. Euph. Defl.
n 50 47 47 49 47 47 42 48 46 46
GPT-5.5 94.0 957 872 87.8 957 83.0 90.5 91.7 935 87.0

Claude Opus 4.7 96.0 93.6 87.2 857 957 78.7 90.5 91.7 913 87.0
Gemini 3.1 Pro 92.0 91.5 91.5 81.6 872 83.0 88.1 875 87.0 82.6
MiMo-V2.5-Pro 96.0 83.0 83.0 857 93.6 78.7 833 958 87.0 82.6
MiniMax-M2.7 96.0 78.7 809 81.6 89.4 83.0 762 89.6 783 783

GLM-5.1 94.0 91.5 91.5 89.8 91.5 809 90.5 875 913 8438
MedGemma-27B-it 94.0 85.1 89.4 85.7 95.7 745 81.0 91.7 826 76.1
BioMistral-7B 82.0 787 851 79.6 872 63.8 762 68.8 76.1 739

Gemma-3-27B-it 86.0 787 894 776 89.4 872 73.8 89.6 848 82.6
Mistral-Small-3.2  96.0 89.4 85.1 857 93.6 894 857 833 826 826
Qwen3-30B-A3B  94.0 872 91.5 857 979 89.4 833 854 89.1 87.0

Table 19: Exploratory domain-level recognition analy-
sis. Counts are final-release items by split; mean and
range are aggregate recognition accuracy across the
eleven reported model rows, grouped by domain.

Domain Coren Hardn Realn Mean Range
Emergency 600 95 5 97.9  94.0-99.9
Geriatric 360 59 6 97.7 85.9-99.8
Mental health 540 88 5 94.6 73.1-97.6
Pediatric 360 57 0 96.6 87.5-98.6
Primary care 600 85 38 97.2 93.6-98.1
Specialist 540 85 10 92.0 65.0-98.1
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F Auxiliary Tasks

F.1 Phenomenon Classification

The auxiliary classification task asks the model
to predict the primary pragmatic phenomenon la-
bel (DIRECT, HEDGING, INDIRECT, URGENCY,
POLITENESS, IMPLICATURE) rather than the
speaker-action answer. The primary-phenomenon
gold distribution is dominated by Hedging and In-
direct in Core and Hard; IMPLICATURE primary
items occur in the source-grounded Real-Clean
split (33 of 64 items), so the classification label
set matches the six-option prompt template in Ap-
pendix H. Table 20 reports per-model primary and
lenient phenomenon-classification accuracy. Ten
of the eleven evaluated systems land at 56.6-64.5%
aggregate primary-phenomenon accuracy, with a
lenient “any annotated phenomenon” rate of 59.9—
68.4%. BioMistral-7B falls to 21.4% primary ac-
curacy and 22.8% lenient accuracy. The same ten
systems sit at 95.5-98.4% aggregate recognition
(Table 3), so naming the pragmatic mechanism is
consistently 32—40 pp harder than selecting the in-
tended clinical action under our protocol.

F.2 Distractor-Type Pickup on Hard
Pragmatic Errors

Each  PCP-Hard  pragmatic item  has

three close distractors with explicit type

tags: same_target_wrong_action,

adjacent_target_same_action, and
wrong_pragmatic_focus. Table 21 reports,
per model, how wrong picks on the 419 pragmatic
Hard items distribute across the three distractor
types. Models differ in which failure mode domi-
nates. BioMistral-7B and MiniMax-M2.7 mostly
choose the same_target_wrong_action
distractor (45-49% of errors), meaning they
identify the right clinical target but mirror the
speaker’s framing into the wrong action. GLM-5.1
and Qwen3-30B-A3B-Instruct mostly choose
wrong_pragmatic_focus (45.8-47.9%),
meaning their failures concentrate on literal-
content readings that miss the hedge or aside.
Mistral-Small-3.2 unusually concentrates on
adjacent_target_same_action (45%).
These distributions show that Hard errors do
not collapse to a single generic pattern. The
per-model wrong-pick totals here are computed by
the per-cell pipeline and may differ by a few items
(under 1 pp) from the Hard-pragmatic accuracy in
Table 3 owing to tie-breaking on a small number
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of probes; the type distribution is unaffected.

F.3 Generation Judge Detail

Generation analysis is a secondary diagnostic. We
follow a three-judge protocol (Claude Opus 4.7,
GPT-5.5, Gemini 3.1 Pro) over Core and Hard
generation outputs for the six API-accessed sys-
tems; Real-Clean is not a generation split. Ta-
ble 22 reports per-model success rates and 1-5
quality scores, and Table 23 reports pairwise judge
agreement and the drop-self ablation. Aggregate
overall-success rates span 77.6% for MiniMax-
M2.7 to 94.5% for Claude Opus 4.7. Mean
intent-match scores are 4.11-4.62, clinical-action
scores are 3.82—4.25, and pragmatic-cue scores
are 3.77-4.68. Pairwise Cohen’s x on binary
overall_success ranges from 0.20 to 0.53 be-
tween judge pairs, and two of three drop-self moves
exceed 2 pp, so generation rankings are treated as
suggestive rather than primary evidence. We re-
port two distinct £ summaries that should not be
conflated: the 0.20-0.53 range above is computed
between judge pairs (pooled over models), whereas
the x column of Table 22 is a per-model mean over
judge pairs and can fall slightly below the pooled
range (e.g. 0.18 for Claude Opus 4.7).



Table 20: Final auxiliary phenomenon-classification results. Primary accuracy uses phenomena_primary (or
DIRECT for direct controls); Any reports whether the prediction matches any annotated phenomenon.

Model Core P Core Any Hard P Hard Any RealP Real Any Agg. P Agg. Any
GPT-5.5 60.4 66.1 58.8 65.5 37.5 46.9 59.8 65.7
Claude Opus 4.7 59.9 66.1 60.1 66.3 59.4 68.8 59.9 66.2
Gemini 3.1 Pro 63.3 68.7 61.2 68.0 46.9 56.2 62.8 68.4
MiMo-V2.5-Pro 61.3 66.5 61.8 67.4 40.6 51.6 61.0 66.4
MiniMax-M2.7 579 60.7 53.9 56.5 37.5 50.0 57.0 59.9
GLM-5.1 58.8 63.4 58.2 64.4 46.9 54.7 58.5 63.3
MedGemma-27B-it 57.1 62.1 56.1 61.4 37.5 45.3 56.6 61.7
BioMistral-7B 21.2 225 235 24.5 15.6 20.3 214 22.8
Gemma-3-27B-it 57.8 63.0 58.4 63.8 453 54.7 57.6 62.9
Mistral-Small-3.2-24B-Instruct 57.8 60.7 55.0 58.0 453 51.6 57.2 60.1
Qwen3-30B-A3B-Instruct 65.1 68.0 65.0 68.0 29.7 359 64.5 67.4

Table 21: Distractor-type pickup distribution among
PCP-Hard pragmatic errors per model. Wrong is the
total number of pragmatic-Hard items the model got
wrong; the three percentage columns show what fraction
of those errors landed on each tagged close-distractor

type.
Model Wrong Same Tgt Adj. Tgt Wrong P.F.
GPT-5.5 40 325 30.0 37.5
Claude Opus 4.7 47 21.3 36.2 42.6
Gemini 3.1 Pro 58 34.5 29.3 36.2
MiMo-V2.5-Pro 59 44.1 30.5 254
MiniMax-M2.7 76 48.7 25.0 26.3
GLM-5.1 48 16.7 354 479
MedGemma-27B-it 64 34.4 37.5 28.1
BioMistral-7B 100 45.0 18.0 35.0
Gemma-3-27B-it 69 34.8 34.8 304
Mistral-Small-3.2 60 383 45.0 16.7
Qwen3-30B-A3B 48 333 20.8 45.8
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Table 22: LLM-judge evaluation of free-text generation outputs on Core and Hard only. Overall is the mean +
sample standard deviation of binary success rates across judges when an ensemble is used; « is the aggregate mean
pairwise Cohen’s k over overall_success. Intent, Action, and Cue are aggregate 1-5 means.

Model Core Overall Hard Overall Agg. Overall x Intent Action Cue Unsup. Unsafe
GPT-5.5 93.8+5.3 95.1+3.8 94.0+5.1 020 4.58 423 455 1.5 0.1
Claude Opus 4.7 94.4+5.5 95.4+4.3 94.5+5.3 0.18 4.62 425 4.62 2.1 0.1
Gemini 3.1 Pro 82.6414.2 93.846.1 84.1+129 027 431 385 429 10.0 0.5
MiMo-V2.5-Pro 88.0+9.5 89.447.8 88.24+9.3 032  4.39 3.99 438 5.8 0.3
MiniMax-M2.7 77.3+9.0 79.4410.7 77.64+9.3 049  4.11 382 3.77 10.2 1.9
GLM-5.1 89.1+10.9 90.8+9.1 89.3+10.7 0.23  4.49 4.09 4.68 13.6 0.8

Table 23: Generation-judge agreement and drop-self ablations.
overall_success. Drop-self reports aggregate success after removing a judge that matches the evaluated

model family.

Cohen’s k is computed on binary

Section Comparison n «/All Drop-self
Pairwise =~ Claude Opus 4.7 vs Gemini 3.1 Pro 62442 0.276 -
Pairwise ~ Claude Opus 4.7 vs GPT-5.5 62442  0.533 -
Pairwise =~ Gemini 3.1 Pro vs GPT-5.5 62442  0.202 -
Drop-self  Claude Opus 4.7 (drop self) - 94.5 94.3
Drop-self ~ Gemini 3.1 Pro (drop self) - 84.1 76.8
Drop-self  GPT-5.5 (drop self) - 94.0 96.3
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G Evaluation Protocol and Model
Metadata

G.1 Recognition Protocol

Each recognition probe is evaluated with five de-
terministic answer-order shuffles (seeds 101, 203,
307, 409, 503) under two prompt formats (letter-
only and JSON-answer), giving ten recognition
runs per probe. Predictions are canonicalized by
answer text rather than answer position, no-parse
probe-level majorities are counted as incorrect, and
final accuracy is reported after applying the 3,533-
row inclusion mask. The shared prompt-template
SHA-256 hash and per-run task hashes are stored
in retained run metadata.

G.2 API-Accessed Models

API-accessed identifiers recorded in the frozen run
manifest are gpt-5.5, claude-opus—-4-7,
gemini-3.l-pro-preview,
mimo-v2.5-pro, MiniMax-M2.7, and
z—ai/glm-5.1. Access times are between
2026-05-13 23:37 and 2026-05-15 01:49 UTC.
Recognition max-token settings are 128 for
GPT-5.5 and Claude, 512 for Gemini and GLM,
3072 for MiMo, and not recorded for MiniMax.
These API identifiers are mutable provider family
aliases rather than dated snapshots, so the API
rows are reproducible in protocol and pinned
only by the recorded access timestamps above;
the open-weight rows are version-pinned by the
Hugging Face revision hashes below.

G.3 Open-Weight Models

Open-weight systems are served through
OpenAl-compatible local vLLM endpoints in
bf16 with no quantization. Recognition max
tokens are 20 and classification max tokens
are 12. Retained Hugging Face revision pre-
fixes are MedGemma-27B-it 2d3e00ea38b5,

BioMistral-7B  9allelffa817, Gemma-3-
27B-it 005ad3404e59, Mistral-Small-3.2
95a6d26c4bfb, and Qwen3-30B-A3B

0d7c£23991f4. BioMistral ran under vLLM
0.10.2 on RTX 4090 hardware; the other open-
weight systems used vLLM 0.11.2 on RTX PRO
6000 hardware.

H Prompt Templates

Prompt templates use a shared recognition body
with clinical context, speaker utterance, the ques-
tion “What is the speaker’s most likely underly-
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ing communicative intention?”, and four speaker-
centered answer choices.

Recognition (letter style). The letter-style
prompt asks the model to return only one capital
letter: A, B, C, or D.

Recognition (JSON style). Same task body, with
the instruction replaced by a request for a JSON
object whose answer field contains the selected
letter.

Auxiliary classification. The classification
prompt uses the same context and utterance
fields and asks which pragmatic phenomenon
best describes the utterance, with options
DIRECT, HEDGING, INDIRECT, URGENCY,
POLITENESS, and IMPLICATURE.

Generation. Generation prompts ask for the
speaker’s likely intended clinical action and the
pragmatic cue, using concise, clinical, and
json styles.



