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Abstract

As large language models generate increas-
ingly high-quality responses, recent work on re-
sponse evaluation has moved beyond response-
centered criteria, such as correctness and co-
herence, toward user-centered criteria, includ-
ing user preferences and perceived usefulness.
This shift is fundamentally important for de-
veloping technologies that are truly useful to
real-world users. While conventional response
evaluation quantifies the quality of the response
itself, users’ satisfaction in real conversations
also depends on their subjective preferences
and perceptions of usefulness, which do not
necessarily align with response quality. This
study investigates whether such user-centered
signals can be detected from conversational text.
Specifically, we analyze user utterances with
self-reported dissatisfaction labels to examine
whether user dissatisfaction in text can be de-
tected. In English interaction, models using
user utterances exceeded the 17.8% dissatisfac-
tion label prevalence in AUPRC by up to 15
percentage points. These results suggest that
user utterances reveal cues to implicit dissatis-
faction. Furthermore, changes from the imme-
diately preceding user utterance may improve
dissatisfaction detection, with anomaly detec-
tion methods appearing particularly effective.

1 Introduction

Recent advances in large language models (LLMs)
have enabled increasingly fluent and sophisticated
response generation, leading to their growing
use in chat-based text interactions, such as Chat-
GPT! (Chatterji et al., 2025). Iterative dialogue
between users and LLMs has now become common-
place, and LLMs are increasingly being positioned
as communication partners in contexts convention-
ally dominated by human—human interaction (Yang
et al., 2024; Tanguy et al., 2025; Flathmann et al.,
2025). With the continued expansion of their social
use, opportunities for interaction with non-human
agents are expected to grow further, raising the stan-
dards users expect from such interactions.
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What's the expression when you squeeze
your hands within each other?

Y

4
(]
The expression you are referring to, where you squeeze one hand
within the other, often with interlocking fingers,
is commonly known as "clasping” or "interlocking" your hands.
This gesture can convey different emotions or meanings
depending on the context and the accompanying body language.
It can be a sign of nervousness, self-comfort, concentration,
or simply a way to relax one's hands.
In some cases, it may also symbolize unity or connection,
especially when two people clasp hands together.
g Not really clasping. o
o€
[ ]

If you're not referring to clasping or interlocking your hands,

but instead, you mean when you press your hands tightly together
with fingers extended and palms touching,

the term for ... (70 more words)

jum}

Figure 1: Data format for dissatisfaction detection.
Given a user utterance after a system response, the task
is to detect whether it reflects user dissatisfaction, using
self-reported labels as ground truth.

Traditionally, the evaluation of model-generated
responses has focused primarily on the responses
themselves, with an emphasis on correctness and
coherence (Lowe et al., 2017; Zheng et al., 2023;
Lin and Chen, 2023; Mendonga et al., 2024). In
recent years, response-centered evaluations have
demonstrated strong performance (Zhang et al.,
2020; Lin and Chen, 2023). However, users’ evalua-
tions of system responses are shaped not only by re-
sponse qualities, but also by subjective factors such
as user preferences (Dybkjar and Bernsen, 2001;
Fu et al., 2025). Indeed, prior work has shown
that human preferences do not always align with
response correctness or objective quality (Li et al.,
2024; Sharma et al., 2024). These findings suggest
that, as generated responses become more fluent
and sophisticated, LLMs need to look beyond cor-
rectness and account for users’ preferences and in-
tentions (Lin et al., 2024; Liu et al., 2025). Recent
studies have therefore estimated user emotions or
satisfaction from observable textual signals, such as
user utterances, and used them to evaluate system re-
sponses (Ghazarian et al., 2022). These approaches
implicitly assume that users’ affective states are re-
flected, at least to some extent, in their utterances
and can be detected by third-party annotators or
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models. However, even when users experience spe-
cific emotions, these internal affective states are not
always explicitly expressed in text (Katada et al.,
2024; Koga et al., 2024). Moreover, user satisfac-
tion is not simply positive or negative sentiment, as
it depends on whether users’ needs, goals, or pref-
erences are fulfilled (Deng et al., 2022). Precisely
because response generation quality has substan-
tially improved, it is now important to understand
satisfaction- or dissatisfaction-related user states
from conversational interactions.

In this study, we investigate to what extent user
dissatisfaction can be detected from subsequent
user utterances in text-based chat interactions. We
treat dissatisfaction as an affective reaction that
arises when a system response is perceived as fail-
ing to meet the user’s intent, preferences, or needs.
As illustrated in Figure 1, we formulate this as an
utterance-level detection task using real ChatGPT
dialogues. We test multiple input conditions based
on user utterances, including conditions that incor-
porate preceding system response or user utterance.
Using binary classification and anomaly detection,
we further evaluate dissatisfaction detectability and
explore how user dissatisfaction tends to appear
in text. The results indicate that user dissatisfac-
tion can be detected to some extent, and suggest
that behavioral and stylistic deviations from a prior
state may provide informative cues for detecting
dissatisfaction, particularly in anomaly detection.

2 Related Work

2.1 System Evaluation in Interaction with AI

Prior studies on human—Al interaction have widely
adopted automatic evaluation methods that focus on
system responses. Such methods include automatic
evaluators trained on human judgments (Lowe et al.,
2017) and LLM-as-a-judge approaches (Zheng
et al., 2023; Lin and Chen, 2023). In addition to
evaluating positive aspects such as response qual-
ity, recent work has highlighted the importance of
incorporating negative aspects such as dissatisfac-
tion (Abolghasemi et al., 2024), and datasets an-
notated with users’ own dissatisfaction have also
been introduced (Kim et al., 2024). Several recent
studies have further explored user utterances as sig-
nals of user reactions, because they often contain
requests and emotions directed toward system re-
sponses (Ghazarian et al., 2022; Liu et al., 2025).
Building on this line of research, this study focuses
on dissatisfaction latent in user utterances.
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2.2 Emotion Estimation

To improve dialogue quality, extensive research has
been conducted on estimating emotions at the ut-
terance level. Representative methods include Di-
alogueRNN (Majumder et al., 2019), fine-tuned
models such as BERT and RoBERTa (Qin et al.,
2023), and more recent LLM-based methods (Feng
et al., 2024; Hernandez Caralt et al., 2025). Many
of these studies rely on emotion labels provided
by third-party annotators rather than by the users
themselves (Busso et al., 2008; Poria et al., 2019;
Lietal., 2017; Sun et al., 2021; See and Manning,
2021). On the other hand, it has been reported that
emotions perceived by third-party annotators often
do not match users’ actual emotions (Truong et al.,
2012; Komatani et al., 2023; Numaya et al., 2025;
Kajiwara et al., 2021). Since this study focuses on
users’ reactions to system responses rather than the
correctness of the responses, we examine dissatis-
faction detection within the framework of emotion
estimation using self-reported labels.

2.3 Emotional Expression in Human—-AI
Interaction

Prior research in psychology suggests that com-
munication with non-human agents may exhibit
characteristics distinct from human-human interac-
tion (Gero et al., 2023; Mysore et al., 2025), includ-
ing the facilitation of negative emotion externaliza-
tion (Ho et al., 2018). This property may provide
clearer and more interpretable cues for analyzing
negative effects, such as dissatisfaction, arising dur-
ing dialogue with Al

3 Experimental Setup

3.1 Dissatisfaction Detection

In this study, dissatisfaction is treated as an affec-
tive reaction that arises when a system response is
perceived as failing to sufficiently meet the user’s
intent or preferences. We investigate the extent to
which such dissatisfaction can be detected from sub-
sequent user utterances in text-based chat interac-
tions. Specifically, we used user utterances as input
and treated labels derived from users’ self-reported
dissatisfaction with the immediately preceding sys-
tem responses as the ground truth.

3.2 Dataset

To analyze dissatisfaction at the level of individ-
ual user utterances, we used the ChatGPT Dissatis-
faction Dataset (Kim et al., 2024), specifically its
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Figure 2: The four conditions used in the experiment. By examining these input conditions, we evaluate the
effectiveness of detecting dissatisfaction using user utterances.

English subset, containing the largest number of
annotated instances. The dataset comprises inter-
actions in which users labeled system responses
from ChatGPT as dissatisfying. In this study, a user
utterance was labeled as dissatisfied when it imme-
diately followed a system response that the user had
self-reported as dissatisfying, because such utter-
ances could potentially reflect latent dissatisfaction;
otherwise, it was labeled as non-dissatisfied. To en-
sure reliability, we conducted a preprocessing step
to remove incomplete instances. The final dataset
contains 107 dialogues and 824 utterances, of which
approximately 17.8% are labeled as dissatisfied.
Given the limited dataset size, five random splits
were created, partitioning the data into training, val-
idation, and test sets with a 6:1:3 ratio>.

3.3 Input Settings

Let u; denote the user utterance at turn ¢ in a di-
alogue of length L (total turns), and s; denote
the corresponding system response. The dialogue
is represented as a sequence of utterance pairs
{(ut,s¢)}~,. For dissatisfaction detection cen-
tered on u;, four input conditions were defined, as
illustrated in Figure 2. The System uses only the
immediately preceding system response s;_1, for
the comparison with conventional response-based
methods (Lowe et al., 2017; Zheng et al., 2023;
Lin and Chen, 2023). The User uses only uy, to
examine how much dissatisfaction is inferred from
the user utterances. The System+User incorporates
both s;_1 and w; to interpret u; as a reaction to the
preceding system response (Ghazarian et al., 2022;
Liu et al., 2025). The User.,,+User uses the pair
of u;_1 and uy to investigate whether dissatisfaction
manifests as the change in user utterances.

’Details of the dataset are provided in the Appendix A.

3Utterances from the same dialogue may appear in different
splits; however, each instance uses only the current and at
most one previous utterance. Therefore, this setup does not
introduce direct contamination of extended dialogue context
from the training data into the test data.
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To evaluate the extent to which dissatisfaction can
be detected from user utterances, two approaches
were employed: binary classification, commonly
used for emotion estimation (Mahato et al., 2024,
Kubo et al., 2025), and anomaly detection, which
is suited to imbalanced data (Barrett et al., 2022).

Methods and Output

Binary Classification. In the binary classifica-
tion setting, each u; was classified as either dis-
satisfied or non-dissatisfied. Both BERT-based
and GPT-based models, widely used in prior work,
were adopted. For BERT-based models, given the
limited dataset size, which may be insufficient for
fine-tuning large models (Turc et al., 2019; Zhang
et al., 2024; GrieBhaber et al., 2020), compact vari-
ants—BERT-small* and BERT-mini®> —were fine-
tuned (Bhargava et al., 2021; Wasserblat et al.,
2020). These models output the probability of the
dissatisfied class on the test set. For GPT-based
models, GPT-5.1 was used with prompting-based
approaches, specifically zero-shot and two-shot set-
tings, to classify utterances without additional train-
ing (Mahato et al., 2024; Kubo et al., 2025)°.

Anomaly Detection. Given the class imbalance,
with a relatively small proportion of dissatisfied
utterances, anomaly detection was additionally per-
formed by treating dissatisfied utterances as anoma-
lies. Specifically, inputs were converted into embed-
dings, and anomaly scores were computed in the re-
sulting vector space. For embedding models, bert-
base-uncased’ (BERT) and text-embedding-
3-1large® (GPT) were used, following recent find-
ings that embedding-based anomaly detection meth-

*https://huggingface.co/prajjwall/
bert-small
Shttps://huggingface.co/prajjwall/bert-mini
®Model configurations are provided in the Appendix B.
"https://huggingface.co/google-bert/
bert-base-uncased
Shttps://developers.openai.com/api/docs/
models/text-embedding-3-large
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Input setting

Category Method System User System+User Userpren. +User
(s¢=1) (ue) (st—1 + wt) (we—1 + ue)

BERT-small 320+69 331427 330£63(-0.1) 33.2+3.1(+0.1)

Binary Classification BERT-mini 31,1 £ 62 309429 303+£73(-0.6) 264+32(—4.5)
GPT-5.1 (zero-shot) 203 +£24 259+25 1994+0.7(-6.0) 23.7+£20(-2.2)
GPT-5.1 (two-shot) 189+ 1.1 26.1+28 207+£09(-54) 26.0+3.1(-0.1)
LOF (BERT) 243420 212442 2554+42(+43) 22.0+3.4(+0.8)
LOF (GPT) 262+12 20.0+2.1 275+£25(+7.5 32.8+4.6(+12.8)
LUNAR (BERT) 214+20 21.54+£29 226+28(+1.1) 24.0+3.4(+2.5)

Anomaly Detection LUNAR (GPT) 253+3.6 20.1+34 286+37(+85  29.6+7.8(+9.5)
AE (BERT) 21,1 +£1.6 227+50 227+12(£0.0) 23.4+2.1(+0.7)
AE (GPT) 259+23 205417 259+£21(+54) 29.1 +£3.6(+8.6)
VAE (BERT) 204 +2.1 202441 233+£1.8(+3.1) 21.2+22(+1.0)
VAE (GPT) 215+ 1.1 19.14£2.0 220+£29(+29) 233+24(+4.2)

Table 1: AUPRC for dissatisfaction detection (mean =+ standard deviation over five random splits, %). Values in
parentheses indicate differences from the User condition. For anomaly detection, the embedding model is shown in
parentheses. The random baseline is 17.8%, equal to the prevalence of dissatisfied utterances in the test data.

ods are effective in NLP and that both BERT-based
and OpenAl embeddings achieve competitive per-
formance (Li et al., 2025). We used Local Out-
lier Factor (LOF) (Breunig et al., 2000), LUNAR
(Unifying Local Outlier Detection Methods via
Graph Neural Networks) (Goodge et al., 2022), Au-
toencoder (AE) (Aggarwal, 2017), and Variational
Autoencoder (VAE) (Kingma and Welling, 2013;
Burgess et al., 2018)°. During evaluation, anomaly
scores were assigned to the test set.

3.5 Evaluation Metric

Given the class imbalance, the area under the
precision—-recall curve (AUPRC) was adopted. For
AUPRGC, the positive class prevalence corresponds
to the expected performance of a random base-
line (Saito and Rehmsmeier, 2015). Because dissat-
isfied utterances account for 17.8% of the dataset
used in this study, 17.8% was used as the reference
value for interpreting AUPRC.

4 Results and Analysis

Using the methods described in Section 3, we ex-
amined whether user dissatisfaction can be detected
from user utterances and analyzed which input con-
ditions facilitate such detection. Each method was
evaluated on all five random stratified splits. Ta-
ble 1 reports the mean and standard deviation of
the AUPRC across the five splits.

4.1 Dissatisfaction Detection Performance

The results in the User column of Table 1 show
the score of dissatisfaction detection when only

9Details of the methods are provided in the Appendix C.
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u; was used as input. Across all binary classifica-
tion and anomaly detection methods, AUPRC con-
sistently exceeded the dissatisfaction prevalence.
These findings indicate that user dissatisfaction can
be detected to some extent. However, overall per-
formance remained moderate, suggesting that user
utterances do not consistently reflect users’ latent
affective states in a detectable form.

The System column in Table 1 reports scores
when only s;_; was used as input. In the binary
classification setting, User outperformed System
across all models except BERT-mini, and the differ-
ence was statistically significant for the GPT-based
models'®. This suggests that directly modeling user
reactions can be generally more useful for dissat-
isfaction detection than relying solely on system
responses. In contrast, in anomaly detection, User
yielded lower scores than System for many meth-
ods, indicating that the effectiveness of User inputs
depends on the modeling approach.

4.2 Effect of Adding System Response

The System+User column in Table 1 reports scores
when s;—; was added to u; as input. The Sys-
tem+User condition was often comparable to or
better than the System condition, perticularly in
anomaly detection. This suggests that information
contained in user utterances contributes to effective
dissatisfaction detection. In the binary classifica-
tion setting, AUPRC scores were lower than those of
the User condition, which used only u;, with larger
and statistically significant declines observed for the
GPT-based models. To examine this effect, Table 2

10Full significance test results are provided in Appendix D.



Interaction

To implement the search() method on the client
side, you’ll need to communicate with the server ...

displaySearchResults(results)

St—1

Ut

Table 2: Example of a non-dissatisfied utterance that is
incorrectly classified as dissatisfied under System+User
in binary classification setting.

presents an example in which only the System+User
condition incorrectly classified a non-dissatisfied ut-
terance as dissatisfied in GPT-based models. In this
example, u; lacks contextual coherence with s;_1,
and the resulting topic shift may be misinterpreted
as a signal of dissatisfaction. This interpretation is
consistent with prior findings that dissatisfied users
shift topics or change request types during interac-
tions with LLMs (Kim et al., 2024). However, as
this example illustrates, natural topic shifts can also
occur without dissatisfaction. These findings sug-
gest that while incorporating preceding context can
provide useful cues for dissatisfaction detection, it
may also introduce errors for certain utterances.

4.3 Effect of the Previous User Utterance

The Userpey,+User column in Table 1 reports
scores when u;_; was added to u;. In the binary
classification setting, AUPRC scores were lower
than those of the User, but remained higher than
the System condition, with statistically significant
differences observed for the GPT-based models. In
anomaly detection, Usery., +User achieved the
highest scores among almost all input settings, with
statistically significant differences observed for sev-
eral comparisons. At the same time, incorporating
the preceding user utterance did not improve per-
formance in the binary classification setting. These
results suggest that, particularly for anomaly de-
tection, certain signals of dissatisfaction are diffi-
cult to detect from u; alone but become more de-
tectable when changes relative to u;_; are consid-
ered. Based on this finding, Section 5 focuses on
dissatisfied utterances that are more readily detected
under the User,., +User condition and analyzes
their characteristics.

5 Discussion: Why Previous User
Utterances Help Detect Dissatisfaction
5.1 Comparison Setup

Hypotheses. Based on the results in Sec-
tion 4, anomaly detection with GPT-based em-
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Context- Consistently
Metric advantaged  high-scoring
Utterance length (u) 104 27.6
Style vector
Cosine similarity 0.741 0.932
A Ly 10.56 5.84

Table 3: Comparison of utterance length and style fea-
tures. High-scored in u;_1 4 u; cases (left) vs. consis-
tently detectable dissatisfaction utterances (right).

beddings shows larger improvement when using
Userprey, +User compared with User. Two possible
explanations are considered: (i) even when dissat-
isfaction is expressed in u;, the information of wu,
alone may be insufficient to fully capture its context;
and (ii) dissatisfaction may become more detectable
when changes in user behavior between u; and u;—1
are taken into account. To examine these hypothe-
ses, utterance length is analyzed as a proxy for the
amount of information contained in each utterance
(Section 5.2), and changes in style vectors are ana-
lyzed to capture behavioral shifts (Section 5.3).

Subsets for Hypothesis Testing. To test these
hypotheses, we picked up two subsets of dissatis-
fied utterances under the following conditions and
compared them to identify patterns for which incor-
porating the previous user utterance is particularly
effective in detecting dissatisfaction. The first set,
context-advantaged, consists of dissatisfied utter-
ances that fall within the top 20% of anomaly scores
under User ey, +User and whose anomaly scores ex-
ceed those under User. The second set, consistently
high-scoring, consists of dissatisfied utterances that
fall within the top 20% of anomaly scores across
User, System+User, and User ., +User. The first
set contains 30 dissatisfied utterances, and the sec-
ond set contains 24 dissatisfied utterances.

5.2 Utterance Length

To examine Hypothesis (i), differences in the word
length of u; were analyzed. As shown in Table 3
(utterance length), the average length of u; in the
context-advantaged set was 10.4 words, which was
shorter than the average of 27.6 words in the consis-
tently high-scoring set. This difference was statisti-
cally significant according to the Mann-Whitney U
test (Mann and Whitney, 1947; Aldihan et al., 2022;
Dawkins et al., 2025) (p < 0.05). Table 4 presents
an example in which dissatisfaction becomes easier
to detect under the User,.,,+User condition, par-



Interaction

ut—1 INSTAGRAM BIO FOR A APPLE WATCH
SHOP’S INSTGRAM

st—1  Timekeepers of Innovation Your destination for all
things Apple Watch! Discover the perfect ...

Ut SHORTER

Table 4: Example of a dissatisfied utterance with a short
uy, which improves detection under User,,,, +User com-
pared to other conditions.

ticularly when wu; is short. In this case, u; alone
conveyed limited information; however, incorpo-
rating u;—1 provided contextual cues that facilitate
interpretation of u; as expressing dissatisfaction
with the preceding response or as an additional re-
quest. These findings suggest that, for dissatisfied
utterances correctly identified as anomalies when
u¢—1 1s included, the standalone utterance u; may
lack sufficient cues, and the inclusion of u;_1 com-
pensates by providing contextual information.

5.3 Stylistic Changes

To examine Hypothesis (ii), changes in the user style
between u;—; and u; were analyzed using word
style vectors (Akama et al., 2018), which represent
stylistic properties in an embedding space. Specifi-
cally, an utterance-level style vector was computed
by averaging the word style vectors within each ut-
terance. Style changes were then quantified using
cosine similarity and the L2 norm of the difference
vector between u;—1 and ug.

As shown in Table 3 (style vector), the context-
advantaged set exhibited lower cosine similarity
and larger A Lo than the consistently high-scoring
set. These differences were statistically significant
according to the Mann-Whitney U test (cosine sim-
ilarity: p < 0.05, ALs: p < 0.05). These results
indicate that the context-advantaged set is character-
ized by greater stylistic shifts between consecutive
user utterances. This suggests that capturing such
behavioral changes contributes to dissatisfaction de-
tection, and that anomaly detection methods may be
particularly well-suited to capturing these signals.

Table 5 presents an example in which dis-
satisfaction becomes easier to detect under the
Userprey,+User condition, accompanied by a
change in user style. In this case, u; exhibited
stylistic shifts, such as lexical omission, relative
to uy—1, and the cosine similarity (0.49) was lower
than the corresponding values reported in Table 3.
This suggests that modeling behavioral changes be-
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Interaction How do i uninstall wgcebas from

my pc
I’'m not familiar with a program
called "wgcebas,” so I can’t
provide specific instructions for
uninstalling it. However, I can
give you general guidance on how
to uninstall software from your
PC...

Isnt there other way to delete it

Cosine similarity: 0.49, AL2: 15.59

Ut—1

St—1

Ut

Scores

Table 5: Example of a dissatisfied utterance with ob-
servable stylistic changes between u;_1 and u;, which
improves detection under User,,,, +User compared to
other conditions.

Interaction w:—1 10 more

Certainly! Here are ten more
unusual uses for a brick:1. DIY
stepping stones: Use bricks as
molds for creating custom
stepping stones...

5 more

St—1
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Cosine similarity: 0.96, AL2: 2.60

Scores

Table 6: Example of a dissatisfied utterance that receives
alow anomaly score in anomaly detection but is correctly
detected by binary classification, where dissatisfaction
is expressed as repetition of similar requests.

tween uy—1 and u, facilitates interpretation of the
utterance as expressing dissatisfaction with the pre-
ceding system response.

5.4 Challenges of Stylistic Change

As discussed above, stylistic changes between con-
secutive user utterances can contribute to dissatis-
faction detection, particularly in anomaly detection.
In contrast, dissatisfaction may also appear without
clear stylistic changes, making it difficult to detect
using anomaly detection. In this subsection, we ana-
lyze such cases under the User ), +User condition
by comparing with binary classification.

Table 6 presents an example in which dissatisfac-
tion was difficult to detect using anomaly detection,
but was correctly identified by binary classification.
In this case, similar requests are repeated in u;—
and u;, and the cosine similarity was high (0.96),
indicating highly similar utterance styles. Prior
work has shown that users can signal dissatisfac-
tion by repeatedly rephrasing the same query (Lin
et al., 2024; Kim et al., 2024). In this example, dis-
satisfaction is expressed through repetition rather
than stylistic change, making it difficult to detect by



Dissatisfied

Language Dialogues Utterances Utterances (%)
English 107 824 147 (17.8)
Polish 20 152 20 (13.2)
Spanish 6 29 6 (20.7)
Japanese 26 192 50 (26.1)

Table 7: Statistics of the multilingual datasets.

anomaly detection. Consequently, anomaly detec-
tion methods that rely on deviations from the pre-
vious utterance, as discussed in Section 5.3, fail to
capture dissatisfied utterances with minimal change.
These findings suggest that dissatisfaction can be
expressed in multiple forms, including those that
rely on cues beyond stylistic changes.

6 Evaluation in Multilingual Settings

The expression of user dissatisfaction may vary
across languages and cultural contexts. As an ex-
ploratory analysis, we therefore examine how the
English-based findings in Section 4 appear in three
additional languages, Polish, Spanish and Japanese.

Experimental Setup. In the ChatGPT Dissatis-
faction Dataset, we selected Polish and Spanish
as additional non-English languages, as they were
among the largest available subsets after English.
In addition, to increase linguistic diversity in the
multilingual setting beyond languages written pri-
marily in the Latin alphabet, we newly collected
Japanese dialogue data'! following the original data
collection procedure and annotated them with self-
reported dissatisfaction labels. All languages were
preprocessed using the same steps as the English
data. Dataset statistics are shown in Table 7. As
the datasets for each language are smaller than
the English dataset and insufficient for training,
anomaly detection using LOF was applied only
at test time to examine the expression of dissat-
isfaction. For BERT-based embeddings, we used
language-specific pretrained BERT models for Pol-
ish, Spanish, and J apaneselz, while we used text-
embedding-3-large for GPT-based embeddings,
following the English experiments'>.

"https://crowdsourcing.yahoo.co. jp/
Zpolbert: https://huggingface.co/dkleczek/
bert-base-polish-uncased-vil
BETO: https://huggingface.co/dccuchile/
bert-base-spanish-wwm-uncased
BERT base Japanese: https://huggingface.co/
tohoku-nlp/bert-base-japanese-v3
PDetails of the settings are provided in Appendix E.
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Input setting

System User System+User Useryr,+User

Polish

BERT 314 16.8 30.0(+13.2) 15.9(-0.9)

GPT 328 159 37.5(+21.6) 16.7(+0.8)
Spanish

BERT 552 385 442(+57) 23.5(—15.0)

GPT 345 256 41.0(+154) 30.6 (+5.0)
Japanese

BERT 359 30.5 358(+5.3) 26.2(—4.3)

GPT 333 31.7 354(+3.7) 30.7(—1.0)

Table 8: AUPRC for multilingual dissatisfaction detec-
tion using LOF under each condition and embedding
model (%). Values in parentheses indicate differences
from the User condition. The random baseline is 13.2%
for Polish, 20.7% for Spanish, and 26.1% for Japanese.

Results and Discussion. Table 8 reports the per-
formance of dissatisfaction detection on multilin-
gual datasets. The advantage of the User,,,, +User
condition observed in the English experiments was
not evident in the multilingual setting. In contrast,
the User condition yielded relatively lower perfor-
mance in the multilingual settings, and the Sys-
tem+User conditions achieved higher scores. Addi-
tionally, Polish and Spanish showed the similar ten-
dency across conditions. These results suggest that
the expression of dissatisfaction may vary across
languages and cultures. While changes relative to
u;—1 provided useful cues in English, such cues
may be less accessible from user utterances in these
languages. These findings underscore the need for
careful analysis when extending dissatisfaction de-
tection to other languages. Future work should be-
gin by developing larger multilingual datasets. This
would make it possible to apply the same training-
based anomaly detection used in the English exper-
iments to other languages, allowing comparisons
under more consistent methodological conditions.
It would also help distinguish the effects of dataset
size and methodology from language- and culture-
related differences in dissatisfaction detection.

Qualitative Analysis. In anomaly detection,
Userpre,+User achieved the best performance in
English, but not in the multilingual conditions. For
the qualitative analysis, we focus on Polish and
Japanese, which constitute the two largest non-
English datasets in this study. To examine whether
cues observed in English differ across languages,
the analysis focused on repeated similar requests,
which served as a cue for dissatisfaction in the En-


https://crowdsourcing.yahoo.co.jp/
https://huggingface.co/dkleczek/bert-base-polish-uncased-v1
https://huggingface.co/dkleczek/bert-base-polish-uncased-v1
https://huggingface.co/dccuchile/bert-base-spanish-wwm-uncased
https://huggingface.co/dccuchile/bert-base-spanish-wwm-uncased
https://huggingface.co/tohoku-nlp/bert-base-japanese-v3
https://huggingface.co/tohoku-nlp/bert-base-japanese-v3

Interaction Interaction
ut—1  oblicz liczbe dostanych mandatow uzywajac tych w—1 B X
danych: Partia A = 720, Partia B = 300, Paria C (Terrestrial television)
= 480 uzywajac metody d’hondta B N -
(Calculate the number of seats received using se-1 EANT Ej' &\ 2025 fFEE})ﬁ(C«Li ES L\If\ﬁ ( j\\/)
these data: Party A = 720, Party B = 300, Party C LWBD ) Wt BT O EFATIBOX T 78 D3
i 5 ’ ’ s 2V, EWSTERBPHTVET, ..
= 480 using the d’Hondt method) N :é hfl’\ £ 2 . .°
EERAECE 2 TR - X—E .
st—1  D’Hondta jest metodq wyborczq, ktéra stuzy do (I checked, and it seems that as of 2025, there are
podziatu mandatow migdzy partiami lub no confirmed plans for regular rebroadcasts of
kandydatami w wyborach. Aby obliczy¢ liczbe “Utsukushii Kare” (Beautiful Man) on terrestrial
mandatow ... television. ... List of subscription services where
(The D’Hondt method is an electoral method used you can watch all episodes for free ...)
to allocate seats between parties or candidates in w 5 T I I CRGE o7 k

elections. To calculate the number of seats...)

oblicz liczbe dostanych mandatow uzywajac tych
danych: Partia A = 720, Partia B = 300, Partia C
=480

(Calculate the number of seats received using
these data: Party A = 720, Party B = 300, Party C
=480)

Table 9: Example of a dissatisfied utterance with similar
content to the preceding utterance in the Polish dataset.
English translations are provided in parentheses.

glish dataset, as discussed in Section 5.4. Examples
with similar characteristics were analyzed in the
Polish and Japanese datasets.

Table 9 shows an example from the Polish data in
which the dissatisfied utterance u; was not correctly
detected. In this case, the user repeats nearly the
same request, suggesting dissatisfaction with the
system response not matching the user’s intent. It
also illustrates that diacritical marks present in the
system response were omitted in the user utterance,
as shown in the boldfaced parts of Table 9. Such
orthographic variation has been reported in user-
generated utterances in many languages that use
diacritics (Adali and Eryigit, 2014; Ljubesi¢ et al.,
2016; Krstev et al., 2018), and may hinder dissatis-
faction detection (Gorman and Pinter, 2025). Fur-
thermore, another possible reason for the difficulty
in detecting dissatisfaction is that Polish is known
to be morphologically complex and relatively low-
resource (Wolk, 2021; Mroczkowski et al., 2021).

Table 10 shows an example from the Japanese
data in which a similar interaction pattern does
not necessarily indicate dissatisfaction depending
on the user. This example illustrates that user-
utterance patterns that can function as cues to dis-
satisfaction in English do not necessarily corre-
spond to dissatisfaction in the Japanese dataset.
One possible interpretation is that dissatisfaction
may be expressed less explicitly in Japanese, given
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(No, that’s the one currently airing on terrestrial
television.)

Table 10: Example of a non-dissatisfied utterance with
similar content to the preceding utterance in the Japanese
dataset. English translations are provided in parentheses.

reports that Japanese speakers tend to show lower
self-disclosure than English speakers (Kito, 2005).
Overall, while the repetition of utterances serves as
a cue for dissatisfaction, these findings suggest that
the effectiveness of this feature may vary across lin-
guistic and cultural contexts. They also leave open
the possibility that individual-level factors may af-
fect how such cues appear in user utterances. More
systematic analyses are therefore needed to examine
these possibilities in future work.

7 Conclusion

This study investigated whether user dissatisfac-
tion in human—Al interactions can be detected from
user utterances. We formulated dissatisfaction de-
tection as a task using self-reported dissatisfaction
labels as ground truth, then examined it with both
binary classification and anomaly detection. The
results indicate that user utterances contain infor-
mative cues for dissatisfaction detection, while also
suggesting that such dissatisfaction is not always
explicitly stated. Moreover, our analysis suggests
that incorporating the immediately preceding user
utterance can improve detection performance, par-
ticularly for anomaly detection in English. This
finding indicates that changes relative to a user’ s
prior expression can provide useful signals beyond
the current utterance alone. Furthermore, experi-
mental results in multilingual settings indicate that
informative cues for dissatisfaction detection vary
across languages, highlighting the importance of ac-
counting for language-specific and culture-specific
characteristics.



Limitations

First, the scale of the data used for analysis is lim-
ited. This constraint partly reflects the relatively
recent emergence of LLMs as collaborative agents
in human-centered tasks, and the corresponding
lack of well-developed research resources. More-
over, dialogue datasets in which speakers annotate
their own utterances with emotions or dissatisfac-
tion at the utterance level remain scarce. Given the
limited dataset size, we used utterance-level ran-
dom splits rather than dialogue-level splits. Each
instance uses only the current and at most one im-
mediately preceding utterance, which limits direct
leakage of extended dialogue context across splits.
However, utterances from the same dialogue may
still appear in different splits. With a larger dataset,
future work could adopt dialogue-level splits to pro-
vide a stricter evaluation of generalization to un-
seen dialogues. This limitation is particularly pro-
nounced in the multilingual analysis, where the non-
English datasets were substantially smaller than the
English dataset and were therefore used as a pre-
liminary case study. As a result, the present study
does not fully disentangle whether the differences
observed across languages reflect language- and
culture-related differences or the effects of dataset
size.

Second, the notion of “dissatisfaction” examined
in this study is inherently subjective and dependent
on individual users, making it difficult to define and
operationalize in a uniform manner. Even when
identical system responses are presented, users may
differ in whether they perceive them as dissatisfy-
ing. Furthermore, there is substantial variation in
the extent to which users explicitly verbalize their
emotions in text. Consistent with this, the dataset
used in this study includes instances where utter-
ances with highly similar content are annotated as
expressing dissatisfaction in some cases, while be-
ing judged as non-dissatisfaction in others. Note
that dissatisfied utterances in this study are not re-
stricted to cases in which dissatisfaction is explicitly
expressed in the text.

Finally, this study focuses on open-ended human-—
LLM communication, primarily based on the Chat-
GPT Dissatisfaction Dataset. As such, the findings
derived from this specific setting may not neces-
sarily generalize directly to task-oriented dialogue
systems or other conversational environments.
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Ethical Considerations

One experiment in this study involved human par-
ticipants. To collect Japanese-language data for
multilingual evaluation, native Japanese speakers
were recruited via a crowdsourcing platform, Ya-
hoo! Crowdsourcing. Prior to participation, partic-
ipants received detailed instructions describing the
task structure and procedures. Informed consent
was obtained for data collection, research use, and
potential future public release of the dataset. Par-
ticipants also agreed to share their dialogue data
in accordance with the applicable terms of service
governing their use of ChatGPT. Task completion
required approximately 10 minutes. Compensation
was set to the legally mandated minimum wage in
Tokyo (JPY 1,226 per hour), and each participant
received JPY 205 for completing the task.

The collected data may include potentially sen-
sitive content, such as opinions related to political
preferences or social values; however, all data were
used exclusively for dialogue evaluation analysis.
Appropriate measures were taken to protect partici-
pant privacy and to ensure compliance with relevant
ethical guidelines.
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A Details of Dataset

A.1 Preprocess

To ensure the reliability of the analysis, the follow-
ing preprocessing steps were applied to the data
used in this study:

1. Removal of incomplete data. Dialogues in
which all utterances were masked, as well as
instances with missing dialogue logs, were ex-
cluded from the dataset.

. Removal of task-incompatible data. Because
the target of analysis is dissatisfaction with sys-
tem responses, cases in which no user utterance
followed a system response labeled as dissat-
isfying and the dialogue ended immediately
after that response were excluded. Such cases
accounted for 50 of 157 dialogues in English
and 7 of 27 dialogues in Polish.

. Securing contextual information. Because
some input settings required utterances preced-
ing wuy, first-turn utterances without relevant
prior context were excluded.

System 1 apologize for the confusion. ...

User It’s longer than the original.

System
+ User

[ASSISTANT] I apologize for the confusion.

[USER] It’s longer than the original.

User-
Previous
+ User

[PREV] That is even longer in terms of charac-
ters.

[CUR] It’s longer than the original.

Table 11: Example of four conditions.

A.2 Input Formatting and Examples

For the BERT-based models, the input text was tok-
enized with a maximum length of max_length. In
addition, to preserve information from the u; placed
at the end of the input sequence, the truncation direc-
tion was set to the left (truncation_side=left).
Experiments were conducted under four different
input settings. In System+User, to make speaker
boundaries explicit, [ASSISTANT] was inserted be-
fore s;_1 and [USER] before u;. In Usery,,, +User,
to capture inter-utterance relations using special to-
kens (Wu et al., 2020; Katada et al., 2021; Chen
et al., 2021), [PREV] was inserted before u;_1 and
[CUR] before u;. Examples are shown in Table 11.
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B Details of Binary Classification

B.1 Model Selection

Scaling laws suggest that performance depends on
both model size and data size, and that under data-
constrained settings, larger models are not neces-
sarily optimal (Zhang et al., 2024). It has also been
shown that compact BERT-based models, when
fine-tuned after pretraining, can achieve perfor-
mance comparable to that of larger models (Turc
et al., 2019). Furthermore, fine-tuning is expected
to be difficult when the number of training instances
is fewer than 1,000 (Griehaber et al., 2020).

As shown in Table 7 in the main text, the dataset
used in this study is relatively small. We therefore
examined whether training could be conducted ap-
propriately on this dataset across multiple models
with different numbers of parameters. Here, Fig-
ures 3 and 4 show the behavior of predicted proba-
bilities on the validation data for the relatively large
RoBERTa-base and the more lightweight BERT-
small, respectively. As shown in Figure 3, when bi-
nary classification was performed using RoOBERTa-
base, the predicted probabilities on the validation
data were concentrated near O for almost all in-
stances, indicating that the model failed to learn ef-
fectively. In contrast, as shown in Figure 4, the pre-
dicted probabilities produced by BERT-small were
more dispersed. Therefore, in this study, BERT-
small and BERT-mini were used for dissatisfaction
expression detection, taking the dataset size into
account.

Non-Dissatisfaction
Dissatisfaction

0.2 0.4 0.6 0.8 1.0

predicted probability for positive class

(a) RoBERTa-base

Figure 3: Distribution of predicted probabilities for bi-
nary classification with RoOBERTa-base.
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Figure 4: Distribution of predicted probabilities for bi-
nary classification with BERT-small.

B.2 Prompts Used for GPT-based Models

Figure 5 shows the zero-shot User prompt used
in these experiments. To extend the conditions,
only the description provided as input was changed,
and for the two-shot setting, input examples were
additionally included. The prompt instructed the
model to classify an utterance as dissatisfaction
even when dissatisfaction was not explicitly ex-
pressed in words, as long as it can be inferred that
the user is feeling dissatisfied. The reasoning field
was requested in Japanese only for internal inspec-
tion and was not used for classification.

[System]

You are an assistant that infers

whether a user is feeling dissatisfied from dialogue logs.
Given a single user utterance, determine

whether the user is continuing the conversation while feeling
dissatisfied.

Even if the utterance does not contain explicit keywords
indicating dissatisfaction, label it as dissatisfied

if the user might be feeling dissatisfied at that moment.
Output must be in JSON: set "label" to 1 for dissatisfaction
and

@ for no dissatisfaction, and write a brief "reasoning" in
Japanese.

[User]
Classify the following utterance.

(rext}

Return only JSON.

Figure 5: Prompt used for GPT-5.1 (zero-shot) under
the User setting.

C Details of Anomaly Detection

For the implementation of anomaly detection, the
publicly available code of NLP-ADBench (Li et al.,
2025), a benchmark for anomaly detection in nat-
ural language processing, was used. In selecting
the methods, particular emphasis was placed on re-
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sults obtained on datasets in NLP-ADBench whose
properties are relatively similar to the utterances tar-
geted in this study. Specifically, rather than datasets
involving surface-level or lexical anomalies such
as spam, settings involving anomalies with contex-
tual dependency and subjectivity were considered
more relevant. Therefore, we primary referred to
the anomaly detection results on the Emotion (Sar-
avia et al., 2018) and MovieReview (Maas et al.,
2011) datasets in NLP-ADBench. After a compre-
hensive examination of the AUPRC scores on these
datasets, LUNAR (Unifying Local Outlier Detec-
tion Methods via Graph Neural Networks) (Goodge
et al., 2022), LOF (Local Outlier Factor) (Breunig
et al., 2000), AE (AutoEncoder) (Aggarwal, 2017),
and VAE (Variational AutoEncoder) (Kingma and
Welling, 2013; Burgess et al., 2018) were selected
for evaluation.

A brief description of each method is provided
below. LUNAR enhances traditional local outlier
detection by incorporating graph neural networks.
LOF detects anomalies by measuring deviations in
local density. AE identifies anomalous instances
based on reconstruction errors. VAE extends this
reconstruction-based approach with a probabilistic
latent-variable formulation and detects anomalies
through reconstruction probabilities or latent devia-
tions.

D Results of Pairwise Significance Tests

Table 12 presents the results of pairwise signifi-
cance tests between input settings for each method
reported in Section 4, based on t-tests with a signif-
icance threshold of p < 0.05; An asterisk mark in-
dicates a statistically significant difference between
the two conditions. This table supplements Table 1
in the main text. These test results confirm the ex-
istence of statistically significant differences in sev-
eral related discussions in Section 4.1, Section 4.2,
and Section 4.3.

E Multilingual Adaptation

For the evaluation of LOF on the English data,
we constructed the reference neighborhood struc-
ture for LOF using the train set and computed the
anomaly score of each sample in the test set with
respect to that structure. In contrast, the data for
each language used in the multilingual experiments
are small in scale, making it difficult to divide them
into independent training and test sets. Therefore,
in the multilingual experiments, the data were not



System System System User User System+User
Group vs User vs System+User vs Userpre,+User vs System+User Vs Usetpre,+User vs Userpe,+User

Binary Classification
BERT-based models
GPT-based models - * * - %

*

Anomaly Detection
BERT embeddings
GPT embeddings -

*
*
%
*
*

Table 12: Pairwise significance test results grouped based on model families or embedding types. Asterisks indicate
statistically significant differences between the two conditions based on a t-test (p < 0.05).

split; instead, the LOF neighborhood structure was
constructed using the entire test set, and anomaly
scores were computed based on relative deviations
in local density within the same set.

To verify the validity of this test-only setting for
multilingual evaluation, LOF anomaly scores ob-
tained under separate train-test and test-only set-
tings were compared using the English data. As
a result, Spearman’s rank correlation coefficient
was 0.80 for BERT embeddings and 0.82 for GPT
embeddings. These results indicate that the two set-
tings produce similar tendencies in anomaly scores,
and the test-only setting was therefore adopted for
the multilingual experiments.
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