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Abstract

We present our system for the
MMLow@AACL-IJCNLP 2026 shared
task on multi-level classification of Tamil
political memes. Our approach fine-tunes
Qwen2-VL-2B-Instruct with QLoRA under
a cascaded prompting strategy, in which a
Level 1 stance prediction (Support/Praise vs.
Troll/Oppose) conditions the prompt used for
Level 2 target classification (party vs. person,
per stance). On the official test set, our system
achieves a Level 1 macro-F1 of 0.7173 and
a Level 2 macro-F1 of 0.4429, for a final
score of 0.5801, placing 5th of 7 teams. Our
error analysis shows that all Level 1 errors
propagate downstream, accounting for the
majority of Level 2 mistakes. Additionally, a
preliminary qualitative review suggests that
sarcasm interpreted literally drives a large
share of Level 1 misclassifications, pointing to
sarcasm detection and cross-modal reasoning
as key bottlenecks for this task.

1 Introduction

Political memes compress complex messages into
shareable images, shaping discourse, mobilizing
supporters, and occasionally spreading misinforma-
tion (Mihailescu, 2024; AlAfnan, 2025; Munawar,
2025). Understanding them requires genuine cross-
modal reasoning, as a meme’s meaning typically
relies on the cross-modal interaction between indi-
vidually benign image and text rather than anything
literally stated (Kiela et al., 2020; Pramanick et al.,
2021; Dimitrov et al., 2021).

Tamil political memes compound this diffi-
culty. They draw on code-mixed Tamil-English,
a linguistic setting that remains under-resourced
(Chakravarthi et al., 2021) and heavily utilize cul-
turally specific humor and sarcasm (Suryawanshi
et al., 2020). While meme classification has ma-
tured considerably for English content, code-mixed
settings ”remain comparatively underexplored; his-

torical Tamil multimodal benchmarks have con-
sistently peaked well below comparable English
tasks (Suryawanshi et al., 2020; Suryawanshi and
Chakravarthi, 2021; B. et al., 2022).

This paper describes our system1 for the
MMLow@AACL-IJCNLP 2026 shared task, tar-
geting hierarchical stance and target classification
for Tamil-English political memes.Our contribu-
tion is threefold: we fine-tune Qwen2-VL-2B un-
der tight hardware constraints using QLoRA, struc-
ture inference as a two-step cascaded prompting
process, and provide a detailed error analysis identi-
fying literal interpretations of sarcasm as a primary
failure mode, corroborating prior warnings in this
domain. (Suryawanshi et al., 2020; Singh et al.,
2024).

2 Related Work

Meme Classification and VLMs. The Hateful
Memes Challenge established the standard for
subtle, multimodal reasoning (Kiela et al., 2020),
which later expanded into political and propagan-
distic domains (Pramanick et al., 2021; Dimitrov
et al., 2021). Modeling approaches for English
memes have rapidly evolved from early fusion
baselines (Hasan et al., 2022; Abdullakutty and
Naseem, 2024) to CLIP-aligned encoders (Kumar
and Nandakumar, 2022; Shah et al., 2024), and
most recently to pipelines that prompt large vision-
language models (VLMs) directly (Hee and Lee,
2025; Tzelepi and Mezaris, 2025). Our cascaded
approach adapts this latest VLM paradigm to a
hierarchical task.

Code-Mixing and Sarcasm. Our task extends
the DravidianCodeMix trajectory, spanning from
offensive language identification to multimodal
troll meme classification (Chakravarthi et al., 2021;
Suryawanshi et al., 2020; B. et al., 2022). Across

1Code available on GitHub.
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these tasks, sarcasm remains a notorious obstacle
due to cross-modal incongruity that surface-level
sentiment cues miss (Yue et al., 2023; Liang et al.,
2022). While prior efforts confirm the difficulty of
Tamil meme analysis, none have addressed the fine-
grained hierarchical labels targeted in the current
shared task.

Multilingual Grounding and PEFT. Separately,
predominantly English-trained VLMs frequently
degrade on low-resource tasks due to weak multi-
lingual instruction-following (Schmidt et al., 2025;
Atuhurra et al., 2025; Qu et al., 2026; Li et al.,
2025). To adapt these massive backbones to code-
mixed Tamil under severe compute constraints,
we employ QLoRA. This parameter-efficient fine-
tuning (PEFT) technique injects trainable low-rank
matrices into frozen quantized weights, drastically
reducing the memory footprint while maintaining
competitive downstream performance (Hu et al.,
2021; Martı́n-Fernández et al., 2025; Elgendy et al.,
2025).

3 Methodology

3.1 Data
The shared task dataset consists of Tamil and Tamil-
English code-mixed political memes, each labeled
at two hierarchical levels. Table 1 shows the class
distribution in the working training split, before
and after balancing.

The raw distribution is lopsided, memes oppos-
ing an individual outnumber every other category
by a wide margin, while support-for-party memes
are scarce. Training on this directly risks pushing
the model toward the majority class. The balanced
subset fixes this by matching counts first across the
two Level 1 classes, then across the Level 2 sub-
classes within each, leaving 324 training examples
split almost evenly at Level 1 (163 Support/Praise,
161 Troll/Oppose).

Level 2 Class Raw Balanced

Troll/Oppose Against Person 465 83
Support for Person 150 81
Troll/Oppose Against Party 124 80
Support for Party 84 80

Total 823 324

Table 1: Training data class distribution before and after
hierarchical balancing.

The full training set contains 969 labeled exam-
ples, 823 of which form the working split; the rest

are held out for validation. The official test set com-
prises 244 unlabeled examples, with gold labels
released by the organizers only after the evaluation
period closed.

3.2 Model Architecture
Qwen2-VL-2B-Instruct serves as the backbone,
chosen mainly for practical reasons: native sup-
port in the transformers library, decent OCR on
embedded meme text out of the box, and stable
performance under SDPA attention on hardware
without FlashAttention2.

3.3 Cascaded Prompting
Rather than predicting both labels in one pass, the
task splits into two sequential generation steps. The
model first judges Level 1 stance from the image
and its embedded text; that prediction then feeds
into a second prompt asking for the specific Level
2 category (exact prompts in Appendix A). Train-
ing conditions the second step on the ground-truth
Level 1 label, but at inference the model has only
its own prediction to work with. That gap between
training and inference matters a great deal, as Sec-
tion 6 shows. Because the VLM generates free-text,
we apply a ”label snapping” function to raw out-
puts: we first check for an exact label match, then
fall back to a substring match, and finally default
to a fallback class if the generation is completely
invalid.

3.4 Parameter-Efficient Fine-Tuning
Fine-tuning uses QLoRA with 4-bit NF4 quan-
tization and bfloat16 compute precision. LoRA
adapters (rank 16, alpha 32, dropout 0.05) attach
to all attention and MLP projection layers, giving
roughly 18.5M trainable parameters out of 2.23B
total (0.83%). Full hyperparameters are in Ap-
pendix B.

4 Experimental Setup

Training runs on a single Tesla T4 GPU (15.6GB
VRAM) on a free-tier cloud notebook, and that
hardware shapes several design decisions. Qwen2-
VL’s dynamic-resolution tokenizer produces a dif-
ferent image-token count per sample, ruling out
large batch sizes; instead, examples were processed
with a micro-batch size of 2 and gradient accumula-
tion steps of 8. Gradient checkpointing is likewise
not optional: turning it off causes immediate out-
of-memory failures even at the smallest batch size
tested. Three epochs of training run in total, with
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Figure 1: Cascaded inference pipeline (Level 1 → Level 2). The Level 1 binary stance prediction is inserted into the
Level 2 prompt template, conditioning the detailed target classification on the model’s own upstream prediction.

the final checkpoint chosen by validation accuracy
on a held-out training split. These constraints also
rule out a hyperparameter sweep, a LoRA rank ab-
lation, and any comparison against larger or more
explicitly multilingual backbones — open ques-
tions for future work rather than conclusions drawn
without testing.

5 Results

Split L1 Acc L2 Acc

Zero-shot baseline 70.0% 50.0%
Epoch 1 (val, best) 92.5% 62.5%
Epoch 2 (val) 80.0% 52.5%
Epoch 3 (val) 87.5% 60.0%

Test (official) 75.0% 57.0%

Table 2: Validation accuracy across training epochs vs.
final official test accuracy, using the epoch-1 checkpoint.

The epoch-1 checkpoint goes into the final sub-
mission, and the choice is fairly clear-cut: train-
ing loss sharply drops after the first epoch before
plateauing slightly (0.3275 → 0.1138 → 0.1181),
but validation accuracy peaks after epoch 1 and
never comes back indication of classic overfitting
on a small balanced subset. On the official test set,
this checkpoint scores 0.7173 macro-F1 at Level 1
and 0.4429 at Level 2, for a final combined score
of 0.5801, good for 5th place out of 7 teams.

The gap between the validation numbers
(92.5%/62.5%) and the official test result
(75.0%/57.0%) is larger than ideal, and three
factors likely drive most of it. The validation
split comes from the same source distribution as
training, so it probably understates how different
the real test set turns out to be. Validation scoring
also relies on lenient substring matching rather
than exact match, which almost certainly inflates
the numbers relative to the official strict scorer.
And epoch checks cover only a 40-sample subset
of validation data to save time, adding noise to an
already tight selection call.

6 Error Analysis

Since the Level 2 prompt conditions on the model’s
own Level 1 prediction at inference, not the ground
truth, any Level 1 mistake gets a direct shot at de-
railing Level 2. That propagation turns out to be
complete rather than partial: Level 2 accuracy sits
at 75.96% when Level 1 is correct, but drops to
exactly 0.00% when Level 1 is wrong (n = 61).
While all 61 Level 1 errors successfully derailed
Level 2, approximately 44 additional Level 2 errors
occurred even when Level 1 was correct. Thus,
roughly 58% of Level 2 mistakes originate directly
from upstream Level 1 failures; nothing in the cur-
rent pipeline lets the model second-guess an earlier
call.

The Level 1 confusion matrix shows a clear lean:
genuine Troll/Oppose content gets mistaken for

66



Support/Praise about twice as often as the reverse
(41 vs. 20 cases). Target identification alone (per-
son vs. party, ignoring stance) fares better at 75.8%
accuracy, though a bias shows up here too, “Sup-
port for Person” gets over-predicted relative to gold
(81 vs. 45) while “Support for Party” gets under-
predicted (10 vs. 25), pointing to a default to-
ward naming a recognizable individual even when
a meme’s real target is a party or organization.

A manual review of 15 misclassified examples
(categorized in Appendix C) digs into what actu-
ally drives the Level 1 errors. While this sample is
too small for definitive statistical conclusions, this
preliminary review suggests sarcasm read literally
is the largest single pattern, at roughly 40% of the
sample: memes quoting a political figure’s self-
congratulatory claim, undercut moments later by
an ironic follow-up, get scored as genuine praise.
A smaller, opposite pattern shows up too (about
27%): intensely worded but genuinely supportive
fan rhetoric gets mistaken for hostility, likely be-
cause surface tone outweighs underlying intent in
the model’s judgment. The rest split between cases
needing specific cultural or political background
knowledge and a handful that are genuinely am-
biguous even under close manual review.

7 Discussion

Set against the top-performing system’s
0.9027/0.6694 L1/L2 macro-F1, this result
points to a real multilinguality gap. Qwen2-VL-2B
is pretrained mainly on English and Mandarin text,
and while OCR on embedded Tamil script works
well enough, its grip on Tamil-English code-mixed
political discourse seems noticeably looser, espe-
cially around sarcasm, which leans on culturally
specific cues a model without strong grounding
in the language and its politics would likely miss.
That lines up with the top-ranked teams’ apparent
choice of more broadly multilingual backbones,
though this hypothesis hasn’t been tested directly
against an alternative backbone given the compute
budget here, so it stands as a plausible explanation
rather than a demonstrated one.

8 Conclusion

This paper presents a cascaded system for hier-
archical Tamil political meme classification, fine-
tuning Qwen2-VL-2B-Instruct with QLoRA under
fairly tight hardware constraints. The final system
reaches a combined score of 0.5801 (L1 macro-F1

0.7173, L2 macro-F1 0.4429), placing 5th among
7 teams. Two failure modes stand out from the er-
ror analysis: the strict downstream propagation of
Level 1 errors under the cascade, and preliminary
qualitative evidence pointing to literal interpreta-
tions of sarcasm as a primary contributor to Level
1 mistakes. Both point fairly directly to where
the work should go next: architectures that let the
model revisit an early misstep instead of commit-
ting to it, backbones with stronger multilingual and
code-mixed grounding, and training data curated
with sarcasm and irony specifically in mind.

Limitations

The validation setup relies on lenient substring
matching and checks only a 40-sample subset of
validation data per epoch, likely overstating real
performance relative to the official strict-match
scorer and contributing to potential instability in
model selection; exact-match scoring from the start
would serve future work better. Additionally, dis-
carding over half of the available training data (823
down to 324 examples) for hierarchical balancing
likely harmed generalization in an already low-
resource setting. Future iterations should explore
class-weighted losses or oversampling instead of
strict undersampling.

Crucially, because the Level 2 labels inherently
combine stance and target, a direct four-way classi-
fication model might implicitly recover both levels
without requiring an upstream prediction. A limita-
tion of this work is that cascaded prompting was not
explicitly ablated against a joint or direct four-way
prediction baseline, meaning the isolated benefit of
the cascade remains an open question.

Finally, a non-native Tamil speaker carried out
the qualitative error review. While the broad cate-
gories assigned seem reasonably solid, subtler sar-
casm markers may have gone unnoticed; native-
speaker annotation would strengthen this analysis.
Compute constraints also rule out hyperparameter
ablations, LoRA rank sweeps, and head-to-head
comparisons against larger or more explicitly mul-
tilingual backbones, which remain the most promis-
ing next steps rather than settled questions.
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A Cascade Prompts

Level 1 prompt:

Read the text in this meme
and look at the image. Is
this ’Support/Praise’ or
’Troll/Oppose’? Answer
with just the label.

Level 2 prompt (cascaded on predicted/gold
L1 label):

You identified this meme
as {level1 label}. Based
on the image and text,
what is the specific Level
2 category? Answer with
just the label.

B Hyperparameters

Parameter Value

Backbone Qwen2-VL-2B-Instruct
Quantization 4-bit NF4
Compute dtype bfloat16
LoRA rank / alpha / dropout 16 / 32 / 0.05
Target modules q,k,v,o,gate,up,down proj
Trainable params 18.5M / 2.23B (0.83%)
Batch size / grad accum 2 / 8 (eff. 16)
Max new tokens 8
Epochs 3
Training samples 324 (balanced)
Attention implementation SDPA
Hardware 1× T4, 15.6GB VRAM
Training time ∼3.7h/epoch (∼11h total)

Table 3: Training hyperparameters.

C Qualitative Error Categorization

We manually reviewed a sample of 15 Level 1 mis-
classifications and identified four recurring failure
categories:

• Sarcasm/irony read literally (6/15, 40%):
Memes quoting a political figure’s self-
congratulatory claim, undercut by an ironic
follow-up line, scored as literal endorsement.

• Reverse bias intense phrasing mistaken for
hostility (4/15, 27%): Exclamatory or com-
bative language in genuinely supportive fan
rhetoric misread as opposition.

• Cultural/political knowledge gaps (2–3/15,
∼15–20%): Cases requiring specific histori-
cal or intra-party knowledge (e.g. references
to deceased political figures, party succession
politics) underrepresented in general-purpose
VLM pretraining.

• Genuinely ambiguous (∼2/15, ∼13%): Bor-
derline cases even under manual, non-native-
speaker review.
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