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Abstract

Misogyny and hate content have become a seri-
ous issue in the current digital era. Such con-
tent predominantly manifests as short video
clips, making automated detection mechanisms
imperative for social media platforms. To ef-
fectively classify such videos, a multimodal
setup is required, as video data contains im-
age frames, audio clips, and text captions. The
multimodal misogyny video classification task
aims to combine all audio, visual, and extracted
text information. Conventional methods typi-
cally aim to process this extracted information
in parallel to reach a conclusion. Our proposed
framework utilizes the pre-trained models DI-
NOv2, wav2vec 2.0, and MuRiL-large to em-
bed visual, audio, and text features, respec-
tively. To mitigate overfitting on datasets of
different sizes, we propose a dual-architecture
approach: we utilize a regularized Gated Early-
Fusion Network (EF-Net) for the highly con-
strained Tamil dataset, and a deeper Cross-
Modal Temporal Attention Network (TA-Net)
with an ensemble strategy for the Malayalam
dataset. Ultimately, our framework achieved
a 68.8% macro-F1 score for the Malayalam
dataset and an 80.7% macro-F1 score for the
Tamil dataset, securing Rank 1 in misogyny
video classification for both languages.

1 Introduction

Social media platforms have amplified gender-
biased hate, increasingly distributed via multi-
modal formats like short videos. While robust
detection architectures exist for high-resource lan-
guages, models for Dravidian languages like Tamil
and Malayalam—which have massive digital foot-
prints—lag significantly behind, necessitating spe-
cialized multimodal approaches capable of iden-
tifying misogyny across speech, text, and visual
streams.

2 Related Work

Early research in misogyny detection concentrated
on unimodal text models (Cao et al., 2020). As
harmful content migrated to multimedia, the com-
munity adopted multimodal strategies, such as bi-
modal fusion for images and captions (Jindal et al.,
2024) or chain-of-thought reasoning for memes
(Kumari et al., 2024).

In video-based detection, filtering noisy tempo-
ral streams is paramount. Wang et al. (2023) in-
troduced a frame-weighting mechanism utilizing
cross-modal attention to isolate informative visual
frames against on-screen text, which Céspedes-
Sarrias et al. (2025) expanded using audio. While
Céspedes-Sarrias et al. (2025) relies on standard
cross-modal attention across parallel streams, our
framework directly regulates the visual sequence.
We adapt the frame-weighting concept from Wang
et al. (2023) but significantly extend it: instead of
their additive fusion for a single semantic stream,
we introduce an independent audio weight vector
(waudio) and employ a strict multiplicative consen-
sus mechanism (⊙). This ensures video frames are
emphasized only upon simultaneous audio, text,
and visual agreement, drastically reducing noise in
constrained datasets.

Crucially, while these models excel on mas-
sive datasets, they suffer catastrophic overfitting
on low-resource languages. Recent shared tasks
(Chakravarthi et al., 2021; G et al., 2025; Rajiakodi
et al., 2025) emphasize that multimodal hate speech
detection in Dravidian languages remains a critical
challenge. Our framework addresses this gap by
strictly constraining architecture capacity based on
dataset size for the MMLow 2026 shared task.

3 Methodology

Given the extreme resource differences between the
Tamil and Malayalam datasets, a "one-size-fits-all"
model is sub-optimal. Instead, we extract robust tri-
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modal features and route them to specialized archi-
tectures: a highly-regularized Gated Early-Fusion
Network (Architecture A) for the extremely con-
strained Tamil dataset, and a deeper Cross-Modal
Temporal Attention Network (Architecture B) for
the larger, balanced Malayalam dataset.

3.1 Data Preprocessing and Feature
Extraction

Two different video datasets are being used for this
work: 146 total videos for Tamil (120 train, 26
test) and 343 for Malayalam (303 train, 40 test).
Raw videos were segmented into visual frames
(Culjak et al., 2012), audio was separated into vocal
tracks (Rouard et al., 2023), and transcripts were
generated via Gemini Flash 3.5 (Team et al., 2023).
We extracted 1024-dimensional embeddings using
DINOv2 (Oquab et al., 2023) for visuals, MuRiL-
Large (Khanuja et al., 2021) for text, and wav2vec
2.0 (Baevski et al., 2020) for audio.

3.2 Architecture A: Gated Early-Fusion
Network

To prevent memorization on the highly constrained
Tamil dataset, we designed a Gated Early-Fusion
Network operating on globally pooled features
(Fv, Fa, Ft). Collapsing temporal sequences cre-
ates a strong informational bottleneck (regular-
izer). To suppress noise, we apply a learnable gate:
fm = ReLU(WfFm+ bf ), gm = σ(WgFm+ bg),
F̂m = Dropout(fm⊙gm), where Wf ∈ R64×1024

compresses raw embeddings to 64 dimensions.
Surviving features are concatenated Ffused =

[F̂v; F̂t; F̂a] and passed through a Residual MLP.
High-Capacity Variant: EF-Net (High-Cap)

replaces the 64-dim bottleneck with a 512-dim pro-
jection (1536-dim concatenated) and a deeper MLP
(0.4 dropout) to serve as a capacity-matched base-
line counterpart.

3.3 Architecture B: Cross-Modal Temporal
Attention Network

For the more balanced and contextually complex
Malayalam dataset, we implemented a temporal
attention architecture consisting of a Multimodal
Information Encoding Module (MIE), a Visual
Frame Weighting Module (VFW), and a Cross-
Modal Transformer Fusion network (CMTF).

3.3.1 Problem Formulation
Given dataset D = {(Vi, yi)}, with yi ∈ {0, 1},
each video contains three modalities: visual V ∈

Rn×dv , audio A ∈ R8×da , and text T ∈ R1×dt . To
maintain strict temporal alignment, visual streams
are uniformly interpolated to 30 frames, and audio
to 8 steps. Transcripts are represented as a globally
pooled vector.

3.3.2 Multimodal Information Encoding
Module (MIE)

Each representation is projected to a short dimen-
sion d(= 64). The visual and audio representations
are passed through a bidirectional GRU (Gated
Recurrent Unit) model to encode information in
both directions. Therefore visual encoder produces
Fv ∈ Rn×d, audio encoder produces Fa ∈ R8×d.
For each video, we select the reference training clip
with the same label whose visual representation has
the highest cosine similarity with the video:

V+ = {Vref | argmax
Vref

sim(V, Vref ), yV = yVref
}

where V is the visual representation of the video
clip V , and Vref is the visual representation of the
reference video clip Vref . These positive visual
references are encoded by the visual encoder and
produce F+

v ∈ Rn×d. Moreover, the transcript
representations pass through a linear projection
and layer normalization layer, and so, the transcript
encoder produces Ft ∈ R1×d. Final encodings are:
Fv = Vis(V ), F+

v = Vis(Vref ), Fa = Aud(A),
and Ft = Txt(T ).

3.3.3 Visual Frame Weighting Module (VFW)

The core of this architecture adapts a multimodal
frame-weighting mechanism originally proposed
by (Wang et al., 2023). From their foundational
framework, we reuse the visual self-weight (wself ),
the text-based cross-modal weight (wtext), and the
contrastive reference-context weight (wctx) derived
from positive sample alignment. To elevate this to a
robust trimodal architecture, we introduce a novel
cross-modal video-audio weight vector (waudio).
Furthermore, rather than using an additive fusion
as in (Wang et al., 2023), we propose a multiplica-
tive consensus fusion via the Hadamard product
(⊙). Prior to this operation, any multi-step tempo-
ral sequences (such as audio Fa ∈ R8×d or visual
Fv ∈ Rn×d) serving as the context c are first re-
duced to a single vector c ∈ Rd via an attention-
based pooling layer. This pooling operation pro-
duces a unified context representation for subse-
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3. Optimization & Ensembling

Architecture B: TA-Net

Architecture A: EF-Net Variants2. Embeddings1. Extraction

Tamil (EF-Net High-Cap) 
[Pooled]

Malayalam (EF-Net Base) 
[Pooled]

Malayalam (TA-Net) 
[Temporal: 30V, 8A]

Raw Video

OpenCV Frames

Demucs Audio

Gemini Transcripts

DinoV2 Visual

Wav2Vec2 Audio

MuRIL Text

Dataset Routing

Sigmoid Gate Filter Concat: 192 or 1536-dim MLP Funnel

Bi-GRU Encoders Frame Weighting Transformer Fusion

5-Fold Cross Validation
Probability Averaging (EF-

TA Ensemble)
Prediction: Misogynistic / 

Non-Misogynistic

Figure 1: Overview of the proposed pipeline: text, visual, and audio features are encoded, four attention signals
(wt, wself , wctx, wa) jointly weight the video frames, the top-k frames are selected, and a cross-modal transformer
fuses them with text and audio to predict misogynistic vs. non-misogynistic content.

quent weight computation:

FW(c, Fv) = softmax

(︃
(Wq c) (Wk Fv)

⊤
√
d

)︃
∈ Rn.

(1)
The final temporal weights are derived via mul-
tiplicative fusion to extract the top-K (K = 4)
frames most relevant to the misogynistic context.
Note that unlike the original MCA-WF implemen-
tation, we rely on standard scaled dot-product at-
tention without a temperature hyperparameter (τ ),
instead opting for a deterministic top-K extraction:

w =
wself ⊙ wtext ⊙ waudio ⊙ wctx∑︁
(wself ⊙ wtext ⊙ waudio ⊙ wctx)

, (2)

Finally, to fuse modalities, we add modality and
positional embeddings to the top-K frames (Fk),
text (Ft), and audio (Fa): Z0 = [Fk + E

(v)
mod;Ft +

E
(t)
mod;Fa+E

(a)
mod]+Epos. The combined sequence

passes through L = 1 Transformer block, is glob-
ally averaged, and classified.

3.4 Training Objective

We optimize a composite loss: L = Lfocal +

λml

⃦⃦
Fv − F+

v

⃦⃦2
F

, with λml = 0.1. The focal
loss addresses class imbalance dynamically per
language. The metric-learning term pulls visual
representations toward same-class positives to en-
courage intra-class compactness.

3.5 Training Regime and Probability
Ensembling

To explicitly address severe class imbalances, we
implemented a Dynamic Focal Loss that penalizes
majority-class bias. All models are trained under a
5-fold cross-validation setup using AdamW (learn-
ing rate 10−4, weight decay 10−2) and batch size
8 for up to 100 epochs, with early stopping (pa-
tience 10) on validation macro-F1. A fixed random
seed (42) controls for initialization variance. Dur-
ing inference, we average the softmax probabilities
across the five folds. Ultimately, our final Tamil

submissions relied heavily on Gated Early-Fusion
variants, while Malayalam submissions utilized a
mathematically averaged ensemble of Gated Early-
Fusion and Temporal Attention to capture nuanced
behaviors.

4 Results and Evaluation

Table 1: Performance on the Malayalam and Tamil test
sets.

Lang. Method Acc M-Pre M-Rec M-F1

Mal.

Baseline-MCA-WF 0.600 0.639 0.612 0.583
Baseline-MMHSD 0.675 0.720 0.685 0.665
TA-Net 0.675 0.720 0.685 0.665
EF-TA Ensemble 0.700 0.765 0.712 0.688

Tam.

Baseline-MCA-WF 0.808 0.810 0.808 0.807
Baseline-MMHSD 0.808 0.810 0.808 0.807
EF-Net 0.769 0.776 0.769 0.768
EF-Net (High-Cap) 0.808 0.810 0.808 0.807

On the Malayalam test set, our EF-TA Ensemble
significantly outperforms the MMHSD (Céspedes-
Sarrias et al., 2025) and MCA-WF (Wang et al.,
2023) baselines by 2.3 and 10.5 percentage points
(Table 1), confirming the effectiveness of blending
early multimodal fusion with temporal attention.
Conversely, on the Tamil test set, all top models hit
a ceiling Macro-F1 of 0.807. However, class-wise
performance reveals these models make distinct
precision-recall trade-offs despite identical macro
scores.
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Malayalam Winner: EF-TA Ensemble

Figure 2: Confusion matrices for the winning architec-
tures on Tamil and Malayalam test sets.
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4.1 Cross-Lingual Performance Analysis

A distinct performance difference can be observed
in Table 1 between the two languages. The best
Macro-F1 obtained for Tamil data is 0.807, whereas
the best Macro-F1 for Malayalam data is 0.688, rep-
resenting a difference of 11.9 percentage points. A
similar difference is observed for accuracy: the
best Tamil result is 0.808, whereas for Malayalam
data it is 0.700. This indicates that the proposed
multimodal framework is substantially more effec-
tive on the Tamil test set. The observed language-
dependent variation may be attributed to differ-
ences in dataset characteristics, linguistic proper-
ties, modality quality, class distributions, and the
effectiveness of the extracted representations for
each language. The lower Malayalam performance
suggests that further investigation into language-
specific representation learning and modality align-
ment is beneficial.

4.2 Discussion

On the Malayalam set (n = 40), the EF-TA Ensem-
ble maximized precision (reducing false positives)
at the expense of target-class recall (0.476). This
trade-off naturally suppresses noise in constrained
datasets, though improving recall remains a prior-
ity. On the Tamil set (n = 26), the baseline and
HighCap variant tied on macro-F1 (0.807) but ex-
hibited diverging operating points (Table 2); the
baseline favored recall (84.6% vs. 76.9%) while
EF-Net favored precision (83.3% vs. 78.6%).

Table 2: Class-wise Precision (P) and Recall (R) com-
paring the baselines with the proposed winners.

Language / Model Class 0 (P / R) Class 1 (P / R)

Tamil (Constrained)
- Baseline (MMHSD) 0.833 / 0.769 0.786 / 0.846
- EF-Net (High-Cap) 0.786 / 0.846 0.833 / 0.769

Malayalam (Balanced)
- Baseline (MMHSD) 0.607 / 0.895 0.833 / 0.476
- EF-TA Ensemble 0.621 / 0.947 0.909 / 0.476

Analyzing local 5-fold validation stability, our
Malayalam Temporal Attention network achieved
a mean Macro-F1 of 0.917 ± 0.030, demonstrat-
ing tighter variance than the MCA-WF baseline
(0.887± 0.050). The Tamil dataset exhibited pre-
dictably high variance (≈ ±0.087) across all ap-
proaches. Ultimately, evaluating on such con-
strained sets (n = 26, n = 40) is challenging,
as percentage gains resolve to single-video shifts

and aggressive regularization forces architectures
toward similar decision boundaries. Nevertheless,
our framework successfully extracted the incremen-
tal advantages necessary to secure Rank 1, indi-
cating strong potential for deployment on larger,
unconstrained datasets.

5 Conclusion

We introduced a dual-architecture framework for
detecting multimodal misogyny in Dravidian lan-
guages. To mitigate catastrophic overfitting on
highly constrained datasets, we matched architec-
ture capacity to dataset size. A heavily constrained
Gated Early-Fusion Network generalized on the
tiny Tamil dataset, while the larger Malayalam
dataset supported a deeper Cross-Modal Tempo-
ral Attention Network. This empirically driven
framework secured Rank 1 across both languages.
Because our models were optimized for strict con-
straints, they favored precision over recall. Future
work will expand training data and explore end-to-
end joint training to improve recall.

Ethical Considerations

Automated content moderation systems carry in-
herent risks. Given severe data constraints and the
subjectivity of hate speech, our models are sus-
ceptible to misclassifications—risking unjust cen-
sorship (false positives) and the unchecked spread
of harmful content (false negatives). Because our
models heavily favor precision, some misogynis-
tic content may evade detection. Furthermore, the
limited dataset scale prevents us from guarantee-
ing the absence of latent socio-cultural biases. We
strongly advocate that these models serve strictly
as assistive tools for human moderators.
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A Appendix: Training Dynamics
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Figure 3: Training/validation loss and validation macro-
F1 across epochs for Malayalam (5-fold CV, mean over
folds).
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Figure 4: Training/validation loss and validation macro-
F1 across epochs for Tamil (5-fold CV, mean over folds).

B Appendix B: Architectural
Decision-Making and Ablations

To empirically justify the Empirical Architecture
Selection framework described in Section 3, ex-
tensive hyperparameter grid searches were con-
ducted on the local validation splits created from
the released training dataset. Furthermore, to eval-
uate the distinct contributions of the data streams,
this validation process inherently serves as our
modality ablation study. Whereas the existing
baseline architectures—Multi-Modal Hate Speech
Detection (MMHSD) and Multi-channel Attentive
Weighting of Visual Frames (MCA-WF)—utilize
restricted modality combinations, our ’Proposed
3-Way’ models fully integrate the trimodal features
(Audio, Visual, and Text). While a strict unimodal
Text-Only baseline was not evaluated due to the
shared task’s submission limits, the performance
gap between the restricted-modality baselines and
our trimodal architectures demonstrates the added
value of the visual and audio streams, as detailed
in Table 3.

B.1 Text Encoder Selection

We systematically evaluated two state-of-the-art
multilingual text encoders: E5-Large and MuRiL-
Large (optimized for Indian languages). Across
both datasets and irrespective of whether a Pooled
(Early Fusion) or Temporal (Cross-Modal Atten-
tion) architecture was utilized, the MuRiL-Large
embeddings consistently outperformed E5-Large.
Notably, on the Tamil dataset, the MuRiL-Large
Temporal setup with our proposed 3-way routing
achieved a validation macro-F1 of 1.000 (zero false
positives/negatives on the local fold), whereas E5-
Large capped at 0.956. For Malayalam, the MuRiL-
Large Pooled configuration achieved a local vali-
dation macro-F1 of 0.917, significantly surpassing
E5-Large’s 0.852. Consequently, MuRiL-Large
was selected as the definitive text extractor for all
final models. Note that the perfect validation score
of 1.000 for the Temporal model on Tamil is a

small-sample validation artifact representing catas-
trophic overfitting to a single 24-video fold, which
justified our shift to the constrained EF-Net.

B.2 Hyperparameter Grid Search and
Regularization

The severe disparity in dataset sizes required care-
ful tuning of our regularization strategies to pre-
vent catastrophic memorization, particularly on the
Tamil dataset.

Standard Architectures (EF-Net & TA-Net):
For our core architectures—the Gated Early-Fusion
Network (EF-Net) and the Cross-Modal Temporal
Attention Network (TA-Net)—an extensive grid
search revealed that aggressive compression and
regularization were universally necessary across
both languages to maintain out-of-sample robust-
ness. The optimal configuration for both Tamil
and Malayalam utilized a unified latent dimension
of DIM = 64, an extreme dropout rate of 0.7,
and a high weight decay of 0.01. This massive in-
formational bottleneck proved highly effective at
suppressing dataset-specific noise.

High-Capacity Variant: To explicitly test if
the Tamil dataset could support deeper representa-
tions without overfitting, we evaluated the EF-Net
(High-Cap) variant. This model was configured
with a much wider latent dimension of DIM =
512 and a more forgiving dropout of 0.4. While
this variant successfully reached parity with the
baselines on the Tamil test set, the standard heavily-
regularized architectures proved more stable across
both languages on average, as shown by the vari-
ance metrics in Table 4.

C Appendix C: Final Competition
Submissions

During the official final phase of the competition,
we submitted only our top 3 models per language
based on their validation performance. However, to
provide a comprehensive scientific analysis for this
paper, Table 5 reports the test set results for an ex-
panded suite of 9 runs per language, representing a
systematic progression from established baselines
to our specialized multimodal ensembles. This clar-
ifies that our Rank 1 placement was achieved within
a strict 3-submission limit, and the expanded 9-run
post-evaluation confirms that the EF-Net (High-
Cap) variant and the EF-TA Ensemble provide the
most robust generalization.

81



Table 3: Comprehensive modality and architecture ablation results evaluated on the local validation split. This
demonstrates modality ablation: while baselines rely on limited modalities, the ’Proposed 3-Way’ achieves
performance gains via full trimodal integration (Audio, Visual, Text). Note that the 1.000 score on Tamil is
a localized small-sample validation artifact.

Language Text Encoder Input Type Model Architecture Val Accuracy Val Macro-F1

Tamil E5-Large Pooled MMHSD 0.833 0.829
Tamil E5-Large Pooled MCA-WF 0.958 0.955
Tamil E5-Large Pooled Proposed 3-Way 0.917 0.911
Tamil E5-Large Temporal MMHSD 0.875 0.863
Tamil E5-Large Temporal MCA-WF 0.875 0.873
Tamil E5-Large Temporal Proposed 3-Way 0.958 0.956
Tamil MuRiL-Large Pooled MMHSD 0.917 0.914
Tamil MuRiL-Large Pooled MCA-WF 0.958 0.956
Tamil MuRiL-Large Pooled Proposed 3-Way 0.917 0.914
Tamil MuRiL-Large Temporal MMHSD 0.875 0.863
Tamil MuRiL-Large Temporal MCA-WF 0.875 0.869
Tamil MuRiL-Large Temporal Proposed 3-Way 1.000 1.000

Malayalam E5-Large Pooled MMHSD 0.853 0.853
Malayalam E5-Large Pooled MCA-WF 0.853 0.852
Malayalam E5-Large Pooled Proposed 3-Way 0.853 0.852
Malayalam E5-Large Temporal MMHSD 0.836 0.836
Malayalam E5-Large Temporal MCA-WF 0.787 0.787
Malayalam E5-Large Temporal Proposed 3-Way 0.869 0.869
Malayalam MuRiL-Large Pooled MMHSD 0.902 0.901
Malayalam MuRiL-Large Pooled MCA-WF 0.918 0.918
Malayalam MuRiL-Large Pooled Proposed 3-Way 0.918 0.918
Malayalam MuRiL-Large Temporal MMHSD 0.836 0.836
Malayalam MuRiL-Large Temporal MCA-WF 0.869 0.869
Malayalam MuRiL-Large Temporal Proposed 3-Way 0.869 0.869

Table 4: Mean local validation Macro-F1 scores and standard deviations across 5 folds for our proposed architectures
and baselines (utilizing MuRiL-Large embeddings). The variance highlights the stability of our models on
Malayalam and the extreme volatility inherent to the tiny Tamil dataset.

Language Model Macro-F1 (Mean ± SD)

Malayalam Baseline: MCA-WF 0.887± 0.050
Malayalam Baseline: MMHSD 0.930± 0.026
Malayalam Proposed: Early Fusion 0.917± 0.060
Malayalam Proposed: Temporal (TA) 0.917± 0.030

Tamil Baseline: MCA-WF 0.901± 0.085
Tamil Baseline: MMHSD 0.868± 0.086
Tamil Proposed: Temporal (TA) 0.900± 0.085
Tamil Proposed: EF-Net (High-Cap) 0.887± 0.087
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Confusion Matrices for All 9 Submissions (Tamil)

Figure 5: Detailed confusion matrices for all 9 models submitted for the Tamil dataset, demonstrating the evolution
of predictive behavior.
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Figure 6: Detailed confusion matrices for all 9 models submitted for the Malayalam dataset, demonstrating the
evolution of predictive behavior.
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Table 5: Results of all 9 experimental runs submitted to the final evaluation phase for both datasets.

Language Model Architecture Accuracy Macro-Precision Macro-Recall Macro-F1

Tamil MCA-WF 0.808 0.810 0.808 0.807
Tamil MMHSD 0.808 0.810 0.808 0.807
Tamil TA-Net 0.808 0.810 0.808 0.807
Tamil Cross-Modal Hybrid 0.731 0.732 0.731 0.730
Tamil EF-Net 0.769 0.776 0.769 0.768
Tamil EF-Net (High-Cap) 0.808 0.810 0.808 0.807
Tamil EF-TA Ensemble 0.808 0.810 0.808 0.807
Tamil EF-Hybrid Ensemble 0.769 0.776 0.769 0.768
Tamil Grand Ensemble 0.808 0.810 0.808 0.807

Malayalam MCA-WF 0.600 0.639 0.612 0.583
Malayalam MMHSD 0.675 0.720 0.685 0.665
Malayalam TA-Net 0.675 0.720 0.685 0.665
Malayalam Cross-Modal Hybrid 0.675 0.720 0.685 0.665
Malayalam EF-Net 0.675 0.720 0.685 0.665
Malayalam EF-Net (High-Cap) 0.675 0.720 0.685 0.665
Malayalam EF-TA Ensemble 0.700 0.765 0.712 0.688
Malayalam EF-Hybrid Ensemble 0.675 0.720 0.685 0.665
Malayalam Grand Ensemble 0.675 0.720 0.685 0.665
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