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Introduction

Multimodal machine learning has advanced significantly in recent years, driven by rapid progress in com-
puter vision, speech processing, and natural language processing. However, much of this progress has
focused on high-resource languages, particularly English. The availability of labelled datasets, benchma-
rks, and computational tools remains limited for low-resource languages, especially those spoken across
Asia, Africa, Europe, and South America. This scarcity presents significant challenges for developing
robust multimodal systems capable of understanding and processing content in regional and underrepre-
sented languages. The Fifth Workshop on Multimodal Machine Learning in Low-resource Languages
(MMLow 2026), co-located with AACL-IJCNLP 2026 in Hengqin, China, continues a workshop series
initiated in 2022. The workshop provides a forum for researchers and practitioners to exchange ideas and
present advances in multimodal data fusion, representation learning, and applications involving regional
and low-resource languages. It aims to address the persistent scarcity of datasets, tools, and evaluation re-
sources while fostering research directions that support future developments and real-world applications.
The workshop welcomed submissions on a broad range of topics, including multimodal sentiment and
emotion analysis in regional languages; hate speech, misogyny, offensive content, and troll or political
meme detection; multimodal data fusion and representation learning; benchmark datasets and evaluation
methodologies for low-resource multimodal tasks; fake news and misinformation detection in regional
languages; speech-text and vision-language modelling for low-resource languages; and data collection
and annotation methods for safer social media and content moderation. MMLow 2026 also featured two
shared tasks: Multi-Level Political Meme Classification, which focused on classifying political memes
at multiple levels, and Identifying Misogynistic Videos in Dravidian Languages, which addressed the
detection of misogynistic content in videos featuring Dravidian languages. These shared tasks encou-
raged systematic evaluation and provided opportunities for researchers to explore practical solutions to
challenging multimodal language understanding problems. The workshop received 18 submissions, of
which 11 papers were accepted following a rigorous review process, corresponding to an acceptance rate
of 61.1%. We sincerely thank all authors and shared-task participants for their valuable contributions.
We are also grateful to the programme committee members for their timely, and constructive reviews,
and to the AACL-IJCNLP 2026 workshop chairs for their guidance and support.
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Abstract

Bengali is spoken by more than 230 million
people, yet no standardized instrument evalu-
ates large language models (LLMs) on Ben-
gali across the task categories used to bench-
mark frontier models. We release 8 English
benchmarks translated into Bengali with a sin-
gle consistent pipeline and use them to evalu-
ate 10 open LLMs from 4 families on paired
English and Bengali inputs. Script fragmen-
tation is what subword tokenizers do to Ben-
gali’s alphasyllabary, whose written units are
grapheme clusters spanning several Unicode
code points: they cut the script into pieces
smaller than a character, at a cost set by the
vocabulary rather than the script itself. Format
belongs to the evaluation, the answer shape
that exact-match scoring demands regardless
of whether the model knew the answer. Be-
yond confirming a substantial gap (macro LLM-
judge score 0.79 in English versus 0.63 in Ben-
gali), we show that part of it is a measurement
artifact: exact-match accuracy conflates cor-
rectness with format adherence and because
format failure is asymmetric across languages
it distorts the gap for some models three to
five fold and even reverses its sign for one
reasoning-tuned model. On the fragmentation
side, Bengali costs roughly five times more
tokens per word than English, the 10 models
share only 4 vocabularies and that cost varies
twofold across them: the same Bengali word av-
erages 7.9 tokens under the Llama 3 tokenizer
but 4.0 under Mistral’s Tekken. Under three of
the four vocabularies the average Bengali to-
ken covers fewer bytes than a single code point.
Bengali is the constant here and the vocabu-
laries are not and so what Bengali text costs
is set by tokenizer design rather than by the
script. Fertility and sequence length correlate
only weakly with scores (r = —0.23), so we

1

present this as a cost and segmentation concern
rather than a driver of the gap. The datasets,
pipeline and evaluation code are released.

1 Introduction

Open large language models are now routinely
compared on a standard set of English bench-
marks covering commonsense reasoning, science
questions, mathematics and broad knowledge
(Grattafiori et al., 2024; Yang et al., 2025). For
Bengali, one of the most widely spoken languages
in the world, no comparable evaluation suite ex-
ists. This is not because Bengali lacks data
or models: it has dedicated pretrained models
such as BanglaBERT (Bhattacharjee et al., 2022),
BanglaGPT (Salim et al., 2023), TituLLM (Nahin
et al., 2025) and TigerLLLM (Raihan and Zampieri,
2025) and roughly 30 billion tokens of curated pre-
training text in the Sangraha corpus (Khan et al.,
2024). What Bengali lacks is an instrument: a
set of evaluation benchmarks that spans the same
task categories as the English suites, is constructed
consistently enough that scores are comparable
across tasks and comes with an analysis of where
its measurements can be trusted. Existing Bengali
evaluations cover individual slices (science QA in
BEnQA (Shafayat et al., 2024), the task selections
of BenLLMEval (Kabir et al., 2023)) and trans-
lated collections such as Okapi (Lai et al., 2023)
and Indic-Evals (Sarvam Al, 2024) cover several
individual benchmarks, but no resource supports a
controlled English—-Bengali comparison across the
full commonsense, science, math and multidomain
spectrum. We argue that Bengali is best described
not as data-poor but as evaluation-poor and this
paper is about building and testing the missing in-
strument.

Proceedings of the Fifth Workshop on Multimodal Machine Learning in Low-resource Languages, pages 1-17
November 9, 2026 ©2026 Association for Computational Linguistics



The first of the two concepts is script fragmen-
tation, and it starts from Bengali’s writing system.
Bengali is written in an alphasyllabary in which di-
acritics attach on either side of a base character and
consonants combine into conjunct forms, produc-
ing multi-character grapheme clusters that consti-
tute the writing system’s natural units (Alam et al.,
2021). In the word chandra (moon), for example,
the cluster ndra is one written character built from
five code points: three consonants joined by two vi-
rama signs. Bengali handwriting recognition works
at this level, recovering grapheme clusters rather
than individual code points (Alam et al., 2021); sub-
word tokenization faces the text-side instance of
the same segmentation problem. Byte-pair vocab-
ularies trained predominantly on Latin-script text
split Bengali into units smaller than its characters
(Rust et al., 2021; Petrov et al., 2023); we measure
this with standard tokenizer statistics (§4.3). The
cut runs deep: under three of the 4 vocabularies the
evaluated models share, the average Bengali token
spans 2.2 - 2.6 bytes, less than a single three-byte
Bengali code point, while the average English to-
ken spans 4.4 - 4.9 bytes. The depth is not fixed
by the script: it varies twofold across those vocab-
ularies, so fragmentation is a tokenizer choice. A
benchmark suite with paired English and Bengali
versions of identical content is precisely the setting
in which this cost can be quantified, which is what
we do here.

Format, the second concept, is a property of the
evaluation rather than the language. Benchmark
prompts instruct models to answer in a fixed shape
(Correct Answer: [option] in our setup) and
exact-match scoring accepts nothing else: a model
that replies “the correct answer is (b)” or reasons
before stating the answer is scored wrong despite
knowing it. The response error rate (§4.2) measures
this failure and §6.1 shows it strikes Bengali and
English unequally.

Concretely, we translate 20 widely used English
benchmarks into Bengali using a single consistent
GPT-40-mini pipeline, evaluate 8 of them with 10
open instruction-tuned models from the LLaMA,
Qwen, Mistral and DeepSeek-R1 families in the
range of 3B to 72B parameters, on the paired En-
glish and Bengali versions under three metrics:
exact-match accuracy, an LLM-judge score and
a response-format error rate. The headline gap is
real: macro-averaged over models and tasks, En-
glish scores exceed Bengali scores by 0.17 - 0.18
on the O - 1 score scale under both metrics (LLM-

judge: 0.79 vs. 0.63). The paired design also lets
us decompose the gap; the decomposition is where
the findings lie.

Our contributions are:

* A uniformly constructed Bengali evaluation
suite. 8 benchmarks covering commonsense,
science, math and multidomain knowledge,
all translated with one pipeline and released
with the pipeline and evaluation code. The
suite complements existing Bengali resources:
it adds WinoGrande, CommonsenseQA and
OpenBookQA, for which we are not aware
of public Bengali versions and, unlike prior
translated collections assembled from het-
erogeneous sources, all datasets share one
pipeline, prompt format and validation pro-
cedure (§3.4).

A paired English-Bengali evaluation of 10
open LLMs across 4 families and three met-
rics, quantifying how the gap varies with
model scale and family (§5).

Evidence that exact-match scoring con-
flates format adherence with capability.
When format-error rates are below 5% in both
languages, exact-match and judge-based es-
timates of the cross-lingual gap agree within
about 0.05; when format errors exceed 10%,
exact match misstates the gap by 0.09 - 0.24
and can invert its sign. Reasoning-tuned mod-
els are penalized hardest. This extends known
results on format sensitivity (Sclar et al., 2024;
Zheng et al., 2024; Alzahrani et al., 2024) to
the cross-lingual setting, where the artifact is
asymmetric and therefore biases gap estimates
rather than merely adding noise (§6.1).

A script-fragmentation characterization.
The script is fixed; the tokenizer decides what
its text costs. Bengali fertility averages 6.7—
7.4 tokens per word against ~1.3 for English,
but that pooled figure hides a twofold spread
across the 4 vocabularies the 10 models share
(7.9 for Llama 3, 4.0 for Tekken); per-instance
sequence lengths inflate by up to 5.5x%, and
three of the 4 vocabularies produce tokens
spanning less than a single Bengali character
while Tekken clears that boundary. We report
a weak negative association between fragmen-

tation and scores (r = —0.23) and are explicit
that our evidence does not support a causal
claim (§6.2).



2 Related Work

Bengali and Indic evaluation resources. Dedi-
cated Bengali models include BanglaBERT (Bhat-
tacharjee et al., 2022), BanglaGPT (Salim et al.,
2023), TituLLM (Nahin et al., 2025) and Tiger-
LLM (Raihan and Zampieri, 2025). On the evalua-
tion side, BenLL.MEval assembled a first LLM eval-
uation for Bengali (Kabir et al., 2023), BEnQA pro-
vides parallel English-Bengali science questions
from Bangladeshi curricula (Shafayat et al., 2024)
and the IndicLLMSuite provides pretraining and
fine-tuning data across 22 Indian languages (Khan
et al., 2024). Closest to our artifact, Okapi (Lai
et al., 2023) released ChatGPT-translated versions
of ARC, HellaSwag and MMLU in 26 languages
including Bengali, Sarvam AI’s Indic-Evals col-
lection (Sarvam Al, 2024) releases Indic transla-
tions, including Bengali, of MMLU, BoolQ, ARC-
Challenge and GSM8K and Global-MMLU (Singh
et al., 2025) includes a Bengali split with partly
human-verified translations. Section 3.4 details
how our suite relates to these resources.

Bootstrapping benchmarks by translation.
Translating English benchmarks is an established
first step for languages without native evaluation
suites: Turkish LLM development relied on trans-
lated benchmarks (Acikgoz et al., 2024) and the
Aya project used translation alongside human tem-
plating across 100+ languages (Ustiin et al., 2024).
The approach has known costs, translationese,
cultural mismatch and translation errors, that na-
tive construction, as in the Khayyam Challenge
(Ghahroodi et al., 2024), avoids. We take the trans-
lation route with open eyes: it is the only way to
obtain paired English-Bengali versions of identi-
cal items, which our measurement analysis requires

(83.9).

Tokenization and script fragmentation. Fertil-
ity and related statistics have long been used to
compare tokenizers across languages (Rust et al.,
2021) and tokenizer disparities translate into real
cost and context-length penalties for non-Latin
scripts (Petrov et al., 2023; Ahia et al., 2023). Tok-
enizer choice measurably affects downstream per-
formance (Ali et al., 2024; Dagan et al., 2024) and
subword fragmentation degrades robustness (Chai
et al., 2024). For Indic scripts specifically, recent
work proposes morphologically and orthographi-
cally grounded segmentation (Brahma et al., 2025;
Vemula et al., 2025; Libovicky and Helcl, 2024)

and byte-level modeling for Bangla (Bhattacharyya
and Bhattacharya, 2025). The visual counterpart
of the segmentation problem is central to Bengali
handwritten grapheme recognition (Alam et al.,
2021). Our contribution is descriptive: paired statis-
tics locating the fragmentation below the character
level.

Evaluation robustness and format sensitivity.
LLM scores are highly sensitive to prompt for-
matting (Sclar et al., 2024), option ordering and
selection biases in MCQ (Zheng et al., 2024) and
small benchmark perturbations (Alzahrani et al.,
2024); prompt-sensitivity benchmarks quantify this
variance systematically (Razavi et al., 2025; Polat
et al., 2024). Unreliable answer extraction is a
recognized failure mode of evaluation harnesses
(Yu et al., 2025) and LLM-as-judge protocols are
the standard mitigation, with known biases of their
own (Zheng et al., 2023). We build on this litera-
ture rather than proposing new metrics: in a cross-
lingual setting these known artifacts become asym-
metric between languages, turning benign noise
into systematic bias on gap estimates.

3 The Bengali Benchmark Suite

3.1 Benchmark Selection

Starting from the suites used to report results
for open model families (Grattafiori et al., 2024),
we translated 20 English benchmarks into Ben-
gali (inventory in Appendix A) and selected 8
spanning 4 task categories with well-defined an-
swers that support automatic scoring: common-
sense and reading comprehension (HellaSwag,
WinoGrande, CommonsenseQA, OpenBookQA,
BoolQ), science (ARC, contributing ARC-Easy
and ARC-Challenge splits), math (GSM8K) and
multidomain knowledge (MMLU). Because ARC
contributes two evaluation splits, result tables re-
port 9 columns for the 8 benchmarks.

3.2 Translation Pipeline

All datasets were translated with
gpt-40-mini-2024-07-18. The model was
prompted as a professional translator, instructed
to preserve meaning, tone, idioms, proper nouns
and, critically, the ground-truth answer values and
to emit valid JSON so that translations could be
machine-validated (Table 8). Automated checks
validated JSON structure, key completeness
and answer-key integrity for every item; entries
that failed validation or were dropped by the



batched pipeline were detected by log analysis
and retranslated until the datasets were complete.
Translating all 20 benchmarks cost approximately
$200, evidence that this bootstrap is affordable for
other underserved languages.

3.3 Translator Selection

Before committing to a translation engine, we
compared Google Translate, Azure Translator and
gpt-40-mini-2024-07-18 in a blind review: re-
viewers(native Bengali speakers) saw translations
of the same source items without knowing which
system produced them and indicated which they
preferred. GPT-40-mini was preferred for accuracy
and coherence and was used for the full pipeline.
We did not log the number of reviewers, use a for-
mal rubric or compute inter-rater agreement, so
we treat this as an informal preference test that
guided an engineering choice, not as a validation
of translation quality (§3.5).

3.4 Position Relative to Existing Resources

Bengali versions of some of these benchmarks
already exist: Okapi (Lai et al., 2023) includes
ChatGPT-translated Bengali ARC, HellaSwag and
MMLU, the Indic-Evals collection (Sarvam Al,
2024) provides Indic translations including Bengali
of MMLU, BoolQ, ARC-Challenge and GSM8K,
Global-MMLU (Singh et al., 2025) covers Ben-
gali MMLU with partial human verification and
BEnQA (Shafayat et al., 2024) provides parallel sci-
ence QA. Our suite is complementary in three spe-
cific ways. First, it adds Bengali versions of Wino-
Grande, CommonsenseQA and OpenBookQA, for
which we are not aware of public Bengali transla-
tions. Second, every dataset is produced by one
pipeline with one prompt, one engine and one
validation procedure, so differences between task
scores reflect the tasks rather than heterogeneous
translation provenance; this consistency is what
makes the cross-task and cross-language analyses
in §6 interpretable. Third, because every Bengali
item is paired with its English source under identi-
cal formatting, the suite supports the controlled gap
decomposition and paired tokenization statistics
that are this paper’s main analytical contributions.

3.5 Translation Quality

The suite is machine-translated and has not un-
dergone item-level human validation; we state
this up front rather than in passing. The au-
tomated pipeline guarantees structural integrity

(well-formed items, intact answer keys, complete
datasets) but not semantic fidelity. We therefore
frame the suite as a first-pass instrument with char-
acterized error modes: suitable for the relative,
paired comparisons performed in this paper, where
translation noise applies to all models equally and
improvable through the released pipeline. Human
validation on a stratified sample is the next step;
the Limitations section returns to this point.

4 Experimental Setup
4.1 Models

We evaluate 10 open instruction-tuned models
drawn from 4 families chosen to span three axes:
parameter scale (3B - 72B), documented multilin-
gual support and documented Bengali coverage in
pretraining (Table 7, Appendix D). The LLaMA
models represent widely deployed open models
without documented Bengali pretraining, Qwen
represents a multilingual family with documented
Bengali exposure, Mistral documents no Bengali
support (Mistral Small is multilingual but lists no
Bengali) and the DeepSeek-R1 distillations, built
on Qwen (14B) and Llama (70B) bases, represent
reasoning-tuned models, a category that matters
for measurement (§6.1). All models are evaluated
zero-shot, without fine-tuning, using fixed prompt
templates that instruct the model to answer in the
format Correct Answer: [option]; full tem-
plates and inference details are in Appendix D.

4.2 Task Metrics

We score every model—dataset—language cell with
three complementary metrics.

Exact-match accuracy counts a response as cor-
rect if it begins with the expected answer string
(after normalization such as lowercasing and label
mapping). This strictest, most common protocol is
deliberately retained because its failure modes are
part of what we study.

Response Error Rate (RER) is the fraction of
responses that do not begin with any valid answer
option for the item:

1 n
RER = ~ Z;“‘(Vp € B ~pre(ri,p)), ()
1=
where P; is the set of valid (normalized) answer
prefixes for item ¢ and pre(r;, p) tests whether re-
sponse r; begins with p. Its complement is the
Response Adherence Rate,

RAR =1 - RER. (2)



RER isolates format failure from knowledge fail-
ure: a response with high RER cannot score un-
der exact match regardless of whether the model
knew the answer. This makes RER the diagnostic
for the answer-extraction failures documented in
evaluation-harness studies (Yu et al., 2025).

LLM-judge score is the fraction of responses
that a few-shot GPT-based judge rules semantically
equivalent to the ground truth, independent of sur-
face format (Zheng et al., 2023). The judge is our
estimate of capability with format effects removed;
its own reliability limits are discussed in the Limi-
tations section.

4.3 Tokenization Metrics

We characterize each model’s tokenizer on the
paired corpora using three standard statistics, com-
puted over every prompt (system prompt plus item)
in each dataset and language. Although we evalu-
ate 10 models, they share only 4 distinct vocabular-
ies: the Llama 3 tokenizer (the 4 LLaMA models
and the DeepSeek-R1 Llama distill), the Qwen 2
tokenizer (both Qwen models and the DeepSeek-
R1 Qwen distill) and the two Mistral vocabular-
ies (Mistral 7B’s 32k SentencePiece and Mistral
Small’s Tekken). All tokenizer statistics therefore
characterize 4 vocabularies carried by 10 mod-
els. Fertility is the mean number of tokens per
whitespace-separated word (Rust et al., 2021). To-
kens per instance is the mean tokenized length
of a full prompt, the quantity that determines con-
text usage and inference cost (Ahia et al., 2023).
Bytes per token is the mean UTF-8 byte length
of the text divided by its token count (Dagan et al.,
2024); higher values mean each token spans more
text (coarser, more efficient tokenization), lower
values mean finer fragmentation. Earlier drafts
used ad hoc names for these quantities; we use
the established names for comparability with the
tokenization literature.

5 Results
5.1 The Cross-Lingual Gap

Table 1 summarizes performance macro-averaged
over the 9 evaluation splits; Tables 4-6 give per-
split scores. Averaged over all models, English
exceeds Bengali by 0.180 under exact match and
0.169 under the LLM judge, so a substantial capa-
bility gap survives even after format effects are
removed. The gap narrows sharply with scale
within each family (row marginals of Figure 1): the

meanz=sd

llama3.2:3b 44139 141 7] 28 186 .22 .04 .07 B0=i17

qwen2.5:7b [39/:36/1361:30 .28 [§F] .21 .06 703 30=:23

mistral:7b m-m 255 12% 02 30=.24

llama3.1:8b 135 .32 ZQE 14 .07 .03 .17%.24
deepseek-rl:14b .00 .27 .19 .15 .21 .26 .05 .08 .07 .14%.10
mistral:24b ~28/.23 .19 .14 .23 .02 .04 .12%44 .12+.13

llama3.3:70b .24 .17 .11 .06 .15 .08 .05 .11% .10+.09
llama3.1:70b .23 .14 .09 .06 .16 .08 .06 .09%0 .10+.08
gwen2.5:72b .24 .18 .08 .05 .14 .09 .05 .10 09+.10

deepseek-r1-70b%§'1.09 .07 .05 .15 .12{//53) os% .06+.06
.26 .23/.23 .21 .19 .09 .06 44
meanzsd o 16: 11+.15+.20+.06+.30+.08+. 07%
S O:Oc; & &ioi 6\\’9
Figure 1: Per-model, per-split English—Bengali LLM-
judge gap; rows and columns sorted by mean gap,
marginals give mean=+sd, hatched cells are negative
(Bengali above English) and color encodes the printed
value. tThe judge is unreliable on HellaSwag (§6.1).
The exact-match counterpart is Figure 7 (Appendix C).

LLaMA judge gap falls from 0.304 (3B) to 0.095-
0.100 (70B), Qwen from 0.303 to 0.089 and Mistral
from 0.299 to 0.125. The best Bengali performer
overall is deepseek-r1:70b (judge 0.879), followed
by the large Qwen and LLaMA models. Doc-
umented Bengali pretraining coverage (Table 7)
shows no clear effect at small scale: qwen2.5:7b
(documented coverage) and llama3.1:8b (none) ap-
pear to differ (judge gaps 0.303 vs. 0.173), but the
difference vanishes once GSMB8K, a split carry-
ing known harness anomalies (see Limitations), is
excluded entirely (0.242 vs. 0.239), so this pool
supports no conclusion about coverage either way.

5.2 Where the Gap Concentrates

Figure 1 maps each model’s judge gap by split
and two regimes emerge: knowledge-heavy mul-
tiple choice carries the gap (CSQA, OBQA, ARC
and MMLU average 0.21-0.26) while binary
BoolQ and WinoGrande stay at or below 0.09.
The column marginals separate two further sto-
ries: MMLU’s gap is nearly model-independent
(0.21£0.06), suggesting a property of the language
pair rather than of any model, whereas GSM8K’s
similar mean hides extreme model dependence
(0.1940.30), spanning qwen2.5:7b’s 0.79 collapse
to llama3.1:8b’s —0.35. The row marginals show
mean and variance falling together with scale: a
large gap is also an erratic gap. The exact-match
view of the same matrix (Figure 7, Appendix C) is
instead dominated by the format artifacts of §6.1.



Exact-match accuracy LLM-judge RER
Model EN BN A EN BN A EN BN
llama3.1:8b 0.682 0.401 0.281 0.669 0.496 0.173 0.020 0.190
Ilama3.1:70b 0.885 0.751 0.133  0.843 0.748 0.095 0.007 0.010
llama3.2:3b 0.658 0.322 0.336 0.657 0.353 0304 0.017 0.064
Ilama3.3:70b 0.851 0.752 0.099 0.845 0.745 0.100 0.048 0.015
qwen2.5:7b 0.816 0.468 0.348 0.793 0.490 0.303 0.010 0.004
qwen2.5:72b 0.895 0.599 0.295 0.856 0.767 0.089 0.009 0.247
mistral:7b 0.170  0.112 0.058 0.627 0.328 0.299 0.733 0.721
mistral:24b 0.833  0.637 0.196 0.806 0.681 0.125 0.025 0.066
deepseek-r1:14b 0.750 0.515 0.236 0.908 0.767 0.141 0.140 0.212
deepseek-r1:70b 0458 0.638 —0.179 0935 0.879 0.057 0.494 0.200
Mean 0.700  0.520 0.180 0.794 0.625 0.169 0.150 0.173
Mean (excl. HellaSwag)  0.703  0.540 0.163 0.830 0.638 0.192 0.147 0.157

Table 1: Macro-averages over the 9 evaluation splits, per model and language. A = EN — BN. Bold marks RER
above 0.1; for those five models the two gap estimates (underlined) diverge by 0.09-0.24 and can invert in sign,
while for the remaining models the two estimates agree within 0.05. The second mean row excludes HellaSwag,
where the judge is unreliable (§6.1). Per-split scores are in Tables 4-6.

6 Analysis

6.1 Format Adherence Confounds
Exact-Match Accuracy

The three metrics in Table 1 were chosen so that
their disagreements are informative and they dis-
agree systematically. Exact-match accuracy re-
quires both knowing the answer and emitting it
in the instructed format; the judge requires only
the former; RER measures failure of the latter
alone. Prior work established that format sensi-
tivity adds noise to monolingual benchmarks (Sclar
et al., 2024; Zheng et al., 2024; Alzahrani et al.,
2024). In our paired setting the effect is worse
than noise: RER differs between languages for the
same model, so exact match does not merely blur
the cross-lingual gap, it biases it. Shafayat et al.
(2024) observe the same phenomenon qualitatively,
noting that eliciting format-conforming output is
markedly harder in Bengali than in English and
fall back to manual answer assessment; our RER
quantifies that failure mode at scale. Three patterns
in Tables 1 and 5 make the case; Figure 2 previews
them.

Apparent incapability that is actually format
failure. mistral:7b scores 0.048 exact-match on
English OpenBookQA while the judge scores it
0.678; its RER there is 0.914, meaning nine of
ten responses never began with a valid option la-
bel. Its macro exact-match score (0.170 EN) would
place it far below every other model, while its judge
score (0.627 EN) sits modestly below the other 7—
8B models (0.669-0.793) rather than at the catas-
trophic floor its exact-match score implies. An

mistral:7b ® < RER .73
deepseek-r1:70b [ ] X3 RER .49
qwen2.5:72b L 2 @ RER .25
llama3.1:8b *—o RER .19
deepseek-r1:14b *—0 RER .21
mistral:24b -0 RER .07
qwen2.5:7b S0 RER .01
llama3.1:70b 9 RER .01
llama3.2:3b @ exact match 2] RER .06
llama3.3:70b @ LUMjudge ¢ RER .05

-0.2 0.0 0.2 0.4 0.6
English - Bengali macro gap

Figure 2: Exact-match vs. LLM-judge estimates of the
macro English—Bengali gap per model, sorted by di-
vergence; the right column gives each model’s larger
macro RER (bold above 0.1). Format failure separates
the estimates by up to 0.24 and inverts the sign for
deepseek-r1:70b; near-zero-RER models (grey) agree.

earlier draft concluded that Mistral consistently un-
derperforms across languages; the RER column
shows that conclusion was substantially a prefix-
matching artifact and we correct it here. The gen-
uine Mistral finding is different and appears only
under the judge: proportionally, it loses 48% of its
English judge score in Bengali (0.627 to 0.328), the
largest relative drop among the 7-8B models (38%
for qgwen2.5:7b, 26% for 1lama3.1:8b), consistent
with its undocumented Bengali support.

Reasoning-tuned models are penalized hard-
est. The DeepSeek-R1 distillations produce
chain-of-thought before the final answer, which
frequently breaks the required answer prefix.
deepseek-r1:70b has an English RER of 0.494
and an English exact-match of 0.458, against a
judge score of 0.935, the highest English judge
score in the pool. Exact-match protocols thus rank



the strongest reasoner in the pool as one of the
weakest models, a concrete instance of the answer-
extraction failures that motivate harness-robustness
work (Yu et al., 2025).

Language-asymmetric format failure biases
the gap estimate. Because RER is not equal across
languages, the bias does not cancel in the EN—BN
difference. For qwen2.5:72b, Bengali RER (0.247)
far exceeds English RER (0.009) and the exact-
match gap (0.295) is more than triple the judge
gap (0.089): most of this model’s apparent Ben-
gali deficit is formatting. 1lama3.1:8b shows the
same pattern on OpenBookQA, where accuracy col-
lapses from 0.790 (EN) to 0.172 (BN) while RER
rises from 0.000 to 0.658. For deepseek-r1:70b the
asymmetry runs the other way (EN RER 0.494 vs.
BN 0.200) and exact match reports a negative gap
of —0.179, Bengali above English, where the judge
reports a positive gap of 0.057. Across the pool the
pattern is monotone: the three models with RER
below 0.05 in both languages show gap estimates
agreeing within 0.05, the two models with interme-
diate RER (peaking near 0.07) diverge by at most
0.07 and the five models with RER above 0.1 in
either language diverge by 0.09 to 0.24 (deepseek-
r1:14b lowest, mistral:7b highest).

Robustness to judge errors. The judge itself
is imperfect and its failure is systematic rather
than random: on English HellaSwag, seven mod-
els score 0.583-0.905 exact match while the judge
places them between 0.352 and 0.423; five of those
seven have RER at or near zero, so format fail-
ure cannot explain the divergence and only the
two chain-of-thought DeepSeek-R1 models escape
(0.898 and 0.933). Our hypothesis is response-style
sensitivity in the judge itself: HellaSwag asks for
a continuation; terse label answers are judged not
equivalent to the gold continuation while reasoning
models restate it in full. The conclusions above
do not depend on the split: excluding HellaSwag
(second mean row of Table 1), qgwen2.5:72b’s exact-
match gap (0.247) still more than doubles its judge
gap (0.116) and the deepseek-r1:70b sign inversion
persists (—0.188 vs. 4-0.064). The aggregate direc-
tion is itself unstable: the pooled exact-match gap
exceeds the judge gap with HellaSwag included
(0.180 vs. 0.169) and falls below it without (0.163
vs. 0.192); the per-split flip is visible by comparing
Figures 1 and 7; the lesson is that exact match is
unreliable in both directions, with large per-model
biases that partially cancel in aggregate. The RER
evidence is judge-independent throughout.

I 11 (5.5¢ EN, fertlty 7.9)
Llama 3 — 5

I 747 (4.6% EN, fertilty 7.5)
Mistral 32k SP . 52

I 710 (4.8% EN, fertiity 6.9

Qwen 2 — Em
Tekken -* 408 (2.7% EN, fertility 4.0)
0 200 400 600 800 1000
mean tokens per instance (9 evaluation splits)
Il Bengali I English

Figure 3: Bengali vs. English tokenization cost by vo-
cabulary: mean tokens per instance over the 9 evalua-
tion splits, annotated with the BN/EN ratio and Bengali
fertility. Exact values incl. bytes per token: Table 3
(Appendix B).

The practical conclusion for low-resource eval-
uation is that a single exact-match number can-
not be interpreted as a capability gap: report
format-error rates alongside accuracy and treat
gap estimates as unreliable wherever RER is non-
negligible and asymmetric. This finding is invariant
to our translation-quality caveats: translation noise
affects both metrics equally; the divergences are
metric-internal.

6.2 Script Fragmentation: Fixed Terrain,
Variable Cost

The paired corpora let us measure exactly what
current subword vocabularies do to Bengali text
(Figure 4 and additional plots in Appendix B).
Per-vocabulary cost. Figure 3 is the con-
crete result: English cost is nearly identical across
the 4 vocabularies (146-162 tokens per instance)
while Bengali cost varies twofold. Mistral Small’s
Tekken vocabulary encodes the same Bengali text
in half the tokens of Llama 3 (408 vs. 811 per in-
stance; fertility 4.0 vs. 7.9), from a family with no
documented Bengali or Indic support and at a vo-
cabulary size nearly identical to Llama 3’s (131k vs.
128k): vocabulary composition, not size or model
scale, separates Bengali tokenization cost across
open models. The absolute cost is a direct inference
multiplier: under the dominant Llama 3 vocabulary
the same content costs 5.5 times more context in
Bengali (BoolQ: 1,115 tokens vs. 196; HellaSwag:
1,359 vs. 256), shrinking the effective context win-
dow for Bengali users independent of any accuracy
effect. Pooled across models, Bengali fertility is
6.7-7.4 tokens per word against 1.25—1.4 for En-
glish (Figure 6), within documented cross-lingual
disparities, which reach 15x for some languages
(Petrov et al., 2023; Ahia et al., 2023).
Sub-character fragmentation. Every Bengali



code point occupies 3 bytes of UTF-8, so bytes per
token tests whether a vocabulary’s tokens reach the
script’s characters. Three of the 4 vocabularies fall
below that boundary on Bengali text (2.2-2.6 bytes
per token, Table 3, Appendix B): their average to-
ken covers less than one character. Tekken, at 4.4
bytes, is the one vocabulary that clears the bound-
ary, and it is the same one that halves fertility: a sin-
gle mechanism, Bengali-capable merges, explains
both columns. English tokens span 4.4-4.9 bytes,
four to five characters. This sub-character segmen-
tation is the text-side counterpart of the challenge
in visual processing of Bengali script (Alam et al.,
2021); morphologically grounded Indic tokeniza-
tion (Brahma et al., 2025; Vemula et al., 2025) and
byte-level Bangla modeling (Bhattacharyya and
Bhattacharya, 2025) are natural remedies our suite
can help evaluate.

Association with performance. Across model—
dataset cells, fertility and tokens-per-instance both
correlate with the LLM-judge score at r = —0.23
(Appendix B). We do not read this as a performance
effect. The correlation is weak, it is confounded
with model family, scale and task, and it is pseudo-
replicated: the 10 models draw on only 4 vocabu-
laries, so the fertility values repeat and the effective
sample is far smaller than 90 cells. What the data
does support are the direct measurements: the fer-
tility premium, the context-cost multiplier and the
sub-character fragmentation, none of which depend
on any link to accuracy.

7 Conclusion

We released a uniformly constructed Bengali suite
of 8 benchmarks, evaluated 10 open LLMs on
paired English and Bengali versions and used the
pairing to answer the title’s question. Format drives
the measured gap, not the real one: language-
asymmetric format failure lets exact match distort
gap estimates threefold to fivefold or invert their
sign, with reasoning-tuned models penalized most;
what survives format-insensitive judging, roughly
0.17, is real and narrows sharply with scale. Script
fragmentation is one phenomenon with a fixed ter-
rain and a variable cost: subword tokenizers cut
Bengali’s grapheme-cluster script below the char-
acter, but how deep the cut runs is set by the vo-
cabulary, not the script. Bengali pays a fivefold
average fertility premium and its tokens fall below
a single character under three of the 4 vocabular-
ies, yet the premium varies twofold by vocabulary

(Tekken halves it) and the association with scores
stays weak, so vocabulary composition, not the
script itself, sets the tax. The recurring lesson:
documentation is not measurement; documented
pretraining did not predict smaller gaps in this pool
and the best Bengali tokenizer came from a family
documenting no Bengali support. For practition-
ers: report format-error rates, corroborate exact
match with a format-insensitive metric and expect
reasoning-tuned models to be underrated by prefix
matching. The suite and pipeline are a first-pass
instrument; human validation, natively authored
items and grapheme-aware tokenization come next.

Limitations

Our datasets are machine translations that have not
undergone systematic item-level human validation,
and the engine comparison in §3.3 was an informal
preference test. Translation errors, translationese
and cultural mismatch may affect absolute Bengali
scores; our analyses are paired and relative, which
limits this exposure; stratified human validation is
the most important future work.

We rely on a single LLM judge as our format-
insensitive capability metric and do not corroborate
it with a second, independent judge. LLM judges
have documented biases and may err differently
across languages (Zheng et al., 2023); §6.1 doc-
uments one split (English HellaSwag) where the
judge disagrees with the gold key at zero RER,
an exposure bounded by the exclusion check and
judge-independent RER evidence; human agree-
ment over judge verdicts and corroboration with an
independent judge remain future work. A few cells
score far below documented capability (GSMS8K:
llama3.1:8b in English, qwen2.5:7b in Bengali),
suggesting residual harness effects; released out-
puts permit auditing them.

Our tokenization analysis is aggregate: we report
per-vocabulary bytes per token and fertility, but do
not measure how often individual grapheme clus-
ters are split or relate cluster-level segmentation
to per-item correctness, which we leave to future
work. Finally, the model lineup predates the newest
releases: scores age; protocols do not.
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A Translated Benchmark Inventory

Table 2 lists all 20 benchmarks translated by the
pipeline. The 8 evaluated in this paper are Open-
BookQA, ARC (Easy/Challenge), BoolQ, Com-
monsenseQA, GSMS8K, HellaSwag, WinoGrande
and MMLU  the remainder are released for future
work.

B Additional Tokenization Results

The tokens-per-instance columns of Table 3 are
pipeline-computed over the full corpora; its fertil-
ity and bytes-per-token columns were measured by
direct tokenization of Bengali text with each vocab-
ulary’s public tokenizer and agree with the pipeline-
computed statistics shown here. Figure 5 reports
tokens per instance by dataset and language and
Figure 6 shows the scatter of fertility and tokens-
per-instance against LLM-judge scores underlying
the » = —0.23 association reported in §6.2.

C Additional Results Figures

Figure 9 shows family-level LLM-judge score dis-
tributions and the standard deviation of scores
across languages, complementing the per-model
macro-averages in Table 1. Figure 8 plots macro
scores by model size and language under both met-
rics. Tables 4-6 give the per-split scores underlying
that table.

D Reproducibility Details

Figure 10 gives a schematic overview of the con-
struction and evaluation pipeline.

All models were evaluated zero-shot using
their chat/instruct variants. Prompts instruct the
model to output the answer as Correct Answer:
Loption] (with a Bengali-language equivalent in-
struction for Bengali inputs) and responses were
scored as described in §4.2. Exact-match normal-
ization lowercases responses and maps label vari-
ants (e.g., “Yes” to “yes”) before prefix compar-
ison. The LLM judge is a few-shot GPT-based
classifier that receives the question, ground truth
and model response and returns a Correct/Incorrect
verdict. Evaluation uses each benchmark’s released
evaluation split as listed in Table 2 (the validation
split where test labels are not public); exact per-
cell counts ship with the released datasets. Tok-
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enization statistics were computed over the con-
catenation of system prompt and item for every in-
stance in each dataset, per model tokenizer. The re-
leased repository contains the translation pipeline,
all prompt templates in both languages, inference
scripts, judge prompts and the scripts that produce
every table and figure in this paper. Datasets are
released with train/dev/test splits mirroring their
English sources.

Artifact availability: The translated datasets,
translation pipeline and evaluation code are pub-
licly released: code on GitHub and datasets in our
Hugging Face collection.
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Dataset Train Dev Test Answer format Focus

OpenBookQA 4957 500 500 MCQ Multi-step commonsense reasoning
ARC 3370 869 3548 MCQ Grade-school science
BoolQ 9427 3270 - Yes/No Reading comprehension
CommonsenseQA 9741 1221 1140 MCQ Commonsense reasoning
GSMSK 7473 - 1319  Number Grade-school math
HellaSwag 39905 10042 10003 MCQ Commonsense continuation
WinoGrande 19482 1267 1767 MCQ Pronoun resolution
MMLU 98487 1528 13869 MCQ Multidomain knowledge
BigBenchHard - - var. MCQ Logical reasoning
AlpacaEval - — 10465 Instruction Instruction following
Anthropic HH 86372 — 35006 Free-form Safety, helpfulness
APPS 5000 — 5000 Code Coding

BFCL - - 250  Structured Function calling

Dolly - - 7295  Instruction Varied NLP tasks
HumanEval - - 164  Code Code generation

MATH 8599 - 4999  Exact match Competition math
MMLU-Pro - 70 12032 MCQ Multidomain knowledge
MR-GSM8K - — 12024 Exact match Math meta-reasoning
PIQA 16113 - 3084 MCQ Physical commonsense
SIQA 33410 1954 -  MCQ Social reasoning
Truthful QA - - 1634  MCQ Truthfulness

Table 2: All translated benchmarks. The top block lists the 8 evaluated in this paper; the bottom block lists the 12
additional translated benchmarks released for future work.

Vocabulary Models BN EN BN/EN Fert. B/tok
Llama 3 4LLaMA, R1-70B 811 146 55 179 22
Qwen 2 2 Qwen, R1-14B 710 147 48 6.8 2.6
Mistral 32k SP Mistral 7B 747 162 46 15 23
Tekken Mistral Small 408 149 27 40 4.4

Table 3: Per-vocabulary tokenization of Bengali. Tokens
per instance (BN, EN, ratio) are pipeline-computed over
the full evaluation corpora; Bengali fertility (tokens
per word) and bytes per token are measured by direct
tokenization of Bengali text with each public tokenizer
and agree with the pipeline statistics (Appendix B). A
Bengali code point is 3 bytes: only Tekken’s tokens
clear the character boundary.
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Model OBQA CSQA ARC-E ARC-C BoolQ GSM8K WinoG HellaS MMLU

1lama3.1:8b 0.790 0.735 0.888  0.788 0.809 0.111 0.616 0.753  0.647
Ilama3.1:70b 0938 0.816 0969 0934 0.882 0923 0805 0.882 0.814
1lama3.2:3b 0.730 0.701 0.832  0.720 0.669 0.586 0535 0.583  0.567
= 1lama3.3:70b 0.896 0.771  0.941 0916 0.885 0931 0.804 0.709  0.802
% qwen2.5:7b 0.874 0.817 0917 0.881 0.786 0.882 0.679 0.819  0.690
é qwen2.5:72b 0960 0.849 0969 0943 0.893 0.909 0.809 0.905  0.817
mistral:7b 0.048 0.014 0.056  0.038 0.719 0416 0.011 0.162  0.068
mistral:24b 0.900 0.811 0937 0911 0.817 0.785 0.773 0.810  0.754
deepseek-r1:14b  0.774 0.645 0.733  0.723 0.872 0.859 0.766 0.811 0.571
deepseek-r1:70b  0.316 0432  0.238  0.231 0.839 0923 0.647 0.273  0.226
1lama3.1:8b 0.172 0423 0529 0433 0.671 0.387 0519 0.193  0.282
Ilama3.1:70b 0.790 0.650 0922 0.846 0.822 0.811 0.648 0.624  0.650
1lama3.2:3b 0.330 0.287 0349 0323 0.446 0.145 0485 0.257  0.280
»= 1lama3.3:70b 0.764 0.643 0918 0.835 0.833 0.827 0.635 0.659  0.652
S qwen2.5:7b 0.516 0464 0.654 0.538 0.572 0.106 0516 0435 0414
E qwen2.5:72b 0.336  0.609 0835 0.779 0.848 0.824 0355 0.222  0.587
mistral:7b 0.006 0.048 0.019 0.019 0.594 0.011  0.240 0.046  0.026
mistral:24b 0.538 0.577 0.842  0.743 0.780 0.754  0.570 0.401 0.527

deepseek-r1:14b  0.500 0.457  0.568  0.500 0.792 0.557 0552 0.339 0367
deepseek-r1:70b 0490 0.611  0.755 0.749 0.872 0.764  0.565 0.381 0.552

Table 4: Exact-match accuracy per evaluation split, English (top block) and Bengali (bottom block).

Model OBQA CSQA ARC-E ARC-C BoolQ GSM8K WinoG HellaS MMLU
llama3.1:8b 0.000 0.001  0.040 0.015 0.000 0.121  0.000 0.000  0.000
1lama3.1:70b 0.010 0.008 0.013  0.005 0.000 0.022  0.002 0.000  0.001
llama3.2:3b 0.000 0.003 0.041  0.019 0.000 0.073  0.000 0.000  0.018
= 1lama3.3:70b 0.042 0.065 0.043 0.026 0.000 0.022  0.000 0.223  0.009
% qwen2.5:7b 0.008 0.000 0.041  0.018 0.000 0.020  0.000 0.000  0.001
é qwen2.5:72b 0.008 0.000 0.019 0.009 0.001 0.045 0.000 0.000  0.000
mistral:7b 0914 0975 0938 0950 0.023 0211 0979 0.722  0.886
mistral:24b 0.000 0.002 0.039 0.020 0.000 0.039  0.000 0.125  0.000
deepseek-r1:14b  0.190 0.192 0250  0.235 0.011 0.039 0.056 0.007  0.282
deepseek-r1:70b  0.672 0.494  0.761  0.757 0.067 0.028 0.249 0.669  0.747
llama3.1:8b 0.658 0.016 0.061  0.051 0.000 0.258  0.005 0407  0.257
1lama3.1:70b 0.012 0.003 0.002 0.001 0.002 0.065 0.000 0.001  0.005
llama3.2:3b 0.018 0.002  0.001  0.000 0.000 0465 0.041 0.018  0.032
= 1lama3.3:70b 0.010 0.016 0.004  0.003 0.000 0.058 0.001 0.035  0.009
§ qwen2.5:7b 0.000  0.000  0.000  0.000 0.000 0.039  0.000 0.000  0.000
E qwen2.5:72b 0.582 0.102 0.116 0.110 0.000 0.033 0463 0.670  0.144
mistral:7b 0986 0.788 0930 0929 0.024 0.561 0542 0.815 00913
mistral:24b 0.172  0.003  0.000  0.000 0.000 0.051 0.000 0.367  0.000

deepseek-r1:14b  0.244 0.162  0.314  0.344 0.015 0.158 0.046 0.277  0.348
deepseek-r1:70b  0.416 0.118 0.186  0.156  0.007 0.077 0.184 0.399  0.256

Table 5: Response Error Rate (RER, lower is better) per evaluation split, English (top block) and Bengali (bottom
block). Note the strong model and language asymmetries: mistral:7b fails format in both languages, deepseek-r1:70b
mainly in English, 1lama3.1:8b and qwen2.5:72b mainly in Bengali.
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Model OBQA CSQA ARC-E ARC-C BoolQ GSM8K WinoG HellaS MMLU
llama3.1:8b 0.790 0.735 0928  0.801 0.809 0.122 0777 0409  0.648
1lama3.1:70b 0940 0.820 0982 0939 0.882 0945 0856 0412 0814
llama3.2:3b 0.730 0.703  0.872  0.738  0.669 0.600 0.680 0.352  0.572
= 1llama3.3:70b 0.934 0.822 0983 0941 0.885 0953 0.860 0.417  0.807
% qwen2.5:7b 0.876  0.817 0957 0.899 0.786 0.896 0.789 0423  0.690
5 qwen2.5:72b 0966 0.849 0988 0951 0.893 0.952 0.870 0.421 0.817
mistral:7b 0.678 0.654 0.865 0.704 0.727 0.508 0.585 0.387  0.535
mistral:24b 0.900 0.811 0977 0930 0.817 0.792 0.869 0.404  0.754
deepseek-r1:14b  0.958 0.810  0.980  0.948 0.893 0.895 0976 0.898  0.816
deepseek-r1:70b  0.954 0.857 0.987  0.957 0.906 0951 0991 0933  0.883
llama3.1:8b 0474 0381 0562 0451 0.671 0477 0.710 0377  0.360
1lama3.1:70b 0.796 0593 0923 0.846 0.823 0.862 0.768 0.470  0.652
llama3.2:3b 0.340 0.265 0350 0323 0.446 0243  0.642 0.282  0.290
»= 1lama3.3:70b 0.768 0.585 0918 0.835 0.833 0.876  0.750 0.484  0.653
§ qwen2.5:7b 0.516 0429 0.654 0538 0.572 0.110  0.726  0.451 0.414
g qwen2.5:72b 0.790 0.606 0938  0.868 0.848 0.861 0.772 0.547  0.677
mistral:7b 0252 0.195 0.283  0.239  0.605 0.030 0.697 0372  0.282
mistral:24b 0.670 0.528 0.842  0.743 0.780 0.775 0.751 0.514  0.527
deepseek-r1:14b  0.692 0.808  0.830  0.758 0.847 0.634 0.895 0.832  0.606
deepseek-r1:70b  0.868 0.866  0.933  0.883  0.909 0.831 0946 0.934  0.737

Table 6: LLM-judge score per evaluation split, English (top block) and Bengali (bottom block).

15



meanz*sd

llama3.2:3b |4 40| 40| 5] 12944 22 .05 33| Ba=is
qwen2.5:7b .26 .28 [§f] 21 .16[:38 35+.18
mistral:7b%/03.04 .02 .04 .04 {40 . 12' 12 .06+.17
llama3.1:8b 31fH @Eﬂ 14 . E .28x.27
deepseek-rl:14b .19 27 .22 .1 0.08 .21 ] 2411
mistral:24b 23 36| .17 .10 .23 .03 .04 .20 |41 20:.13
llama3.3:70b .13 .13 .08 .02 .15 .10 .05 .17 .05 .10x.05
llama3.1:70b -17 .15 .09 .05 .16 .11 .06 .16 :26 .13+.06
qwen2.5:72b 24 [fF] .16 . 3 .09 .05 [45|[fF] Bo=:23

deepseek-rl: 70&%&5 16{//9/@ OS%W

4oq ;18 28 .13 .11 .16 .21 .09 .14 .32
mean=sd + 18+.25+.26+.27+.19+.28+.08+.17+.24

X ¥ \O (9 28
(Jc) O<b @Q Q\ $Qg>\,b

Figure 7: Exact-match counterpart of Figure 1 with
identical row and column order. The format artifacts
of §6.1 dominate: HellaSwag flips from —0.02 (judge)
to +0.32 mean, deepseek-r1:70b’s row turns negative
because format failure suppresses its English scores and
ARC-C/ARC-E swing from consistent judge gaps to
standard deviations of 0.26-0.27.

Model Size Multiling. Bengali pretraining
LLaMA 3.1 (Grattafiori et al., 2024) 8B Limited X
LLaMA 3.1 (Grattafiori et al., 2024) 70B  Limited X
LLaMA 3.2 (Grattafiori et al., 2024) 3B Limited X
LLaMA 3.3 (Grattafiori et al., 2024) 70B  Limited X
Qwen 2.5 (Yang et al., 2025) 7B Yes '
Qwen 2.5 (Yang et al., 2025) 72B Yes v
Mistral (Jiang et al., 2023) 7B No X
Mistral Small (Mistral AI Team, 2025) 24B Yes X
DeepSeek-R1 Distill-Qwen (Guo et al., 2025)  14B Yes v
DeepSeek-R1 Distill-Llama (Guo et al., 2025) 70B  Limited X

Table 7: Evaluated models (chat/instruct variants). Ben-
gali coverage follows each model’s documentation. The
DeepSeek-R1 models are reasoning distillations onto
Qwen 2.5 (14B) and Llama 3.3 (70B) bases and inherit
those bases’ language coverage.

Role Content

System  You are a professional translator tasked with
accurately translating text from English to Ben-
gali. Your primary goal is to provide precise
and culturally appropriate translations, regard-
less of the content’s nature.

User Translate the following English text into Ben-
gali and ensure the output is valid JSON
with all strings enclosed in double quotes:
<english_text> {{"input”: {input},
"target”: {target}}} </english_text>
Guidelines: 1. Translate accurately, maintain-
ing meaning, tone and context. 2. Handle
idiomatic expressions appropriately. 3. Pre-
serve specialized terminology and proper nouns.
4. Translate sensitive content accurately with-
out censorship. 5. Do not translate JSON
keys, only values. 6. Ensure valid JSON
output with double-quoted strings. Output
within <bangla_translation> tags; notes in
<translator_notes> tags.

Table 8: Prompt template for English-to-Bengali trans-
lation.

16



exact match LLM judge

[ 4
() [ J
0.8 ® L . ° ° ¢
' ° . * $
e o ® ° ® *
806 ¢ s s
o
3} L 4 g ° *»
g 04 * Py
L 4 L 2
® EN
0.2
® BN
b4 L 4
3B 7B 14B 24B 70B 3B 7B 14B 24B 70B
parameters parameters

Figure 8: Macro scores by model size and language under exact match (left) and the LLM judge (right). Bengali
scores rise faster with scale than English scores; the exact-match panel additionally shows the format-failure outliers

of §6.1.

1.0
0.8 1
deepseek
0.6 4
mistralai
0.4 ©
o
meta
0.2 4
e lang

ly

score

model_famil

B bn
0.0 4 3 en Quen
deeDlseek méta mistlralai QV\;en 0.00 0.02 0.04 0.06 0.08 0.10 0.12 0.14
model_family Score Std Dev Across Languages
(a) LLM-judge score distributions by model family. (b) Standard deviation of scores across languages by family.

Figure 9: Family-level score distributions and cross-language robustness. Lower deviation in (b) indicates more
stable behavior across English and Bengali; the DeepSeek-R1 family is the most stable, consistent with Table 1.
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Figure 10: Overview of the construction and evaluation pipeline: benchmark selection, a blind three-way translator
comparison, GPT-4o0-mini translation with JSON-constrained outputs, automated validation with retranslation and
paired English-Bengali evaluation of 10 open LLMs under three metrics.
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Abstract

Speech—text retrieval is a multimodal align-
ment task in which spoken audio and writ-
ten transcripts are mapped into a shared rep-
resentation space. Standard retrieval met-
rics test whether an audio embedding recov-
ers its transcript from a large candidate pool,
but not whether the shared representation pre-
serves small grammatical contrasts inside ag-
glutinated words.  We construct an auto-
matic Malayalam benchmark with 12,611 con-
trolled audio—text comparison rows derived
from 6,611 held-out audio queries. The
benchmark contains three morphosyntactic
categories—case, tense, and negation—and
a lexical numeral-control category. Alterna-
tives are generated with the mlmorph finite-
state analyser and generator and retained af-
ter a generate—reanalyse consistency check. A
CLIP-style model without explicit hard nega-
tives obtains 37.45% full-pool Recall@1 but
only 53.66% pairwise accuracy, close to the
50% pairwise baseline. We diagnose a fixed-
first-candidate loader defect that under-delivers
later-generated categories and replace it with
per-transcript category-aware, access-time re-
sampling. At the matched epoch count, pair-
wise accuracy rises from 73.50% to 79.76%,
and tense accuracy rises from 52.83% to
77.70%. The complete corrected procedure
reaches 89.69% pairwise accuracy after ex-
tended training, while full-pool retrieval re-
mains below the original checkpoint. A strat-
ified human review of 797 rows retains or cor-
rects 731 (91.7%); the final checkpoint ob-
tains 74.01% on this deliberately reweighted
and partly rewritten subset. These results show
that global retrieval, controlled grammatical
discrimination, candidate-delivery logic, and
human benchmark validation are distinct com-
ponents of multimodal evaluation.

*Corresponding author: meharuniza@icfoss.org

18

1 Introduction

Speech—text retrieval is a multimodal learning
problem connecting spoken audio with written
language. A speech encoder and a text encoder
map the two modalities into a shared embedding
space, enabling spoken-archive search, recording—
caption alignment, and audio-language transfer.
Standard evaluation asks whether the correct tran-
script appears among the highest-scoring candi-
dates. This measures global retrieval, but it can
conceal a language-specific failure: a model may
identify the topic and most lexical content while ig-
noring a short segment that changes the utterance’s
grammatical interpretation.

Malayalam is a morphologically rich Dravidian
language in which case, tense, polarity, number,
and auxiliary structure can be expressed within
an orthographic word. For example, a0l poyi
‘went’ and ealo@lg) poyilla ‘did not go’ share most
of their surface and acoustic material, yet differ
in polarity. Similarly, mSegl@d skuulil ‘at school’
and adeslerios skuulilekkii ‘to school’ differ in
case-related material. A model that scores both al-
ternatives almost equally may still achieve high Re-
call@K if all other candidates are unrelated.

The distinction is expressed differently in the
two modalities. In written text, case, tense, and
negation are represented by explicit orthographic
material, whereas in speech the corresponding dis-
tinction is realized acoustically rather than as a
symbolic morphological label. The controlled
evaluation therefore asks whether acoustic evi-
dence from the fixed utterance is aligned with
the appropriate written morphological form in the
shared representation space.

In this multimodal setting, dual encoders and
contrastive objectives commonly map audio and
text into a shared space. This paradigm builds on
contrastive predictive coding and CLIP-style sym-
metric training (van den Oord et al., 2018; Radford
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et al., 2021), and has been adapted to speech—text

retrieval, speech translation, and audio-language

representation learning (Khurana et al., 2022; Shih

et al., 2023; Ye et al., 2022; Elizalde et al., 2023).

Pretrained multilingual speech and text models

make such training feasible for Indian languages

(Babu et al., 2022; Khanuja et al., 2021). However,

ordinary in-batch negatives tend to be far from the

correct transcript. They teach coarse discrimina-
tion without necessarily requiring the model to re-
solve a suffix-sized contrast.

This paper examines evaluation, data delivery,
and benchmark validity. We first ask whether
full-pool Recall@K is a reliable proxy for fine-
grained sensitivity to Malayalam grammatical con-
trasts. We then inspect the path through which gen-
erated hard negatives reach the loss. Although the
source file contained multiple categories, the orig-
inal loader attached only the first generated can-
didate to each transcript. Because candidate gen-
eration scans from left to right and some triggers
occur more frequently, this positional rule system-
atically altered the effective training distribution.
Finally, because finite-state round-trip consistency
does not guarantee sentence-level naturalness, we
perform a stratified human review and re-evaluate
all supplied checkpoints on the accepted or cor-
rected subset.

We position this work as a foundational study
in the sense that it establishes an initial evalu-
ation framework and empirical reference point
for Malayalam multimodal speech—text alignment,
rather than claiming a comprehensive treatment of
architectures or linguistic phenomena.

Our contributions are:

We construct a 12,611-row automatic multi-

modal diagnostic over 6,611 held-out audio

queries, covering case, tense, negation, and a

lexical numeral control.

. We demonstrate a divergence between full-pool
retrieval and controlled discrimination: the no-
hard-negative model reaches 37.45% full-pool
R@1 but only 53.66% pairwise accuracy.

. We diagnose a fixed-first-candidate sampling
defect and replace it with per-transcript
category-aware retention and access-time
resampling, without changing the loss architec-
ture.

. We separate matched-epoch evidence for the de-
livery correction from the extended-training re-
sult and report the unresolved gap between local
discrimination and global retrieval.

1.
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5. We human-review a stratified 797-row sam-
ple, retain or correct 731 rows, and report
checkpoint performance on this independently
checked subset.

2 Related Work

2.1 Multimodal speech-text representation

learning

Contrastive predictive coding learns representa-
tions by distinguishing observed future struc-
ture from sampled alternatives (van den Oord
et al., 2018). CLIP scales a symmetric dual-
encoder objective to image-text pairs and estab-
lishes the shared-embedding template used by
many later multimodal systems (Radford et al.,
2021). Wav2CLIP and SpeechCLIP transfer this
idea to audio or speech by connecting pretrained
audio features with language-aligned spaces (Wu
et al., 2022; Shih et al., 2023). CLAP learns a
general audio-text space from natural-language su-
pervision (Elizalde et al., 2023). For multilin-
gual speech, SAMU-XLSR aligns utterance-level
speech representations with sentence embeddings
(Khurana et al., 2022), while ConST adds cross-
modal contrastive learning to speech translation
(Ye et al., 2022). ATRI focuses on inconsisten-
cies caused by multilingual audio-text data distri-
butions (Yin et al., 2025). Our study differs by
targeting controlled, within-language grammatical
contrasts rather than broad semantic compatibility.

The backbones used here reflect two relevant
lines of pretrained modelling. Wav2vec 2.0 and
XLS-R learn contextual speech representations
from unlabeled audio, with XLS-R extending
the approach across languages at scale (Baevski
et al., 2020; Babu et al., 2022). MuRIL pro-
vides text representations tailored to Indian lan-
guages and transliterated text (Khanuja et al.,
2021). Benchmarks and datasets such as Common
Voice, FLEURS, and IndicSUPERB illustrate the
growing infrastructure for multilingual and Indian-
language speech evaluation (Ardila et al., 2020;
Conneau et al., 2023; Javed et al., 2023); our con-
tribution is a targeted diagnostic rather than a new
general speech corpus.

2.2 Negative sampling and dense retrieval

Dual encoders depend on the negative distribu-
tion. Dense Passage Retrieval shows the effective-
ness of in-batch and retrieved negatives for scal-
able ranking (Karpukhin et al., 2020); RocketQA



further develops denoised and cross-batch nega-
tive strategies (Qu et al., 2021). Theoretical and
empirical work shows that hard-negative choice
changes the bias and optimization behaviour of
contrastive objectives (Zhang and Stratos, 2021;
Robinson et al., 2021). In our setting, the chal-
lenge precedes the scoring function: generated cat-
egories existed in storage, but the loader’s posi-
tional choice prevented many from participating.
This makes the sampler an experimentally conse-
quential part of the model specification.

2.3 Targeted and minimal-pair evaluation

Aggregate test performance can hide narrow
decision-boundary failures. Contrast sets perturb
examples in controlled ways to expose such fail-
ures (Gardner et al., 2020); CheckList organizes
behavioural tests around capabilities and perturba-
tion templates (Ribeiro et al., 2020); Dynabench
emphasizes iterative, failure-driven benchmarking
(Kiela et al., 2021). BLiMP demonstrates how
minimal pairs can isolate particular linguistic phe-
nomena (Warstadt et al., 2020). Our benchmark
imports this diagnostic logic into speech-text re-
trieval: the audio is held fixed, and the model must
prefer the attested transcript over one controlled
text alternative.

2.4 Morphological resources and finite-state

control

Finite-state morphology provides reversible anal-
ysis and generation for morphologically com-
plex languages (Beesley and Karttunen, 2003).
For Malayalam, mlmorph implements a reversible
finite-state analyser and generator covering inflec-
tional, derivational, and phonological processes
(Thottingal, 2019). Its reversibility supports the
mutation protocol used here: analyse a word, alter
a designated feature, generate a new surface form,
and reanalyse it. This round trip checks consis-
tency with the finite-state system; it is not equiv-
alent to human validation of sentence naturalness.

3 Multimodal Model and
Implementation

3.1 Cross-modal retrieval and controlled
discrimination

Let a; = f,(x;) be the normalized embedding of
Malayalam waveform z;, and let t; = fi(y;) be
the normalized embedding of transcript ;. Global
retrieval ranks all candidate transcripts by cosine
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similarity a;-rtj. We report Recall@1, Recall@5,
and Recall@10 over the 7,953-transcript held-out
pool. The targeted benchmark instead supplies a
controlled alternative y,  for each true transcript
y:r and records whether

a; filyh) > a filyy). (1)

Pairwise accuracy is the proportion of rows satis-
fying this inequality; its random baseline is 50%.
The full-pool and pairwise tasks use the same au-
dio embeddings but test different properties of the
shared multimodal space. The pairwise probe is in-
herently cross-modal: the audio is held fixed while
the two text candidates differ only in a controlled
linguistic feature. Correct discrimination therefore
requires the audio embedding to preserve acoustic
evidence sufficient to prefer the written form that
corresponds to what was actually spoken.

3.2 Architecture and optimization

The model is a CLIP-style dual encoder. A
wav2vec2-x1ls-r-300m branch consumes 16 kHz
raw waveforms, and a shared muril-base-cased
text branch encodes both true and controlled-
alternative transcripts. Attention-masked mean
pooling is used for text and temporal mean pool-
ing for audio. Linear projection heads map both
branches into a shared 256-dimensional space, fol-
lowed by {5 normalization. No explicit spectro-
gram branch is used: the audio modality enters as
waveform samples.

Training minimizes symmetric audio-to-text
and text-to-audio InfoNCE, with a learnable tem-
perature. When a row has an attached hard nega-
tive ¢, , a hinge term is added:

Lix = max<0, 0.2 — (a] tF — ajt;)) )

Table 1 records the supplied implementation set-
tings. The temperature is clamped after each up-
date to prevent bf16 overflow. Gradient clipping
was added when the corrected run was extended
beyond epoch 2; it is therefore part of the final pro-
cedure, not of the matched-epoch sampler compar-
ison.

4 Data and Agglutination-Aware
Benchmark

4.1 Corpus and held-out pool

The processing pipeline begins with 89,200 Malay-
alam audio—transcript pairs aggregated from mul-
tiple publicly available speech datasets identified



(a) Multimodal speech-text alignment and controlled discrimination

Audio modality

Controlled cross-modal probe

b XLS-R-300M Linear 256
16-kHz waveform temporal mean pool + L2 norm True transcript £ aT#+: high
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Figure 1: Multimodal speech-text alignment, hard-negative delivery, and benchmark evaluation. (a) Audio and text are encoded
by modality-specific encoders and projected into a shared 256-dimensional space. The controlled probe holds the audio embedding
fixed while comparing the true transcript with a minimally changed alternative. (b) Per-transcript category-aware hard-negative

resampling. (¢) Automatic benchmark construction, human verification, and re-evaluation.

Table 1: Implementation settings used in the reported
experiments.

Component Setting

Audio encoder wav2vec2-x1s-r-300m;
mean pool
muril-base-cased; masked mean
pool; shared for positive and negative
text

Linear projection to 256 dimensions;

/2 normalization

temporal

Text encoder

Shared space

Loss Symmetric InfoNCE + hard-negative
hinge, margin 0.2

Optimization AdamW, learning rate 107%, batch 32,
bf16

Audio input 16 kHz waveform, maximum 6 sec-
onds

Stabilization Temperature clamped to [0,1n 100];
gradient norm clipped at 1.0 in the ex-
tended corrected run

Memory Gradient checkpointing on both en-

coders

during corpus construction. Because the corpus
combines data from several sources, the origi-
nal provenance and source-specific licensing con-
ditions are retained for each constituent dataset.
Deduplication and quality control yield 55,059
unique transcript records used for linguistic an-
notation and hard-negative generation. The sup-
plied split contains a 5,225-record anchor sub-
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set and uses speaker-disjoint partitioning; all re-
ported benchmark evaluations use a held-out pool
of 7,953 audio—transcript pairs.

The linguistic-processing record contains
760,630 generated alternatives before benchmark
filtering. These inventory counts describe stored
candidates; they do not imply that every category
reached the loss under the original loader, which
is the defect studied in Section 5.

4.2 Controlled candidate generation

For each content word, mlmorph analyses the sur-
face form, applies an eligible category-specific mu-
tation, regenerates a replacement, and reanalyses it.
A candidate is retained when the generated anal-
ysis matches the intended mutation. Case candi-
dates cycle among configured case analyses; tense
candidates flip configured past/present analyses;
negation is added or removed where licensed by
the analyser; and numeral candidates use a fixed
replacement lexicon.

A fifth training category, called phon_conf
in the implementation, substitutes configured
grapheme-confusable sets such as el/g/¢ and m/em.
Because this operation is orthographic and is not
independently pronunciation-validated, we refer to
it as a grapheme-confusable category. It con-



Table 2: Automatic benchmark composition and strat-
ified human verification. “Retained” includes rows ac-
cepted unchanged or after reviewer correction.

Category Auto. rows Reviewed Retained Rate
Case 4,890 150 148 98.7
Tense 1,870 150 142 947
Negation 5,504 150 138 92.0
Numeral control 347 347 303 873
Total 12,611 797 731 91.7

Covered audio queries: 6,611 /7,953 (83%)

tributes to training but is excluded from the re-
ported morphosyntactic benchmark. Round-trip
validation establishes consistency with the finite-
state analyser and generator; it does not by itself
establish sentence naturalness or contextual appro-
priateness.

4.3 Automatic benchmark composition and
metrics

Emitting one row per available query—category
pair yields 12,611 automatic rows. A query can ap-
pear in more than one row, but each row contains
one true transcript and one controlled alternative.
Table 2 combines the automatic benchmark com-
position with the stratified human-verification out-
come. Case, tense, and negation are morphosyn-
tactic contrasts; numeral replacement is a lexical
control. The automatic imbalance reflects trigger
availability in held-out text rather than a balanced
test design.

Pairwise accuracy is the primary diagnostic: for
each row, the model must score the attested tran-
script above its controlled alternative. The random
baseline is 50%. Full-pool Recall@K is computed
for the same 6,611 covered audio queries against
all 7,953 held-out transcripts. These metrics an-
swer different questions and have different chance
levels; their raw percentages should not be com-
pared as if they shared a common scale.

4.4 Human-verification protocol

Finite-state consistency does not guarantee that a
generated sentence is natural or that only the in-
tended category changed. We therefore drew a
stratified sample of 797 automatic rows: 150 each
for case, tense, and negation, together with all 347
numeral rows. Four category-dedicated Malay-
alam reviewers assessed their assigned rows, and a
lead reviewer independently checked the complete
sample. Each pair was judged for sentence natu-
ralness, agreement with the labelled change, and
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final disposition: accept unchanged, accept with a
reviewer-written correction, or reject. The lead re-
view supplied a second judgement for every item
and the final accept/reject decision; reviewer cor-
rection text was retained where needed. As sum-
marized in Table 2, of the 797 reviewed rows, 353
were accepted unchanged, 378 were retained af-
ter reviewer correction, and 66 were rejected; thus
731/797 rows (91.7%) were retained overall.

5 Per-Transcript Category-Aware
Hard-Negative Resampling

5.1 Fixed-first-candidate defect

The hard-negative file stores multiple candidates
in generation order, but the original loader at-
tached only negatives[0] and reused that text
for every epoch. Since generation scans words
left to right and phon_conf/case triggers occur fre-
quently, they commonly occupied position zero.
Tense requires an eligible explicitly tensed verb
and was under-delivered by the fixed-first selection
rule. The held-out benchmark nevertheless con-
tains 1,870 tense contrasts, allowing this failure
mode to be evaluated. The defect changes the ef-
fective supervision distribution without changing
the model or loss.

5.2 Corrected candidate-delivery procedure

We use a simple category-aware resampling cor-
rection to ensure that available contrast categories
are not deterministically excluded by candidate or-
der. We do not claim this procedure as a novel
sampling algorithm; its role is to isolate the con-
sequences of an experimentally consequential data-
delivery defect. To correct the fixed-first-candidate
defect, we reorganize the generated alternatives by
transcript and category. For each transcript, at
most one candidate is retained from every avail-
able category. Rather than attaching one fixed
alternative when the dataset is loaded, the train-
ing dataset randomly selects one of the available
category-specific candidates whenever the item is
accessed. Consequently, a transcript with multiple
available contrast types can expose different hard
negatives across training epochs. The procedure
does not globally equalize category frequencies be-
cause each transcript exposes only the categories li-
censed by its linguistic content; we therefore refer
to it as per-transcript category-aware resampling
rather than global category balancing.

The original and corrected epoch-2 checkpoints



provide the closest available comparison of this de-
livery change. The corrected epoch-6 checkpoint
additionally includes four further epochs and gra-
dient clipping, and is therefore treated as the com-
plete corrected training procedure rather than a
sampler-only ablation.

6 Experimental Setup

6.1 Systems and comparison logic

We evaluate four supplied checkpoints: (i) Stage
1, symmetric contrastive training without attached
hard negatives; (ii) Stage 2 original, fixed first-
candidate training stopped at epoch 2; (iii) resam-
pled epoch 2, per-transcript category-aware resam-
pling at the matched epoch count; and (iv) resam-
pled epoch 6, the corrected run after four addi-
tional epochs, with gradient clipping during the ex-
tension.

Stage 1 reached 65.45% development R@1 af-
ter five epochs. The original Stage 2 development
R@1 trajectory was 28.05%, 75.65%, and 82.20%
at epochs 0-2. The corrected run developed more
slowly, from 2.85% at epoch O to 41.35% at epoch
2 and 71.80% at epoch 6.

Three comparisons answer distinct questions.
Stage 1 versus Stage 2 original describes the associ-
ation between the supplied hard-negative stage and
controlled discrimination. Original versus resam-
pled epoch 2 is the closest available comparison of
candidate delivery at a matched epoch count. Re-
sampled epoch 2 versus epoch 6 measures progress
under the corrected procedure. Original versus re-
sampled epoch 6 is descriptive but cannot isolate
sampling because duration and gradient clipping
also differ. All reported checkpoints are from sin-
gle training runs. Repeated-seed estimates were
not available; therefore, the reported differences
are descriptive and we do not report standard devi-
ations, confidence intervals, or significance tests.

The 12,611-row automatic benchmark is the pri-
mary evaluation. The same checkpoints are then
re-scored on the 731-row human-verified subset.
Because the verification sample intentionally over-
samples the 347-row numeral category and in-
cludes reviewer-corrected alternatives, its aggre-
gate score is not directly comparable with the auto-
matic benchmark’s micro-average.
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7 Results

7.1 Global retrieval and local discrimination
diverge

The central result is visible without a separate ta-
ble. Stage 1 retrieves the true transcript at rank
1 for 37.45% of benchmark queries in the 7,953-
candidate pool, but scores the true transcript above
its controlled alternative in only 53.66% of rows,
just 3.66 points above the 50% pairwise base-
line. Stage 2 original improves these values to
55.01% full-pool R@1 and 73.50% pairwise accu-
racy. Thus, non-trivial global retrieval can coex-
ist with weak sensitivity to a controlled grammat-
ical change; the fuller category-wise comparison
appears in Table 3.

7.2 Matched-epoch effect of corrected
delivery

Atepoch 2, aggregate pairwise accuracy is 79.76%
with the resampled procedure and 73.50% with
the original. The most diagnostic change is tense,
which rises from 52.83% to 77.70%. Negation
rises from 77.25% to 90.44%. These are consis-
tent with the purpose of exposing alternatives that
were available in storage but systematically under-
delivered by fixed-first selection.

The matched checkpoint is not uniformly su-
perior. Case is 70.12% versus 77.16%, numeral
is 57.06% versus 73.78%, and full-pool R@1 is
18.35% versus 55.01%. The convergence trajec-
tories in Figure 2 indicate that the corrected neg-
ative distribution is associated with slower global-
retrieval learning over the observed epochs. The
epoch-2 result should therefore be interpreted as
a redistribution toward controlled discrimination,
not as a globally superior checkpoint.

7.3 Extended corrected training

At epoch 6, aggregate pairwise accuracy reaches
89.69%. Category scores are 83.78% for case,
86.52% for tense, 97.33% for negation, and
68.88% for the numeral control. Relative to
the original checkpoint, the supplied differences
are +6.62, +33.69, +20.08, and —4.90 points, re-
spectively, with +16.19 points overall. Full-pool
R@1/R@5/R@10 reaches 42.47/82.08/89.05%,
below the original 55.01/90.06/94.01% checkpoint.
Because this checkpoint additionally includes four
epochs and gradient clipping, these values charac-
terize the complete corrected training procedure
rather than a sampler-only ablation.



Table 3: Automatic-benchmark pairwise accuracy and
full-pool recall. All values are percentages. A is the
supplied original-to-resampled-epoch-6 difference.

Metric Orig. Resp.-2 Resp.-6 A
Case 77.16  70.12  83.78 +6.62
Tense 52.83 7770  86.52  +33.69
Negation 7725 9044  97.33  +20.08
Numeral control 73.78 57.06 68.88 —4.90
All pairwise 7350 79.76  89.69 +16.19
Full-pool R@1  55.01 18.35 4247 —12.54
Full-pool R@5 90.06 50.81 82.08 —7.98
Full-pool R@10 94.01 64.04 89.05 —4.96

Development retrieval convergence

82.2
80

75.65

60 -

404

28.05

Development full-pool Recall@1 (%)

~8— Category-aware resampling
Original fixed-first selection

0 1 2 3 4 5 6
Epoch

Figure 2: Development full-pool Recall@1 by epoch.
These are observed trajectories from separate runs, not
repeated-run uncertainty estimates.

Progress within the corrected run. From re-
sampled epoch 2 to epoch 6, every supplied metric
increases. Pairwise accuracy moves from 79.76%
to 89.69%. Full-pool R@1/R@5/R@10 moves
from 18.35/50.81/64.04% to 42.47/82.08/89.05%,
corresponding to supplied gains of +24.12, +31.27,
and +25.01 points. Pairwise accuracy gains 9.93
points. This shows that the severe epoch-2 global-
retrieval deficit is at least partly associated with
training progress. It does not establish that the cor-
rected model would match or exceed the original
after convergence, because no later checkpoint was
supplied.

7.4 Human-verified evaluation

The verification outcome is summarized together
with benchmark composition in Table 2. Across
category reviewer—lead pairs, supplied raw agree-
ment ranges from 82% to 95%, while Cohen’s
ranges from 0.11 to 0.50; exact per-category val-
ues were not supplied. The lower end of the s
range indicates weak chance-corrected agreement
for at least one category; therefore, the 91.7% fig-
ure should be interpreted as a lead-adjudicated
retention rate rather than evidence of uniformly
strong annotator consensus. Most disagreements
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Table 4: Final checkpoint on the full automatic bench-
mark and the stratified human-verified subset. The
columns are not directly comparable micro-averages be-
cause category mixture and text provenance differ.

Category Automatic Verified A
Case 83.78 63.51 —20.27
Tense 86.52 81.69 —4.83
Negation 97.33 84.78 —12.55
Numeral control 68.88 70.63 +1.75
All pairwise 89.69 74.01 —15.68

concern “accept unchanged” versus “accept with
correction,” rather than accept versus reject.

Table 4 re-scores the final checkpoint on the 731
retained rows. The 74.01% aggregate should not
be read as a paired 15.68-point regression from the
89.69% automatic micro-average: the verified sam-
ple includes every numeral row but only 150 rows
from each larger category, and 378 alternatives
were rewritten by reviewers. Reweighting the auto-
matic category scores to the verified sample’s cat-
egory proportions gives 80.69%. On the 353 rows
accepted unchanged, observed accuracy is 75.35%,
compared with a supplied category-mix-adjusted
expectation of 74.98% (a +0.37-point residual).
This supports the narrower conclusion that auto-
matically generated rows confirmed by humans be-
have consistently with the full automatic bench-
mark, while reviewer corrections produce a differ-
ent and generally harder diagnostic subset.

8 Analysis and Discussion

8.1 Global retrieval is not a morphology test

Full-pool retrieval rewards separation from thou-
sands of candidates that often differ in topic,
length, and lexical content. A model can exploit
those broad cues without assigning a robust mar-
gin to a suffix-level contrast. Stage 1 combines
37.45% full-pool R@1 with 53.66% pairwise accu-
racy, demonstrating that the capabilities separate
in this setting. Recall@K remains operationally
necessary, but it should be accompanied by tar-
geted diagnostics when a system is expected to pre-
serve fine-grained grammar, as in contrast sets and
minimal-pair suites for text NLP (Gardner et al.,
2020; Ribeiro et al., 2020; Warstadt et al., 2020).

8.2 Candidate delivery is part of the method

The source file contained category diversity, but
fixed position-zero selection converted it into a nar-
rower effective distribution. At the matched epoch,
tense rises from 52.83% to 77.70% under corrected



delivery, consistent with the diagnosis that later-
triggering candidates were under-delivered. The
corrected procedure does not equalize global cat-
egory counts; it merely ensures that every cate-
gory available for a transcript can reach the hinge
loss. Reproducible reporting must therefore in-
clude when negative selection occurs, how many
candidates are retained, and, where available, the
category distribution actually observed in mini-
batches rather than only the stored inventory.

8.3 What human verification changes

The 91.7% retained rate shows that the finite-state
procedure generates a large proportion of usable
controlled alternatives in the sampled data, but the
378 reviewer corrections also show that round-trip
consistency is not sufficient for a high-precision
linguistic benchmark. The verified subset is in-
tentionally not a miniature random copy of the
12,611-row benchmark: it over-represents numeral
controls and replaces many generated texts. Con-
sequently, the verified aggregate should be inter-
preted as a secondary diagnostic of robustness to
human-curated contrasts. The close match be-
tween observed and mix-adjusted expected accu-
racy on the 353 unchanged rows argues against the
specific concern that obviously invalid automatic
rows alone inflated the reported automatic score. It
does not validate every unsampled row in the full
benchmark.

8.4 Observed local-global behavior

The resampled model becomes substantially
stronger on controlled pairs while global retrieval
develops more slowly. At epoch 6, automatic
pairwise accuracy is 89.69%, but full-pool R@1
remains below the original checkpoint.  The
supplied trajectory is still increasing, so incom-
plete convergence is plausible; an optimization
trade-off between close negative discrimination
and broad ranking is also possible. The available
measurements do not distinguish these explana-
tions. Numeral is the only category below the
original at epoch 6. Its 347 automatic rows make
scarcity a plausible concern, but no repeated runs
or category-size ablation were supplied, so the
cause remains unresolved.

8.5 Practical implications

The targeted failure mode is operationally relevant:
an audio—text system may retrieve a broadly re-
lated recording while remaining insensitive to a
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case marker, tense marker, negation, or numeral
that changes the intended interpretation. This mat-
ters in spoken-archive search, transcript quality as-
surance, call-centre compliance, dictation review,
and confirmation workflows involving amounts or
dates. The benchmark does not certify deploy-
ment readiness, but it demonstrates why full-pool
retrieval should be paired with controlled contrast
evaluation in morphologically rich languages.

9 Conclusion

We introduce an automatic multimodal Malayalam
speech—text diagnostic that separates global re-
trieval from fine-grained controlled discrimination.
A no-hard-negative model reaches 37.45% full-
pool Recall@1 while remaining close to chance on
one-change comparisons, showing that aggregate
retrieval is not a proxy for sensitivity to grammat-
ical contrasts. We identify a fixed-first-candidate
loader defect that restricted which generated neg-
atives reached training. Per-transcript category-
aware retention with access-time resampling im-
proves matched-epoch aggregate and tense pair-
wise accuracy, and the complete extended cor-
rected procedure reaches 89.69% automatic pair-
wise accuracy. A stratified human review re-
tains or corrects 731 of 797 sampled rows and
shows that reviewer-edited contrasts form a harder
secondary evaluation set. The remaining full-
pool retrieval gap and the difference between auto-
matic and human-curated evaluation remain open.
More broadly, targeted linguistic diagnostics, ex-
act negative-delivery logic, and human validation
should be considered jointly when evaluating mul-
timodal speech—text models for morphologically
rich languages.

10 Limitations

The full 12,611-row benchmark is automatically
generated; human review covers a stratified 797-
row sample rather than every row. The lead re-
viewer adjudicated all sampled items, but the sup-
plied record does not provide per-category agree-
ment values beyond ranges, blinded reviewer de-
tails, or a fully independent third adjudication.
The verified subset deliberately over-represents nu-
meral controls and contains reviewer-corrected al-
ternatives, so its micro-average is not directly com-
parable with the full automatic benchmark. Round-
trip validation establishes finite-state consistency,
not human naturalness, dialectal acceptability, or



semantic felicity. The benchmark contains three
morphosyntactic categories and one lexical con-
trol and is not a complete analysis of Malayalam
morphology. The grapheme-confusable category
remains outside the reported benchmark. All re-
sults use one audio backbone and one text back-
bone. The original and corrected trajectories are
separate runs, and the extended corrected run ad-
ditionally uses gradient clipping. No repeated-run
estimates were supplied, and the corrected model
was not trained to a demonstrated plateau. Be-
cause each training condition was observed under
a single seed, the magnitude and stability of the re-
ported improvements across random initializations
remain unquantified.
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Abstract

The manual creation of high-quality study ma-
terials such as summaries, question—answer
sets, and flashcards remains a time-consuming
task for both educators and learners. While
large language models can generate such con-
tent rapidly, they frequently suffer from hal-
lucinations and lack grounding in the source
material. This paper presents a Retrieval-
Augmented Generation (RAG) framework de-
signed to address these limitations by trans-
forming educational documents into pedagog-
ically structured learning resources. The sys-
tem integrates document preprocessing, seman-
tic chunking, embedding-based retrieval, and a
locally deployed language model to produce
concise summaries, targeted questions, and
flashcards. A cross-sectional evaluation involv-
ing 48 undergraduate students and 12 educa-
tors was conducted to assess usability, accu-
racy, cognitive support, and overall pedagogi-
cal value. Findings indicate that the AI Study
Agent is perceived as supportive of compre-
hension and revision activities, and objective
evaluation supports factual consistency relative
to non-retrieval generation. Challenges related
to output accuracy, oversimplification, and user
trust remain consistent with limitations iden-
tified in existing GenAlI literature. The study
concludes that while the system demonstrates
strong potential to support teaching and learn-
ing workflows, its perceived effectiveness relies
on responsible use, educator oversight, and con-
tinued refinement to ensure pedagogical align-
ment and reliability.

1 Introduction

Generative Artificial Intelligence has catalyzed pro-
found transformations across education. Large Lan-
guage Models now power intelligent tutoring sys-
tems, automated assessment, and adaptive learn-
ing platforms, offering unprecedented scalability
in content creation (Dwivedi et al., 2023; Kasneci
et al., 2023). Within this ecosystem, automated
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creation of structured study materials (summaries,
question—answer sets, and flashcards) represents
a particularly promising frontier. These resources
serve as foundational scaffolds for active recall and
self-assessment, strategies empirically validated for
durable learning (Dunlosky et al., 2013).

Manual production of such materials, however,
remains labor-intensive and scales poorly with in-
creasing class sizes. Pure generative models of-
fer a tempting shortcut, yet introduce significant
liabilities: ungrounded outputs, factual hallucina-
tions, and lack of domain-specific fidelity can un-
dermine the comprehension they aim to support
(Ji et al., 2023). Existing commercial tools fre-
quently lack pedagogical alignment, transparency
regarding source provenance, and local deployment
options essential for institutional data sovereignty.
Many operate as opaque black boxes with limited
configurability, hindering trustworthy integration
into formal learning workflows. This paper ad-
dresses these challenges through the design, imple-
mentation, and empirical evaluation of a Retrieval-
Augmented Generation (RAG) framework for ped-
agogical support. The contributions are four-
fold: (1) a fully articulated RAG pipeline encom-
passing document ingestion, semantic chunking,
embedding-based retrieval, and local LLM infer-
ence; (2) generation of structured pedagogical
outputs—summaries, question—answer sets, and
flashcards—aligned with cognitive load reduction
and active learning principles; (3) cross-sectional
empirical evaluation with students and educators
capturing both objective metrics and subjective per-
ceptions; and (4) insights on residual hallucination,
oversimplification, and trust calibration that inform
responsible Al deployment in education.

2 Related Work

Generative Artificial Intelligence has transformed
educational content creation, with Large Language
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Models now powering tutoring systems, assess-
ment generation, and personalized feedback (Kas-
neci et al., 2023; Dwivedi et al., 2023). Critical
scholarship documents significant risks: hallucina-
tions, erosion of epistemic vigilance, and the poten-
tial for generative outputs to supplant rather than
scaffold knowledge construction (Ji et al., 2023;
Sullivan et al., 2023). The persuasive surface valid-
ity of model outputs can induce unwarranted con-
fidence among learners, particularly when domain
expertise is insufficient to detect subtle distortions.

Research on automated study materials spans
summarization (Allahyari et al., 2017; Nenkova
and McKeown, 2011), question generation (Kurdi
et al., 2020; Alsubait, 2015), and flashcard cre-
ation (Dunlosky et al., 2013; Karpicke and Roedi-
ger, 2008). Existing tools frequently operate as
opaque, proprietary services that prioritize lexical
fluency over epistemic accuracy, generating plau-
sible but potentially distorted content (Chiu et al.,
2023; Bender et al., 2021). Many lack explicit
pedagogical alignment, offering limited configura-
bility for chunking strategies, retrieval parameters,
or prompt engineering essential for fine-tuning out-
puts to specific educational contexts.

Retrieval-Augmented Generation addresses hal-
lucination by grounding outputs in verifiable source
documents (Lewis et al., 2020; Guu et al., 2020).
Educational applications of RAG have shown po-
tential for improving the factual consistency and
contextual grounding of generated learning mate-
rials, while recent work has also explored large
language models for educational question gener-
ation (Lamsiyah et al., 2024). Existing work has
generally focused on individual educational arti-
facts or tutoring interactions. Comparatively less
attention has been given to the unified generation of
summaries, question—answer sets, and flashcards
within a single, locally deployable hybrid RAG
framework that is evaluated by both learners and
educators. This gap motivates the present work: an
integrated system that prioritizes institutional data
sovereignty, pedagogical alignment, and transpar-
ent source grounding.

3 Theoretical Framework

The following three theories motivate both the sys-
tem architecture and the evaluation framework.
Constructivist Learning Theory positions Al-
generated materials as scaffolds for active knowl-
edge construction rather than inert knowledge

29

repositories (Wood et al., 1976). The RAG
pipeline operationalizes this through question—
answer sets demanding active retrieval, flashcards
cueing spaced rehearsal, and summaries preserv-
ing conceptual density for inferential reasoning.
Source-grounded retrieval mitigates the risk of pas-
sive acceptance by positioning outputs as verifiable
derivatives of authoritative texts.

Cognitive Load Theory distinguishes intrin-
sic, extraneous, and germane demands on working
memory (Sweller, 1988). Structured summaries
reduce extraneous load by eliminating redundancy
and signaling hierarchical relationships; targeted
questions channel resources toward germane pro-
cessing. The chunking strategy and prompt en-
gineering reflect this rationale, while the evalua-
tion assesses whether perceived cognitive support
aligns with theoretical predictions. Oversimplifica-
tion and residual inaccuracies are treated as risks
that may paradoxically increase load by forcing
learners to reconstruct missing connections.

Human-AI Interaction Theory frames trust
as a calibrated response shaped by reliability and
transparency (Lee and See, 2004; Hoff and Bashir,
2015). Local deployment and source attribution
support appropriate trust calibration, while the eval-
uation instruments measure perceived transparency
and usability as distinct yet interdependent con-
structs. Educators are positioned as curators rather
than passive consumers, retaining agency to vali-
date and contextualize outputs.

4 System Design and Architecture

4.1 Overall Architecture

The system architecture implements a Retrieval-
Augmented Generation pipeline that transforms
raw educational documents into structured peda-
gogical artifacts through modular, sequential stages.
Figure 1 illustrates the complete workflow. Docu-
ment ingestion and preprocessing feed parallel re-
trieval streams: a dense semantic retriever employ-
ing sentence-transformer embeddings with cosine
similarity, and a sparse lexical retriever employ-
ing BM25 scoring. The dual retrieval streams are
fused via reciprocal rank fusion (RRF) to produce
a consolidated context window of the top-k most
relevant chunks. This context, together with a task-
specific prompt template, conditions the locally
deployed large language model to generate one of
three output types: narrative summaries, question—
answer sets, or flashcards. Modularity ensures that



each functional component can be independently
optimized, replaced, or audited without compromis-
ing broader system integrity. The pipeline operates
entirely within local infrastructure, thereby elim-
inating external API dependencies and ensuring
that sensitive educational materials remain within
institutional boundaries.

4.2 Document Ingestion and Preprocessing

Document ingestion accommodates multiple for-
mats including PDF, DOCX, and plain text, reflect-
ing the heterogeneous document ecosystems typi-
cal of academic environments. Preprocessing rou-
tines perform structural normalization by removing
headers, footers, and extraneous metadata while
preserving semantic paragraph boundaries. Text
chunking employs a hybrid strategy that combines
recursive character splitting with semantic bound-
ary detection; individual chunks are constrained to
approximately 512 tokens with 64-token overlaps.
This chunk size represents a deliberate compromise
between retrieval granularity and contextual coher-
ence. Smaller fragments improve precision yet risk
severing conceptual relationships that span multi-
ple sentences, whereas excessively large chunks
dilute semantic specificity and introduce irrelevant
context into generation prompts. Overlap mecha-
nisms mitigate boundary effects by ensuring that
transitional passages appear in adjacent chunks,
thereby preserving thematic continuity across seg-
ment boundaries.

4.3 Embedding and Vector Storage

Chunk embeddings are computed using the
sentence-transformers/all-MinilLM-L6-v2
model, a 22.7M-parameter sentence-transformer
that produces 384-dimensional dense vectors
via mean-pooling over the final hidden states
(Reimers and Gurevych, 2019). Input preprocess-
ing truncates sequences to a maximum of 256
word-piece tokens and applies lowercase normal-
ization and whitespace collapsing. No additional
domain-specific fine-tuning is performed. Vector
similarity is computed using cosine distance in the
Lo-normalized embedding space.

Dense vector representations are stored in Chro-
maDB 0.5.0 with HNSW indexing (efConstruc-
tion = 128, M = 16), enabling approximate nearest-
neighbor search with persistent local storage (Team,
2022). The selection of ChromaDB reflects a de-
sign priority for lightweight deployment without
container orchestration overhead.
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Table 1: Chunk Size and Overlap Ablation (n = 30
documents)

Configuration ~ Precision@3 Recalles ROUGEL Colfi(l::?:rllcy
c=256,0 = 32 071 0.64 0.62 378
= 2560 = 64 0.73 0.66 0.63 382
c=2560=128 072 0.65 0.61 375
c=513,0 =32 0.76 0.69 0.68 405
c=5120=64 0.78 0.71 0.71 412
c=5120=128 077 0.70 0.69 408
c=1024,0=064 072 0.67 0.65 391

c=10240=128 071 0.66 0.64 388
c=1024.0 =256 070 0.65 0.62 384

The choice of chunk size (¢ = 512 tokens) and
overlap (o = 64 tokens) was validated through an
ablation study rather than selected heuristically. Ta-
ble 1 reports retrieval and generation performance
across nine configurations on a held-out validation
set of 30 documents. Retrieval quality is measured
by Precision@3 and Recall@5 against manually
annotated relevance judgments. Generation qual-
ity is measured by ROUGE-L F1 and expert-rated
factual consistency (1-5 scale) for summarization
outputs.

The configuration ¢ = 512, o = 64 achieved the
optimal balance: smaller fragments (¢ = 256) im-
proved retrieval precision marginally but degraded
generation coherence due to severed conceptual
relationships, while larger chunks (¢ = 1024) di-
luted semantic specificity and introduced irrelevant
context into generation prompts. The 64-token
overlap was sufficient to preserve boundary conti-
nuity without excessive storage redundancy. This
configuration was fixed for all subsequent experi-
ments.

4.4 Retrieval and Generation

Dense retrieval identifies the top-m 10
candidates via cosine similarity over the 384-
dimensional embedding space, capturing para-
phrastic and conceptual relationships that elude
exact term matching. Sparse retrieval identifies the
top-m = 10 candidates via BM25 with default pa-
rameters (k; = 1.5, b = 0.75), ensuring precise
recovery of rare terminological and definitional
content that dense representations may dilute. The
two ranked lists are fused through reciprocal rank
fusion with constant kgrgp = 60:

1
rank, (d)

RRF(d) = )
reER kRRF +

where R denotes the set of retrievers and
rank, (d) the rank of document d in retriever . The
fused list is truncated to k¥ = 5 chunks, which



Figure 1: System Architecture. End-to-end pipeline from document ingestion to grounded pedagogical outputs
(summaries, QA pairs, and flashcards), with hybrid retrieval, local LLM inference, and explicit transparency

mechanisms.

are concatenated into a structured context win-
dow. This value of k£ = 5 was selected based on
the context-window constraints of the generation
model and the empirical observation that additional
chunks beyond the fifth contributed diminishing
relevance while increasing the risk of context di-
lution. The Full System significantly outperforms
both unimodal retrieval baselines and the hybrid
configuration without RRF, confirming that the fu-
sion mechanism captures complementary signals
rather than merely aggregating redundant ones.

Retrieved chunks are injected into task-specific
prompt templates that constitute a secondary con-
tribution. Three distinct templates govern output
generation, each engineered to align with specific
pedagogical objectives:

* Summarization: instructs condensation while
preserving hierarchical concept relationships
and key terminology, with explicit constraints
against omission of causal or comparative re-
lationships;

Question generation: demands varied cogni-
tive levels ranging from factual recall to an-
alytical inference, with explicit constraints
on answerability from the provided context
and prohibitions against tautological or overly
generic items;

e Flashcard generation: enforces concise
question-answer pairs suitable for spaced repe-
tition, with a maximum of 128 tokens per card
face and requirements that each pair target a
single, verifiable concept.

All templates include explicit grounding instruc-
tions that constrain the model to synthesize re-
sponses exclusively from retrieved context and to
indicate when a request cannot be answered from
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the provided material. This design directly oper-
ationalizes the theoretical commitment to trans-
parency: by mandating that the generator acknowl-
edge epistemic boundaries, the system mitigates
the risk of confabulation that persists even under
retrieval augmentation.

Generation is performed by
meta-1lama/Llama-3.1-8B-Instruct, de-
ployed locally via 4-bit AWQ quantization (group
size 128, zero point quantization). Inference
parameters are fixed across all tasks: temperature
= 0.3, top-p 0.9, repetition penalty = 1.1,
maximum generation length 1024 tokens
for summaries, 512 tokens for question-answer
sets, and 256 tokens for flashcards. The low
temperature prioritizes factual consistency and
structural adherence over lexical diversity, an
appropriate trade-off for educational content where
precision supersedes creativity. Local deployment
constitutes a core architectural decision motivated
by three interlocking considerations: institutional
data sovereignty, which precludes transmission
of curricular materials to third-party APIs; elim-
ination of network latency and external service
dependencies, which ensures reliable classroom
deployment; and mitigation of vendor lock-in,
which preserves institutional autonomy over
pedagogical infrastructure. These considerations
reflect the theoretical mandate from Human-Al
Interaction Theory that trust and transparency
depend not merely on interface design but on
underlying architectural control.

4.5 Output Types

The system produces three structured output types
through a unified retrieval-augmented pipeline, en-
suring consistent source grounding while accom-
modating distinct pedagogical functions.
Summaries condense source documents into



narrative overviews that preserve core arguments
and terminological precision. The summarization
template instructs the model to maintain hierarchi-
cal concept relationships and causal links, avoiding
the aggressive compression that strips contextual
qualifiers necessary for advanced understanding.

Question—answer sets comprise paired items
spanning multiple cognitive levels, from defini-
tional recall to application and synthesis. The
generation template demands varied cognitive de-
mands aligned with a modified Bloom’s taxonomy,
with explicit constraints prohibiting tautological
items or questions unanswerable from the provided
context. These sets support both formative self-
assessment and instructor-led review.

Flashcards adhere to a strict question-answer
format optimized for active recall and spaced repeti-
tion protocols. Each card targets a single verifiable
concept with a maximum of 128 tokens per face,
ensuring concision suitable for rapid review cycles.

The tripartite design reflects the theoretical com-
mitment to reducing extraneous cognitive load
while supporting active knowledge construction.

5 Methodology

5.1 Participants and Procedure

A cross-sectional design was employed to cap-
ture user interactions and perceptions at a single
temporal point. The sample comprised N = 60
participants purposively recruited from a single
higher-education institution offering programmes
in artificial intelligence and data science: n = 48
undergraduate students (24 male, 22 female, 2
non-binary; Myee = 20.7, SD = 1.4) distributed
across second-year (n = 16), third-year (n = 20),
and final-year (n 12) study levels, and n
12 educators (7 male, 5 female; My = 38.4,
SD = 6.2) with 2 to 19 years of teaching ex-
perience (M = 9.3, SD = 5.1). All students
were enrolled in or had recently completed a Fun-
damentals of Artificial Intelligence module, ensur-
ing sufficient domain familiarity to evaluate out-
put accuracy and pedagogical relevance. Inclusion
required functional English proficiency and basic
digital literacy; exclusion comprised prior exposure
to the prototype or involvement in its development.
Students reported moderate prior GenAl familiar-
ity (M = 3.1, SD = 1.0 on a 5-point scale);
educators reported lower familiarity (M = 2.4,
SD = 1.1), with only 25% having integrated gen-
erative Al into formal instruction.
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Participants completed a single 45—60 minute
session with the prototype loaded with Fundamen-
tals of Al materials. Students performed document
upload, summary generation, question—answer set
generation, flashcard creation, and output review.
Educators performed identical interactions and ad-
ditionally evaluated outputs against professional
standards for pedagogical alignment, terminologi-
cal precision, and classroom suitability. Task com-
pletion triggered administration of the structured
questionnaire. All interactions and temporal mark-
ers were captured via automated logs.

5.2 Measures and Analysis

Data comprised interaction logs, a structured ques-
tionnaire, and expert artifact evaluations. Logs
recorded uploads, generation requests, refinement
iterations, and session duration. The question-
naire operationalized three theoretical constructs
across four domains—Perceived Usefulness, Accu-
racy and Reliability, Perceived Cognitive Support,
and Usability—with 16 five-point Likert items (1
= Strongly Disagree, 5 = Strongly Agree). Pilot
testing (n = 15) confirmed internal consistency
(e > .87 for all domains). Complete items appear
in Appendix A.

Objective artifact quality was evaluated by two
domain experts. Summaries (n = 40) were rated
on factual consistency (claim-level support against
the source), completeness (retention of key con-
cepts), relevance (alignment with inferred infor-
mation need), and compression ratio (summary
word count / source word count). Question—answer
sets (n = 120) were assessed on correctness, an-
swerability, relevance, and cognitive-level valid-
ity (match to intended Bloom’s taxonomy level).
Flashcards (n 80) were assessed on factual
correctness, pedagogical usefulness, and coverage
(proportion of key terms represented). Inter-rater
reliability was substantial (x > .82).

Ablation analysis compared five system vari-
ants on a held-out corpus of 50 document sec-
tions: Vanilla LLM, Dense-only RAG, Sparse-only
RAG, Hybrid without RRF, and the Full System.
Each of the 50 document sections was processed
independently by all five system variants, yield-
ing repeated measurements for each document and
enabling within-document comparisons. Two ex-
perts rated factuality on a 1-5 scale. Metrics in-
cluded citation precision (verifiable claims against
retrieved context; against full source for Vanilla
LLM), hallucination rate (unsupported plus contra-



Table 2: Retrieval Performance Metrics Across System
Configurations

Dense-  Sparse- Hybrid Full

Metric

only only (no RRF)  System
Precision@3  0.62 0.58 0.71 0.78
Recall@5 0.54 0.51 0.63 0.71
MRR 0.68 0.64 0.74 0.82
nDCG@5 0.59 0.56 0.67 0.76

dicted claims), and ROUGE-L F1 against human-
written reference summaries prepared by graduate
teaching assistants instructed to condense source
documents to approximately 30% length while pre-
serving key concepts. ROUGE-L served as a lexi-
cal overlap metric, distinct from expert-rated fac-
tual consistency. Quantitative analysis employed
descriptive statistics and independent-samples ¢-
tests for subgroup comparisons. Effect sizes are
reported as Cohen’s d with 95% confidence inter-
vals. Optional open-text responses were analysed
thematically to identify recurrent patterns (Braun
and Clarke, 2006). Three evaluation subsets were
used. A 30-document validation set was used for
chunk-size/overlap selection, a manually annotated
retrieval set was used to evaluate retrieval effective-
ness, and a separate 50-document held-out corpus
was used for the five-way system ablation.

6 Results

6.1 System Performance

Retrieval effectiveness was evaluated against 150
manually annotated query—chunk relevance judg-
ments (k = .82). The Full System achieved Preci-
sion@3 of 0.78, Recall@5 of 0.71, MRR of 0.82,
and nDCG@5 of 0.76 (Table 2), outperforming
both unimodal baselines and the hybrid config-
uration without RRF. The MRR gain of 0.08 at-
tributable to RRF indicates that fusion elevates the
most relevant chunks beyond the simple concatena-
tion of retrieval streams.

Generated artifacts demonstrated strong overall
quality across the three output types. Summaries
(n = 40) achieved mean factual consistency of 4.12
(SD = 0.68), completeness of 3.85 (SD = 0.74),
and relevance of 4.05 (SD = 0.61), with a mean
compression ratio of 0.32 (SD = 0.08) (Table 3).
The completeness score was marginally lower than
consistency, reflecting occasional omission of sec-
ondary concepts during condensation.

Question—answer sets (n = 120) demonstrated
strong relevance (M = 4.21, SD = 0.58) and
answerability (M 4.08, SD 0.66), with
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Table 3: Objective Evaluation of Generated Summaries
(n = 40)

Criterion Scale M SD
Factual Consistency 1-5 412 0.68
Completeness 1-5 3.85 0.74
Relevance 1-5 4.05 0.61
Compression Ratio  Proportion 0.32 0.08

Table 4: Objective Evaluation of Generated Question—
Answer Sets (n = 120)

Criterion Scale M SD
Correctness 1-5 3.94 0.79
Answerability 1-5 4.08 0.66
Relevance 1-5 4.21 0.58
Cognitive-Level Proportion 074 018

Validity correct

lower correctness (M = 3.94, SD = 0.79) (Ta-
ble 4). Discrepancies concentrated in items requir-
ing inferential reasoning beyond explicit source
statements. Cognitive-level validity reached 0.74
(SD = 0.18); misclassifications predominantly
involved remember-level items generated when
understand-level items were solicited.

Flashcards (n = 80) achieved factual correct-
ness of 4.05 (SD = 0.71) and pedagogical useful-
ness of 3.88 (SD = 0.82), with coverage of 0.68
(SD = 0.14) (Table 5). The majority of key terms
were represented, though specialized terminology
in dense conceptual clusters was occasionally over-
looked. Interaction logs recorded mean generation
latency of 2.3 s for summaries, 1.1 s for question—
answer sets, and 0.8 s for flashcards. Refinement
requests constituted 12.4% of total interactions.

Participants reported an estimated 68.1% reduc-
tion in preparation time relative to recalled man-
ual baselines (M = 47.3 minutes vs. M = 15.1
minutes, 95% CI [65.7%, 70.5%]). These figures
reflect self-reported estimates rather than observed
performance; no controlled manual baseline con-
dition was administered. Interaction logs corrobo-
rated the Al-assisted duration (M = 13.8 minutes,
SD = 3.9). We therefore interpret the reported
time reduction as an indication of perceived effi-
ciency gains contingent on successful workflow
integration, not as causal evidence of productivity
improvement.

Table 6 reports the distribution of individual re-
duction ratios.

6.2 User Perceptions

The final sample comprised N = 60 participants:
n = 48 students and n = 12 educators. The in-
strument demonstrated strong internal consistency



Table 5: Objective Evaluation of Generated Flashcards
(n = 80)

Criterion Scale M SD
Factual Correctness 1-5 4.05 0.71
Pedagogical

Usefulness 1-5 3.88 0.82
Coverage Proportion 0.68 0.14

Table 6: Distribution of Self-Reported Time Reduction
Ratios (IV = 60)

Statistic Value
Minimum 45.2%
25th Percentile 62.1%
Median 69.3%
75th Percentile 74.5%
Maximum 84.6%
Mean (SD) 68.1% (9.4%)

(o > .87 for all domains).

Students reported significantly higher perceived
usefulness, ¢(58) = 3.02, p = .003, d = 0.97
[0.32, 1.61], and perceived cognitive support,
t(58) = 2.62, p = .010, d = 0.84 [0.20, 1.47],
than educators. No significant group difference
emerged for perceived accuracy and reliability,
t(58) = 1.15, p = .255, d = 0.37 [—0.27, 1.00],
or usability, ¢(58) = 1.89, p = .064, d = 0.61
[—0.03, 1.24]. Both groups identified summariza-
tion as the most beneficial feature.

6.3 Ablation Analysis

Table 7 reports performance across the five system
variants. A one-way repeated-measures ANOVA
documented significant condition effects for factu-
ality, F'(4,196) = 24.37, p < .001, 77]2) = .33; cita-
tion precision, F'(4,196) = 41.52, p < .001, 72 =
.46; hallucination rate, F'(4,196) = 28.91, p <
.001, 772 = .37; and ROUGE-L F1, F'(4,196) =
19.84, p < .001, nj = .29.

Bonferroni-corrected comparisons revealed that
the Full System significantly outperformed the
Vanilla LLM on all metrics (all p < .001, d =
1.78-2.34). It also surpassed both Dense-only
and Sparse-only configurations (all p < .003, d
= 0.82-1.21), confirming that hybrid retrieval cap-
tures complementary signals. Most critically, the
Full System exceeded the Hybrid without RRF
variant on factuality, ¢(49) = 2.72, p = .0009,
d = 0.62, and citation precision, ¢(49) = 3.14,
p = .003, d = 0.78, demonstrating that reciprocal
rank fusion contributes measurably beyond simple
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Table 7: Ablation Study Results Across System Variants
(N = 50 documents)

Variant Factuality lg géljt:iocl}] Halllllzczreatlon ROI{:?E-L
M (SD) M (SD) M (SD) M (SD)

Vanilla

LLM 2.84(0.91) 0.12(0.08) 0.34(0.11)  0.42(0.10)

Dense-only

RAG 3.62(0.72) 0.68 (0.12)  0.18 (0.09)  0.58 (0.09)

Sparse-only

RAG 3.44 (0.81) 0.64 (0.14) 0.21(0.10)  0.55(0.11)

Hybrid without

RRF 3.88 (0.64) 0.74 (0.10) 0.14 (0.07)  0.63 (0.08)

Full System

(Hybrid + RRF) 4.28 (0.52) 0.86 (0.08) 0.08 (0.06) 0.71 (0.07)

concatenation.

7 Discussion

7.1 Interpretation of Findings

The ablation study confirms that hybrid retrieval
with reciprocal rank fusion yields measurable gains
in factual consistency beyond both non-retrieval
generation and unimodal retrieval baselines. The
Full System achieved a hallucination rate of 0.08,
representing a 76.5% reduction from the Vanilla
LLM baseline, with disproportionate attenuation
of unsupported claims. These improvements are at-
tributable to the architecture itself. Dense retrieval
excels at capturing paraphrastic and conceptual re-
lationships, while sparse retrieval preserves preci-
sion for rare terminological and definitional content.
Reciprocal rank fusion exploits the complementary
strengths of both modalities, re-ranking candidates
to elevate the most relevant chunks beyond what
either stream achieves in isolation. The divergence
between objective factual consistency and subjec-
tive trust ratings merits attention. The objective
hallucination rate of 0.08 contrasts with perceived
accuracy ratings of 3.45 on a five-point scale, in-
dicating that participants maintained appropriate
epistemic caution despite retrieval grounding. This
pattern aligns with Human-AlI Interaction Theory:
transparency mechanisms, including source attri-
bution and traceable provenance, enable users to
calibrate trust without surrendering critical judg-
ment.

7.2 Pedagogical Implications

Participant perceptions support the theoretical fram-
ing of the system as a scaffold rather than an au-
tonomous instructional authority. Students reported
significantly higher perceived usefulness and cog-
nitive support than educators, a pattern consistent
with Constructivist Learning Theory and its empha-
sis on learner agency. For students, structured sum-



maries and question sets functioned as temporary
supports that reduced extraneous cognitive load and
freed working memory resources for schema con-
struction. Educators, by contrast, exhibited greater
circumspection regarding accuracy and pedagogi-
cal alignment, reflecting their institutional respon-
sibility for curriculum fidelity. This tension un-
derscores that Al-generated materials facilitate ac-
tive engagement only when deployed under human
oversight. Self-reported time estimates indicated
substantial perceived reduction in preparation time,
though the absence of a controlled manual baseline
precludes causal inference. The system should be
understood as offering potential for reduced prepa-
ration effort contingent on workflow integration,
not as empirically demonstrated productivity en-
hancement.

8 Limitations

The cross-sectional design captures perceptions at a
single point in time and therefore cannot assess lon-
gitudinal effects such as sustained trust calibration
or actual changes in knowledge retention. Claims
regarding comprehension benefits and cognitive
support consequently reflect participant perception
rather than measured learning gains. The evalua-
tion was restricted to a single higher-education in-
stitution and a single course domain. Performance
may differ in disciplines with distinct epistemo-
logical structures or denser technical terminology.
The sample size (/N = 60) further limits general-
izability. Despite retrieval grounding, residual hal-
lucination and oversimplification of nuanced con-
cepts persist. Educators consistently emphasized
the need for human oversight. These limitations
reinforce that the system is best deployed as a ped-
agogical scaffold under educator supervision rather
than as an autonomous instructional authority.

9 Conclusion

This study presented a locally deployable Retrieval-
Augmented Generation framework for generat-
ing structured educational materials, including
summaries, question—answer sets, and flashcards.
The architecture integrates hybrid dense—sparse re-
trieval with reciprocal rank fusion, local quantized
inference, and task-specific prompt engineering.
The 76.5% reduction in hallucination rate, driven
primarily by attenuation of unsupported claims,
provides direct empirical support for the central ar-
chitectural motivation. A cross-sectional evaluation
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with 60 participants yielded converging evidence
from objective system metrics and subjective user
perceptions. Students reported significantly higher
perceived usefulness and cognitive support than
educators, while both cohorts shared comparable
levels of perceived accuracy and trust calibration.
Residual challenges, including occasional inaccu-
racies, oversimplification of complex topics, and
persistent trust calibration concerns, reinforce that
the system functions most effectively as a pedagog-
ical scaffold under educator oversight rather than
as an autonomous instructional authority. Future
work should prioritize longitudinal experimental
designs with pre/post knowledge assessments and
delayed retention measures to establish whether
perceived benefits translate into measurable learn-
ing outcomes. Multi-domain evaluation is essential
to determine generalizability beyond artificial intel-
ligence education. Technical priorities include im-
proved hallucination mitigation through chain-of-
verification generation, confidence indicators, and
expanded personalization features that accommo-
date heterogeneous learning levels. Hybrid human—
Al curation workflows, wherein educators actively
validate and contextualize generated materials, rep-
resent the most promising direction for ensuring
pedagogical alignment and ethical soundness in
Al-supported learning environments.

Al Usage Statement

The authors used generative Al only for auxiliary
writing support, including grammar correction, and
wording refinement. The technical contributions
were developed and validated by the authors. The
authors take full responsibility for the content of
the paper.

Ethics Statement

This study involved human participants (students
and educators) who interacted with the system and
completed questionnaires. All participants pro-
vided informed consent prior to participation. No
personally identifiable information was collected,
and all interaction logs were anonymized. The
educational materials used in the evaluation were
institutionally approved course content. The sys-
tem is designed as a pedagogical support tool and
is not intended to replace human educators. We
emphasize that generated outputs should always be
reviewed by instructors before classroom use.
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A Questionnaire Items

Table 8 presents the 16 questionnaire items. All
items employ a five-point Likert scale (1 = Strongly
Disagree, 5 = Strongly Agree).

B Local Deployment Configuration

Table 9 reports hardware specifications and infer-
ence performance.

C Prompt Templates

The following task-specific prompt templates were
used for all generation tasks. Each template in-
cludes explicit grounding instructions and epis-
temic boundary constraints.

C.1 Summary Generation Prompt

You are an educational summarization
assistant. Your task is to produce
a concise summary of the provided
educational text.

Instructions:

* Condense the text to approximately 30% of its
original length.

* Preserve all key concepts, technical terminol-
ogy, and hierarchical relationships.

* Maintain causal, comparative, and definitional
links.

* Do not introduce information not present in the
context.

* If the context lacks sufficient detail for a com-
plete summary, indicate which aspects are omit-
ted.

Output format: A single coherent paragraph
with section headings where appropriate.

Context: {retrieved_chunks}

Summary:

C.2  Question—Answer Generation Prompt
You are an educational assessment
designer. Your task is to generate

question-answer pairs from the provided
educational text.

Instructions:

* Generate exactly {n} question—answer pairs.

* Vary cognitive levels across Bloom’s taxonomy:
remember, understand, apply, analyze.

* Each question must be unambiguously answer-
able from the provided context.

* Do not create tautological questions (e.g.,
“What is X?” followed by “X is X”).

* Do not generate questions requiring external
knowledge.

* Provide a concise, accurate answer for each
question.

Output format:

Q1: [Question]
Al: [Answer]

37

Q{n}: [Question]
A{n}: [Answer]

Context: {retrieved_chunks}

C.3 Flashcard Generation Prompt

You are a flashcard designer for spaced
repetition study. Your task is to
generate flashcards from the provided
educational text.

Instructions:

¢ Generate flashcards targeting discrete, verifi-
able concepts.

¢ Each card must contain exactly one question
and one answer.

¢ Maximum length: 128 tokens per card face
(question or answer).

¢ Optimize for active recall: questions should
prompt retrieval of a specific fact, definition, or
relationship.

* Do not include information not present in the
context.

* If a concept cannot be adequately captured in
128 tokens, split it across multiple cards.

Output format:

Q: [Question]
A: [Answer]

Context: {retrieved_chunks}

D Evaluation Rubrics

Two domain experts independently rated generated
artifacts using the rubrics below. Discrepancies
were resolved through discussion.

D.1 Summary Evaluation

The evaluation criteria and rating scales for sum-
maries are listed in Table 10.

D.2 Question—-Answer Set Evaluation

The evaluation criteria and rating scales for
question—answer sets are listed in Table 11.

D.3 Flashcard Evaluation

The evaluation criteria and rating scales for flash-
cards are listed in Table 12.



Table 8: Questionnaire Structure: Theoretical Constructs, Domains, and Items

Theoretical Domain Item
Foundation
Constructivist Perceived Usefulness 1. The generated materials helped me identify key concepts I might have
Learning Theory overlooked.
2. The system encouraged me to think more deeply about the source
content.
3. I felt actively involved in constructing my understanding while using the
materials.
4. The outputs served as a useful starting point for my own further
exploration of the topic.
Human-AlI Accuracy and 5. The generated content was factually consistent with the uploaded

Interaction Theory

Reliability

documents.

6. I could trace most claims back to specific parts of the source material.
7. 1 felt confident that the outputs did not contain fabricated information.
8. The system provided sufficient transparency for me to judge the
reliability of its outputs.

Cognitive Load
Theory

Perceived Cognitive
Support

9. The summaries helped me grasp the main ideas without re-reading the
entire document.

10. The structured format (summaries, questions, flashcards) reduced the
mental effort needed to study the material.

11. The system helped me focus on important concepts rather than getting
lost in details.

12. The generated questions prompted me to think about relationships
between concepts rather than memorize isolated facts.

Human-AI
Interaction Theory

Usability

13. The interface was intuitive and easy to navigate.

14. The generation process was predictable and transparent.

15. I understood how to refine or regenerate outputs when needed.

16. The system responded in a timeframe that supported my workflow.

Table 9: Local Deployment Configuration and Inference Performance

Category Metric Value
GPU NVIDIA RTX 4090 (24 GB)
Hardware System RAM 64 GB
CPU AMD Ryzen 9 7950X
Model Model Llama 3.1 8B Instruct
Quantization 4-bit AWQ
Memor Model memory ~4.7 GB VRAM
y Peak inference memory 6.2 GB VRAM
Summaries 23s(SD =0.4)
Latency Question—answer sets 1.1s(SD =0.2)
Flashcards 0.8s(SD =0.2)
Throughput  Sequential load 18 requests/min

Table 10: Summary Evaluation Rubric

Criterion

Definition and Scale

Factual Consistency

Proportion of claims fully supported by the source document. Rated 1-5: 1 = majority unsup-
ported/contradicted; 3 = mixed support; 5 = all claims fully supported.

Completeness Degree to which key concepts from the source are retained. Rated 1-5: 1 = majority omitted; 3
= most present with minor omissions; 5 = all critical concepts retained.
Relevance Alignment between summary content and the inferred information need of a learner studying

this material. Rated 1-5: 1 = minimal alignment; 3 = adequate; 5 = precise alignment.

Compression Ratio

Objective measure: summary word count divided by source word count.
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Table 11: Question—Answer Set Evaluation Rubric

Criterion Definition and Scale

Correctness Factual accuracy of the provided answer. Rated 1-5: 1 = incorrect; 3 = partially correct; 5 = fully
accurate.

Answerability Whether the question can be answered unambiguously from the source context. Rated 1-5: 1 =
unanswerable; 3 = answerable with inference; 5 = directly and unambiguously answerable.

Relevance Alignment with the source topic and pedagogical utility. Rated 1-5.

Cognitive-Level Validity

Proportion of items matching their intended Bloom’s taxonomy classification (remember, under-
stand, apply, analyze).

Table 12: Flashcard Evaluation Rubric

Criterion

Definition and Scale

Factual Correctness

Accuracy of the answer component. Rated 1-5.

Pedagogical Usefulness

Suitability for spaced repetition and active recall. Rated 1-5: 1 = unsuitable; 3 = adequate; 5 =
optimally structured.

Coverage

Proportion of key terms from the source represented across the full set of generated flashcards.
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Abstract

Speech sentiment systems are routinely bench-
marked with gold transcripts, but a deployed
cascade must read whatever its recognizer pro-
duces. We audit that gap on BanglaMUSE, a
Bangla read-speech sentiment corpus, using
sentence-grouped cross-validation and a con-
trolled substitution design in which one trained
classifier is evaluated three times while only the
test-time transcript changes. Replacing gold
transcripts with ASR output costs 0.109 macro-
F1 with Bengali XLS-R CTC and 0.341 with
our Whisper large-v3 configuration, a high-
error stress case. Retraining the classifier on
matched recognizer output recovers 57-81%
of the gap, but re-selecting only the decision
threshold on ASR validation data, with weights
and probabilities unchanged, already recovers
28-49%. Adding the speech embedding im-
proves over ASR text, yet replacing it with ac-
quisition/nuisance features gives a similar gain
for gold-trained heads. These features alone
predict sentiment at 0.669 macro-F1 (group-
permutation null mean 0.495, p = 0.001),
and a speech-only classifier that reaches 0.940
falls to 0.621 when both speaker and sentence
are unseen. These speech-only and fusion re-
sults therefore do not provide clean evidence of
prosodic sentiment cues. Low-resource speech—
text benchmarks should report oracle and de-
ployable conditions, separate threshold effects
from retraining, and test acquisition variables
before interpreting audio.

1 Introduction

Many speech sentiment and emotion systems eval-
uate the text branch on human transcripts. This is
reasonable for studying fusion in isolation, but a de-
ployed cascade consumes recognizer output. Prior
work has shown that this mismatch can materially
affect affective prediction on English benchmarks
(Sheikh et al., 2018; Culnan et al., 2021; Li et al.,
2024); controlled evidence remains scarce for low-
resource languages, where ASR errors are larger
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and gold text is a less realistic deployment assump-
tion.

Bangla makes a useful case study. It is spoken by
more than 230 million people yet remains under-
resourced in speech technology (Nayeem et al.,
2026). Its writing system also makes normaliza-
tion consequential for ASR scoring: visually coher-
ent grapheme clusters can span multiple Unicode
code points, so we use symmetric normalization
and grapheme-cluster CER in addition to WER.
We compare Whisper, a general multilingual rec-
ognizer (Radford et al., 2023), with a community
Bengali CTC model fine-tuned from XLS-R-300M
(Babu et al., 2022).

We audit the gap on BanglaMUSE (Nayeem
et al., 2026), a corpus of 1,000 sentiment-labelled
Bangla sentences each read by four speakers. Our
design is deliberately narrow. We fix the encoders,
freeze them, and use one lightweight classifier head,
because the question is not which architecture wins
but how much the evaluation protocol itself in-
flates reported performance. The central device
is a controlled substitution: the same trained head
is evaluated on gold and on automatic transcripts,
so the measured difference is attributable to tran-
script source rather than to two separately fitted
models.

Four questions organize the work. RQ1: how
accurately do a general multilingual recognizer
and a Bangla-specific one transcribe this corpus?
RQ2: holding the classifier fixed, how much does
text-only performance change when gold test tran-
scripts are replaced by automatic ones? RQ3:
does the same hold for speech—text fusion? RQ4:
how much of any gap is recovered by training on
matched recognizer output, and how much of that
recovery needs only a different decision thresh-
old? A fifth question turned out to matter as much:
whether speech-input results can be interpreted
cleanly as evidence of prosodic sentiment. They
cannot, because acquisition conditions are strongly
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aligned with the labels.

Our contribution is an evaluation and audit study
rather than a new method: (i) a sentence-disjoint
evaluation protocol for BanglaMUSE with auto-
mated leakage assertions; (ii) a controlled oracle-to-
ASR substitution audit across two Bangla-capable
recognizers with sentence-clustered uncertainty;
(iii) an operational adaptation analysis that sepa-
rates decision-threshold adaptation from head re-
training; and (iv) an acquisition audit—a nuisance-
feature fusion control, a permutation null and a
speaker-transfer diagnostic—showing that speech-
input results on this corpus are confounded with
recording conditions.

2 Related Work

Imperfect transcripts are known to matter for af-
fective prediction. Sheikh et al. (2018) study sen-
timent analysis with imperfect ASR and acoustic
views on CMU-MOSI/MOSEI. Culnan et al. (2021)
compare gold and automatic transcripts across emo-
tion, sarcasm and personality detection and report
partial mitigation from audio together with a weak
link between WER and downstream performance.
Wu et al. (2022) propose multimodal refinement
of sentiment-word representations and evaluate
it on CMU-MOSI transcripts produced by three
ASR systems. Li et al. (2024) benchmark eleven
recognizers on IEMOCAP (Busso et al., 2008),
CMU-MOSI (Zadeh et al., 2016) and MSP-Podcast
(Lotfian and Busso, 2019) using text-only and six
bimodal fusion techniques, and propose an ASR-
error-robust framework. We therefore do not claim
that oracle-to-ASR degradation, training on recog-
nizer output, or holding a classifier fixed is new. We
instead ask how large this gap is on a low-resource
Bangla dataset, how much can be recovered, and
which alternative explanations survive a controlled
same-head analysis.

A related line trains downstream systems to tol-
erate recognition errors: simulated ASR errors can
be injected when training spoken language under-
standing systems (Simonnet et al., 2018), and in-
terventional speech-noise injection improves gen-
eralization across recognizers (Jung et al., 2024).
Our matched-training conditions use real recog-
nizer output instead and test only this simplest form
of the idea.

Self-supervised speech representations (Baevski
et al., 2020; Hsu et al., 2021) and their cross-
lingual extensions (Babu et al., 2022) underpin
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most current low-resource recognizers, either fine-
tuned with a CTC objective (Graves et al., 2006) or
used as encoders. Large multilingual systems also
broaden Bangla coverage: Whisper uses large-scale
weak supervision (Radford et al., 2023), whereas
MMS combines multilingual self-supervised pre-
training with supervised ASR adaptation across
more than 1,000 languages (Pratap et al., 2024).
Bhogale et al. (2023) find that recognizer rankings
on one Indic benchmark can correlate weakly with
rankings on another, and published Bangla error
rates differ in normalization, punctuation handling
and language-model use, so we report our own
operating points.

Models routinely exploit incidental dataset struc-
ture rather than the intended signal (Torralba and
Efros, 2011; Geirhos et al., 2020), as documented
for annotation artifacts in NLI (Gururangan et al.,
2018) and spurious source tags in image classifica-
tion (Lapuschkin et al., 2019). Our acquisition au-
dit applies this concern to speech: we ask whether
recording conditions, rather than content or deliv-
ery, carry the label.

3 The BanglaMUSE Corpus and Its
Preparation

BanglaMUSE (Nayeem et al., 2026) contains 1,000
sentiment-labelled Bangla sentences, balanced 500
positive and 500 negative, each read by four speak-
ers (two female, two male). We use it because every
recording comes with its exact reference text and a
sentence-level sentiment label and every sentence
is read four times, which a transcript-substitution
audit requires. Prominent public Bangla affective-
speech alternatives, such as SUBESCO (Sultana
et al., 2021) and BanglaSER (Das et al., 2022), an-
notate categorical emotions on acted readings of a
small fixed set of sentences.

The delivered corpus required repair, which we
performed by content-derived rules rather than by
hand (Appendix A.1). The prepared corpus con-
tains 3,996 usable recordings (1,997 positive, 1,999
negative; 4.08 hours) over 998 sentence groups;
two sentence pairs with identical token multisets
are merged into shared groups. Looser paraphrases
are deliberately not merged: 60 sentence pairs have
token Jaccard similarity of at least 0.7, and 13 of
those carry opposite labels, so such overlap may in-
flate or deflate absolute scores; Section 6.2 shows
the reported gaps are insensitive to these items.
The recordings mix 16, 44.1 and 48 kHz, mono and



stereo, and two codecs. All audio is resampled to
16 kHz mono, but as Section 6.5 shows, acquisition
traces survive.

4 Evaluation Protocol

All recordings of a sentence group share one
outer fold. We use 5-fold stratified group cross-
validation, grouped on sentence group and stratified
on sentiment (about 200 groups and 800 recordings
per test fold), with a deterministic group-disjoint
10% inner validation split for early stopping and
model selection (Appendix A.2). An utterance-
random split would test the text branch on sen-
tences whose exact wording it had seen through
another speaker. Because this failure is silent, 44
automated assertions confirm zero sentence-group
and normalized-transcript overlap between every
training, validation and test partition, and exactly
one out-of-fold prediction per recording and condi-
tion.

A single frozen normalizer is applied identically
to gold text and to both recognizers: Unicode NFC,
removal of model-specific and zero-width charac-
ters, Bangla digit mapping, whitespace collapsing,
and punctuation removal. Punctuation is removed
because Whisper emits it and CTC models do not;
retaining it would charge the CTC system for a
stylistic difference rather than a recognition error.
WER is computed over whitespace tokens and CER
over extended grapheme clusters, since one visual
unit of Bangla routinely spans several code points.
A narrowly scoped post-hoc canonicalization check
is reported in Appendix A.18.

Unless stated otherwise, scores are pooled
recording-level out-of-fold macro-F1. Four speak-
ers reading the same sentence are not independent
observations, so the bootstrap resamples sentence
groups with all their recordings (10,000 iterations),
shares each resample across conditions, and reports
paired 95% intervals on differences between con-
ditions (Efron and Tibshirani, 1994; Dror et al.,
2018).

The four substitution gaps, the two fusion-versus-
ASR-text comparisons (C6—C3, C7—C4) and the
four matched-training recovery comparisons were
declared before the primary analysis; the high-
similarity exclusion, X1-X2 and the C1-versus-
fusion comparisons were post hoc. The nuisance-
fusion control, threshold-only adaptation, lexical
baseline, permutation null, seed variability, recov-
ery intervals and speaker-transfer diagnostic were
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added later. Their settings were fixed before they
were run, but after the primary results were known,
so we label them secondary throughout.

5 Experimental Setup

ASR-A is the multilingual Whisper large-v3
model of Radford et al. (2023),! run through Hug-
ging Face transformers 5.14.1 with beam 2, early
stopping, at most 200 new tokens, Bengali and
transcription forced, and sampling disabled. Ev-
ery clip is shorter than 8.4 s, so Whisper’s long-
form options (conditioning on previous text and the
compression-ratio, log-probability and no-speech
thresholds) are inactive (Appendix A.16). Beam
search was preferred over greedy decoding on a
300-utterance diagnostic sample drawn from this
corpus, so this choice used evaluation references:
greedy decoding emits romanized Latin-script out-
put for 31% of that sample and reaches 0.744 WER,
against 0.692 for beam 2 and 0.679 for beam 5. We
retained beam 2 as the primary, compute-motivated
operating point; beam 5 is reported only to show
decoding sensitivity. Whisper’s tokenizer needs
a median of 72 new tokens for these sentences; a
48-token budget silently truncates 99.5% of them.

ASR-B is Bengali XLS-R CTC?, a community
Bengali fine-tune of XLS-R-300M (Babu et al.,
2022) with a CTC head (Graves et al., 2006),
decoded greedily and with no external language
model; its WER is therefore not comparable to pub-
lished LM-rescored numbers. Neither recognizer
was fine-tuned on BanglaMUSE: each recording
was transcribed once by the unadapted recognizers,
and the transcripts are indexed by the downstream
folds.

The text branch uses the frozen csebuetnlp/
banglabert checkpoint (Bhattacharjee et al.,
2022) with attention-mask-aware mean pooling
over the final layer. The speech branch uses the
frozen facebook/wav2vec2-x1s-r-300m check-
point (Babu et al., 2022) with mask-aware tempo-
ral mean and standard-deviation pooling. Embed-
dings are computed once and reused across every
fold, seed and condition. ASR-B is a fine-tune of
the same self-supervised backbone as the speech
encoder; thus, in the Bengali XLS-R condition,
the recognizer and speech encoder do not provide
acoustic-backbone diversity.

Lopenai/whisper-large-v3, revision 06233fe.
arijitx/wav2vec2-x1s-r-300m-bengali,
revision 45ed7c70.
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Figure 1: Controlled substitution design. C2—C4 reuse one text head trained on gold transcripts, and C5-C7 reuse
one fusion head trained on audio and gold transcripts; only test-time transcripts change, with audio fixed for fusion.
The secondary control N5-N7 follows the same design with acquisition/nuisance features in place of the speech

encoder.

The classifier is a nonlinear head, LayerNorm

— Linear(256) — GELU — Dropout(0.2) — Lin-
ear(2), trained with AdamW (Loshchilov and Hut-
ter, 2019) (learning rate 10~3, weight decay 1074,
batch size 64, at most 60 epochs, early-stopping pa-
tience 8) on unweighted cross-entropy; the epoch
with the highest validation macro-F1 is retained.
Embeddings are L2-normalized per sample, and
fusion concatenates the normalized speech and text
embeddings. The primary heads fit no scaler or
other data statistic; the secondary nuisance and lex-
ical baselines fit their preprocessing on training
partitions only. Results average the probabilities
of three seeds (13, 42, 87) before applying the rule
p(positive) > 0.5.
Condition definitions: C1 is an independently
trained speech-only head. C2, C3 and C4 reuse one
gold-trained text head evaluated on gold, Whisper
and Bengali XLS-R transcripts; C5—C7 reuse one
gold-trained fusion head in the same way (Figure 1).
Training and evaluation occur within a single pro-
cess, so head reuse is a property of the code rather
than of a checkpoint round-trip. Gold-trained heads
are early-stopped on gold validation transcripts.
A1-A4 are text and fusion heads trained and early-
stopped on the matching recognizer’s transcripts;
X1 and X2 reuse the Al and A2 heads on the other
recognizer’s transcripts (post hoc; Appendix A.5).
The secondary conditions are defined where they
are used. We keep three comparison types apart:
controlled substitutions (same head; the test tran-
script changes), threshold-only adaptation (same
weights and probabilities; a validation-selected cut-
off changes) and system-level comparisons (differ-
ent fitted heads or inputs).
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System WER CER Sub. Del. Ins.

Whisper 0.687 0.360 0.590 0.012 0.086
Bengali XLS-R 0.276 0.111 0.230 0.028 0.017

Table 1: ASR quality on BanglaMUSE: Whisper large-
v3 and Bengali XLS-R CTC. Neither recognizer was
fine-tuned on the corpus. All rates are corpus-level
(edits pooled over recordings).

6 Results

6.1 Recognition quality

Table 1 reports RQ1. Whisper large-v3 has a WER
of 0.687, 2.5x the 0.276 WER of Bengali XLS-R
CTC; CER gives the same ranking (0.360 versus
0.111). Whisper’s insertion rate is about 5.1 x that
of the CTC system (0.086 versus 0.017), but rep-
etition loops do not explain it: only 2 of 3,996
Whisper hypotheses show an immediate n-gram
loop or an excessive compression ratio, and they
contain none of the insertions. Romanized output
matters more: 9.8% of Whisper hypotheses contain
Latin script, including 11 of the 20 with the highest
WER (Appendix A.16). We treat the two systems
as tested operating points, not as representative of
Bangla ASR.

6.2 Controlled oracle-to-ASR substitution

Table 2 and Figure 2 give the principal result, ad-
dressing RQ2 and RQ3. Within each column, the
same trained head is reused, so only the supplied
test-time transcript source changes. For text alone,
gold-transcript evaluation overstates performance
under ASR input by 0.109 macro-F1 with Bengali
XLS-R and 0.341 with Whisper; the correspond-
ing fusion gaps are 0.086 and 0.304. Every in-
terval excludes zero, and every gap keeps its sign
and approximate size in each of the three training



Text only

Text + nuisance (secondary)

Text + speech

Test transcript ~ Macro-F1 Gap [95% CI] Macro-F1 Gap [95% CI] Macro-F1 Gap [95% CI]
Gold C20.976 - N5 0.980 - C50.981 -
Whisper C30.635 0.341[0.316,0.365] N60.692 0.289 [0.266,0.311] C60.677 0.304 [0.282, 0.328]

Bengali XLS-R  C40.867 0.109 [0.095, 0.124]

N70.890

0.090 [0.078,0.103] C70.895 0.086 [0.074, 0.099]

Table 2: Principal conditions and acquisition/nuisance control. Within each column, the same gold-trained head is
reused and only the test transcript changes. Gaps are paired sentence-clustered bootstrap differences from the gold

condition. Full scores are in Appendix Table 6.

seeds (C2—C3 ranges from 0.311 to 0.353; Ap-
pendix A.10). Excluding from evaluation every
sentence with token Jaccard similarity of at least
0.7 to another sentence (84 sentences, 333 record-
ings) moves the four gaps by at most 0.004, with
every interval still excluding zero (Appendix Ta-
ble 7); this check changes the scored items, not the
training data.

Adding the speech embedding improves macro-
F1 over ASR text by 0.042 [0.030, 0.053] under
Whisper (C6—C3) and by 0.028 [0.020, 0.035] un-
der Bengali XLS-R (C7—C4). Because text-only
and fusion use different trained heads, these are
system-level comparisons. As a secondary con-
trol, we replaced the speech embedding with the
17-dimensional acquisition/nuisance feature vec-
tor of Section 6.5, whose imputation, encoding
and standardization are fitted on training partitions
only (N5-N7; Appendix A.6). This text+nuisance
head improves over ASR text by 0.057 [0.045,
0.068] and 0.023 [0.016, 0.030], and its direct dif-
ferences from speech fusion are small (C6—N6
= —0.015 [-0.025, —0.004]; C7—N7 = 0.005
[—0.001, 0.011]) and change sign across training
seeds. The measured acquisition/nuisance features
produce a fusion gain of similar size. We there-
fore cannot attribute the speech-fusion gain specifi-
cally to prosody or other sentiment-bearing acous-
tics. This control also does not tell us which cues
the speech encoder actually uses, and the acquisi-
tion/nuisance feature vector is not guaranteed to be
content-free: its trailing 0.15 s window lies within
20 dB of the utterance’s level in 47% of recordings.

The oracle score itself is near ceiling. A
secondary TF-IDF (word uni- and bigrams over
whitespace tokens) and logistic-regression baseline
on gold text (Appendix A.8), fitted on training par-
titions only under the same folds, reaches 0.854,
which 1s 0.122 [0.101, 0.145] below the frozen-
encoder head (C2): simple lexical features separate
the classes well under this protocol, though less
well than the pretrained encoder. This does not rule
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Figure 2: Macro-F1 for C2—C7. Error bars show 95%
paired sentence-clustered bootstrap intervals for oracle-
to-ASR gaps, mapped to scores relative to C2 or C5.
Hollow markers show ASR-matched heads (A1-A4);
dotted segments show recovery. The dashed line is the
independently trained speech-only head C1.

out lexical shortcuts, and the high-similarity check
above is not a family-disjoint retraining.

6.3 Degradation tracks transcription quality

Is the degradation simply item difficulty? Across
bins fixed before downstream performance was in-
spected, substituted-text accuracy for Bengali XLS-
R falls from 0.971 at zero WER to 0.738 in the
highest-WER bin, while oracle-text accuracy on
the same items stays between 0.971 and 0.982 and
speech-only accuracy between 0.930 and 0.946 (Ta-
ble 3); Whisper shows the same pattern across its
positive-WER bins. Normalized transcripts are ex-
act for 801 of 3,996 XLS-R but only 10 Whisper
recordings, so the table omits Whisper’s zero-WER
bin; its 10 items remain in every other analysis.
This is an observed association between transcrip-
tion quality and downstream accuracy, not a causal
dose-response: the near-ceiling oracle and the con-



ASR Bin n WER Oracle ASR text ASR fusion Speech
Whisper low 1392 0.424 0971 0.747 0.787  0.940
Whisper mid 1642 0.732  0.975 0.645 0.678  0.938
Whisper high 952 1.044 0.985 0.601 0.623 0942
XLS-R WER=0 801 0.000 0971 0.971 0981 0.945
XLS-R low 1152 0.167 0.982 0.909 0.927  0.930
XLS-R  mid 1092 0.333  0.978 0.865 0.891  0.940
XLS-R  high 951 0.579 0.971 0.738 0.791  0.946

Table 3: Accuracy by transcription-quality bin. Bins
are zero WER followed by tertiles of positive WER;
Whisper’s zero-WER bin (n = 10) is omitted. WER is
the unweighted mean of per-recording WERs; Table 1
reports corpus-level WER. WER can exceed 1 when in-
sertions make the total edit count larger than the number
of reference words.

founded speech-only condition are imperfect con-
trols for item difficulty. Fusion beats text alone in
every bin shown (descriptive error patterns: Ap-
pendix A.15).

6.4 How much of the gap is recovered, and
how

Retraining the head on matched ASR transcripts
(A1-A4) recovers 57-81% of the gap (Table 4).
The gold-trained heads, however, also shift their
decisions under ASR input: the predicted-positive
rate falls from 50.0% on gold text to 18.7% on
Whisper and 38.9% on XLS-R text against a true
rate of 50%, and C3’s recall on positive recordings
is only 0.358. We therefore asked, in a secondary
analysis, how much of the recovery needs only a
new threshold. For each fold we re-selected the
decision threshold of the unchanged gold-trained
head on its inner-validation ASR transcripts
(seed-averaged probabilities; grid 0.000-1.000;
ties broken towards 0.5) and applied it to the test
fold; weights, probabilities and test labels are
untouched (Appendix A.7).

Threshold-only adaptation restores balanced pre-
dictions and recovers 28-49% of the gap, for ex-
ample 0.149 [0.124, 0.174] macro-F1 for Whisper
text (T3—C3) with thresholds between 0.010 and
0.099. A threshold selected on gold validation
data gains at most 0.008, so the effect comes from
adapting the cutoff to ASR input rather than from
optimizing a cutoff as such. Head retraining still
adds 0.032 to 0.097 over threshold-only adapta-
tion in every setting, and 0.031 to 0.097 when the
matched heads also receive their own tuned thresh-
olds, which barely change them; the retraining gain
therefore does not come from the cutoff alone. All
conditions use the same test labels, so the change
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is not a change in the label prior. Threshold adap-
tation also leaves the predicted probabilities un-
changed, so we do not interpret it as calibration.
With the encoders frozen, the remaining gain comes
from retraining the classifier head. For each setting,
let O be the oracle score, B the gold-trained head’s
score on ASR input with the default threshold, T'
its score after ASR-validation threshold adaptation,
and A the ASR-matched head’s score with the de-
fault threshold. We use the decomposition O— B =
(T'-B)+(A—-T)+ (O —A) only as an account-
ing device; it should not be interpreted as a causal
separation of mismatch and information loss.
Recovery is larger for fusion (72-81%) than
for text (57-63%). A secondary matched
text+nuisance head (NA3, NA4) also improves
over matched text (by 0.042 and 0.012), but less
than matched speech fusion (A3—NA3 = 0.032
[0.023, 0.040]; A4—NA4 = 0.016 [0.009, 0.022];
positive in every seed). This control therefore does
not reproduce the whole matched-fusion gain; un-
measured acquisition effects and lexical informa-
tion in the speech signal remain possible explana-
tions, and the larger fusion recovery is not evidence
of complementary sentiment acoustics. Finally, re-
covery partly transfers across recognizers: a head
trained on XLS-R transcripts raises Whisper-test
macro-F1 from 0.635 to 0.815, against 0.850 under
matched training (post hoc; Appendix A.5).

6.5 Acquisition audit

Speech-only reaches 0.940 macro-F1, which in-
vites a prosodic reading—that expressive delivery
carries the sentiment. That reading is not avail-
able on this corpus. The corpus is label-blocked:
sentences 1-500 are positive and 501-1000 neg-
ative. Using the filesystem creation timestamps
retained in the delivered files as a proxy for acqui-
sition order, speakers m1, f2, m2 and f1 show only
1,2, 9 and 11 label switches, respectively, versus
roughly 500 per speaker under random interleaving
(Appendix Table 15). These timestamps are not
authoritative acquisition logs, but their pattern is
consistent with class-blocked recording.

A logistic regression given only the acquisition
and nuisance features listed in Table 5 reaches
0.669 macro-F1. In a secondary whole-pipeline
permutation test that shuffles labels between
sentence groups and regenerates the folds (1,000
permutations; Appendix A.9), the null scores
average 0.495 (95% of them between 0.476
and 0.512) and none reaches the observed score



Gold-trained head Matched head Share of gap recovered (%)
Setting Oracle  Default ASR thr.  Gold thr. Default ASR thr. Matched head  Threshold only
Whisper text 0.976 0.635(18.7) 0.784 (51.9) 0.635 0.850 0.845 63.1[58.6,67.6] 43.6[37.9,48.9]
XLS-R text 0.976 0.867 (38.9) 0.898 (47.7) 0.870 0930 0.929 57.4[47.2,67.4] 28.2[18.1,37.8]
Whisper fusion 0.981 0.677 (21.1) 0.827 (48.3) 0.685  0.924  0.924 81.3[77.8,85.0] 49.4[44.4,54.3]
XLS-R fusion 0.981 0.895(41.0) 0.921(47.8) 0.897 0.957 0952 71.6[62.7,80.5] 30.5[20.7,39.7]

Table 4: Decision rule versus retraining (RQ4). Macro-F1 for gold-trained heads and ASR-matched heads (A1-A4),
with default or per-fold validation-selected thresholds. Parentheses: predicted-positive rate (%). Recovery shares
(A—B)/(O — B) (retraining) and (T'— B) /(O — B) (threshold only) are computed within each bootstrap resample;

brackets show 95% intervals.

Shared Held-out speaker

Model speakers  and sentence
Speech-only head (C1) 0.940 0.621
Acquisition 4 nuisance LR 0.669 0.333

0.521
0.699

metadata only
extended exploratory

Table 5: Acquisition audit (pooled out-of-fold macro-
F1). The primary logistic regression (LR) combines
metadata with encoding- and signal-level features (Ap-
pendix A.6); the exploratory variant adds duration,
RMS, and spectral centroid. Group-permutation null for
the primary LR: mean 0.495, p = 0.001.

(p = 0.001, the smallest attainable). This supports
predictability relative to that null only; it neither
removes session effects nor licenses inference to
independently recorded sessions. Metadata alone
reaches only 0.521, whereas adding the encoding-
and signal-level features raises performance to
0.669. This is the speech analogue of the artifact
literature discussed in Section 2.

Our folds share speakers between training and
test. In a secondary joint speaker-and-sentence
holdout, each recording is predicted by models
trained on the other three speakers and on other
sentence groups (20 partitions; Appendix A.11).
The speech-only head then falls from 0.940 to
0.621 (0.555-0.686 per speaker), and the acqui-
sition/nuisance classifier from 0.669 to 0.333: the
feature—label mapping learned from three speak-
ers inverts or collapses on the fourth. The high
speech-only score therefore does not carry over to
an unseen speaker reading unseen sentences under
this protocol, which also trains on fewer speakers.
With four speakers this is descriptive, as are the
per-speaker results in Appendix A.13, and neither
drop by itself identifies an acquisition mechanism.

We report this as an evaluation lesson rather
than a criticism of the resource: sequential collec-
tion is practical, but class-blocked collection can
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make nuisance conditions label-predictive. The
caveat applies to every speech-input condition, in-
cluding fusion (Section 6.2), and reaches the ASR-
text conditions, because transcripts are produced
from the audio; Appendix Table 12 shows no ag-
gregate class-level WER pattern that explains the
class asymmetry, but finer-grained effects remain
possible. The controlled substitutions avoid a refit-
ting confound; the adaptation and cross-recognizer
comparisons are system-level evidence.

7 Discussion

The recognizer ranking by WER is preserved
downstream, but not proportionally: WER differs
by 2.5 whereas the text-only deployment gap dif-
fers by 3.1, and within each recognizer accuracy
declines as WER rises, which supports reporting
downstream impact alongside WER (Culnan et al.,
2021; Bhogale et al., 2023). Threshold adjustment
alone recovers a substantial part of the improve-
ment obtained with matched-head retraining. For
this reason, we recommend reporting a threshold-
only baseline alongside retraining results. For
low-resource benchmark design, we recommend re-
porting oracle and deployable transcript conditions
with controlled substitution rather than separately
fitted per-condition models, and testing acquisition
predictability, nuisance-feature fusion and speaker
transfer before interpreting audio. When collection
is sequential, interleaving classes or releasing
session structure lets such effects be audited.

8 Conclusion

On BanglaMUSE, the oracle-to-ASR macro-F1
gap is 0.109 for Bengali XLLS-R and 0.341 for the
high-error Whisper configuration. Matched retrain-
ing recovers 57-81% of the gap, re-selecting only
the decision threshold already recovers 28-49%,
and a residual oracle advantage remains. Speech
fusion performs better than ASR text alone, but



a control using only acquisition/nuisance features
also improves performance. This matters because
the corpus is label-blocked, and its filesystem
timestamps are consistent with class-blocked
recording. The nuisance features predict sentiment
well above the permutation null, while the speech-
only score falls from 0.940 to 0.621 when both
speaker and sentence are unseen. Together, these
results make it difficult to interpret the speech-input
performance as evidence of prosodic sentiment
cues. Low-resource speech—text evaluations should
report oracle and deployable conditions, separate
threshold effects from retraining, and audit
acquisition variables before interpreting audio.

Limitations

The corpus has four speakers, uses read rather
than spontaneous speech, and carries binary
sentence-level labels. All conclusions apply to
BanglaMUSE, these two recognizer configurations,
these models and this protocol, and should not be
read as claims about Bangla speech sentiment in
general. The main protocol shares speakers be-
tween training and test folds, and the speaker-and-
sentence holdout has only four speakers.

Every speech-input condition is confounded
with acquisition conditions, and ASR output in-
herits recording conditions from the audio. The
measured acquisition/nuisance feature vector is in-
complete and not guaranteed to be content-free, so
the nuisance-fusion control tests one acquisition-
based explanation rather than identifying what the
speech encoder uses. The permutation null does not
provide inference to independently recorded ses-
sions, and the timestamp reconstruction is a proxy
rather than a verified acquisition log.

A changed threshold identifies neither label shift
nor calibration, and it is selected on the valida-
tion split already used for early stopping; the split
into threshold, retraining and residual parts is op-
erational, not causal. Bootstrap intervals are con-
ditional on the fitted heads, splits and thresholds
and exclude training-seed variation, which we re-
port separately. Neither the lexical baseline nor
the high-similarity check establishes independence
from paraphrase families. Neither recognizer is at
its ceiling (XLS-R runs without a language model,
Whisper uses beam 2, and decoding was chosen
on a sample of this corpus). The speech encoder
shares a backbone with ASR-B, punctuation re-
moval discards a potentially informative cue from
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all conditions, and the secondary analyses were
specified after the primary results were known.

Ethical Considerations

We use the public BanglaMUSE data release,
licensed CC BY 4.0 (Nayeem et al., 2025), and
collect no new personal data. Speakers are iden-
tified only by pseudonymous codes and we make
no attempt at identification or at inferring speaker
attributes. Results describe only the four speakers
in this corpus; they must not be extrapolated to
dialectal, spontaneous, conversational or code-
switched Bangla, nor used to support claims about
groups of speakers, and the per-speaker results are
descriptive only, since speaker is confounded with
recording condition. The acquisition audit reports a
property of the released resource, not a judgement
of the people who built it: class-blocked sequential
collection is a practical choice for low-resource
corpus building, and our recommendation is a
methodological check, not a standard that existing
resources have failed.

All experiments ran on a single consumer
GPU; the dominant costs were approximately 1.3
hours of Whisper inference and 13 minutes for
Bengali XLS-R. Code, the split definitions with
their leakage assertions, per-recording out-of-fold
predictions and the secondary-analysis scripts
are released under open licenses (MIT for code,
CC BY 4.0 for data) at
https://github.com/raihansaa/
one-head-three-transcripts.
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A Supporting Analyses

A.1 Corpus preparation

The delivered archive contained 4,735 audio files.
Of these, 737 were byte-identical extra copies of
base recordings and were dropped after verifying
that their hashes matched. Identifiers appeared in
three inconsistent forms—zero-padded, unpadded,
and one file with a five-digit identifier—and were
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parsed as integers and re-padded, which collapsed
the variants automatically. 244 recordings were
delivered as 16 kHz Ogg/Opus audio, 242 of them
carrying .mp3 filenames; we decode by content
rather than by extension. The same audio payload
appears under two different sentence identifiers
whose texts differ by one word, making the refer-
ence assignment ambiguous; both recordings were
excluded rather than forcing an arbitrary choice.
Two further nominal recordings are absent from
the delivery. Thus the 4,000 nominal recording
slots comprise 3,996 usable recordings, the two
ambiguous recordings and two missing recordings.
Two sentence pairs have identical token multisets
and differ only in word order; placing such near-
identical lexical content in different folds would
create an unusually strong overlap shortcut, so each
pair is merged into a shared group by this objective
rule, declared in advance. The 998 groups result
from these merges; recording exclusions do not
determine the group count. No label conflicts were
found across the four recordings of any sentence.

A.2 Reproducibility

Outer folds come from StratifiedKFold (5 folds,
shuffled, seed 42) over the 998 sentence groups,
stratified on the label; each outer-training parti-
tion holds out a label-stratified 10% of its groups
for inner validation (seed 1000 + fold). The
heads use seeds 13, 42 and 87 and the boot-
strap seed 20260807. The neural-head architec-
ture and optimizer settings in Section 5 were
fixed before the primary experiments and were
not tuned; validation macro-F1 was used only to
select the checkpoint epoch. Gold-trained heads
are early-stopped on gold validation transcripts,
matched heads on the matching recognizer’s val-
idation transcripts, and the threshold-only condi-
tions select their cutoff on the gold-trained head’s
seed-averaged probabilities for the ASR valida-
tion transcripts. Software: Python 3.12, PyTorch
2.11 (CUDA 12.8), transformers 5.14.1 and
scikit-learn 1.9.0 on one consumer GPU (RTX
5060 Laptop). Checkpoint revisions: whisper-
large-v3 06f233fe, wav2vec2-xIs-r-300m-bengali
45ed7c70, banglabert 9ce791f3, wav2vec2-xls-r-
300m 1a640f32. On this machine, re-training ev-
ery primary head reproduces all 155,844 stored
test probabilities bit for bit. The code release in-
cludes the secondary-analysis specification, fixed
before those analyses were run, and a manifest of
all settings and result hashes.
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A.3 All conditions

Table 6 lists every condition with its accuracy, class-
wise F1 and predicted-positive rate.

A.4 High-similarity exclusion

Table 7 reports the high-similarity exclusion check
discussed in Section 6.2: the four controlled gaps
are essentially unchanged and every paired interval
still excludes zero.

A.5 ASR-trained and cross-recognizer
conditions

Table 8 reports the ASR-matched conditions A1—
A4 and the post-hoc cross-recognizer conditions
X1-X2. Training on Bengali XLS-R transcripts
raises Whisper-test macro-F1 from 0.635 to 0.815
(X2—C3 = 0.180 [0.152, 0.207]) against 0.850
under matched training; training on Whisper tran-
scripts raises Bengali XLS-R-test performance
from 0.867 to 0.909 (X1-C4 = 0.042 [0.026,
0.058]) against 0.930. Matching still adds a signif-
icant increment (A1—X2 = 0.035 [0.020, 0.0517];
A2—-X1 = 0.021 [0.011, 0.031]), but a smaller
one. Substantial transfer shows that the adaptation
benefit is not wholly recognizer-specific for these
two systems. These are comparisons between sep-
arately trained heads, not controlled substitutions,
and two recognizers are not enough to infer transfer
to arbitrary ASR systems.

A.6 Nuisance-fusion control

The acquisition/nuisance feature vector is the pri-
mary Table 5 feature set: eight numeric features
(bytes per second, bitrate, clipping fraction, DC
offset, and the RMS and 10th-percentile ampli-
tude of the leading and trailing 0.15 s) and one-hot
codec, sample rate, channel count and container
format, 17 dimensions in total. Median imputa-
tion, one-hot categories and standardization are
fitted on each fold’s training partition and frozen
for validation, test and every transcript substitution;
the standardized vector is then L2-normalized per
row and concatenated with the text embedding in
place of the speech embedding. No fold had miss-
ing values, zero-variance training columns, unseen
categories or zero-norm rows. The resulting head
has 785 inputs and 203,300 parameters, against
2,816 inputs and 727,298 parameters for speech
fusion, so the two are not architecture-identical.
As a pipeline check, the Table 5 logistic regres-
sion on this normalized vector reaches 0.653, close
to its original 0.669. The edge windows are not
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guaranteed to be silent: the leading window lies a
median 69 dB below the utterance’s RMS, but the
trailing window lies within 20 dB of it for 47% of
recordings and within 10dB for 22%. Per seed,
C6—N6 is —0.009, 0.009 and —0.036 and C7—N7
is —0.002, 0.019 and —0.004, whereas A3—NA3
(0.033, 0.034, 0.040) and A4—NA4 (0.014, 0.014,
0.012) are positive in every seed.

A.7 Threshold-only adaptation

For each outer fold, the three seeds’ inner-
validation probabilities are averaged and the thresh-
old ¢ on the grid {0.000,0.001,...,1.000} that
maximizes validation macro-F1 under the rule
p > t is chosen, breaking ties by the smallest
|t — 0.5] and then the smaller ¢. The threshold
is applied to that fold’s seed-averaged test probabil-
ities, which are exactly those of the corresponding
default condition. The selected thresholds range
from 0.010 to 0.099 for T3, 0.119 to 0.268 for T4,
0.002 to 0.042 for T6 and 0.039 to 0.177 for T7;
the gold-validation thresholds range from 0.343 to
0.623 and the matched-head thresholds from 0.177
to 0.636. Table 9 gives every term of the opera-
tional decomposition with paired intervals.

A.8 Lexical baseline

The secondary lexical baseline uses a TF-IDF vec-
torizer with whitespace tokens, no lowercasing,
word uni- and bigrams, min_df = 1, smoothed
IDF and L2 normalization, fitted on the training
partition only (about 4,200 features per fold). As
for C2, training and validation rows are one per
sentence group and test rows are recordings. Logis-
tic regression (Ibfgs) selects C' € {0.1,1,10} on
inner-validation macro-F1 (ties to the smaller C);
the selected values were 1, 10, 0.1, 10 and 10, and
every fit converged. The baseline reaches 0.854
macro-F1 (F1_ 0.866, F1, 0.841).

A.9 Permutation null

Each of 1,000 permutations shuffles the 998
sentence-group labels between groups, broadcasts
them to the groups’ recordings, regenerates the
outer folds with the original stratified splitter and
seed, and refits the unchanged Table 5 pipeline;
the statistic is pooled out-of-fold macro-F1. Scikit-
learn’s permutation_test_score with sentence
groups would shuffle labels only within groups,
which randomizes nothing here. The same pro-
cedure on the true labels reproduces the original
folds and gives 0.669. The null has mean 0.495,



ID Condition Macro-F1 Acc. Fl1_ F14  Pred. pos. (%)
Cl Speech only 0940 0.940 0.940 0.940 50.2
C2 Gold text 0976 0976 0976 0.976 50.0
C3 Gold-trained text, Whisper test 0.635 0.671 0.749 0.521 18.7
C4 Gold-trained text, XLS-R test 0.867 0.869 0.882 0.852 38.9
C5 Gold fusion 0981 0.981 0981 0.981 49.7
C6 Gold-trained fusion, Whisper test 0.677 0.704 0.770 0.583 21.1
C7 Gold-trained fusion, XLS-R test 0.895 0.896 0.904 0.885 41.0
Al Whisper-trained text 0.850 0.850 0.853 0.847 48.0
A2 XLS-R-trained text 0.930 0.930 0.929 0.930 50.3
A3 Whisper-trained fusion 0924 0924 0925 0.924 49.7
A4 XLS-R-trained fusion 0.957 0.957 0957 0.957 49.9
X1 Whisper-trained text, XLS-R test (post hoc) 0.909 0909 0906 00911 52.9
X2 XLS-R-trained text, Whisper test (post hoc) 0.815 0.816 0.801 0.828 57.3
N5 Gold-trained text+nuisance, gold test 0.980 0.980 0.980 0.980 50.1
N6 Gold-trained text+nuisance, Whisper test 0.692 0.714 0.774 0.609 233
N7 Gold-trained text+nuisance, XLS-R test 0.890 0.891 0.900 0.880 40.8
NA3  Whisper-trained text-+nuisance 0.893 0.893 0.892 0.893 50.3
NA4  XLS-R-trained text-+nuisance 0.941 0941 0941 0.942 50.7
T3 C3 head, ASR-validation threshold 0.784 0.784 0.780 0.788 51.9
T4 C4 head, ASR-validation threshold 0.898 0.898 0.900 0.895 47.7
T6 C6 head, ASR-validation threshold 0.827 0.827 0.830 0.824 48.3
T7 C7 head, ASR-validation threshold 0921 0921 0923 0919 47.8

C3/C4/C6/C7 heads, gold-validation threshold  0.635/0.870/0.685/0.897

A1-A4 heads, ASR-validation threshold 0.845/70.929/0.924 /0.952

TF-IDF + logistic regression, gold text 0.854 0.855 0.866 0.841 41.5

Table 6: All conditions (pooled recording-level out-of-fold scores). N, NA, T and the lexical baseline are secondary.

Predicted-positive rates are in %; the true rate is 50.0%.

standard deviation 0.009 and maximum 0.524, so
p=(140)/(1,000+ 1) = 0.001.

A.10 Seed variability

Table 10 scores each training seed separately,
pooled over the five outer folds, next to the
probability-averaged ensemble used elsewhere.
The three seeds are not independent replications of
the test set, and the bootstrap intervals in the paper
do not include this variation.

A.11 Speaker-transfer diagnostic

For each speaker s and outer fold f, the test set
is speaker s’s recordings of fold f’s test groups;
training and inner validation use the other three
speakers’ recordings of fold f’s training and inner-
validation groups. The speech head uses the C1
recipe and seeds; the logistic regression, which
has no validation step, is fitted on the other speak-
ers’ recordings of all of fold f’s training groups.
Every recording receives exactly one prediction
(Table 11). Under this holdout the logistic regres-
sion predicts positive for 1.0% of f1’s positive and
50.0% of its negative recordings, and for 23.7%
and 79.0% of m2’s, while it labels almost all of {2’s
and most of m1’s recordings positive.
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A.12 ASR quality by sentiment class

Table 12 reports ASR quality by sentiment class;
Appendix A.14 uses it to assess the per-class asym-
metry of the Whisper conditions.

A.13 Per-speaker descriptive results

Table 13 lists per-speaker recognition and down-
stream results. Speaker is confounded with record-
ing condition in this corpus, so these numbers are
descriptive only.

A.14 Post-hoc system-level observations

Both substituted fusion systems score below the
speech-only system (C1-C6 = 0.263 [0.240,
0.286]; C1—-C7 = 0.045 [0.031, 0.059]). These
comparisons were not predeclared and, unlike
C5—C6, contrast two separately trained sys-
tems, so they answer a deployment question—
is this fusion system better than simply using
speech?—rather than a controlled substitution ques-
tion. Given Section 6.5, C1 is additionally affected
by acquisition confounding, so we report the ob-
servation as directional and build no claim on it.
There is no numerical contradiction with C6 > C3:
the fusion system scores higher than the text-only
system while still scoring below C1. As Section 6.2



Comparison  Full-set gap [95% CI]  Excluded-set gap [95% CI]  Change
C2—-C3 0.341[0.316, 0.365] 0.344[0.318,0.370]  +0.004
C2-C4 0.109 [0.095, 0.124] 0.109 [0.094, 0.125]  +0.001
C5-C6 0.304 [0.282, 0.328] 0.309 [0.285, 0.332]  +0.004
C5-C7 0.086 [0.074, 0.099] 0.087 [0.075, 0.101]  +0.001

Table 7: Post-hoc robustness check after excluding from evaluation all items with a token-Jaccard-similar neighbour
(> 0.7). The same 10,000 sentence-grouped paired bootstrap is used; changes are computed from unrounded gaps.

ID  Train transcripts ~ Test transcripts ~ Branch  Macro-F1 ~ Gain over gold-trained [95% CI]
Al Whisper Whisper text 0.850 0.215[0.192, 0.239]
A2 Bengali XLS-R  Bengali XLS-R text 0.930 0.062 [0.048, 0.077]
A3 Whisper Whisper fusion 0.924 0.248 [0.225, 0.270]
A4 Bengali XLS-R  Bengali XLS-R  fusion 0.957 0.062 [0.050, 0.074]
X2 Bengali XLS-R  Whisper text 0.815 0.180 [0.152, 0.207]
X1  Whisper Bengali XLS-R  text 0.909 0.042 [0.026, 0.058]

Table 8: ASR-matched adaptation (A1-A4) and post-hoc cross-recognizer transfer (X1-X2). X1 and X2 reuse the
Al and A2 text heads on the other recognizer’s transcripts. Gains use unrounded scores and may differ by 0.001

from subtraction of the displayed values.

Whisper text

XLS-R text

Whisper fusion

XLS-R fusion

T — B (threshold only)

A — T (added by retraining)
O — A (residual)

Athr =T

Gold-val. threshold — B
(A—T)/(0 - B) (%)

0.149 [0.124, 0.174]
0.067 [0.050, 0.083]
0.126 [0.109, 0.142]
0.061 [0.045, 0.078]

0.000 [—-0.005, 0.005]

19.5 [14.7, 24.7]

0.031 [0.019, 0.043]
0.032 [0.020, 0.044]
0.046 [0.035, 0.058]
0.031 [0.019, 0.043]
0.003 [0.000, 0.007]
29.3119.3, 39.5]

0.151 [0.129, 0.172]
0.097 [0.084, 0.111]
0.057 [0.045, 0.068]
0.097 [0.084, 0.111]
0.008 [0.005, 0.012]
31.9[27.5, 36.7]

0.026 [0.017, 0.036]
0.036 [0.026, 0.045]
0.025 [0.016, 0.033]
0.031 [0.022, 0.041]
0.002 [0.000, 0.004]
41.2130.9, 52.1]

Table 9: Operational decomposition of each oracle gap O — B (secondary). O: oracle; B: gold-trained head, default
rule; T: the same head with an ASR-validation threshold; A: matched head, default rule; Ag,: matched head with
its own threshold. Paired 95% intervals from the shared bootstrap resamples; terms are rounded separately.

shows, this system-level gain cannot be attributed
to sentiment-bearing acoustics, because measured
acquisition/nuisance features reproduce a similar
improvement.

The Whisper conditions show a large per-
class asymmetry (C3: F1 0.749 negative against
0.521 positive), which is substantially reduced by
threshold-only adaptation (Section 6.4 and Table 6).
Aggregate class-conditioned errors are mixed: posi-
tive utterances have lower WER than negative ones
(0.676 versus 0.699) but higher CER (0.367 versus
0.352), with the WER advantage driven by fewer
insertions (0.069 versus 0.103; Table 12).

A.15

Among the 1,725 recording—recognizer cases that
are correct under oracle text and wrong un-
der an ASR-substituted text condition, 1,267 in-
volve Whisper and 458 involve Bengali XLS-R.
A heuristic edit-pattern categorization flags 887
substitution-only cases, 561 with inserted content,
227 with deleted content and 130 with residual

Error-pattern diagnostic
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Latin-script material, whereas detected negation
changes are rare (6 added and 3 lost). These counts
are descriptive: the flags are neither mutually ex-
clusive nor exhaustive, so they need not sum to
1,725, and they are not causal explanations. They
nevertheless indicate that the observed failures are
associated much more often with broad lexical cor-
ruption than with a negation-specific polarity rever-
sal.

A.16 Whisper decoding diagnostic and
settings

Table 14 reports the decoding diagnostic behind the
Whisper configuration choices described in Sec-
tion 5, with the secondary beam-2 row. The sample
is re-drawn with the diagnostic’s own code and seed
(75 utterances per speaker); its stored example out-
puts match. The other three rows used a 128-token
budget: in cached greedy transcripts of the full cor-
pus, 4 of the 300 sampled outputs come within one
token of that budget, so the Bengali-forced greedy
row may include a few truncated outputs, and 5



Seeds 13 /42 /87 SD  Ens
Cl 0.936/0.934/0.937 0.002 0.940
C2 0.966/0.980/0.972 0.007 0.976
C3 0.654/0.627/0.628 0.016 0.635
C4 0.872/0.869/0.861 0.006 0.867
C5 0.980/0.983/0.979 0.002 0.981
C6 0.682/0.680/0.673 0.005 0.677
C7 0.892/0.898/0.894 0.003 0.895
Al 0.850/0.848/0.847 0.001 0.850
A2 0.926/0.932/0.919 0.006 0.930
A3 0.927/0.922/0.919 0.004 0.924
A4 0.953/0.953/0.950 0.002 0.957
N5 0.976/0.977/0.978 0.001 0.980
N6 0.691/0.671/0.709 0.019 0.692
N7 0.894/0.879/0.899 0.010 0.890
NA3 0.894/0.887/0.879 0.008 0.893
NA4 0.939/0.940/0.938 0.001 0.941
C2—C3 0.311/0.353/0.344 0.022 0.341
C2—C4 0.094/0.111/0.111 0.010 0.109
C5—C6 0.298/0.302/0.307 0.004 0.304
C5—C7 0.088/0.085/0.085 0.002 0.086
Al1—-C3 0.195/0.221/0.220 0.015 0.215
A2—C4 0.053/0.063/0.058 0.005 0.062
A3—C6 0.244/0.241/0.246 0.002 0.248
A4—C7 0.060/0.055/0.056 0.003 0.062

Table 10: Training-seed variability (secondary): pooled
out-of-fold macro-F1 per seed, its sample SD, and the
ensemble score. Differences are computed within seed.

Model Protocol f1 2 ml m2 Pooled

Speech head joint holdout  0.609
Speech head shared CV 0.881
Acq./nuisance LR joint holdout 0.207
Acq./nuisance LR shared CV  0.711

0.686
0.918
0.338
0.583

0.611
0.972
0.323
0.352

0.555
0.988
0.223
0.922

0.621
0.940
0.333
0.669

Table 11: Macro-F1 per held-out speaker under the
joint speaker-and-sentence holdout (secondary), next
to the same models under the original shared-speaker
cross-validation, which is not a leave-one-speaker-out
result. For the shared-CV speech head, macro-F1 agrees
with the accuracy in Table 13 to three decimals: each
speaker’s classes are balanced and its errors are few or
nearly symmetric.

of the 300 beam-2 outputs are at least 127 tokens
long.

The main run used transformers 5.14.1 and
the model class WhisperForConditional
Generation  for  whisper-large-v3  (revi-
sion 06f233fe), calling generate with task
transcribe and language bn (forced decoder ids
cleared), beam 2, early stopping, 200 new tokens,
no sampling, no prompt, no timestamps, repetition
and length penalty 1.0 and no n-gram blocking
(library defaults), float16, batch size 8, and 16 kHz
mono audio padded to 30s log-Mel features
with an attention mask. Because every clip is at
most 8.31 s, generation takes the short-form path;
Whisper’s long-form options condition_on_
prev_tokens, compression_ratio_threshold,
logprob_threshold and no_speech_threshold
were not set and would be inactive. No hypothesis
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reaches the 200-token cap (the longest is about
172 tokens), no audio file failed to load, and no
output is empty. Across the full corpus, 9.8%
of Whisper hypotheses contain Latin-script
characters, including 11 of the 20 with the highest
WER. Only 2 of 3,996 show an immediate n-gram
loop (an n-gram with n < 4 repeated at least three
times in a row) or a zlib compression ratio above
2.4, and neither contains any of the insertions.

A.17

Table 15 reports the filesystem-timestamp recon-
struction of acquisition order that supports the audit
in Section 6.5.

Acquisition-order diagnostic

A.18

Table 16 reports the post-hoc orthographic canoni-
calization check. A canonicalization scheme differ-
ing more from our base normalizer might yield a
different answer.

Orthographic canonicalization check



ASR system Class n  WER CER Sub. Del. Ins.

Bengali XLS-R CTC  negative 1999 0.262 0.109 0.219 0.026 0.017
Bengali XLS-R CTC  positive 1997 0.290 0.114 0.241 0.031 0.018
Whisper large-v3 negative 1999 0.699 0.352 0.586 0.011 0.103
Whisper large-v3 positive 1997 0.676 0.367 0.595 0.012 0.069

Table 12: ASR quality by sentiment class. For Whisper, aggregate class-level WER runs opposite to the downstream
F1 asymmetry, arguing against a simple class-dependent error-rate explanation (Appendix A.14).

Spk n  WER-W  WER-B C1 Cc2 C3 C4 (03] C6 C7

f1 1000 0.713 0312 0.881 0976 0.662 0.856 0975 0.672 0.863
2 1000 0.668 0226 0918 0976 0.681 0904 0978 0.698 0911
ml 998 0.691 0.267 0972 0976 0.675 0.872 0979 0.687 0.893
m2 998 0.679 0299 0988 0976 0.665 0.844 0993 0.758 0.916

Table 13: Per-speaker results. The C1-C7 columns report accuracy. Speaker is confounded with recording condition
in this corpus, so these results are descriptive only.

Configuration Budget WER CER Latin-script output Empty
Greedy, Bengali forced 128 0.744 0.467 31.0% 0.0%
Beam 5, Bengali forced 128 0.679 0.352 2.3% 0.0%
Greedy, autodetect 128 0.750 0.481 31.0% 0.0%
Beam 2, Bengali forced’ 200 0.692 0.368 9.0% 0.0%

Table 14: Whisper decoding diagnostic on a 300-utterance speaker-stratified sample of this corpus. fSecondary row:
it rescores the main run’s transcripts, which every downstream condition uses, on the same utterances with the same
normalizer and scoring. Budget is the maximum number of new tokens. WERs are measured on the sample and are
not directly comparable to the full-corpus 0.687 in Table 1.

Speaker  Switches  r(order, label)

ml 1 —0.866
2 2 —0.863
m?2 9 —0.784
f1 11 +0.476

Table 15: Filesystem creation-timestamp acquisition-
order diagnostic. Creation timestamps are used only as
a proxy for acquisition order; switch counts and correla-
tions are computed separately for each speaker.

System  Orig. gap Canon. gap Changed

Whisper 0.341 0.341 4/3996
XLS-R 0.109 0.109 0/3996

Table 16: Post-hoc orthographic canonicalization check.
The externally specified BanglaBERT-oriented canoni-
calizer changes almost no hypotheses after the frozen
base normalization, so this null result has narrow scope.
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Abstract

Multimodal content moderation in online social
spaces is a critical safety challenge, yet existing
systems are heavily dominated by monolithic
cultural biases and perform poorly on under-
represented languages. In this paper, we study
culturally grounded misogynistic meme detec-
tion under a novel Multi-Perspective evalua-
tion framework, which simultaneously assesses
models across Indian, Chinese, and Western
cultural lenses. We propose MOEZHI-GURU
(drawing on the Dravidian term mozhi for lan-
guage and the Indic term guru for expert/guide),
an adaptable, resource-efficient Multimodal
Mixture of Experts (MoE) model designed
to handle complex cross-cultural and cross-
lingual shifts. The system encodes input us-
ing mDeBERTa-v3 and SigLIP to extract rich
multilingual text and global visual semantics,
then fuses and routes these features through a
custom MoE layer utilizing dense soft routing.
This gating mechanism dynamically weights
specialized expert subnetworks, capturing lo-
calized socio-cultural nuances before predict-
ing labels through culture-specific classifica-
tion heads. We evaluate our framework in four
typologically diverse language subsets: Tamil
and Malayalam (underrepresented Dravidian
scripts), Chinese (containing colloquial and
code-switched text), and English. Our sys-
tem demonstrates robust cross-lingual gener-
alization, yielding an overall average score of
0.8515 Macro-F1 and consistently exceeding a
Gemma3-4b baseline by more than 0.42 Macro-
F1 points. This work provides a scalable, in-
clusive foundation for culturally aware safety
systems in low-resource and multilingual envi-
ronments.

1 Introduction

Misogyny online is increasingly spread through
multimodal formats like memes, which layer text

* Equal contribution.
¥ Corresponding author.
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over images to convey humor, sarcasm, or ideolog-
ical beliefs. Detecting this kind of harmful content
is difficult because the misogynistic signal is often
implicit and grounded in specific cultural norms.
Many current multimodal models struggle to gen-
eralize across cross-lingual and cross-cultural dis-
tribution shifts.

Cross-cultural misogynistic meme detection di-
rectly addresses this gap, benchmarking models
across Indian, Chinese, and Western (English)
cultural contexts. In this paper, we outline our
approach to the Cross-Culture Evaluation task
through MOEZHI-GURU. Since different cultures
require different interpretive lenses, we designed a
Mixture of Experts (MoE) architecture. Rather than
relying on a single dense layer to process the fused
multimodal features, our MoE routing mechanism
lets the model dynamically allocate specialized ca-
pacity depending on the input, with the explicit
goal of improving cross-cultural robustness.

2 Related Work

2.1 Multimodal Hate Speech and Misogyny

Meme Detection

Early computational approaches to online abuse
detection relied heavily on text-only architec-
tures, utilizing classical machine learning or early
transformer-based text encoders. However, inter-
net memes violate text-only assumptions, as their
meaning is deeply tied to multimodal interactions.
To encourage the development of models capable
of true multimodal reasoning, Kiela et al. intro-
duced the Hateful Memes Challenge (Kiela et al.,
2020). This dataset features “benign confounders”,
i.e., samples where either the image or the text is
modified to flip the label, ensuring that unimodal
shortcuts (e.g., detecting specific offensive words
or visual triggers) are ineffective.

Following this, the SemEval-2022 Task 5 on
Multimedia Automatic Misogyny Identification

Proceedings of the Fifth Workshop on Multimodal Machine Learning in Low-resource Languages, pages 55-63
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(MAMI) (Fersini et al., 2022) focused specifically
on gender-targeted online abuse. The competition
challenged models to perform binary misogyny
detection (Sub-task A) and fine-grained catego-
rization (Sub-task B), including shaming, stereo-
typing, objectification, and violence. Traditional
SOTA approaches for MAMI leveraged large-scale
pre-trained models such as VisualBERT, Oscar,
UNITER, and ERNIE-Vil (Fersini et al., 2022).
However, these frameworks exhibit significant per-
formance gaps when evaluated on non-Western and
low-resource languages, due to the lack of repre-
sentative training corpora.

2.2 Social Media Safety in Low-Resource
Dravidian Languages

Low-resource Dravidian languages such as Tamil
and Malayalam present severe challenges for stan-
dard multilingual models. These languages are ty-
pologically diverse, morphologically rich, and char-
acterized by extensive code-mixing (e.g., blend-
ing Dravidian scripts with English text) and infor-
mal phonetic spelling. To establish digital safety
benchmarks in these contexts, Ponnusamy et al. in-
troduced the Misogyny Detection Meme Dataset
(MDMD) (Ponnusamy et al., 2024).

Recent shared tasks organized under the Dravid-
ianLangTech and LT-EDI workshops (Chakravarthi
et al., 2024, 2025b) have accelerated research in
Dravidian social media safety. Models evaluated
on Tamil and Malayalam misogyny tasks often
combine multilingual textual embeddings from
IndicBERT, mBERT, or LaBSE with spatial vi-
sual features from ResNet or EfficientNet back-
bones (Ratul et al., 2025). More recently, Rajku-
mar et al. proposed a dual-stream architecture pair-
ing XLM-RoBERTa with the Swin Transformer
via cross-attention fusion (Rajkumar et al., 2026),
showing consistent improvements in capturing im-
plicit and contextual harmful signals. Furthermore,
Dravidian political meme tasks highlight the neces-
sity of capturing complex socio-political context,
sarcasm, and regional visual symbolism to mitigate
negative transfer across distinct domains (Rajiakodi
et al., 2026).

2.3 Mixture of Experts and Gating Paradigms

The Mixture of Experts (MoE) paradigm, origi-
nally introduced by Shazeer et al. (Shazeer et al.,
2017), scales model capacity by routing inputs dy-
namically to a set of specialized sub-networks (ex-
perts) via a trainable gating network. By executing
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only a handful of experts per forward pass (condi-
tional computation), MoE architectures drastically
scale model parameters without a proportional in-
crease in FLOPS. Fedus et al. further simplified
this framework with the Switch Transformer (Fedus
et al., 2022), which utilizes a top-1 routing strategy
to reduce communication overhead, simplify rout-
ing mechanics, and stabilize low-precision training.

While sparse MoE models are highly efficient for
massive language modeling tasks, they are prone
to training instabilities and expert collapse when
applied to smaller, highly imbalanced multimodal
safety datasets. In this paper, we address this by
adopting dense soft routing. Rather than gating out
experts, our router computes a soft probability dis-
tribution over all available subnetworks on every
forward pass. This configuration maintains sta-
ble gradient flow, allows cooperative specialization
across experts, and is intended to reduce gradient
interference among divergent socio-cultural classi-
fication heads.

2.4 Multimodal Representation Learning

Modern multimodal architectures rely heavily on
high-quality representation encoders. For multilin-
gual natural language understanding, mDeBERTa-
v3 (He et al., 2021) introduces replaced token detec-
tion (RTD) combined with gradient-disentangled
embedding sharing (GDES) to decouple genera-
tor and discriminator gradients, achieving supe-
rior semantic and cross-lingual representation effi-
ciency over XLM-RoBERTa. Its multilingual vari-
ant is pre-trained on the CC100 corpus (He et al.,
2021), which includes Tamil and Malayalam, and it
has been applied to abusive-comment detection in
code-mixed Tamil, where it outperformed mBERT,
MuRIL, and XLLM-RoBERTa (Subramanian et al.,
2025).

For the visual modality, contrastive vision-
language pre-training (CLIP) has historically been
the dominant approach. However, SigL.IP (Zhai
et al., 2023) proposes a simpler, pairwise sigmoid
loss that replaces standard softmax normalization.
SigLIP decouples batch size from the learning ob-
jective, showing exceptional zero-shot retrieval effi-
ciency and robust multilingual visual-textual align-
ment on small hardware budgets. By fusing the rep-
resentation capacity of mDeBERTa-v3 and SigL.IP
within our soft-routed MoE framework, our sys-
tem captures subtle visual-textual dynamics across
highly diverse cultural contexts.



3 Methodology

Our proposed architecture, MOEZHI-GURU, inde-
pendently encodes text and images, fuses the two
modalities, then passes the representation through
an MoE layer before routing it to culture-specific
classification heads. Figure 1 illustrates the high-
level workflow of our system.

India Head China Head Western Head

-
Residual Add & ReLU
ReLU(MoE_Out + Fused)

I Mixture of Experts (MoE) Layer

|
|

|

! Router Network
! (Softmax)
|
|
|
|

Multimodal Fusion
Concat(T, I)

Text Encoder
(mDeBERTa-v3-base)

Image Encoder
(SigLIP-SO400M)

Meme Image
(Pixel Values)

Transcription
(Input IDs + Mask)

Figure 1: Overview of our MOEZHI-GURU Multimodal
Mixture of Experts (MoE) architecture for cross-cultural
meme detection.

3.1 Multimodal Encoders
Text Encoder: We use
microsoft/mdeberta-v3-base (He et al,

2021) to extract rich, multilingual contextual
text embeddings from meme transcriptions. Text
features 7" are taken as the CLS-token represen-
tation (the first token of the final hidden layer,
last_hidden_state[:, 0, :]).

Image Encoder: For the visual modality, we
use google/siglip-so400m-patch14-384 (Zhai
et al., 2023), taking advantage of its strong zero-
shot image representation capabilities. Image
features [ are obtained from the model’s global
pooled output (pooler_output). We enable gradi-
ent checkpointing on both encoders to keep mem-
ory usage manageable during training.
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3.2 Feature Fusion and Mixture of Experts

We concatenate the text encoder’s CLS-token repre-
sentation 7" and the image encoder’s pooled output
I to form a unified multimodal representation:

F = Concat(T, 1) (1)

To capture divergent cultural interpretations, this
fused representation F' is passed through an MoE
layer. Our MoE consists of a routing network and
N expert networks. Each expert is a two-layer
MLP with architecture d — d/2 — d, where
d = dim(F") is the concatenated feature dimension.
Specifically, the first projection maps down to d/2,
followed by a GELU activation, a Dropout(0.2)
layer, and a second projection back to d. The router
uses dense (soft) routing: all N experts run on every
forward pass, and the router produces a probability
distribution over them via softmax, optimized end-
to-end via the classification loss. The final output
is the weighted sum of all experts’ outputs:

N
M = softmax(W,F); E;(F)
=1

(@)

Here W, denotes the learned weights of the routing
linear layer, and E; denotes the output of the i-
th expert. Unlike sparse top-k routing, no expert
is ever fully gated out; every expert contributes
to every prediction, proportionally to the router’s
confidence. A residual connection followed by a
ReL.U activation ensures stable gradient flow:

H = ReLU(M + F) 3)

3.3 Classification Heads

The final representation H feeds into three indepen-
dent linear classification heads, one for each target
cultural perspective: India, China, and Western.
The model is trained using Binary Cross-Entropy
with Logits Loss. Because the three heads are lin-
ear maps over the same representation H, they are
equivalent to a single linear layer with three out-
puts and add no perspective-specific capacity; any
perspective-dependent behaviour must therefore
arise in the shared MoE layer.

4 Experimental Setup

4.1 Data and Preprocessing

We evaluate our approach on a consolidated
benchmark combining the English MAMI
dataset (Fersini et al., 2022), the Tamil



and Malayalam subsets from MDMD (Pon-
nusamy et al., 2024), and the Chinese CMMD
dataset (Chakravarthi et al., 2025a). Images
are preprocessed using the standard SigLIP
image processor, and texts are tokenized via the
mDeBERTa tokenizer with a maximum sequence
length of 128 tokens. Missing perspective labels
are masked with —1.0 and excluded from the loss
calculation.

Throughout this paper, a cultural perspective
(or lens) denotes the label assigned by an anno-
tator group of a given national or regional back-
ground (Indian, Chinese, or Western). This is a
coarse, national-level operationalization of culture
that does not capture sub-national, linguistic, or
individual variation. The perspective labels and
their annotation protocol are those released by the
CC-MMD 2026 organizers; we do not re-annotate
any data.

Table 1: Dataset statistics per language and split. The
percentage columns report the proportion of samples
labeled as misogynistic under each cultural perspective.
The perspective corresponding to a subset’s native an-
notators is denoted with T.

Language Split  #Samples Indian (%) Chinese (%) Western (%)
Tamil Train 1,137 24.0f 21.3 23.6
Dev 284 26.41 24.6 24.3
Malavalam 10 640 40.0f 352 344
4 Dev 160 40.0 34.4 33.1
Enlish Train 9,395 30.2 52.0 50.07
J Dev 600 29.8 50.7 49.8t
Chi Train 1,190 19.2 29.3F 25.3
MESE Dey 170 18.8 27.6 18.2

As detailed in Table 1, the combined corpus
comprises 13,576 samples across both splits. The
distribution is dominated by the English (MAMI-
derived) subset, which accounts for 9,995 samples
(~74% of the corpus), while Tamil, Malayalam,
and Chinese each contribute between a few hun-
dred and just over a thousand instances per split.
This substantial cross-lingual size disparity moti-
vates the differential learning-rate strategy outlined
in §4.2, enabling the randomly initialized Mixture-
of-Experts (MoE) routing layers and task-specific
classification heads to adapt rapidly without over-
fitting the smaller language subsets.

The perspective-level label distributions reveal
pronounced cross-cultural divergence that directly
justifies our multi-perspective task formulation. For
the English subset, native Western annotators iden-
tify 50.0% of the training samples as misogynistic
closely aligned with Chinese cross-cultural annota-
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tors at 52.0%. In contrast, Indian annotators label
only 30.2% of the identical content as misogynis-
tic, reflecting a notable ~20 percentage-point gap.
A similar divergence appears in the Chinese sub-
set: native annotators assign misogynistic labels
to 29.3% of samples, whereas Indian annotators
flag only 19.2%. In contrast, the Tamil and Malay-
alam subsets exhibit narrower cross-cultural vari-
ance (within 2-6 percentage points), demonstrating
that annotator disagreement varies based on cul-
tural context rather than following a uniform offset.
Our MoE-based architecture is explicitly designed
to model this contextual variability.

Finally, the evaluation protocol accommodates
differences in perspective annotations across sub-
sets: Tamil, Malayalam, and Chinese subsets are
evaluated across all three cultural perspectives (Na-
tive, Indian/Chinese/Western where applicable),
whereas the English (MAMI) subset is evaluated
on the two non-native cross-cultural perspectives
(Indian and Chinese) since native Western perspec-
tives are already captured at source. Consequently,
overall English performance is computed as a 2-
perspective Macro-F1 average.

4.2 Training and Hyperparameter Tuning

We train for 6 epochs using AdamW with a co-
sine learning rate schedule and a 10% warmup
phase. We use a differential learning rate strat-
egy: the pretrained backbones (mDeBERTa-v3 and
SigLIP) receive base_lr x 0.1, while the randomly
initialized MoE layer and classification heads re-
ceive base_Ir x multiplier, letting the new com-
ponents adapt more quickly than the pretrained
encoders. We train with a per-device batch size
of 2 (effective batch size of 4 via 2-step gradi-
ent accumulation) on one NVIDIA V100 GPU,
using mixed-precision training (FP16) through Py-
Torch’s (Paszke et al., 2019) Autocast and Grad-
Scaler. Gradient norms are clipped to 1.0 at each
optimizer step via clip_grad_norm_.

One notable aspect of our loss formulation is
that summed per-task losses are divided by the
gradient accumulation step count, rather than by the
number of active cultural perspectives in a batch.
Thus, samples with only one valid cultural label
still have their effective loss contribution halved.
This behavior was retained across all trials as part
of the final tuned configuration.

We performed hyperparameter optimization us-
ing Optuna (Akiba et al., 2019) over 25 trials
within a 48-hour budget. The search space in-



cluded the base learning rate (log-uniform over
[1079,5x1075)), the MoE learning rate multiplier
(uniform over [1.0,10.0]), and the number of ex-
perts ({4,6,8}). Underperforming trials were
pruned using Optuna’s MedianPruner, and the
study was checkpointed to an SQLite database for
seamless resumption. The optimal setup used 4 ex-
perts, a base learning rate of 4.2841 x 1075, and an
MOoE learning-rate multiplier of 3.2128, producing
an encoder-to-MoE learning rate ratio of approxi-
mately 1:32.1.

4.3 Evaluation Metrics

For binary misogyny classification, let C = {0, 1}
be the label set and let TP., FP., FN. denote the
true positives, false positives, and false negatives
for class c.

Per-class Precision (F.), Recall (R.), and F'1
(F'1.) are defined as:

TP TP
]3627‘37 Rczic
TP. + FP. TP. + FN, @
2-P.-R
Fl.=2_-¢ ~¢
‘" P.+R.

The Macro-F1 score averages F'1. equally across
classes, removing class-frequency bias:

Macro-F1 = |Cl\ Z F1.. 5)

ceC

The overall score for a language subset ¢ with ap-
plicable cultural perspectives Py is the unweighted
mean Macro-F1 across all perspectives:

1
Scorey = —— Z Macro-F1,,. (6)
Pl =,

For Tamil, Malayalam, and Chinese subsets |Py| =
3; for English |P;| = 2 (see §4.1). Mean accu-
racy across perspectives serves as a secondary tie-
breaker metric.

5 Results

5.1 Comparison Against Baseline

Table 2 compares our system against a Gemma3-
4b baseline. Baseline scores! are computed as the
unweighted average of the per-culture Macro-F1
values reported for each language. Our architecture

"Baseline results sourced from the official CC-MMD 2026
Challenge Tasks benchmark: https://sites.google.com/
view/cc-mmd2026/challenge-tasks?authuser=0

improves consistently over the baseline by 0.42 to
0.64 Macro-F1 points across all four language sub-
sets. As these baseline figures were not reproduced
under our training setup, this comparison serves as
a reference point rather than a controlled compari-
son; the controlled architectural comparison is the
ablation in §5.3.

Table 2: Comparison against a Gemma3-4b baseline
(unweighted average Macro-F1). The English baseline
uses the 2-perspective average (Indian + Chinese).

Language Baseline Ours A
Tamil 0.3247  0.8427 +0.518
Malayalam  0.3251 09133  +0.588
Chinese 0.2283  0.8686  +0.640
English 0.3574  0.7815 +0.424

5.2 Per-Culture Results

Table 3 reports > the per-culture Macro-F1 and ac-
curacy scores, providing the full breakdown across
all cultural perspectives for each language subset.

Table 3: Per-culture Macro-F1 results.

Language Perspective (Macro-F1) Overall

Indian Western Chinese | Macro-F1 Accuracy
Tamil 0.820  0.851 0.857 0.843 0.783
Malayalam  0.925 0.925 0.890 0.913 0.908
Chinese 0.874  0.856 0.876 0.869 0.808
English* 0.796 0.767 0.782 0.760

*English evaluated on 2 perspectives only.

5.3 Ablation Study

To evaluate the contribution of each input modality
and assess the incremental effect of the proposed
Mixture of Experts (MoE) fusion architecture, we
conduct a controlled ablation study. Specifically,
our evaluation investigates two core research di-
mensions:

1. Modality Contributions: Dissecting the rela-
tive impact of individual modalities by com-
paring unimodal baselines (7ext-Only utiliz-
ing mDeBERTa-v3-base and Image-Only uti-
lizing SiglIP-s0400m) against joint multi-
modal representations (F' = [€ext || €img))-

2. Fusion Architecture Efficiency: Evaluating
fusion mechanisms by comparing a conven-
tional Single Dense Fusion Layer (a 2-layer

2All reported benchmark metrics correspond to official

evaluation results released and publicly available through the
CC-MMD Challenge evaluation platform.
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MLP without dynamic routing) against our
proposed MoE Fusion Layer configured with
soft-router gating across N = 4 expert sub-
networks.

All ablation variants are trained under strictly
identical experimental setups, optimization
hyper-parameters (differential base learning rate
base_Ir = 2 x 107°, AdamW optimizer, cosine
decay schedule), and random initialization seeds
(S = 42) to isolate architectural effects. For
computational uniformity across ablation variants,
we fix NV = 4 experts. Experimental results across
all target cultural contexts are reported in Table 4.

Necessity of Multimodal Integration As
demonstrated in Table 4, unimodal models
exhibit noticeable performance degradation when
evaluated across diverse cultural perspectives. The
Text-Only variant achieves an Overall Macro-F1
of 0.6984, effectively capturing textual transcripts
but remaining blind to visual meme templates and
non-verbal humor. Conversely, the Image-Only
model achieves 0.7330 Overall Macro-F1. The
image-only variant likely outperforms the text-only
one because meme text is rendered inside the
image and was not removed: SigLIP, pre-trained
on large-scale image-text data, can read at least
part of this overlaid text, so the image input carries
both visual and partial textual signal. Fusing both
modalities in Dense Fusion increases the overall
Macro-F1 to 0.7472 (+0.0488 absolute / +6.99%
relative over Text-Only and +0.0142 absolute /
+1.94% relative over Image-Only), demonstrating
that cross-modal synergy is indispensable for
cross-cultural meme analysis.

Superiority of MoE Expert Routing over Dense
MLP A critical comparison lies between the
Dense Fusion baseline (0.7472 Overall F1) and our
proposed MoE Fusion architecture (0.8491 Overall
F1). Conventional dense fusion forces all cultural
context heads to share a rigid, single set of transfor-
mation weights, inducing negative cross-cultural
transfer. In contrast, the router-gated MoE layer
dynamically allocates capacity across N = 4 spe-
cialized expert sub-networks. This dynamic gating
yields substantial performance gains across all tar-
get cultural contexts, boosting the Overall Macro-
F1 by +0.1019 absolute points (+13.64% relative
over Dense Fusion). The largest gain is observed
in the China context (0.8700 Macro-F1, +0.1378
over Dense Fusion), followed by the Western con-
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text (0.8653 Macro-F1, +0.1094 over Dense Fu-
sion) and the India context (0.8120 Macro-F1,
+0.0585 over Dense Fusion). We hypothesize that
this gain stems from the router allocating capac-
ity differently across cultural contexts, mitigating
negative transfer between perspective heads; di-
rectly verifying expert-level specialization via rout-
ing analysis is left to future work.

5.4 Discussion

Our experiments reveal strong cross-cultural per-
formance for all four language subsets. In Tamil,
the model is less proficient in understanding from
the native Indian viewpoint (0.820) compared to
the Western (0.851) and Chinese (0.857) view-
points due to higher variance among annotators
in source-culture annotations. Our model has simi-
lar performance metrics for Malayalam and Chi-
nese (within 0.04 Macro-F1 for all viewpoints),
which means MoE routing works fine even though
there are different class distributions. Lower perfor-
mance of English can be attributed to the difficulty
of predicting the meaning of memes for Indian and
Chinese audiences.

Although the evaluation metric is calculated
per-language separately, one of the strongest fea-
tures of the MoE architecture we implemented
is its domain-independent consistency. In order
to test this assumption, we calculated the un-
weighted overall average Macro-F1 for all four lan-
guages. Our architecture obtained an average over-
all Macro-F1 score of 0.8515, indicating that the
model successfully avoids performance degrada-
tion across disparate languages, generalizing well
across scripts rather than specializing narrowly in
a few. Because the English subset is scored on
only two perspectives (§4.1), this average is a sum-
mary statistic rather than a uniform cross-lingual
measure.

As demonstrated in our ablation study (§5.3),
the Mixture of Experts layer outperforms a con-
ventional dense layer, while our hyperparameter
optimization phase (detailed in §4.2) provides fur-
ther empirical insight into how the Mixture of Ex-
perts layer scales with capacity. During our Optuna
search space evaluation of 4, 6, and 8 expert con-
figurations, we observed that performance remains
notably stable. The top development-set Macro-F1
scores for the 4, 6, and 8§ expert setups were 0.8491,
0.8383, and 0.8425, respectively. This tight spread
(less than 0.011) suggests that dense soft routing
is robust to the number of experts, avoiding the



Table 4: Ablation study comparing input modalities (Text-Only, Image-Only, Joint Multimodal) and fusion
architectures (Single Dense MLP vs. Proposed MoE Layer) evaluated by Macro F1 score across target cultural

contexts.
Model Variant Modalities Fusion Mechanism India F1 China F1 Western F1 Overall F1
Text-Only Text Only (mDeBERTa-v3) N/A 0.6898 0.7113 0.6941 0.6984
Image-Only Image Only (SigLIP-s0400m) N/A 0.7413 0.7400 0.7176 0.7330
Dense Fusion Text + Image Single Dense MLP 0.7535 0.7322 0.7559 0.7472
MoE Fusion (Ours) Text + Image MoE Layer (N = 4 Experts)  0.8120 0.8700 0.8653 0.8491

instability or expert collapse often seen in sparsely-
gated models on small datasets.

Error Analysis: While our model demonstrates
strong overall performance, per-perspective metrics
reveal specific cross-cultural failure modes. Inter-
estingly, although our system performs competi-
tively on the English subset, its absolute Macro-F1
score (0.782) is the lowest across all languages.
This suggests the English subset (MAMI) poses a
universally high difficulty, likely because the task
requires predicting Indian and Chinese perspec-
tives on Western-origin memes, a highly challeng-
ing cross-cultural semantic transfer. Furthermore,
on typologically distinct datasets like Tamil, the
model struggles more with the native Indian per-
spective (0.820) compared to the Western (0.851)
and Chinese (0.857) lenses. One possible expla-
nation is that when a meme’s misogynistic cue
relies on native, non-Western visual context or lo-
calized pop-culture tropes, the model leans towards
interpretations learned from the English-dominated
training data, resulting in false negatives for the
native perspective. The pretraining distributions
of our backbones may also contribute, as Sigl.IP’s
global visual representations may not adequately
capture deeply localized regional contexts. A qual-
itative, example-level analysis is needed to confirm
this pattern.

5.5 Limitations

Despite strong overall results, several limitations
of our system are worth acknowledging. First, our
MOoE uses dense soft routing, meaning all N ex-
perts run on every forward pass (Eq. 2). While this
avoids expert collapse on a small corpus, it gives up
the computational savings of sparse top-k routing
and does not enforce strict expert specialization;
we have not yet analyzed routing distributions to
verify whether experts specialize by culture or lan-
guage. Second, the benchmark covers only three
cultural perspectives (Indian, Chinese, Western),
whereas meme misogyny is a global phenomenon.
Communities in South-East Asia, Latin America,
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and sub-Saharan Africa are entirely absent, which
limits how broadly the generalization claims can be
applied. Third, meme transcriptions are truncated
to 128 tokens; longer memes in which the sarcastic
or misogynistic cue appears late in the text may be
silently cut off, degrading the text signal. Finally,
dividing the loss by the gradient-accumulation step
count rather than by the number of active cultural
perspectives per batch halves the effective learn-
ing signal for single-perspective samples and may
under-weight rare cross-cultural labels during train-
ing. In addition, all reported results come from
a single training seed, so run-to-run variance is
not quantified; the Gemma3-4b baseline was taken
from the challenge rather than reproduced under
our setup; and the training mixture is dominated
by English (MAMI) data (~74%), so low-resource
performance may depend on this mixture, which
we did not vary.

6 Conclusion

We presented MOEZHI-GURU, a multimodal Mix-
ture of Experts system for cross-cultural misogynis-
tic meme detection. By combining mDeBERTa-v3
and SigLIP with a specialized MoE routing layer
and culture-specific classification heads, the model
effectively captures the implicit cultural nuances
that make misogynistic memes so difficult to de-
tect. Results show improvements exceeding 0.42
Macro-F1 points over a Gemma3-4b baseline. Our
model’s cross-dataset consistency yields an average
Macro-F1 of 0.8515 across all four language sub-
sets combined, confirming that the MoE approach
is a strong foundation for unified, globally robust
multimodal moderation systems.

Ethics and Privacy Statement

This research addresses automated detection of
harmful misogynistic content, with the broader aim
of contributing to safer online environments. We
do, however, acknowledge the potential for dual
use: automated moderation tools can mistakenly



flag benign cultural expressions when training data
encodes cultural biases. Our use of cross-cultural
datasets helps mitigate monolithic cultural bias,
but further evaluation is needed to ensure fairness
across all marginalized sub-groups. No personally
identifiable information was used beyond the pub-
licly released datasets.
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Abstract
We present our system for the
MMLow@AACL-IJCNLP 2026  shared

task on multi-level classification of Tamil
political memes. Our approach fine-tunes
Qwen2-VL-2B-Instruct with QLoRA under
a cascaded prompting strategy, in which a
Level 1 stance prediction (Support/Praise vs.
Troll/Oppose) conditions the prompt used for
Level 2 target classification (party vs. person,
per stance). On the official test set, our system
achieves a Level 1 macro-F1 of 0.7173 and
a Level 2 macro-F1 of 0.4429, for a final
score of 0.5801, placing 5th of 7 teams. Our
error analysis shows that all Level 1 errors
propagate downstream, accounting for the
majority of Level 2 mistakes. Additionally, a
preliminary qualitative review suggests that
sarcasm interpreted literally drives a large
share of Level 1 misclassifications, pointing to
sarcasm detection and cross-modal reasoning
as key bottlenecks for this task.

1 Introduction

Political memes compress complex messages into
shareable images, shaping discourse, mobilizing
supporters, and occasionally spreading misinforma-
tion (Mihailescu, 2024; AlAfnan, 2025; Munawar,
2025). Understanding them requires genuine cross-
modal reasoning, as a meme’s meaning typically
relies on the cross-modal interaction between indi-
vidually benign image and text rather than anything
literally stated (Kiela et al., 2020; Pramanick et al.,
2021; Dimitrov et al., 2021).

Tamil political memes compound this diffi-
culty. They draw on code-mixed Tamil-English,
a linguistic setting that remains under-resourced
(Chakravarthi et al., 2021) and heavily utilize cul-
turally specific humor and sarcasm (Suryawanshi
et al., 2020). While meme classification has ma-
tured considerably for English content, code-mixed
settings “remain comparatively underexplored; his-
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torical Tamil multimodal benchmarks have con-
sistently peaked well below comparable English
tasks (Suryawanshi et al., 2020; Suryawanshi and
Chakravarthi, 2021; B. et al., 2022).

This paper describes our system' for the
MMLow @AACL-IJCNLP 2026 shared task, tar-
geting hierarchical stance and target classification
for Tamil-English political memes.Our contribu-
tion is threefold: we fine-tune Qwen2-VL-2B un-
der tight hardware constraints using QLoRA, struc-
ture inference as a two-step cascaded prompting
process, and provide a detailed error analysis identi-
fying literal interpretations of sarcasm as a primary
failure mode, corroborating prior warnings in this
domain. (Suryawanshi et al., 2020; Singh et al.,
2024).

2 Related Work

Meme Classification and VLMs. The Hateful
Memes Challenge established the standard for
subtle, multimodal reasoning (Kiela et al., 2020),
which later expanded into political and propagan-
distic domains (Pramanick et al., 2021; Dimitrov
et al., 2021). Modeling approaches for English
memes have rapidly evolved from early fusion
baselines (Hasan et al., 2022; Abdullakutty and
Naseem, 2024) to CLIP-aligned encoders (Kumar
and Nandakumar, 2022; Shah et al., 2024), and
most recently to pipelines that prompt large vision-
language models (VLMs) directly (Hee and Lee,
2025; Tzelepi and Mezaris, 2025). Our cascaded
approach adapts this latest VLM paradigm to a
hierarchical task.

Code-Mixing and Sarcasm. Our task extends
the DravidianCodeMix trajectory, spanning from
offensive language identification to multimodal
troll meme classification (Chakravarthi et al., 2021;
Suryawanshi et al., 2020; B. et al., 2022). Across

'Code available on GitHub.
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these tasks, sarcasm remains a notorious obstacle
due to cross-modal incongruity that surface-level
sentiment cues miss (Yue et al., 2023; Liang et al.,
2022). While prior efforts confirm the difficulty of
Tamil meme analysis, none have addressed the fine-
grained hierarchical labels targeted in the current
shared task.

Multilingual Grounding and PEFT. Separately,
predominantly English-trained VLMs frequently
degrade on low-resource tasks due to weak multi-
lingual instruction-following (Schmidt et al., 2025;
Atuhurra et al., 2025; Qu et al., 2026; Li et al.,
2025). To adapt these massive backbones to code-
mixed Tamil under severe compute constraints,
we employ QLoRA. This parameter-efficient fine-
tuning (PEFT) technique injects trainable low-rank
matrices into frozen quantized weights, drastically
reducing the memory footprint while maintaining
competitive downstream performance (Hu et al.,
2021; Martin-Ferndndez et al., 2025; Elgendy et al.,
2025).

3 Methodology
3.1 Data

The shared task dataset consists of Tamil and Tamil-
English code-mixed political memes, each labeled
at two hierarchical levels. Table 1 shows the class
distribution in the working training split, before
and after balancing.

The raw distribution is lopsided, memes oppos-
ing an individual outnumber every other category
by a wide margin, while support-for-party memes
are scarce. Training on this directly risks pushing
the model toward the majority class. The balanced
subset fixes this by matching counts first across the
two Level 1 classes, then across the Level 2 sub-
classes within each, leaving 324 training examples
split almost evenly at Level 1 (163 Support/Praise,
161 Troll/Oppose).

Level 2 Class Raw Balanced
Troll/Oppose Against Person 465 83
Support for Person 150 81
Troll/Oppose Against Party 124 80
Support for Party 84 80
Total 823 324

Table 1: Training data class distribution before and after
hierarchical balancing.

The full training set contains 969 labeled exam-
ples, 823 of which form the working split; the rest

are held out for validation. The official test set com-
prises 244 unlabeled examples, with gold labels
released by the organizers only after the evaluation
period closed.

3.2 Model Architecture

Qwen2-VL-2B-Instruct serves as the backbone,
chosen mainly for practical reasons: native sup-
port in the transformers library, decent OCR on
embedded meme text out of the box, and stable
performance under SDPA attention on hardware
without FlashAttention2.

3.3 Cascaded Prompting

Rather than predicting both labels in one pass, the
task splits into two sequential generation steps. The
model first judges Level 1 stance from the image
and its embedded text; that prediction then feeds
into a second prompt asking for the specific Level
2 category (exact prompts in Appendix A). Train-
ing conditions the second step on the ground-truth
Level 1 label, but at inference the model has only
its own prediction to work with. That gap between
training and inference matters a great deal, as Sec-
tion 6 shows. Because the VLM generates free-text,
we apply a “label snapping” function to raw out-
puts: we first check for an exact label match, then
fall back to a substring match, and finally default
to a fallback class if the generation is completely
invalid.

3.4 Parameter-Efficient Fine-Tuning

Fine-tuning uses QLoRA with 4-bit NF4 quan-
tization and bfloat16 compute precision. LoRA
adapters (rank 16, alpha 32, dropout 0.05) attach
to all attention and MLP projection layers, giving
roughly 18.5M trainable parameters out of 2.23B
total (0.83%). Full hyperparameters are in Ap-
pendix B.

4 Experimental Setup

Training runs on a single Tesla T4 GPU (15.6GB
VRAM) on a free-tier cloud notebook, and that
hardware shapes several design decisions. Qwen2-
VL’s dynamic-resolution tokenizer produces a dif-
ferent image-token count per sample, ruling out
large batch sizes; instead, examples were processed
with a micro-batch size of 2 and gradient accumula-
tion steps of 8. Gradient checkpointing is likewise
not optional: turning it off causes immediate out-
of-memory failures even at the smallest batch size
tested. Three epochs of training run in total, with
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Figure 1: Cascaded inference pipeline (Level 1 — Level 2). The Level 1 binary stance prediction is inserted into the
Level 2 prompt template, conditioning the detailed target classification on the model’s own upstream prediction.

the final checkpoint chosen by validation accuracy
on a held-out training split. These constraints also
rule out a hyperparameter sweep, a LoRA rank ab-
lation, and any comparison against larger or more
explicitly multilingual backbones — open ques-
tions for future work rather than conclusions drawn
without testing.

5 Results
Split L1 Acec L2Acc
Zero-shot baseline  70.0%  50.0%
Epoch 1 (val, best) 92.5%  62.5%
Epoch 2 (val) 80.0% 52.5%
Epoch 3 (val) 87.5%  60.0%
Test (official) 75.0%  57.0%

Table 2: Validation accuracy across training epochs vs.
final official test accuracy, using the epoch-1 checkpoint.

The epoch-1 checkpoint goes into the final sub-
mission, and the choice is fairly clear-cut: train-
ing loss sharply drops after the first epoch before
plateauing slightly (0.3275 — 0.1138 — 0.1181),
but validation accuracy peaks after epoch 1 and
never comes back indication of classic overfitting
on a small balanced subset. On the official test set,
this checkpoint scores 0.7173 macro-F1 at Level 1
and 0.4429 at Level 2, for a final combined score
of 0.5801, good for 5th place out of 7 teams.
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The gap between the validation numbers
(92.5%/62.5%) and the official test result
(75.0%/57.0%) is larger than ideal, and three
factors likely drive most of it. The validation
split comes from the same source distribution as
training, so it probably understates how different
the real test set turns out to be. Validation scoring
also relies on lenient substring matching rather
than exact match, which almost certainly inflates
the numbers relative to the official strict scorer.
And epoch checks cover only a 40-sample subset
of validation data to save time, adding noise to an
already tight selection call.

6 Error Analysis

Since the Level 2 prompt conditions on the model’s
own Level 1 prediction at inference, not the ground
truth, any Level 1 mistake gets a direct shot at de-
railing Level 2. That propagation turns out to be
complete rather than partial: Level 2 accuracy sits
at 75.96% when Level 1 is correct, but drops to
exactly 0.00% when Level 1 is wrong (n = 61).
While all 61 Level 1 errors successfully derailed
Level 2, approximately 44 additional Level 2 errors
occurred even when Level 1 was correct. Thus,
roughly 58% of Level 2 mistakes originate directly
from upstream Level 1 failures; nothing in the cur-
rent pipeline lets the model second-guess an earlier
call.

The Level 1 confusion matrix shows a clear lean:
genuine Troll/Oppose content gets mistaken for



Support/Praise about twice as often as the reverse
(41 vs. 20 cases). Target identification alone (per-
son vs. party, ignoring stance) fares better at 75.8%
accuracy, though a bias shows up here too, “Sup-
port for Person” gets over-predicted relative to gold
(81 vs. 45) while “Support for Party” gets under-
predicted (10 vs. 25), pointing to a default to-
ward naming a recognizable individual even when
a meme’s real target is a party or organization.

A manual review of 15 misclassified examples
(categorized in Appendix C) digs into what actu-
ally drives the Level 1 errors. While this sample is
too small for definitive statistical conclusions, this
preliminary review suggests sarcasm read literally
is the largest single pattern, at roughly 40% of the
sample: memes quoting a political figure’s self-
congratulatory claim, undercut moments later by
an ironic follow-up, get scored as genuine praise.
A smaller, opposite pattern shows up too (about
27%): intensely worded but genuinely supportive
fan rhetoric gets mistaken for hostility, likely be-
cause surface tone outweighs underlying intent in
the model’s judgment. The rest split between cases
needing specific cultural or political background
knowledge and a handful that are genuinely am-
biguous even under close manual review.

7 Discussion

Set against the top-performing system’s
0.9027/0.6694 L1/L2 macro-F1, this result
points to a real multilinguality gap. Qwen2-VL-2B
is pretrained mainly on English and Mandarin text,
and while OCR on embedded Tamil script works
well enough, its grip on Tamil-English code-mixed
political discourse seems noticeably looser, espe-
cially around sarcasm, which leans on culturally
specific cues a model without strong grounding
in the language and its politics would likely miss.
That lines up with the top-ranked teams’ apparent
choice of more broadly multilingual backbones,
though this hypothesis hasn’t been tested directly
against an alternative backbone given the compute
budget here, so it stands as a plausible explanation
rather than a demonstrated one.

8 Conclusion

This paper presents a cascaded system for hier-
archical Tamil political meme classification, fine-
tuning Qwen2-VL-2B-Instruct with QLoRA under
fairly tight hardware constraints. The final system
reaches a combined score of 0.5801 (L1 macro-F1
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0.7173, L2 macro-F1 0.4429), placing 5th among
7 teams. Two failure modes stand out from the er-
ror analysis: the strict downstream propagation of
Level 1 errors under the cascade, and preliminary
qualitative evidence pointing to literal interpreta-
tions of sarcasm as a primary contributor to Level
1 mistakes. Both point fairly directly to where
the work should go next: architectures that let the
model revisit an early misstep instead of commit-
ting to it, backbones with stronger multilingual and
code-mixed grounding, and training data curated
with sarcasm and irony specifically in mind.

Limitations

The validation setup relies on lenient substring
matching and checks only a 40-sample subset of
validation data per epoch, likely overstating real
performance relative to the official strict-match
scorer and contributing to potential instability in
model selection; exact-match scoring from the start
would serve future work better. Additionally, dis-
carding over half of the available training data (823
down to 324 examples) for hierarchical balancing
likely harmed generalization in an already low-
resource setting. Future iterations should explore
class-weighted losses or oversampling instead of
strict undersampling.

Crucially, because the Level 2 labels inherently
combine stance and target, a direct four-way classi-
fication model might implicitly recover both levels
without requiring an upstream prediction. A limita-
tion of this work is that cascaded prompting was not
explicitly ablated against a joint or direct four-way
prediction baseline, meaning the isolated benefit of
the cascade remains an open question.

Finally, a non-native Tamil speaker carried out
the qualitative error review. While the broad cate-
gories assigned seem reasonably solid, subtler sar-
casm markers may have gone unnoticed; native-
speaker annotation would strengthen this analysis.
Compute constraints also rule out hyperparameter
ablations, LoRA rank sweeps, and head-to-head
comparisons against larger or more explicitly mul-
tilingual backbones, which remain the most promis-
ing next steps rather than settled questions.
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A Cascade Prompts
Level 1 prompt:

Read the text in this meme
and look at the image. 1Is
this ’Support/Praise’ or
"Troll/Oppose’? Answer
with Jjust the label.

Level 2 prompt (cascaded on predicted/gold
L1 label):

You identified this meme
as {levell_label}. Based
on the image and text,
what is the specific Level
2 category? Answer with
just the label.
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B Hyperparameters

Parameter Value

Backbone Qwen2-VL-2B-Instruct
Quantization 4-bit NF4

Compute dtype bfloat16

LoRA rank / alpha / dropout 16 /32/0.05

Target modules q.k,v,0,gate,up,down_proj
Trainable params 18.5M /2.23B (0.83%)
Batch size / grad accum 2/ 8 (eft. 16)

Max new tokens 8

Epochs 3

Training samples 324 (balanced)

Attention implementation SDPA

Hardware 1x T4, 15.6GB VRAM
Training time ~3.7h/epoch (~11h total)

Table 3: Training hyperparameters.

C Qualitative Error Categorization

We manually reviewed a sample of 15 Level 1 mis-
classifications and identified four recurring failure
categories:

* Sarcasm/irony read literally (6/15, 40%):
Memes quoting a political figure’s self-
congratulatory claim, undercut by an ironic
follow-up line, scored as literal endorsement.

* Reverse bias intense phrasing mistaken for
hostility (4/15, 27%): Exclamatory or com-
bative language in genuinely supportive fan
rhetoric misread as opposition.

* Cultural/political knowledge gaps (2-3/15,
~15-20%): Cases requiring specific histori-
cal or intra-party knowledge (e.g. references
to deceased political figures, party succession
politics) underrepresented in general-purpose
VLM pretraining.

* Genuinely ambiguous (~2/15, ~13%): Bor-
derline cases even under manual, non-native-
speaker review.
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Abstract

We describe the TVKS submission to the MM-
Low 2026 shared task on multilevel classifi-
cation of Tamil political memes, which asks
systems to predict a stance label (Level 1: Sup-
port/Praise vs. Troll/Oppose) and a four-way
target label (Level 2) that combines stance with
a Person/Party distinction. We factorize the
Level 2 label into two binary axes—stance
and person/party target—reconstructing Level
2 as their product rather than predicting four
classes directly. A flat four-way head drives
the rarest class (Troll/Oppose Against Party)
to an F1 of 0.000; factorization recovers a
non-degenerate prediction over all four classes.
We also fix a calibration failure caused by
stacking a class-balanced sampler with a class-
weighted loss, and combine two multimodal
models (MuRIL + ViT and MuRIL + ResNet-
50) in an axis-wise ensemble that routes each
binary axis to its stronger model. Our system
reaches a macro-F1 of 0.8594 on Level 1 and
0.5926 on Level 2 (mean 0.7260), ranking sec-
ond of seven teams. An error analysis attributes
77% of Level 2 errors to the person/party axis,
where architecturally distinct visual encoders
converge to the same ceiling—evidence that the
residual gap is dataset ambiguity rather than a
modelling deficiency.!

1 Introduction

Political memes have become a dominant medium
of online political communication. Their multi-
modal composition—an image, embedded text,
symbols, and cultural context—Ilets them convey a
stance even to audiences with limited command of
the underlying language, which also makes them
difficult to analyse automatically, especially for
low-resource and code-mixed languages such as
Tamil. The MMLow 2026 shared task (Rajiakodi
et al., 2026) frames this as hierarchical classifica-
tion of Tamil memes along two levels: a binary

'Code: https://github.com/KevinselvaK/
tvks-mmlow2026.
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stance (Level 1) and a four-way target that pairs
stance with whether the meme is directed at a per-
son or a party (Level 2). Both levels are scored
independently by macro-averaged precision, recall,
and F1.

A naive solution predicts the four Level 2 classes
with a single softmax head. On this dataset
that choice is actively harmful: the rarest class,
Troll/Oppose Against Party (146 of 969 training
examples), collapses to an F1 of 0.000, and no
amount of threshold tuning recovers a class the
head never predicts. Our system is built around
avoiding this failure mode.

Our contributions are: (i) a factorized
stance X target formulation that decomposes Level
2 into two binary axes and reconstructs it as their
product, preventing the rare-class collapse of a flat
head; (ii) a diagnosis and fix of a calibration failure
that arises from stacking two independent class-
balancing mechanisms; (iii) an axis-wise ensemble,
enabled by the factorization, that routes stance and
target to different multimodal models; and (iv) an
error analysis with perfect-axis ceilings and three
converging negative results that localise the resid-
ual gap to the person/party axis and characterise it
as a data ceiling rather than a modelling limitation.

2 Related Work

Multimodal meme classification was popularised
by the Hateful Memes Challenge (Kiela et al.,
2020), which established the joint modelling of
image and embedded text as a distinct problem
from unimodal classification. For Dravidian lan-
guages, prior shared tasks have targeted Tamil
memes specifically: the TamilMemes troll cor-
pus (Suryawanshi et al., 2020) and the associated
shared task on troll meme classification (Suryawan-
shi and Chakravarthi, 2021), as well as multi-
modal meme classification for Tamil and Malay-
alam more broadly (Chakravarthi et al., 2024). Our

Proceedings of the Fifth Workshop on Multimodal Machine Learning in Low-resource Languages, pages 70-75
November 9, 2026 ©2026 Association for Computational Linguistics


https://github.com/KevinselvaK/tvks-mmlow2026
https://github.com/KevinselvaK/tvks-mmlow2026

task differs in requiring a two-level hierarchical
output combining stance and target. On the mod-
elling side, severe class imbalance is commonly
addressed with re-weighting or re-sampling, and
with loss functions such as focal loss (Lin et al.,
2017); these remedies are output-agnostic, easing
learning of the rare class without changing what
is learned, since a single softmax still allocates
mass across all classes from one shared representa-
tion. Our factorization instead changes the output
structure itself: decomposing the rare four-way
label into two well-populated binary axes means
the rarest joint class (146/969 examples) need not
compete directly against classes it is outnumbered
by 3.7:1 in a shared softmax——closer in spirit to
structured/hierarchical output decomposition than
to reweighting. Our ablation (Table 3) isolates this
effect from calibration and ensembling, showing
the F1 = 0.000 — 0.438 jump is attributable to the
restructuring alone. We build on MuRIL (Khanuja
et al., 2021) for text and on ViT (Dosovitskiy et al.,
2021) and ResNet-50 (He et al., 2016) for images.

3 Task and Data

3.1 Task Definition

Each meme is annotated at two levels. Level 1 is
a binary stance: Support/Praise vs. Troll/Oppose.
Level 2 has four classes formed by pairing the
stance with a Person/Party target: {Support for
person, Support for party, Troll/Oppose Against
Person, Troll/Oppose Against Party}. Systems
are evaluated per level with scikit-learn’s macro-
averaged report (Pedregosa et al., 2011). We treat
the two levels as separate scored tasks, in line with
the evaluation.

3.2 Data and Label Distribution

The Tamil training set contains 969 labelled memes
and the test set 244 unlabelled memes (Rajiakodi
et al., 2026).> Table 1 gives the label distribu-
tion. Level 2 is severely imbalanced: Troll/Oppose
Against Person dominates (547) while Support
for party is rarest (99), and the party target is a
global minority (245 vs. 724 person-target memes).
Six rows have empty text; five rows have a Level
1/Level 2 stance mismatch. Because of those

%A regex resolver maps each integer image id to its file,
tolerating zero-padding and prefixes. Training rows whose
image cannot be resolved are dropped; all counts reported here
are annotation counts. Every test id is predicted, using a gray
placeholder image for any unresolved test file.
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Class Level1 Level 2
Support/Praise 277
Support for person 177
Support for party 99
Troll/Oppose 692
Troll/Oppose Against Person 547
Troll/Oppose Against Party 146
Person-target (all) 724
Party-target (all) 245
Total (train) 969
Total (test) 244

Table 1: Training-set label distribution; the test set (244
memes) is unlabelled. The rarest Level 2 class (Support
for party) has 99 examples and the party target axis is a
minority (245 vs. 724). Five rows have a Level 1/Level
2 stance mismatch and six have empty text.

Texl MuRlL Stance
Iokens (768 d) -i: hedd
ViT / hedd

Figure 1: Factorized multimodal architecture. Text
(MuRIL) and image (ViT or ResNet-50) are encoded
separately, normalised per modality (LN), fused by an
MLP, and read out by two binary heads. Level 2 is re-
constructed from the (stance, target) pair via Eq. 1.

Level 2
M((s, t)]

five hierarchy violations, we derive both axis la-
bels directly from the Level 2 string—stance from
whether the label begins with “Support”, target
from whether it contains “party”—so that each axis
is trained and scored against its own consistent
ground truth rather than an occasionally contradic-
tory Level 1 column. Because official test labels are
not released, we cannot directly measure whether
this relabeling altered the OOF—test ranking; the
small OOF—test drop reported in Table 2 (§5) is
consistent with no adverse effect, but this is not a
direct verification.

4 System

4.1 Axis Factorization

Instead of a four-way head, we predict two binary
variables: stance s € {0,1} (support/troll) and
target t € {0, 1} (person/party). Level 2 is recon-
structed deterministically from the pair,

= M[(§,£)], (D

where M maps each of the four (s,¢) combina-
tions to its Level 2 string. This is the same in-
formation a flat head must learn, but expressed

U2



so that every combination—including the rare
Troll/Oppose Against Party (s=1,{=1)—remains
reachable whenever both axes fire, regardless of
how few joint examples exist. A flat softmax, by
contrast, must allocate probability mass to a class it
sees 146 times against competitors it sees up to 547
times, and in practice never predicts it (F1 = 0.000).
Figure 1 shows the resulting architecture.

4.2 Multimodal Encoders

Both models pair a MuRIL text encoder (768-dim)
with an image encoder. MuRIL is pretrained on
Indian languages including transliterated and code-
mixed text, so it handles the Tamil-English (Tan-
glish) code-mixing present in these memes without
special preprocessing. Model M1F uses a ViT-
B/16 encoder and M2F-v2 uses ResNet-50 (2048-
dim pooled features). We take the text [CLS]

embedding and the image representation, apply
a per-modality LayerNorm to each, concatenate,
and pass the result through a two-layer fused MLP
feeding the two binary heads. Per-modality normal-
isation is not cosmetic: without it, the 2048-dim
unnormalised ResNet features dominate the 768-
dim MuRIL embedding and the stance axis col-
lapses toward a near-constant prediction, sharply
degrading Level 1 macro-F1. Normalising each
modality to a common scale, together with dual
learning rates—2 x 107 for the pretrained en-
coders and 1 x 10~ for the fusion and heads—
keeps both modalities contributing. We use per-
modality LayerNorm rather than learned linear
projections because the mismatch is one of scale,
not subspace: both encoders produce pooled, se-
mantically comparable representations differing by
roughly an order of magnitude in norm, which Lay-
erNorm corrects with no added parameters and
no projection-overfitting risk given our modest la-
bel budget. MuRIL, ViT-B/16, and ResNet-50
were chosen deliberately: MuRIL’s pretraining
on transliterated, code-mixed Indian-language text
handles Tanglish without preprocessing, while ViT
and ResNet-50 are architecturally distinct (global
attention vs. local convolution) so the ensemble
in §4.4 combines complementary, not redundant,
visual errors.

4.3 Calibration: Removing Compound
Balancing

Our first ResNet model was badly miscalibrated
on stance, systematically over-predicting Support.
The cause was compound balancing: the training
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sampler already rebalanced stance toward 50/50,
and the cross-entropy loss was also class-weighted
toward the minority stance, so the two corrections
stacked and pushed predictions past the decision
boundary. The fix is to apply exactly one balancing
mechanism to stance. We keep a softened sam-
pler (sampling weights raised to the power 0.5,
which partially rebalances without fully flattening
the prior) and make the stance cross-entropy un-
weighted; the target cross-entropy remains class-
weighted, since the sampler does not balance the
target axis. This single change raised Level 1
macro-F1 at the default threshold from 0.649 to
(0.839—a calibration gain, obtained with no thresh-
old tuning.

4.4 Axis-Wise Ensemble and Operating Points

Factorization lets us ensemble each axis indepen-
dently. Given per-axis probabilities from the two
models, we blend

t=wity + (1—wy) ta,

2
and select the blend weights (ws, w;) together with
per-level decision thresholds to maximise each
level’s macro-F1 on cross-validated out-of-fold
(OOF) predictions. The selected operating points
are ws; = 0.70 and w; = 0.70, both favouring
MIF (the ViT-based model), with Level 1 deci-
sion threshold 77 = 0.31 and Level 2 thresholds
Ths = 0.32 (stance) and Tor = 0.48 (target). Both
axes draw more heavily on M1F, though the en-
semble still meaningfully incorporates M2F-v2 on
both—reflecting complementary rather than one-
model-dominant error patterns, and precisely what
the factorization makes possible by weighting each
axis independently. We also tested a CLIP-based
target specialist (Radford et al., 2021): added to
the target axis it did not improve held-out Level
2 (A =~ —0.007) and was excluded from the final
system. All operating points are fixed on OOF and
applied unchanged to the test set.

s = ws 51+ (1—ws) s2,

4.5 Training Protocol

We use 5-fold stratified cross-validation on the four-
way Level 2 label (seed 42), selecting all mod-
els and operating points by OOF macro-F1 and
never by test performance. Models are trained
with the HuggingFace Transformers library (Wolf
et al., 2020), AdamW with decoupled weight de-
cay (Loshchilov and Hutter, 2019), a OneCycle
schedule, and mixed precision. Training is check-



Levell Level2 Final

Dev (5-fold OOF) 0.886 0.645 0.766
Official test 0.859 0.593 0.726
Rank 2117

Table 2: System performance (macro-F1). Dev scores
are 5-fold OOF estimates used for model selection (boot-
strap 95% Cls: Level 1 [0.862, 0.909], Level 2 [0.610,
0.682]); test scores are the official leaderboard. The
small OOF—test drop shows the OOF-selected operat-
ing points generalised.

Configuration Level1 Level 2
Flat 4-way head — 0.381
+ axis factorization 0.649 0.438
+ calibration fix 0.839 0.612
+ axis-wise ensemble  0.886 0.645

Table 3: Development ablation (5-fold OOF macro-
F1). Under the flat four-way head the rarest class
(Troll/Oppose Against Party) collapses to F1 = 0.000;
factorization restores a non-degenerate distribution over
all four classes, reflected in the Level 2 gain. The flat
head’s Level 1 is obtained by marginalising its four-way
output and is omitted as not directly comparable.

pointed per fold so runs resume after interruption,
and only compact per-fold prediction arrays are
retained. Full hyperparameters are in Appendix A.

5 Results

5.1 Main Results

Table 2 reports our development and official results.
Our submission placed second of seven teams, with
a test macro-F1 of 0.8594 on Level 1 and 0.5926
on Level 2 (mean 0.7260). The OOF—test drop
is small (—0.027 on Level 1, —0.052 on Level
2), indicating that operating points selected on
cross-validated OOF transferred to unseen data
without overfitting. The top-ranked system (final
score (.7860) exceeded ours by 0.060; roughly two-
thirds of the raw difference lies on Level 2 rather
than stance, i.e. on exactly the person/party axis
our error analysis (§6) identifies as the ceiling.

5.2 Ablation

Table 3 traces each design decision on OOF. The
flat four-way head drives the rarest class (Against-
Party) to F1 = 0.000; factorization lifts that class
off zero and improves Level 2 overall. Removing
the redundant stance weighting then recalibrates

73

S-P4 130

Supp. 218

S-Ptyq{ 25
T-P{ 22 7
Trollq

72 68

TRty 2

Troll

Supp. SP  SPty TP TPty

Figure 2: OOF confusion matrices: (a) Level 1, (b)
Level 2 (S-P/S-Pty = Support person/party; T-P/T-Pty
= Troll/Oppose Against person/party). Off-diagonal
mass sits mainly between the two Troll/Oppose classes,
confirming target-, not stance-axis, confusion drives
residual error (§6).

and improves both levels, and the axis-wise ensem-
ble adds a further gain by routing each axis to its
stronger model.

6 Error Analysis

Because the factorization exposes each axis sepa-
rately, we can decompose Level 2 errors exactly.
On OOF, the stance axis reaches 0.922 accuracy
while the target axis reaches 0.810, and 77% of
all Level 2 errors are target-axis (person-vs-party)
failures. Figure 2 shows the confusion matrices for
both levels, visually confirming that target confu-
sion, not stance confusion, is the dominant error
mode.

The confusion is strongly one-directional: party-
target memes are frequently predicted as person-
target, while the reverse is rare—the model defaults
to the majority (person) target under uncertainty.
Quantitatively, 44.5% of true party-target memes
(109/245) are misclassified as person-target, versus
only 10.5% of true person-target memes (76/724)
misclassified as party-target—a more than four-
fold asymmetry.

The highest-confidence errors support the
annotator-intent explanation directly: several
Against-Party memes name a specific office-holder
prominently (e.g., a welfare-promise meme naming
the sitting Chief Minister), which the model reads
as person-directed despite the party-coded label;
conversely, some Support-for-person memes dis-
play a party name or acronym that pulls the model
toward a party-target prediction. In both directions,
the surface cue that seems most informative—a
named person or party string—points to the wrong
axis relative to the annotation.

The perfect-axis ceilings make the headroom



explicit. If the target axis were perfect, Level 2
would reach 0.891; if the stance axis were perfect,
only 0.734. The target axis is unambiguously the
bottleneck.

Three converging negative results bound that
ceiling.  First, a party-name lexicon is non-
discriminative: party tokens appear at nearly equal
rates in person-target and party-target memes, so
surface party mentions do not signal the target.
Second, named-entity features—politician-to-party
mappings and multi-camp conflict detection—carry
no discriminative power for the person/party dis-
tinction. Third, two architecturally distinct visual
encoders, ResNet-50 and CLIP, plateau at essen-
tially the same target-axis F1. Together these indi-
cate that whether a meme targets a person or their
party is largely an annotator intent judgment rather
than a property recoverable from the image or text
surface—a dataset-level ceiling rather than a defi-
ciency of any one model. Region-specific vision
backbones pretrained on Indian political iconogra-
phy and OCR-based on-image text extraction are
two concrete, low-cost directions for probing this
ceiling further without new annotation.

7 Conclusion

We presented an axis-factorized multimodal sys-
tem for hierarchical classification of Tamil political
memes. Factorizing Level 2 into stance and target
axes prevents the rare-class collapse of a flat head;
removing a compound-balancing calibration bug
recovers stance calibration without threshold tun-
ing; and an axis-wise ensemble routes each axis to
its stronger model. The system ranked second of
seven teams. Our analysis localises the remaining
gap to the person/party axis and gives converging
evidence that it is data-bound. Promising directions
are entity-aware pretraining and external political
knowledge to inform the target judgment, larger
annotated data, and sharper annotation guidelines
for the person/party boundary.

Limitations

Our study covers a single language (Tamil) and a
single dataset of modest size (969 training memes),
so the findings may not transfer to other languages
or domains; we did not evaluate on a second dataset,
and generalization to other political-meme cor-
pora (different parties, time periods, or annotation
schemes) remains untested. Because the official
test labels are not released, our per-class and axis-

decomposed error analysis is computed on cross-
validated OOF predictions rather than the test set;
the perfect-axis ceilings are therefore estimates
of headroom on development data. We did not
conduct an inter-annotator agreement study, so the
claim that the person/party distinction is annotator
intent is inferred from converging negative results
rather than measured directly.

Ethical Considerations

The dataset consists of real political memes and
reflects a specific period and discourse; our models
predict expressed stance and target, not the truth or
legitimacy of any claim. Systems trained on such
data could be misused for censorship or surveil-
lance of political speech, and could encode the
biases of the annotation process. We release our
work for research on multimodal understanding
of low-resource political discourse and do not ad-
vocate its use for automated moderation without
human oversight.
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A Hyperparameters

Selected operating points (OOF). Stance blend
ws = 0.70; target blend w; = 0.70 (both favouring
MI1F); Level 1 decision threshold 77 = 0.31; Level
2 thresholds Ths = 0.32 (stance) and Top = 0.48
(target). These values are chosen on cross-validated
OOF and applied unchanged to the test set.

Setting Value

Text encoder
Image encoder

MuRIL (muril-base-cased)
ViT-B/16 (M1F) / ResNet-50 (M2F-v2)

Folds 5 (StratifiedKFold on Level 2)
Epochs 8

Batch size 16

Max text length 128

Image size 224

LR (text / image) 2x107°/2x107°

LR (fusion / heads) 1x1073

Optimizer / sched.
Sampler power

AdamW / OneCycle (warmup 0.1)
0.5 (stance)

Stance CE unweighted
Target CE class-weighted
Grad clip 1.0

Seed 42

Blend weights (ws, wy) 0.70, 0.70
Thresholds (11; T>g, To7) 0.31;0.32, 0.48

Table 4: Full training configuration.
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Abstract

Misogyny and hate content have become a seri-
ous issue in the current digital era. Such con-
tent predominantly manifests as short video
clips, making automated detection mechanisms
imperative for social media platforms. To ef-
fectively classify such videos, a multimodal
setup is required, as video data contains im-
age frames, audio clips, and text captions. The
multimodal misogyny video classification task
aims to combine all audio, visual, and extracted
text information. Conventional methods typi-
cally aim to process this extracted information
in parallel to reach a conclusion. Our proposed
framework utilizes the pre-trained models DI-
NOv2, wav2vec 2.0, and MuRiL-large to em-
bed visual, audio, and text features, respec-
tively. To mitigate overfitting on datasets of
different sizes, we propose a dual-architecture
approach: we utilize a regularized Gated Early-
Fusion Network (EF-Net) for the highly con-
strained Tamil dataset, and a deeper Cross-
Modal Temporal Attention Network (TA-Net)
with an ensemble strategy for the Malayalam
dataset. Ultimately, our framework achieved
a 68.8% macro-F1 score for the Malayalam
dataset and an 80.7% macro-F1 score for the
Tamil dataset, securing Rank 1 in misogyny
video classification for both languages.

Introduction

Social media platforms have amplified gender-
biased hate, increasingly distributed via multi-
modal formats like short videos. While robust
detection architectures exist for high-resource lan-
guages, models for Dravidian languages like Tamil
and Malayalam—which have massive digital foot-
prints—lag significantly behind, necessitating spe-
cialized multimodal approaches capable of iden-
tifying misogyny across speech, text, and visual
streams.
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2 Related Work

Early research in misogyny detection concentrated
on unimodal text models (Cao et al., 2020). As
harmful content migrated to multimedia, the com-
munity adopted multimodal strategies, such as bi-
modal fusion for images and captions (Jindal et al.,
2024) or chain-of-thought reasoning for memes
(Kumari et al., 2024).

In video-based detection, filtering noisy tempo-
ral streams is paramount. Wang et al. (2023) in-
troduced a frame-weighting mechanism utilizing
cross-modal attention to isolate informative visual
frames against on-screen text, which Céspedes-
Sarrias et al. (2025) expanded using audio. While
Céspedes-Sarrias et al. (2025) relies on standard
cross-modal attention across parallel streams, our
framework directly regulates the visual sequence.
We adapt the frame-weighting concept from Wang
et al. (2023) but significantly extend it: instead of
their additive fusion for a single semantic stream,
we introduce an independent audio weight vector
(Waudio) and employ a strict multiplicative consen-
sus mechanism (©). This ensures video frames are
emphasized only upon simultaneous audio, text,
and visual agreement, drastically reducing noise in
constrained datasets.

Crucially, while these models excel on mas-
sive datasets, they suffer catastrophic overfitting
on low-resource languages. Recent shared tasks
(Chakravarthi et al., 2021; G et al., 2025; Rajiakodi
etal., 2025) emphasize that multimodal hate speech
detection in Dravidian languages remains a critical
challenge. Our framework addresses this gap by
strictly constraining architecture capacity based on
dataset size for the MMLow 2026 shared task.

3 Methodology

Given the extreme resource differences between the
Tamil and Malayalam datasets, a "one-size-fits-all"
model is sub-optimal. Instead, we extract robust tri-
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modal features and route them to specialized archi-
tectures: a highly-regularized Gated Early-Fusion
Network (Architecture A) for the extremely con-
strained Tamil dataset, and a deeper Cross-Modal
Temporal Attention Network (Architecture B) for
the larger, balanced Malayalam dataset.

3.1 Data Preprocessing and Feature
Extraction

Two different video datasets are being used for this
work: 146 total videos for Tamil (120 train, 26
test) and 343 for Malayalam (303 train, 40 test).
Raw videos were segmented into visual frames
(Culjak et al., 2012), audio was separated into vocal
tracks (Rouard et al., 2023), and transcripts were
generated via Gemini Flash 3.5 (Team et al., 2023).
We extracted 1024-dimensional embeddings using
DINOV2 (Oquab et al., 2023) for visuals, MuRiL-
Large (Khanuja et al., 2021) for text, and wav2vec
2.0 (Baevski et al., 2020) for audio.

3.2 Architecture A: Gated Early-Fusion
Network

To prevent memorization on the highly constrained
Tamil dataset, we designed a Gated Early-Fusion
Network operating on globally pooled features
(Fy, Fy, Fy). Collapsing temporal sequences cre-
ates a strong informational bottleneck (regular-
izer). To suppress noise, we apply a learnable gate:
Jm = ReLUWEy, +by), gm = o(WyFy +by),
Fyy, = Dropout( fo ® g ), where W, € RO4x1024
compresses raw embeddings to 64 dimensions.
Surviving features are concatenated Flryseq =
[Fv; Fy Fa] and passed through a Residual MLP.

High-Capacity Variant: EF-Net (High-Cap)
replaces the 64-dim bottleneck with a 512-dim pro-
jection (1536-dim concatenated) and a deeper MLP
(0.4 dropout) to serve as a capacity-matched base-
line counterpart.

3.3 Architecture B: Cross-Modal Temporal
Attention Network

For the more balanced and contextually complex
Malayalam dataset, we implemented a temporal
attention architecture consisting of a Multimodal
Information Encoding Module (MIE), a Visual
Frame Weighting Module (VFW), and a Cross-
Modal Transformer Fusion network (CMTF).

3.3.1 Problem Formulation

Given dataset D = {(V;,y;)}, with y; € {0,1},
each video contains three modalities: visual V &
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R™ v audio A € R3%9a_and text T' € R*%_ To
maintain strict temporal alignment, visual streams
are uniformly interpolated to 30 frames, and audio
to 8 steps. Transcripts are represented as a globally
pooled vector.

3.3.2 Multimodal Information Encoding
Module (MIE)

Each representation is projected to a short dimen-
sion d(= 64). The visual and audio representations
are passed through a bidirectional GRU (Gated
Recurrent Unit) model to encode information in
both directions. Therefore visual encoder produces
F, € R™*? audio encoder produces F, € R8*%,
For each video, we select the reference training clip
with the same label whose visual representation has
the highest cosine similarity with the video:

V= {Vref ’ arg I‘I/laX Slm(‘/? V;‘ef)a Yy = eref}
ref

where V' is the visual representation of the video
clip V, and V;.. is the visual representation of the
reference video clip V,.r. These positive visual
references are encoded by the visual encoder and
produce Ff € R"*?. Moreover, the transcript
representations pass through a linear projection
and layer normalization layer, and so, the transcript
encoder produces F; € R1*4 Final encodings are:
F, = Vis(V), F;}} = Vis(Vyey), F, = Aud(A4),
and F}; = Txt(T).

3.3.3 Visual Frame Weighting Module (VFW)

The core of this architecture adapts a multimodal
frame-weighting mechanism originally proposed
by (Wang et al., 2023). From their foundational
framework, we reuse the visual self-weight (wgeif),
the text-based cross-modal weight (wyexy ), and the
contrastive reference-context weight (wctx) derived
from positive sample alignment. To elevate this to a
robust trimodal architecture, we introduce a novel
cross-modal video-audio weight vector (Waudio)-
Furthermore, rather than using an additive fusion
as in (Wang et al., 2023), we propose a multiplica-
tive consensus fusion via the Hadamard product
(®). Prior to this operation, any multi-step tempo-
ral sequences (such as audio F,, € R8*4 or visual
F, € R™*%) serving as the context c are first re-
duced to a single vector ¢ € R via an attention-
based pooling layer. This pooling operation pro-
duces a unified context representation for subse-
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Figure 1: Overview of the proposed pipeline: text, visual, and audio features are encoded, four attention signals
(Wi, Wsel f, Wetz, W) jointly weight the video frames, the top-k frames are selected, and a cross-modal transformer
fuses them with text and audio to predict misogynistic vs. non-misogynistic content.

quent weight computation:

F)T
FW(c, Fy,) = Softmax<(Wq ©) (Wi Fv) ) e R"

Vd
(D

The final temporal weights are derived via mul-
tiplicative fusion to extract the top-K (K = 4)
frames most relevant to the misogynistic context.
Note that unlike the original MCA-WF implemen-
tation, we rely on standard scaled dot-product at-
tention without a temperature hyperparameter (7),
instead opting for a deterministic top-K extraction:
Wgelf O Weext © Waudio © Wetx

w = ) (2)
Z(wself © Wtext © Wandio © wctx)

Finally, to fuse modalities, we add modality and
positional embeddings to the top-K frames (F},),
text (Fy), and audio (F,): Zo = [Fi, + B ; Fy +

O

ESLZ; 4 Fa+ Efsg 4+ Epos. The combined sequence

passes through L = 1 Transformer block, is glob-
ally averaged, and classified.

3.4 Training Objective

We optimize a composite loss: £ = Ligcal +
Amt ||[Fo — Fif||%, with Amy = 0.1. The focal
loss addresses class imbalance dynamically per
language. The metric-learning term pulls visual
representations toward same-class positives to en-
courage intra-class compactness.

3.5 Training Regime and Probability
Ensembling

To explicitly address severe class imbalances, we
implemented a Dynamic Focal Loss that penalizes
majority-class bias. All models are trained under a
5-fold cross-validation setup using AdamW (learn-
ing rate 10, weight decay 10~2) and batch size
8 for up to 100 epochs, with early stopping (pa-
tience 10) on validation macro-F1. A fixed random
seed (42) controls for initialization variance. Dur-
ing inference, we average the softmax probabilities
across the five folds. Ultimately, our final Tamil
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submissions relied heavily on Gated Early-Fusion
variants, while Malayalam submissions utilized a
mathematically averaged ensemble of Gated Early-
Fusion and Temporal Attention to capture nuanced
behaviors.

4 Results and Evaluation

Table 1: Performance on the Malayalam and Tamil test
sets.

Lang. Method Acc M-Pre M-Rec M-F1
Baseline-MCA-WF  0.600 0.639 0612 0.583

Mo Baseline-MMHSD 0675 0720  0.685  0.665
* TA-Net 0675 0720 0.685 0.665
EF-TA Ensemble  0.700 0765 0712  0.688
Baseline-MCA-WF  0.808 0.810  0.808 0.807

Tuy,  Bascline-MMHSD 0808 0810  0.808  0.807
M- ERNet 0769 0776 0769 0.768
EF-Net (High-Cap) 0.808 0.810  0.808  0.807

On the Malayalam test set, our EF-TA Ensemble
significantly outperforms the MMHSD (Céspedes-
Sarrias et al., 2025) and MCA-WF (Wang et al.,
2023) baselines by 2.3 and 10.5 percentage points
(Table 1), confirming the effectiveness of blending
early multimodal fusion with temporal attention.
Conversely, on the Tamil test set, all top models hit
a ceiling Macro-F1 of 0.807. However, class-wise
performance reveals these models make distinct
precision-recall trade-offs despite identical macro
scores.

Tamil Winner: EF-Net (High-Cap)

Malayalam Winner: EF-TA Ensemble
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Figure 2: Confusion matrices for the winning architec-
tures on Tamil and Malayalam test sets.



4.1 Cross-Lingual Performance Analysis

A distinct performance difference can be observed
in Table 1 between the two languages. The best
Macro-F1 obtained for Tamil data is 0.807, whereas
the best Macro-F1 for Malayalam data is 0.688, rep-
resenting a difference of 11.9 percentage points. A
similar difference is observed for accuracy: the
best Tamil result is 0.808, whereas for Malayalam
data it is 0.700. This indicates that the proposed
multimodal framework is substantially more effec-
tive on the Tamil test set. The observed language-
dependent variation may be attributed to differ-
ences in dataset characteristics, linguistic proper-
ties, modality quality, class distributions, and the
effectiveness of the extracted representations for
each language. The lower Malayalam performance
suggests that further investigation into language-
specific representation learning and modality align-
ment is beneficial.

4.2 Discussion

On the Malayalam set (n = 40), the EF-TA Ensem-
ble maximized precision (reducing false positives)
at the expense of target-class recall (0.476). This
trade-off naturally suppresses noise in constrained
datasets, though improving recall remains a prior-
ity. On the Tamil set (n = 26), the baseline and
HighCap variant tied on macro-F1 (0.807) but ex-
hibited diverging operating points (Table 2); the
baseline favored recall (84.6% vs. 76.9%) while
EF-Net favored precision (83.3% vs. 78.6%).

Table 2: Class-wise Precision (P) and Recall (R) com-
paring the baselines with the proposed winners.

Language / Model ClassO0 (P/R) Class1(P/R)
Tamil (Constrained)

- Baseline (MMHSD)  0.833/0.769 0.786 / 0.846
- EF-Net (High-Cap) 0.786 / 0.846 0.833/0.769
Malayalam (Balanced)

- Baseline (MMHSD)  0.607 / 0.895 0.833/0.476
- EF-TA Ensemble 0.621/0.947 0.909 / 0.476

Analyzing local 5-fold validation stability, our
Malayalam Temporal Attention network achieved
a mean Macro-F1 of 0.917 £+ 0.030, demonstrat-
ing tighter variance than the MCA-WF baseline
(0.887 £ 0.050). The Tamil dataset exhibited pre-
dictably high variance (= 40.087) across all ap-
proaches. Ultimately, evaluating on such con-
strained sets (n = 26, n = 40) is challenging,
as percentage gains resolve to single-video shifts
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and aggressive regularization forces architectures
toward similar decision boundaries. Nevertheless,
our framework successfully extracted the incremen-
tal advantages necessary to secure Rank 1, indi-
cating strong potential for deployment on larger,
unconstrained datasets.

5 Conclusion

We introduced a dual-architecture framework for
detecting multimodal misogyny in Dravidian lan-
guages. To mitigate catastrophic overfitting on
highly constrained datasets, we matched architec-
ture capacity to dataset size. A heavily constrained
Gated Early-Fusion Network generalized on the
tiny Tamil dataset, while the larger Malayalam
dataset supported a deeper Cross-Modal Tempo-
ral Attention Network. This empirically driven
framework secured Rank 1 across both languages.
Because our models were optimized for strict con-
straints, they favored precision over recall. Future
work will expand training data and explore end-to-
end joint training to improve recall.

Ethical Considerations

Automated content moderation systems carry in-
herent risks. Given severe data constraints and the
subjectivity of hate speech, our models are sus-
ceptible to misclassifications—risking unjust cen-
sorship (false positives) and the unchecked spread
of harmful content (false negatives). Because our
models heavily favor precision, some misogynis-
tic content may evade detection. Furthermore, the
limited dataset scale prevents us from guarantee-
ing the absence of latent socio-cultural biases. We
strongly advocate that these models serve strictly
as assistive tools for human moderators.
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A Appendix: Training Dynamics

Figure 3: Training/validation loss and validation macro-
F1 across epochs for Malayalam (5-fold CV, mean over
folds).
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Figure 4: Training/validation loss and validation macro-
F1 across epochs for Tamil (5-fold CV, mean over folds).

B Appendix B: Architectural
Decision-Making and Ablations

To empirically justify the Empirical Architecture
Selection framework described in Section 3, ex-
tensive hyperparameter grid searches were con-
ducted on the local validation splits created from
the released training dataset. Furthermore, to eval-
uate the distinct contributions of the data streams,
this validation process inherently serves as our
modality ablation study. Whereas the existing
baseline architectures—Multi-Modal Hate Speech
Detection (MMHSD) and Multi-channel Attentive
Weighting of Visual Frames (MCA-WF)—utilize
restricted modality combinations, our *Proposed
3-Way’ models fully integrate the trimodal features
(Audio, Visual, and Text). While a strict unimodal
Text-Only baseline was not evaluated due to the
shared task’s submission limits, the performance
gap between the restricted-modality baselines and
our trimodal architectures demonstrates the added
value of the visual and audio streams, as detailed
in Table 3.

B.1 Text Encoder Selection

We systematically evaluated two state-of-the-art
multilingual text encoders: E5-Large and MuRiL-
Large (optimized for Indian languages). Across
both datasets and irrespective of whether a Pooled
(Early Fusion) or Temporal (Cross-Modal Atten-
tion) architecture was utilized, the MuRiL-Large
embeddings consistently outperformed E5-Large.
Notably, on the Tamil dataset, the MuRiL-Large
Temporal setup with our proposed 3-way routing
achieved a validation macro-F1 of 1.000 (zero false
positives/negatives on the local fold), whereas ES-
Large capped at 0.956. For Malayalam, the MuRiL-
Large Pooled configuration achieved a local vali-
dation macro-F1 of 0.917, significantly surpassing
ES5-Large’s 0.852. Consequently, MuRiL-Large
was selected as the definitive text extractor for all
final models. Note that the perfect validation score
of 1.000 for the Temporal model on Tamil is a
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small-sample validation artifact representing catas-
trophic overfitting to a single 24-video fold, which
justified our shift to the constrained EF-Net.

B.2 Hyperparameter Grid Search and
Regularization

The severe disparity in dataset sizes required care-
ful tuning of our regularization strategies to pre-
vent catastrophic memorization, particularly on the
Tamil dataset.

Standard Architectures (EF-Net & TA-Net):
For our core architectures—the Gated Early-Fusion
Network (EF-Net) and the Cross-Modal Temporal
Attention Network (TA-Net)—an extensive grid
search revealed that aggressive compression and
regularization were universally necessary across
both languages to maintain out-of-sample robust-
ness. The optimal configuration for both Tamil
and Malayalam utilized a unified latent dimension
of DIM = 64, an extreme dropout rate of 0.7,
and a high weight decay of 0.01. This massive in-
formational bottleneck proved highly effective at
suppressing dataset-specific noise.

High-Capacity Variant: To explicitly test if
the Tamil dataset could support deeper representa-
tions without overfitting, we evaluated the EF-Net
(High-Cap) variant. This model was configured
with a much wider latent dimension of DIM =
512 and a more forgiving dropout of 0.4. While
this variant successfully reached parity with the
baselines on the Tamil test set, the standard heavily-
regularized architectures proved more stable across
both languages on average, as shown by the vari-
ance metrics in Table 4.

C Appendix C: Final Competition
Submissions

During the official final phase of the competition,
we submitted only our top 3 models per language
based on their validation performance. However, to
provide a comprehensive scientific analysis for this
paper, Table 5 reports the test set results for an ex-
panded suite of 9 runs per language, representing a
systematic progression from established baselines
to our specialized multimodal ensembles. This clar-
ifies that our Rank 1 placement was achieved within
a strict 3-submission limit, and the expanded 9-run
post-evaluation confirms that the EF-Net (High-
Cap) variant and the EF-TA Ensemble provide the
most robust generalization.



Table 3: Comprehensive modality and architecture ablation results evaluated on the local validation split. This
demonstrates modality ablation: while baselines rely on limited modalities, the *Proposed 3-Way’ achieves
performance gains via full trimodal integration (Audio, Visual, Text). Note that the 1.000 score on Tamil is
a localized small-sample validation artifact.

Language Text Encoder Input Type Model Architecture Val Accuracy Val Macro-F1
Tamil E5-Large Pooled MMHSD 0.833 0.829
Tamil ES5-Large Pooled MCA-WF 0.958 0.955
Tamil E5-Large Pooled Proposed 3-Way 0.917 0911
Tamil ES5-Large Temporal MMHSD 0.875 0.863
Tamil ES5-Large Temporal MCA-WF 0.875 0.873
Tamil E5-Large Temporal Proposed 3-Way 0.958 0.956
Tamil MuRilL-Large Pooled MMHSD 0.917 0.914
Tamil MuRiL-Large Pooled MCA-WF 0.958 0.956
Tamil MuRiL-Large Pooled Proposed 3-Way 0.917 0.914
Tamil MuRiL-Large Temporal MMHSD 0.875 0.863
Tamil MuRiL-Large Temporal MCA-WF 0.875 0.869
Tamil MuRiL-Large Temporal Proposed 3-Way 1.000 1.000
Malayalam ES5-Large Pooled MMHSD 0.853 0.853
Malayalam ES5-Large Pooled MCA-WF 0.853 0.852
Malayalam ES5-Large Pooled Proposed 3-Way 0.853 0.852
Malayalam ES5-Large Temporal MMHSD 0.836 0.836
Malayalam ES5-Large Temporal MCA-WF 0.787 0.787
Malayalam ES5-Large Temporal Proposed 3-Way 0.869 0.869
Malayalam MuRiL-Large Pooled MMHSD 0.902 0.901
Malayalam MuRiL-Large Pooled MCA-WF 0.918 0.918
Malayalam MuRiL-Large Pooled Proposed 3-Way 0.918 0.918
Malayalam MuRiL-Large Temporal MMHSD 0.836 0.836
Malayalam MuRil-Large Temporal MCA-WF 0.869 0.869
Malayalam MuRiL-Large Temporal Proposed 3-Way 0.869 0.869

Table 4: Mean local validation Macro-F1 scores and standard deviations across 5 folds for our proposed architectures
and baselines (utilizing MuRiL-Large embeddings). The variance highlights the stability of our models on
Malayalam and the extreme volatility inherent to the tiny Tamil dataset.

Language Model Macro-F1 (Mean + SD)
Malayalam Baseline: MCA-WF 0.887 + 0.050
Malayalam Baseline: MMHSD 0.930 £+ 0.026
Malayalam Proposed: Early Fusion 0.917 + 0.060
Malayalam Proposed: Temporal (TA) 0.917 4+ 0.030
Tamil Baseline: MCA-WF 0.901 £+ 0.085
Tamil Baseline: MMHSD 0.868 £ 0.086
Tamil Proposed: Temporal (TA) 0.900 £ 0.085
Tamil Proposed: EF-Net (High-Cap) 0.887 4+ 0.087
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Confusion Matrices for All 9 Submissions (Tamil)

Run 1: MCA-WF Run 2: MMHSD Run 3: TA-Net
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Figure 5: Detailed confusion matrices for all 9 models submitted for the Tamil dataset, demonstrating the evolution
of predictive behavior.
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Confusion Matrices for All 9 Submissions (Malayalam)

Run 1: MCA-WF Run 2: MMHSD Run 3: TA-Net
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Figure 6: Detailed confusion matrices for all 9 models submitted for the Malayalam dataset, demonstrating the
evolution of predictive behavior.
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Table 5: Results of all 9 experimental runs submitted to the final evaluation phase for both datasets.

Language Model Architecture Accuracy Macro-Precision Macro-Recall Macro-F1
Tamil MCA-WF 0.808 0.810 0.808 0.807
Tamil MMHSD 0.808 0.810 0.808 0.807
Tamil TA-Net 0.808 0.810 0.808 0.807
Tamil Cross-Modal Hybrid 0.731 0.732 0.731 0.730
Tamil EF-Net 0.769 0.776 0.769 0.768
Tamil EF-Net (High-Cap) 0.808 0.810 0.808 0.807
Tamil EF-TA Ensemble 0.808 0.810 0.808 0.807
Tamil EF-Hybrid Ensemble 0.769 0.776 0.769 0.768
Tamil Grand Ensemble 0.808 0.810 0.808 0.807
Malayalam MCA-WF 0.600 0.639 0.612 0.583
Malayalam MMHSD 0.675 0.720 0.685 0.665
Malayalam TA-Net 0.675 0.720 0.685 0.665
Malayalam Cross-Modal Hybrid 0.675 0.720 0.685 0.665
Malayalam EF-Net 0.675 0.720 0.685 0.665
Malayalam EF-Net (High-Cap) 0.675 0.720 0.685 0.665
Malayalam EF-TA Ensemble 0.700 0.765 0.712 0.688
Malayalam EF-Hybrid Ensemble 0.675 0.720 0.685 0.665
Malayalam Grand Ensemble 0.675 0.720 0.685 0.665
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Abstract

Political memes are inherently multimodal,
combining visual cues, embedded text, and
code-mixed language to express political stance
and target specific political entities. This makes
automated analysis particularly challenging
in low-resource settings such as Tamil. We
present the KEC system for the MMLow 2026
shared task at AACL-IJCNLP 2026, which re-
quires hierarchical classification of Tamil po-
litical memes at two levels: stance identifica-
tion and political target identification. Our ap-
proach combines XLM-RoBERTa and Vision
Transformer representations with OCR-derived
textual information, multimodal fusion, and
bidirectional cross-modal attention. We fur-
ther introduce hierarchy-aware prediction in
which Level-2 target identification is condi-
tioned on the Level-1 stance distribution, to-
gether with class-weighted objectives, adaptive
task weighting, and hierarchical consistency
regularization. A controlled six-stage ablation
study and three-seed stability analysis are con-
ducted on the validation split. The final hi-
erarchical model obtains a Level-1 macro-F1
of 78.77 + 1.21% and Level-2 macro-F1 of
46.07 + 3.23%, with a joint exact-match accu-
racy of 55.40 & 2.34% across seeds 42, 123,
and 2024. Our analysis indicates that visual
information is particularly beneficial for stance
classification, whereas multimodal fusion plays
an important role in target identification, while
OCR augmentation and hierarchical condition-
ing introduce performance trade-offs at Level
2.

1 Introduction

Political memes have become an important medium
for expressing opinions, satire, support, and op-
position on social media. Unlike conventional
text-based content, memes communicate through
interactions among visual elements, written text,
symbols, and context-dependent cues. This mul-
timodal nature makes interpretation challenging,
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particularly in low-resource and code-mixed lan-
guages such as Tamil, where memes frequently
combine Tamil, English, Romanized Tamil, infor-
mal spellings, and text embedded within images.

The MMLow 2026 shared task at AACL-
IJCNLP 2026 (Rajiakodi et al., 2026) addresses
this challenge through hierarchical classification of
Tamil political memes. The task requires systems
to first determine the stance expressed by a meme
at Level 1 (Support/Praise or Troll/Oppose) and
then identify its political target at Level 2. These
decisions are closely coupled, as target interpreta-
tion can depend on stance polarity, while textual
and visual evidence may contribute differently to
each level.

In this study, team KEC presents a multimodal
framework combining XLLM-RoBERTa for code-
mixed text, a Vision Transformer for visual in-
formation, and OCR-derived text extracted from
meme images. We investigate both feature con-
catenation and bidirectional cross-modal attention,
adapting the pretrained encoders using Low-Rank
Adaptation (LoRA). The final model incorpo-
rates hierarchical conditioning by using the Level-
1 stance distribution for Level-2 prediction and
jointly optimizes both objectives with class bal-
ancing, homoscedastic uncertainty weighting,
and hierarchical consistency regularization. Our
controlled experiments further examine the effects
of visual information, OCR augmentation, multi-
modal fusion, cross-modal attention, and hierarchi-
cal conditioning through a six-stage ablation and
three-seed stability analysis. !

2 Task and Dataset

The MMLow 2026 shared task performs hierarchi-
cal classification of Tamil political memes. Level 1
classifies stance as Support/Praise or Troll/Oppose,
while Level 2 identifies the political target. The
official Tamil dataset (Rajiakodi et al., 2026) con-

Code is available on GitHub.
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tains 969 training samples and 244 unlabeled test
samples.

2.1 Data Preparation

A data-quality audit excluded five hierarchy-
inconsistent samples, leaving 964 instances; six
caption-missing samples were retained using OCR
fallback. The cleaned data were split into 819 train-
ing and 145 validation samples using an 85:15 strat-
ified split on joint Level-1/Level-2 labels, with text
normalized using Unicode NFC.

2.2 Evaluation

The shared task evaluates classification perfor-
mance using macro-averaged precision, recall, and
F1 score across the classes. Accordingly, we use
macro-F1 as the primary metric for evaluating the
two classification levels, while also reporting the
joint exact-match accuracy for the hierarchical pre-
diction.

3 Methodology

Our system is a configurable multimodal archi-
tecture that combines textual, visual, and OCR-
derived information for hierarchical meme classifi-
cation. The same architecture is used throughout
a controlled six-stage ablation, with components
introduced progressively to isolate their contribu-
tions.

3.1 Text and OCR Representation

We use XLM-RoBERTa-base (Conneau et al.,
2020) to encode the Tamil-English code-mixed
textual content. Input sequences are truncated or
padded to a maximum length of 160 tokens. Cap-
tions are Unicode-normalized using NFC normal-
ization before tokenization.

Since important information may be embed-
ded in meme images rather than captions, we use
OCR as an auxiliary textual source, particularly
for names, slogans, and target-related text. We em-
ploy EasyOCR (JaidedAl, 2023) with Tamil and
English models, discarding detections below 0.4
confidence and removing consecutive duplicates.
OCR text is combined with the normalized cap-
tion using a [SEP] marker, while caption-missing
samples use OCR alone. Although OCR can in-
troduce noise from stylized, low-resolution, and
code-mixed text, retaining it allows us to quantify
this trade-off explicitly in our ablation study.

To adapt the pretrained language encoder effi-
ciently to the small training set, we apply Low-
Rank Adaptation (LoRA) (Hu et al., 2022) to the
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query and value projections of its attention layers,
using rank r 8, scaling factor « 16, and
dropout 0.1. Across the two pretrained encoders,
LoRA leaves approximately 1.09% of the total
model parameters trainable, reducing the number
of updated parameters while retaining task-specific
adaptation.

3.2 Visual Representation

Visual features are extracted using a pretrained ViT-
Base/16 encoder (Dosovitskiy et al., 2021). Images
are converted to RGB and resized to 224 x 224
using aspect-ratio-preserving resize-with-padding,
thereby avoiding distortion of faces, logos, political
symbols, and embedded text. During training, light
brightness and contrast perturbations and a small
random crop are applied; validation uses determin-
istic resizing and normalization.

The ViT encoder is also adapted using LoRA
with r = 8, a = 16, and dropout 0.1, targeting its
transformer gkv projections.

3.3 Multimodal Fusion
We evaluate direct feature concatenation and bidi-
rectional cross-modal attention based on multi-
head attention (Vaswani et al., 2017). For cross-
attention, text and image tokens are projected into
a shared 512-dimensional space and processed by
separate 8-head attention modules in both direc-
tions. Each path uses residual connections and
layer normalization, followed by mean pooling and
concatenation.
3.4 Hierarchical Prediction
The fused representation is passed to separate pre-
diction heads for the two task levels. The Level-1
head uses a 256-dimensional hidden layer with
GELU activation and dropout of 0.2 to predict
stance. In the final hierarchical configuration, the
resulting Level-1 probability distribution is concate-
nated with the fused representation and supplied to
the Level-2 head:
p1 = softmax(Wih + by), ho = [h; p1].
ey

The Level-2 head uses the same 256-
dimensional hidden layer, GELU activation,
and dropout to predict the political target.

3.5 Hierarchical Training Objective

Both levels use class-weighted cross-entropy, with
class weights computed from the training partition.
For the final hierarchical model, the two task losses
are adaptively weighted using homoscedastic un-
certainty (Kendall et al., 2018). Let £1 and Lo
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Figure 1: Overview of the proposed hierarchy-aware multimodal framework, combining LoRA-adapted XLM-
RoBERTa and ViT-Base/16, bidirectional cross-modal attention, hierarchical conditioning, and uncertainty-weighted

multi-task learning.

denote the Level-1 and Level-2 losses, and s1, s2
their learnable log-variance parameters. The task
objective is

Liask =€ L1+ 51+ 2L+ 50 (2)

We additionally apply a hierarchical consistency
penalty to discourage Level-2 probability mass
from being assigned to targets incompatible with
the corresponding Level-1 class. The final objec-
tive is

L= »Ctask + )\cons['cons’ (3)

where Acons = 0.1.

3.6 Optimization

All experiments use AdamW (Loshchilov and Hut-
ter, 2019) (2 x 1079 learning rate, 0.01 weight
decay) for up to 12 epochs, with 10% warm-up, co-
sine decay, gradient clipping at 1.0, and mixed pre-
cision. Early stopping monitors validation Level-2
macro-F1 with patience 4; the best checkpoint is
restored before evaluation. Because selection is
based on Level-2 performance, it does not neces-
sarily maximize Level-1 performance, which is
reported separately.

4 Experiments and Results
4.1 Experimental Setup

Experiments use the cleaned 819/145 training—
validation split with seed 42. We evaluate six
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progressively modified configurations from uni-
modal models through multimodal fusion, OCR,
cross-modal attention, and hierarchical prediction.
Macro-F1 is the primary metric at both levels; joint
exact-match accuracy is also reported.

4.2 Ablation Study

Configuration L1 Macro-F1 | L2 Macro-F1
A — Text-only 0.2968 0.3015
B — Image-only 0.7654 0.3325
C — Multimodal Concatenation 0.7384 0.5181
D — Multimodal + OCR 0.7486 0.4458
E — Cross-attention + OCR 0.7851 0.3889
F — Final Hierarchical 0.7860 0.4448

Table 1: Single-run ablation results on the validation
set using seed 42. Macro-F1 is reported separately for
Level 1 and Level 2.

We conducted a six-stage ablation on the same val-
idation split with seed 42, progressively adding vi-
sual information, multimodal concatenation, OCR,
bidirectional cross-modal attention, and hierarchi-
cal conditioning with uncertainty-weighted train-
ing. Configuration F represents the complete
hierarchy-aware system, rather than the configu-
ration with the highest Level-2 score: C achieves
the best single-run Level-2 macro-F1 (0.5181),
whereas F achieves the best Level-1 macro-F1
(0.7860).

Visual information benefits Level 1, with macro-
F1 increasing from 0.2968 (text-only) to 0.7654



Evaluation Level-1 Macro-F1|Level-2 Macro-F1|  Joint/Final
Our 3-seed validation| 78.77 + 1.21% | 46.07 &+ 3.23% [55.40 + 2.34%
Official shared-task — 0.4329 0.4329

Table 2: Internal three-seed validation results and offi-
cial shared-task evaluation for KEC Run 1.

(image-only) and 0.7860 (F). For Level 2, con-
catenation achieves 0.5181, while OCR and cross-
modal attention reduce performance to 0.4458 and
0.3889; hierarchical conditioning reaches 0.4448.
The cleaned dataset contains 690 Troll/Oppose and
274 Support/Praise samples at Level 1, and 544
Troll/Oppose Against Person, 176 Support for per-
son, 146 Troll/Oppose Against Party, and 98 Sup-
port for party at Level 2. Six samples lack captions;
the text-only configuration uses the original text
without OCR. Its macro-F1 of 0.3015 exceeds the
Level-2 majority-class reference of 0.1806.

We also evaluated the consistency penalty with
the same architecture, split, and seed. With
Acons = 0.1, Level-1 macro-F1, Level-2 macro-
F1, and joint exact-match accuracy were 0.7860,
0.4448, and 0.5793; without the penalty, they were
0.7823, 0.4176, and 0.5379, respectively. Paired
permutation tests (10,000 permutations) and paired-
bootstrap 95% confidence intervals on the 145-
sample split gave a Level-1 difference of 0.0037
(CI: [-0.0204, 0.0326], p = 1.0000) and a Level-
2 difference of 0.0272 (CIL: [-0.0410, 0.0955],
p = 0.4396). An exact McNemar test for joint
exact-match accuracy gave p = 0.3269. These
results do not establish statistically significant im-
provements from the consistency penalty on this
validation split.

4.3 Multi-Seed Stability

We evaluated the final hierarchical model with
seeds 42, 123, and 2024. Table 2 reports the
mean and standard deviation alongside the offi-
cial KEC Run 1 evaluation, which reports Level-2
score 0.4329 but no Level-1 score. The submission
ranked 7th.

5 Discussion and Error Analysis

5.1 Main Findings

Stance classification benefits primarily from visual
cues, whereas target identification requires comple-
mentary textual and visual evidence. The weaker
Level-2 results with OCR and cross-modal atten-
tion suggest that additional multimodal processing
can introduce noise in this low-resource setting,
while greater seed variability indicates higher sen-
sitivity to initialization.
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5.2 Error Analysis
Fine-grained target identification remains challeng-
ing due to class imbalance and ambiguous textual—
visual evidence. Person—party ambiguity is recur-
ring: a meme may display a politician while tar-
geting the associated party. OCR also adds noise
for stylized, low-resolution, and code-mixed text,
reducing Level-2 macro-F1 from 0.5181 to 0.4458.
We analyze the final model on the 145-sample
validation split; Table 3 reports class-wise Level-2
precision, recall, and F1.

Level-2 Class Precision | Recall | F1

Support for party 0.500 | 0.133 |0.211
Support for person 0.484 | 0.577 |0.526
Troll/Oppose Against Party 0.292 | 0.318 {0.304
Troll/Oppose Against Person| 0.721 | 0.756 |0.738

Table 3: Class-wise Level-2 precision, recall, and F1 on
the validation split.

Troll/Oppose Against Person has the highest F1
(0.738), while Support for party is most difficult
(0.211). Table 4 shows confusion among support
classes and between the two Troll/Oppose targets.

True / Pred.

Support for party

Support for person
Troll/Oppose Against Party
Troll/Oppose Against Person

Support party|Support person|Troll party| Troll person
2 3

15 2 7

1 7 14

7 13 62

(== SN S

Table 4: Level-2 confusion matrix on the 145-sample
validation split.

6 Limitations and Conclusion
6.1 Limitations

Our study is constrained by the small, imbalanced
training set and the noise introduced by OCR on
stylized, low-resolution and code-mixed text. Val-
idation results may also not generalize to memes
from different periods, platforms or linguistic set-
tings.

6.2 Conclusion

We presented the KEC system for the MMLow
2026 shared task, combining multilingual text,
visual features, OCR, multimodal fusion, and
hierarchy-aware learning for Tamil political meme
classification. Visual information was most effec-
tive for Level-1 stance prediction, while direct mul-
timodal concatenation gave the strongest Level-2
target identification. The multi-seed results showed
stable stance performance but greater variability for
target identification, highlighting the challenges of
multimodal learning in low-resource, code-mixed
political meme data.
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A Additional Implementation Details

The experiments use XLM-RoBERTa-base and
ViT-Base/16 with LoRA adaptation. For both en-
coders, LoRA uses rank r = 8, scaling factor
a = 16, and dropout 0.1. Text sequences are lim-
ited to 160 tokens, while meme images are resized
to 224 x224 using aspect-ratio-preserving padding
with bilinear interpolation.
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OCR is performed using EasyOCR with Tamil
and English recognition models, discarding detec-
tions with confidence below 0.4. Cross-modal at-
tention uses 512-dimensional projections and eight
attention heads. Both prediction heads use a 256-
dimensional hidden layer with GELU activation
and dropout 0.2.

Training uses AdamW with learning rate 2 X
1075 and weight decay 0.01, for up to 12 epochs
with 10% warm-up and cosine decay. Training and
validation use a batch size of 16, with 145 samples
in the validation split. Gradient norms are clipped
to 1.0, mixed-precision training is enabled, and
early stopping monitors validation Level-2 macro-
F1 with patience four. The controlled ablations use
random seed 42, while the stability analysis uses
seeds 42, 123, and 2024. Experiments were run
on an NVIDIA GeForce RTX 3050 Laptop GPU;
the six ablation runs required approximately 61
minutes in total.
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Abstract

Political memes communicate opinions using
the interplay between visual and textual infor-
mation, posing a challenging multimodal clas-
sification task. We present a hierarchical mul-
timodal framework for political meme classifi-
cation, which decomposes the task into stance
and target entity prediction. Our framework
was evaluated on the data from the Multi-Level
Political Meme Classification Shared Task at
MMLow @ AACL-IJCNLP 2026. The task
comprised two levels of classification: (i) pre-
dicting the political stance of a meme as either
Support/Praise or Troll/Oppose, and (ii) identi-
fying the target of the meme combined with the
stance. We approached the task by first predict-
ing the Level-1 labels followed by predicting
the target entity (Person/Party) and then com-
bining them in a deterministic manner to pre-
dict the final Level-2 labels. Our method used
a SigLIP vision transformer for stance classi-
fication and a hybrid SigLIP-XLM-RoBERTa
architecture for target classification with late fu-
sion. We trained our models using 5-fold strat-
ified cross-validation with checkpoint ensem-
bling. We also performed ablation experiments
to analyze the contribution of individual modal-
ities, observing that visual features are more
informative for stance prediction while textual
features contain more information for target
identification, which supports the multimodal
task at hand. Our system achieved a macro
F1 score of 0.9027 and 0.6694 for Level-1 and
Level-2 classification, respectively, achieving a
final score of 0.7860, ranking first in the shared
task.

1 Introduction

Political memes have proved to be one of the most
prominent online phenomena that shape political
opinions through their multimodality, including
visual, textual, and symbolic content, as well as
their ability to convey complex semantic messages
through humor and satire (Anderau and Barbarrusa,
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2024). These memes pose unique challenges to
computational methods due to their multimodal
nature, which requires joint analysis of multiple
signals. Political memes, especially those found in
low-resource languages such as Tamil, Malayalam,
Nepali (Thapa et al., 2025) etc. also pose addi-
tional challenges due to code-switching between
languages, as well as the need to infer specific po-
litical context.

The MMLow Shared Task on Multi-Level Po-
litical Meme Classification approached the prob-
lem of classifying political memes through a multi-
level classification paradigm. In particular, the task
is split into two hierarchical levels, with Level 1
asking to classify the input meme into either Sup-
port/Praise or Troll/Oppose classes. Level 2 then
uses the output of the first classifier to determine
the finer classification of the meme, which is one of
Support for Person, Support for Party, Troll/Oppose
against Person, or Troll/Oppose against Party (Ra-
jiakodi et al., 2026).

Rather than predicting each of the four Level-2
classes directly, we decomposed the problem into
two binary classification subtasks: stance predic-
tion (Support/Praise vs. Troll/Oppose) and target
entity prediction (Party vs. Person). The two pre-
dicted labels were then combined using a determin-
istic function to obtain the final Level-2 label.

The first stage of our pipeline is based on the
Vision Transformer model SigLIP that classifies the
image part of the meme into either Support or Troll
category. The second pipeline classified the meme
into Party or Person by using a combination of
multimodal representations created by SigL.IP and
textual representations obtained with the help of
the XLM-RoBERTa language model. Furthermore,
we performed an ablation study to measure the
contribution of visual and textual modalities to the
stance, target, and Level-2 classification tasks. Our
proposed method achieved the best overall score
(0.7860) for the shared task, ranking first.
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2 Related Work

Advances in vision-language pretraining have en-
abled better understanding of the associations be-
tween images and text through the joint learning of
representations in a large-scale dataset. Specif-
ically, CLIP (Contrastive Language-Image Pre-
training) learns image and text encoders in a joint
manner using natural language supervision. This al-
lowed for achieving strong zero-shot performance
across a variety of vision tasks (Radford et al.,
2021). SigLIP, an updated version of CLIP, uses a
sigmoid-based pairwise loss, allowing for optimiz-
ing individual image-text pairs, as opposed to large
batches of pairs in the original CLIP. This modifica-
tion allowed a significant reduction in the amount
of calculation needed to obtain results comparable
to CLIP in terms of image-text matching accuracy
and achieving higher performance on downstream
vision tasks (Zhai et al., 2023). XLM-RoBERTa
(XLM-R) is a Transformer-based model which was
pretrained using masked language modeling on one
hundred different languages (Conneau et al., 2020).
It has shown strong performance on various down-
stream tasks in different languages, especially for
tasks that may contain code-switching between two
or more languages.

Low-resource languages pose additional chal-
lenges in achieving multimodal understanding due
to a lack of annotated data, code-mixing, translit-
eration, and culturally specific references that are
not present in high-resource languages. For Dra-
vidian languages, recent works have aimed to con-
struct benchmark data sets and initiate shared tasks
for automatic social media content understanding.
Such works include the tasks of detecting offen-
sive language, identifying hate speech, and classi-
fying memes (Chakravarthi et al., 2021); (B et al.,
2022). These works showed that pretrained mul-
tilingual language models can benefit from the
joint modeling of vision and language with lim-
ited parallel data. However, understanding political
memes requires common sense, political, and re-
gional cultural knowledge, necessitating a tailored
multimodal approach.

Recent works have addressed the task of multi-
modal political meme analysis in the low-resource
Dravidian languages context in the framework of
the DravidianLangTech—ACL 2026 Shared Task
on Multi-Level Political Meme Classification (Ra-
jiakodi et al., 2026). The shared task, similar
to the task at hand, proposed a hierarchical ap-

92

proach to classifying political memes in Tamil and
Malayalam languages requiring first to detect the
stance of a meme and then to identify the politi-
cal target. The participants attempted to address
the challenge by employing various multimodal
approaches including transformer-based text en-
coders, CLIP-based vision encoders, OCR-assisted
pipelines, cross-modal fusion techniques, and Vi-
sion Language Models. The results revealed that
fusion of modalities and hierarchical modeling con-
tribute significantly to improving the performance
of stance detection while the identification of tar-
gets remains a challenging task due to sarcasm,
cultural contexts, OCR errors, and label imbalance.
The shared task provided a benchmark for explor-
ing effective multimodal approaches to classify-
ing political memes in the low-resource language
setup.

3 Methodology

Figure 1 shows the overall architecture of our pro-
posed framework. Our approach broke the problem
into two hierarchical subtasks. First, a visual clas-
sifier was used to predict the coarse-grained stance
(Support/Praise or Troll/Oppose). Second, a multi-
modal classifier was utilized to classify if the target
of the meme is a political person or a political party
by combining visual and textual information. Fi-
nally, a deterministic mapping was applied to the
outputs of the first two classifiers to achieve the
four fine-grained Level-2 categories (Support for
Person, Support for Party, Troll/Oppose Against
Person, and Troll/Oppose Against Party).

3.1 Data Preprocessing

The meme dataset consisted of images and their
corresponding text i.e. the text present in the meme.
The images were processed using the SigLLIP Au-
tolmageProcessor. Then the images were resized
to 512 x 512 pixels. Normalization of the images
was done according to the pretrained SigLIP Vi-
sion Transformer requirements (Zhai et al., 2023).
To ensure robustness and reduce overfitting risks,
each image underwent data augmentation, includ-
ing RandomResizedCrop, 5-degree rotation, and
Colorlitter. The meme text was tokenized using
the XLM-RoBERTa tokenizer with a maximum
sequence length of 128. Notably, any caption ex-
ceeding the limit was truncated, while short texts
were padded. Moreover, to avoid blank captions,
any missing text was replaced with “no caption”.
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Figure 1: Overview of the training pipeline for the proposed hierarchical multimodal framework.

3.2 Stage 1: Visual Stance Classification for
Level 1

The first stage was an image-only classifier
to differentiate between the Support/Praise and
Troll/Oppose stances. A pretrained SigLIP Vi-
sion Transformer was utilized as the image encoder.
Given an input image (I), the encoder (E) produced
a pooled visual representation

v=FE,(I), whereve R™®

ey

To retain the pretrained visual knowledge while
adapting to the downstream task, we partially fine-
tuned the encoder by freezing all transformer layers
except the last four. The resulting visual embed-
ding was then fed into a lightweight multilayer
perceptron, described in Table A.4. The model was
trained with a class-weighted cross-entropy loss to
address the imbalance between the two classes.

3.3 Stage 2: Multimodal Target Classification

The second level used both visual and textual infor-
mation to predict whether the target of the meme
was a party or a person. The input image was
encoded using the pretrained SigLIP Vision Trans-
former from Section 3.2 (Eq. 1) resulting in a 768-
dimensional visual embedding. The text from the
accompanying meme was encoded using XLM-
RoBERTa-base to obtain a 768-dimensional text
embedding using attention-mask-aware mean pool-
ing,

where t € R7%®

t=Ey(T), 2
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where E; denotes the text encoder and T repre-
sents the input meme text. For both models, only
the last four transformer layers were fine-tuned,
while the rest were frozen. Finally, visual and
textual embeddings were concatenated: h=[v;t] to
get a 1536-dimensional fused representation. This
feature-level concatenation is termed as “late fu-
sion” which allows the classifier to exploit com-
plementary information from the two modalities
for target prediction. The fused embedding, h, was
then used as input to the classification network,
which is described in Table A.4. The classifier then
predicted whether the meme targets a political party
or a political person.

3.4 Five-Fold Stratified Cross-Validation

Both the Stage-1 and Stage-2 models were trained
using S5-fold stratified cross-validation (Kohavi,
1995) to ensure maximum utilization of the data,
due to the low resource nature of the dataset, while
retaining the distribution of the different classes in
each fold. For each fold, one of them was taken as
a hold-out validation set, and the other four were
used for training. For each fold, a new model was
trained from the pretrained encoder weights and
early-stopped based on the performance of the val-
idation set. The best model checkpoint and OOF
predictions on the hold-out set were saved for en-
semble and performance estimation purposes.
Once the five folds had been processed, the OOF
predictions of all folds were pooled together, giv-



ing an unbiased estimate of performance on the
training set. This allowed the models to generalize
properly on unseen data later. When making predic-
tions on the test set, all five of the best performing
checkpoints were used to make the final prediction
using mean softmax ensembling.

3.5 Level-2 Prediction

For a meme, the Stage 1 classifier predicts the
stance label, i.e., the Level 1 for the task, while the
target classifier predicts the target entity. The final
Level-2 label is then obtained through a determin-
istic Cartesian-product mapping of the predicted
stance and target labels, as shown in Table A.3,
which produced the output of one of the four of-
ficial shared-task labels for Level 2 (Support for
Person, Support for Party, Troll Against Person,
and Troll Against Party).

4 Results

Table 1 presents the official evaluation results of
our submitted system on the test set which achieved
Rank 1. The system is evaluated using the macro
F1 Score, as described in Appendix A.2.

Category Levell Level2 Final
0.9027 0.6694 0.7860

Score

Table 1: Evaluation results as reported by the organizers.

5 Discussion

5.1 Stratified K-Fold Cross Validation

To obtain an unbiased assessment of model per-
formance while using the training data most ef-
fectively, we performed a 5-fold stratified cross-
validation. The validation was stratified on the
Level-2 labels as it preserved the labels of Level
1. We performed stratified sampling to ensure that
each class is represented with the same distribu-
tion in all folds. Training and validating on dif-
ferent splits reduces the model’s dependence on a
particular train-validation split and gives a better
estimation of its generalization ability.

5.2 Ablation Study

The results of the ablation study comparing modal-
ities, as shown in Table A.1, demonstrated that
the majority modality depended on the task. The
image-only model achieved a comparatively high
Macro F1 of 0.8472+0.0520 on the Level-1 stance
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classification, suggesting the effectiveness of vi-
sual cues such as political symbols, facial expres-
sions, and meme templates, in differentiating the
Support/Praise from Troll/Oppose stances. See-
ing these results, we independently fine-tuned a
Level-1 image-only model which attained an even
better result of 0.895240.0179, as compared to the
Text+Image model at Level 1 (0.8838 £ 0.0263).
Thus, an image-only classifier was ultimately used
for the Level-1 prediction. We concluded that the
addition of text modality did not consistently im-
prove the performance and may have introduced
additional noise, possibly due to the non-uniform
and highly variable nature of meme accompanying
texts.

Target prediction benefited more from textual
information, as the text-only model (0.6618 +
0.0562) significantly outperformed its image-only
counterpart (0.2732 £ 0.0872). The multimodal
model achieved a relatively higher performance
than the unimodal models of 0.7288 4+ 0.0433,
implying the complementarity of vision and lan-
guage cues for target identification. These insights
directly informed the design of our hierarchical
framework.

6 Conclusion

Our paper proposed a hierarchical classification
framework for the Shared Task on Multi-Level
Political Meme Classification. It decomposed
the Level-2 classification task into two separate
tasks: stance prediction and target entity discov-
ery. The method predicted the stance label using a
SiglLIP-based image classifier while detecting tar-
get entities relies on a multimodal SigLIP—XIL.M-
RoBERTa classifier with late fusion. The results of
the two classifiers are merged into the final solution
using a lookup table. Our method demonstrated its
effectiveness as the validation score achieved using
the 5-fold stratified cross-validation procedure al-
most equals the official test result, which suggests
that the model is not overfitting. Our final shared-
task score was 0.7860, which placed us in the first
position. Some limitations faced were the dataset
used for training is small and imbalanced, which
impacts the quality of representation. Secondly,
the target entity classifier used only learned rep-
resentations for classification; incorporating addi-
tional knowledge, like a list of political parties and
people, would allow improving the classification,
especially for the Party/Person targets distinction.
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A Appendix
A.1 Ablation Study Results

Model Level 1 Target Level 2

Text-only 0.2618 + 0.0726 0.6618 £ 0.0562 0.2154 + 0.0147
Image-only 0.8472 + 0.0520 0.2732 £ 0.0872 0.3510 =+ 0.0350
Text + Image 0.8838 + 0.0263 0.7288 1+ 0.0433 0.6668 + 0.0357

Table A.1: Macro F1 score results from the ablation
study.

A.2 Evaluation Metrics

Following the shared task evaluation protocol, the
model’s performance was measured in terms of Pre-
cision, Recall, and F1-score. Precision represents
the ratio of instances of a given class predicted by
the model as positive that are actually positive. In
turn, the Recall is the ratio of instances of a given
class predicted as positive by the model to the to-
tal number of instances of this class. Finally, with
F1-score being the harmonic mean of Recall and
Precision, it summarizes the model’s performance
in predicting positive instances.

Procisi TP
recision = —————
TP+ FP’
TP
Recall = — 3
= TP N’ )

Precision x Recall

Fl-score = 2- Precision + Recall’

where TP, FP, and FN denote the number of
true positives, false positives, and false negatives,
respectively.

The overall performance can be measured in
two ways — macro and weighted averages. The
macro-average is the simple average of the differ-
ent classes, calculated by the average between the
classes regardless of their frequency. The weighted-
average applies the number of instances in each
class as weights, making the results affected by the
class distribution and not an average value anymore.
The macro F1 is useful in cases when we have a
high imbalance between the classes and want to
consider all the classes equally. On the other hand,
the weighted F1 is a better estimate of the overall
performance of the model than the macro F1 when
the classes are imbalanced (Sokolova and Lapalme,
2009).
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A.3 Dataset Distribution

Class Before  After
Support/Praise 277 276
Troll/Oppose 692 693
Support for person 177 177
Support for party 99 99
Troll/Oppose Against Person 547 547
Troll/Oppose Against Party 146 146
Total 969 969

Table A.2: Class distribution before and after Level 1
label correction.

Table A.2 presents the distribution of samples
across the Support/Praise and Troll/Oppose cat-
egories at Level 1, along with their corresponding
Level 2 classes. During data preprocessing, few
inconsistencies between the Level 1 and Level 2
annotations were discovered, where the Level 1 la-
bel did not match the category implied by the Level
2 label. These inconsistent labels were overridden
using the corresponding Level 2-derived Level 1
label. The modified Level 1 labels were used in the
experiments.

A4 Level-2 Classification Mapping

Level-1 Class  Target Level-2 Class
Support/Praise ~ Person Support for Person
Support/Praise ~ Party Support for Party
Troll/Oppose Person  Troll/Oppose Against Person
Troll/Oppose Party Troll/Oppose Against Party

Table A.3: Stance and target combinations for the Level-
2 classification.

A.5 Confusion Matrix and Error Analysis

Out of 969 instances, 710 (73.27%) had both stance
and target correctly predicted. 177 (18.27%) in-
stances had the correct stance but an incorrect tar-
get, while 56 (5.78%) had the correct target but
an incorrect stance. The remaining 26 (2.68%) in-
stances contained errors in both predictions. There-
fore, it can be concluded that the majority of mis-
classified instances had issues with target identifi-
cation, which suggests that the prediction of targets
was more challenging than stance detection in this
hierarchical pipeline.
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L2 Confusion Matrix
SigLIP L1 + Multimodal Target

Support for party

Support for person

True label

Troll/Oppose Against Party

Troll/Oppose Against Person

Predicted label

Figure A.1: Confusion matrix for the Level-2 classifica-
tion, obtained by combining the Sigl.IP-based Level-1
stance predictions with the multimodal target predic-
tions.

A.6 Classifier Architecture

Level-1 Stance Target Entity

Component Classifier Configuration Classifier Configuration

Tnput 768-dimensional 1536 (768+768)-dimensional fused
SigLIP image embedding image-text embedding

Dropout 0.3 0.3

Linear Layer 768 — 256 1536 — 512

Normalization Layer Normalization Layer Normalization

Activation GELU GELU

Dropout 0.2 0.2

Output Layer Linear (256 — 2)
Support/Praise
or Troll/Oppose

Linear (512 — 2)

Prediction Party or Person

Table A.4: Architecture of the proposed Level-1 stance
classifier and the multimodal target entity classifier.

A.7 Experimental Setup

The proposed approach was implemented in
Python 3.12.13 using PyTorch library (version
2.11.0+cul28) and Hugging Face Transformers
(version 5.13.1). In particular, the vision encoder
was implemented using the pretrained SigLIP
Vision Transformer (google/siglip-base-patch16-
512), while the text encoder used was the pre-
trained XLM-RoBERTa-base (xlm-roberta-base).
Finally, the evaluation scores including Precision,
Recall, and F1 were calculated using scikit-learn
library, while all computations were performed on
the NVIDIA GPU with CUDA acceleration.

A.8 Code Availability

The implementation of our proposed framework is
available at: https://github.com/anika-py/
CPSLab2-MMLow-Political-Meme-Classific
ation/tree/main
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Abstract

Political memes have become an effective tool
for online political communication and engage-
ment. Their interpretation is particularly chal-
lenging in low-resource and code-mixed lan-
guages such as Tamil, where memes often in-
clude Tamil-English, use culturally relevant
lexicon, incorporate political entities, and uti-
lize references to prominent personalities and
parties. This paper presents our submission
to the MMLow shared task at AACL-IJCNLP
2026 on multi-level classification of Tamil po-
litical memes, which requires jointly predict-
ing (i) a coarse-grained stance label (Support
vs. Troll) and (ii) a fine-grained target la-
bel identifying whether the meme concerns
a political party or a person. We proposed
a lightweight hierarchical classifier built on
frozen, pretrained multimodal encoders: im-
ages are represented using CLIP (ViT-B/32)
and text using the multilingual BGE-M3 em-
bedding model, with the two modalities com-
bined via early, non-parametric concatenation
fusion. A shared encoder feeds two predic-
tion heads, where the target-identification head
is explicitly conditioned on the stance head’s
output logits via a gradient-detachment mecha-
nism, allowing the model to respect the task’s
label hierarchy without corrupting the coarse-
level classifier’s gradients. To address pro-
nounced class imbalance in both label levels,
we applied balanced loss weighting at each
level. On the test set of unlabeled data, our sys-
tem achieved 3rd place, with macro-F1 scores
of 0.856 for stance classification and 0.532 for
target identification, yielding a final score of
0.694, indicating promising performance on the
Tamil political meme classification problem.

1 Introduction

Social media has become a battleground for opin-
ions, and memes have emerged as one of the most
powerful tools for expressing political views on
them. By combining images, text, symbols, and
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contextual information, memes allow for commu-
nicating ideas effectively to a broad audience that
may not fully understand the underlying message’s
linguistic meaning. The control on these memes
becomes increasingly challenging in low-resource
and code-mixed language scenarios. In social me-
dia meme posts where both Tamil and English are
used together. This creates a barrier for mono-
lingual or English-only NLP pipelines to perform
well.

The Shared Task on Multi-Level Political
Meme Classification, organized as part of
MMLow@AACL-IJCNLP 2026 (Rajiakodi et al.,
2026), addresses this challenge by proposing a
benchmark for automated culturally aware anal-
ysis of code-mixed Tamil-English political memes.
A sample of the dataset is shown in Figure 1. This
shared task is structured as a multi-level classifica-
tion problem:

* Level 1 - Stance Identification: Identify
whether a meme expresses support or trolling.

Level 2 - Target Identification: Determine
whether the meme concerns a political party or
a person, conditioned on Level 1 (e.g., support
for a party under a "support" label or troll
against a person under a "troll" label).

e
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T B =
i 4 -

sie Fay, BHCHsT enaQUWHS]. 1S

Level 1: Support/Praise
Level 2: Support for Party

Level1: Troll/Oppose
Level 2: Troll/Oppose Against person

Figure 1: Sample of the original dataset representing
different labels at each stance and target level
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This hierarchical structure reflects the natural
organization of political meme discourse, in which
the target of a meme is dependent on its stance.
Accurate predictions require this dependency to be
modeled, rather than approached as two indepen-
dent classification tasks, in order to obtain labels
that are internally consistent with the hierarchical
structure defined by the shared task.

Our system combines frozen pretrained mul-
timodal encoders: images are represented using
CLIP (ViT-B/32) (Radford et al., 2021), and text
using the multilingual BAAI/bge-m3 embedding
model (Chen et al., 2024), with a jointly trained
hierarchical classifier. In this classifier, predic-
tions at Level 2 (target) depend directly on those at
Level 1 (stance) through a gradient-detached logit-
conditioning mechanism. This mechanism captures
the label hierarchy structurally while maintaining
separate optimization paths for the two output lay-
ers.

2 Related Work

Multimodal meme analysis has attracted increas-
ing interest due to memes’ ability to encode infor-
mation through the combination of text, images,
symbols, and context. (Suryawanshi et al., 2020)
proposed the Tamil Memes dataset for troll classi-
fication, which emphasizes the importance of ad-
dressing the challenges of multimodal Tamil meme
classification.

Prior work by (Das et al., 2022) investigated
multimodal and ensemble methods for classify-
ing Tamil troll memes, finding that representation
learning benefits significantly from combining text
and vision. More recently, the task of multimodal
meme analysis has been extended to the detec-
tion of misogynistic Tamil and Malayalam memes,
with promising results obtained with pretrained lan-
guage and vision models (Ratul et al., 2025).

The MMLow 2026 shared task (Rajiakodi et al.,
2026) extends previous Tamil meme research by
formulating political meme understanding as a
multi-level classification problem. The first level
identifies whether a meme expresses support or
trolling, while the second level identifies the corre-
sponding political person or party. Thus, MMLow
2026 moves beyond binary troll classification to-
ward fine-grained political stance and target identi-
fication, providing an opportunity to develop cul-
turally aware multimodal models for code-mixed
Tamil political discourse.
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3 Methodology

We formulate the MMLow 2026 political meme
classification shared task as a hierarchical multi-
level classification problem, as shown in Figure 2.

Meme Image ‘ Meme Text
' CLIP VIT-8/32 | G
| (frozen image encoder) ) text encoder)
I . !

Text Embedding (t)

( Image Embedding (v)
(1024-d)

(512-d) Y
Early Non-Parametric

Concatenation Fusion
v;tl

Fused Feature Vector (x)
(1536-d)

|

Shared Encoder MLP
1536 -> 512 -> 256 -> 32
(LeakyReLU + Dropout p=0.1)

Shared Representation (h)

]

[ Level 1 Head Det
( Linear(32 ->2) |

ad

] detach() {
Weighted Cross-Entropy Loss L2

Level 2 Head

Level 1 Logits 21
Concat [h ; sg(z1)] -> MLP(34 -> 16 -> 4)

(2-d: Support, Troll)

Level 2 Logits z2
(4-d: Support-Party, Support-Person,
Troll-Party, Troll-Person)

Weighted Cross-Entropy Loss L1

class-balanced
( ) (class-balanced)

argmax -> Stance Total Loss = L1+ L2 argmax -> Target
Prediction

Prediction (single joint backward pass)
Figure 2: Flow diagram explaining the methodology of
our hierarchical approach

Given a meme instance consists of an image
and its associated textual content in Tamil, T’, our
objective is to jointly predict:

* Coarse-grained Level 1 label: y; € ),
where ); = {Support, Troll}.

* Fine-grained Level 2 la-
bel: Y2 € Y>, where )b
{Support for Person, Support for Party,

Troll against Person, Troll against Party }.

where y- is semantically dependent on y;. Level 2
prediction is explicitly conditioned on the Level 1
prediction, reflecting this label hierarchy struc-
turally.

3.1 Dataset Description and Preprocessing

The dataset contained 969 labeled memes, where
each data instance included a meme image along
with its corresponding text present in the image.
The labelled original dataset D (Rajiakodi et al.,
2026) is partitioned into training and validation
subsets, using a stratified 90/10 split on the Level



1 label. This strategy preserves class proportions
across both subsets and mitigates the effect of the
class imbalance (see Figure 4). Categorical labels
at both levels are transformed to integer class in-
dices using label encoding.

3.2 Multimodal feature extraction

To get semantically rich, modality-specific repre-
sentations, we employ two frozen pretrained en-
coders:

* Textual Encoder: We experimented with two
multilingual text encoders to represent tex-
tual information: BGE-M3 (Chen et al., 2024)
and MuRIL (Khanuja et al., 2021). We found
that BGE-M3 consistently outperformed the
other model thus became our preferred text
encoder, while MuRIL was used as a base-
line for comparison. A detailed comparison
of the two encoders is provided in Appendix
Table 3. Specifically, the textual content ¢; is
encoded using the BGE-M3 (BAAI/bge-m3)
multilingual encoder.

* Visual Encoder: Meme image v; is encoded
using a CLIP ViT-B/32 image encoder (Rad-
ford et al., 2021).

3.3 Multimodal feature fusion

Visual and textual embeddings are combined via
early (Barnum et al., 2020), non-parametric con-
catenation fusion:

ey

where v; is the input meme instance, ¢; is the textual
content present in the meme, and || is the concate-
nation operation producing a single fused feature
vector x; per instance.

x; = || t;

3.4 Hierarchical Classification Architecture

We introduce a hierarchical classifier, composed of
a shared trunk and two prediction heads with ex-
plicit inter-level conditioning. The complete model
description can be seen in the Appendix Table 4

* Shared encoder: x; was passed through a
shared multilayer perceptron:

hi = MLPgpared (x2> (2)

* Level 1 head: A linear classification layer
maps the shared latent representations to
Level 1 logits:

AV = Wik + by (3)
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* Level 2 head (hierarchically conditioned):
It receives the concatenation of the shared
latent representation and Level 1 logits, en-
abling Level 2 prediction to be conditioned on
the model’s Level 1 prediction:

zf) = MLP, (hi || sg (zf”)) (G

where sg(-) denotes the stop-gradient (detach)

operator. By detaching zfl) before it enters
the Level 2 head, we permit the Level 2 head
to exploit the coarse-grained prediction as an
informative conditioning signal without allow-
ing Level 2’s gradients to backpropagate into,
and potentially corrupt, the Level 1 head’s
optimization. This technique ensures decou-
pling Level 1 head learns only from its own
loss, while the Level 2 head learns from its
own loss.

3.5 Class Imbalance Mitigation

To confirm the effectiveness of class weighting, we
compared the results of using a weighted and an un-
weighted cross-entropy loss function. As shown in
Table 1 the application of a weighted loss improved
the average of the macro-F1 scores for both classi-
fication levels: from 0.7652 to 0.7738. Specifically,
for Level-1, the macro-F1 score increased from
0.7710 to 0.7869. As for Level-2, the performance
was comparable, with the weighted loss achieving
a slightly higher macro-F1 score of 0.7608 com-
pared to 0.7593 for the unweighted loss. Overall,
the use of class weighting led to a better macro-F1
performance for both levels, which suggests that
it can be beneficial for addressing the class imbal-
ance problem and improving the minority class
recognition.

Table 1: Comparison of weighted and unweighted loss
functions for multimodal training using the BGE-M3
text encoder.

Split Loss Avg. Macro-F1  Std. Dev.
Level-1  Unweighted 0.7710 0.0198
Level-1  Weighted 0.7869 0.0508
Level-2  Unweighted 0.7593 0.0329
Level-2 ~ Weighted 0.7608 0.0382
Average  Unweighted 0.7652 0.0264
Average  Weighted 0.7738 0.0445

3.6 Training Objective and Optimization

Our model is trained end-to-end via a joint multi-
task objective:

£=c (V") + £ (57,9

u7) )



computed and backpropagated in a single optimiza-
tion step per batch, such that the shared encoder
receives gradient signal from both levels simulta-
neously.

The model’s learnable parameters are updated
using AdamW optimizer with an initial learning
rate of 1 x 1073, A ReduceLROnPlateau scheduler
is employed, which monitors the average of Level 1
and Level 2 validation macro-F1 scores and slows
down learning by reducing the learning rate by a
factor of 0.5 after 2 epochs without improvement.
The model is trained for up to 60 epochs with a
batch size of 32. The checkpoint that achieves the
highest average validation macro-F1 across both
levels is retained for final evaluation and inference.

3.7 Evaluation

Model performance is assessed on a held-out vali-
dation split using:

* Macro-averaged F1-score: Computed inde-
pendently for Level 1 and Level 2, serving
as the primary, imbalance-robust evaluation
metric and model selection criterion (see Fig-
ure 3).

* Accuracy: Reported as a secondary metric
for both levels.

Validation Macro-F1
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=l 07
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0.2 Level 2 F1
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Epoch

Figure 3: Macro-F1 score for both coarse-grained level
1 and fine-grained level 2 on each epoch

3.8 Inference

At test time, the identical feature-extraction and fu-
sion pipeline is applied to unlabeled test instances.
The best checkpointed model was used to produce
Level 1 and Level 2 logits, from which the argmax
class is taken at each level:

gjgi) = arg max zi(l), g)éi) = arg max 22(2)
(6)

Predicted class indices are decoded back to their
original categorical labels by using label encoders
fitted on the training data, and final predictions are
exported for submission.

4 Results

Table 2 presents the official evaluation results of
our submitted system on the unlabeled test set. The
system is evaluated using macro F1-score metrics
described further in Appendix A.1.

Table 2: Evaluation results as per the organizers.

Level 1 Level 2 Final (average)
0.856  0.5321 0.694

Score

5 Conclusion

Our results demonstrate that a hierarchical classi-
fier built on frozen multimodal embeddings can
effectively capture the coarse-to-fine label struc-
ture of the MMLow task. All reported metrics are
averaged across five random seeds [7, 10, 42, 56,
100], providing a more robust estimate of model
performance and reducing the impact of training
variance. The strong Level 1 validation macro-F1
(0.898) and accuracy (0.918) confirm the compara-
tive easiness to separate stance (Support vs. Troll)
from fused CLIP + BGE-M3 features. Whereas
the lower Level 2 validation macro-F1 (0.676) and
accuracy (0.736) reflect increased difficulty of iden-
tifying the specific target of a meme.

Several limitations should be noted. First, the
dataset is small (only 969 labeled memes). Sec-
ond, by relying on only frozen pretrained encoders
with simple concatenation fusion, we essentially
miss out on any cross-modal interactions that could
be learned by fine-tuning. Third, no named en-
tity recognition is explicitly performed, which ar-
guably could be crucial for target identification;
perhaps adding an entity recognition/grounding
module would be a useful direction for improving
Level 2 performance in the future.
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A Appendix
A.1 Evaluation Metric: Macro F1 Score

The macro F1 score (Sokolova and Lapalme, 2009)
is a metric used to evaluate the performance of
multi-class classification models. It is a harmonic
mean of the F1 scores of all classes, where each
class is weighted equally. It is suitable for imbal-
anced data sets and cases that require equal impor-
tance to be assigned to each class.
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The calculation of this metric consists of two
steps:

1. For each class, calculate an F1 score. The F1
score is the harmonic mean of precision and

recall: Precision x Recall

Fl1=2 7
% Precision + Recall 7

2. Take the arithmetic average of these per-class
F1 scores:

N
1
Macro F1 = ~ Z; F1; (8)

where N is the total number of classes, and F'1;
is the F1 score for the i-th class.

A.2 Comparison of Text Encoders

Table 3 compares the performance of BGE-M3
and MuRIL in the weighted multimodal scenario.
BGE-M3 achieved higher average macro-F1 scores
than MuRIL at both classification levels. At Level-
1, BGE-M3 achieved a macro-F1 score of 0.7518
compared to 0.7158 for MuRIL, an improvement
of 3.6 percentage points. At Level-2, BGE-M3
achieved 0.7346, while MuRIL achieved 0.7218,
corresponding to an improvement of 1.3 percent-
age points. Although the outperformance margin
reduces at the finer-grained Level-2 classification
task, BGE-M3 remains superior as it facilitates bet-
ter text representations for multimodal fusion.

Table 3: Comparison of weighted multimodal training
using BGE-M3 and MuRIL text encoders

Split Text Encoder Avg. Macro-F1  Std. Dev.
Level-1 BGE-M3 0.7869 0.0508
Level-1 MuRIL 0.7272 0.0579
Level-2 BGE-M3 0.7608 0.0382
Level-2 MuRIL 0.7282 0.0317
Average (BGE-M3) 0.7738 0.0445
Average (MuRIL) 0.7277 0.0448

A.3 Complete model architecture details
Table 4 presents the complete architecture of the
proposed hierarchical model.

A4  Code Availability

The implementation of our proposed framework
is publicly available at: https://github.com/
vishalprasad1912/CPS_Lab_1_MMLow_2026
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Table 4: Complete description of the model architecture

Component Type Configuration Parameters

shared Sequential ~ Sequential( 926,496
(0): Linear(in=1536, out=512, bias=True)
(1): LeakyReLU(negative_slope=0.01)
(2): Dropout(p=0.1, inplace=False)
(3): Linear(in=512, out=256, bias=True)
(4): LeakyReLU(negative_slope=0.01)
(5): Dropout(p=0.1, inplace=False)
(6): Linear(in=256, out=32, bias=True)
(7): LeakyReLU(negative_slope=0.01)

11_head Sequential ~ Sequential( 66
(0): Linear(in=32, out=2, bias=True)
12_head Sequential ~ Sequential( 628
(0): Linear(in=34, out=16, bias=True)
(1): ReLU(Q)
(2): Linear(in=16, out=4, bias=True)
Total train- - - 927,190
able

Train and validation splitting
Level 1 Level 2

Instances

Figure 4: Distribution of the dataset for training and validation using the stratified sampling technique.
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