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Abstract

Although multilingual approaches to figura-
tive language identification are not new, the
shift beyond language-homogeneous training
data requires a clearer understanding of the
contribution of translated multilingual super-
vision. We examine this question using 742
proverb concepts across 6,787 translated in-
stances for seven languages. We evaluate five
models including multilingual encoders and
instruction-tuned LLMs through progressively
increasing levels of multilingual supervision.
Moreover, we introduce multidimensional an-
notation framework for proverbs that charac-
terizes proverbs through four complementary
figurative forms: Metaphorical, Moral/Advi-
sory, CauseEffect, and Culture-Specific.

Our findings show that overall, adding multilin-
gual training data beyond 50% provides only
limited additional improvement, although the
best supervision level varies across models and
languages. Also, we show that combining di-
verse figurative forms yields the strongest over-
all performance. A notable finding is that the
least frequent figurative form “culture-specific”
exhibits the largest performance gains under
multilingual supervision. Furthermore, the
moral/advisory and culture-specific forms of
proverb contribute more to instruct tuning LLM
overall figurative identification performance.
These findings motivate multilingual figurative
identification to move beyond metaphor-centric
taxonomies toward concept-level multidimen-
sional frameworks that explicitly model com-
plementary forms of figurative meanings that
are context representative.

1 Introduction

The interpretation of figurative language, particu-
larly proverbs, represents a pinnacle of linguistic
nuance that remains a bottleneck for modern Natu-
ral Language Processing (Ghosh et al., 2023). Un-
like literal text, the semantic essence of a proverb is
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often “non-compositional” meaning its global sig-
nificance cannot be derived solely from the individ-
ual meanings of its constituent words (Hrisztova-
Gotthardt and Varga, 2015). As proverbs are rich
carriers of cultural knowledge, they have become a
common test bed for multilingual figurative lan-
guage understanding (Liu et al., 2024). Prior
work has treated figurativeness as a linguistic phe-
nomenon by focusing on rhetorical devices such as
metaphors (Jang et al., 2017), similes (Niculae and
Danescu-Niculescu-Mizil, 2014), or idioms (Oh
et al., 2026). Instead, in this study we provide
conceptually based multidimensional framework
that models complementary forms of figurative
meaning in order to enable a finer-grained analysis
of how figurative meaning is expressed and trans-
ferred across multilingual proverb translations.
Mainly, we introduce a fine-grained diagnostic
annotations for analyzing complementary dimen-
sions of figurative forms in proverbs. Using mul-
tilingual proverbs as a testbed, we show how four
forms of figurative language are affected by differ-
ent levels of multilingual supervision. According
to Relevance Theory (Sperber and Wilson, 1986),
communication is inferential rather than purely
code-based. In our case, proverbs comprehension
may involve different kinds of inferential knowl-
edge. Thus, we provide four forms as a studys
operationalization of interpretive dimensions of fig-
urative forms in proverbs as: metaphorical meaning
expressed through imagery, analogy, or symbolic
entities; moral/advisory meaning that conveys guid-
ance, warning, or a lesson; causeeffect meaning
that links actions with their outcomes; and culture-
specific symbolic meaning that requires cultural,
religious, historical, or local knowledge for full
interpretation. Then we examine the multilingual
training effect on figurative identification, leverag-
ing a multilingual proverb dataset and focusing the
evaluation on translations into seven diverse tar-
get languages: Arabic, English, French, German,
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Russian, Japanese, and Spanish.
Accordingly, our study addresses the following
research questions:

* RQL1. 7o what extent does progressively incor-
porating aligned multilingual proverb transla-
tions improve multilingual figurative language
identification under limited supervision? We
evaluate whether increasing the proportion of
translated training data (0%, 10%, 50%, and
100%) improves multilingual figurative identi-
fication across different model and languages.

* RQ2. Which forms of figurative forms in
proverbs are associated with overall figurative
identification performance, and which forms
benefit most from increasing multilingual su-
pervision?

* RQ3. Which forms of figurative language are
preserved across translated proverbs?

To answer these questions, we complement
binary figurative classification with a human-
annotated semantic analysis of proverb structure,
examining whether different figurative forms ben-
efit equally from multilingual transfer or exhibit
different transfer characteristics. The contributions
of this paper are:

* We evaluate the effect of progressively increas-
ing multilingual supervision (0%, 10%, 50%,
and 100%) on multilingual proverbs figura-
tive identification across 7 languages using
different models.

* We introduce a fine-grained annotation frame-
work that provides an additional diagnostic
layer for analyzing how different dimensions
of figurative forms transfer across languages
in proverbs.

* We show that multilingual supervision bene-
fits of figurative forms unevenly and providing
insights on which forms of figurative knowl-
edge are most transferable.

2 Related Work

Figurative Detection in Multilingual Setting
Recent research on figurative language detection
explore with various methods and demonstrate
the effectivness of different classification meth-
ods on figurative identification (Chakrabarty et al.,
2022b). A prominent example of this trend is

SemEval-2022 Task 2 (Madabushi et al., 2022),
which framed multilingual idiomaticity detection
as binary classification in context and sentence-
level representation. This modeling trend is rein-
forced by other works such as Yamaguchi et al.
(2022) built their around a suite of multilingual
pretrained language models, specifically mBERT,
XLM-R, InfoXLLM, XLLM-Align, and RemBERT,
and compared their effectiveness for idiomatic-
ity classification. Beyond idiomatic detection, re-
cent benchmark work has shown that figurative
language remains a difficult challenge even for
strong neural models. Chakrabarty et al. (2022b)
introduced FLUTE, a dataset of 9,000 figurative
natural language inference instances with human-
written explanations, covering sarcasm, simile,
metaphor, and idioms. Also, the work by Lai
et al. (2023b) introduced MMFLD, a benchmark
spanning seven languages and multiple figures of
speech. Another work by Lai et al. (2023a) pro-
vides a framework for figurative language detection
using template-based prompt learning without re-
quiring language-specific modules. The work by
Hiilsing and Schulte Im Walde (2024) compares
neural and non-neural cross-lingual models for En-
glish as the source language and Russian, German,
and Latin as target languages, showing the best
performance gained by their neural cross-lingual
adapter architecture. Focusing on cultural represen-
tation the work by (Kabra et al., 2023) they intro-
duced MABL as a culturally grounded figurative-
language inference dataset across seven diverse lan-
guages demonstrating that cultural concept shifts
substantially challenge multilingual models beyond
purely cross-lingual transfer.

Figurative Detection in Proverbs Despite these
advances, proverb-focused figurative language
identification remains less studied than idiom detec-
tion or broader figurative benchmarks, particularly
in multilingual settings where cultural knowledge
and indirect meaning play a central role. Most of
the work focused on monolingual proverbs such as
FFE-HALLU, Persian (Hosseini et al., 2026) and
Jawaher, Arabic (Magdy et al., 2025). Another line
of work examines downstream tasks performance,
such as translation effect (Wang et al., 2025), senti-
ment analysis (Alsiyat and Piao, 2020)a, and narra-
tive analysis (Chakrabarty et al., 2022a; Alshaalan
et al., 2026).

Proverbs are often short, implicit, and highly
culture-dependent, which makes their figurative
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Lang Unique Concepts Instances Lit Fig
Arabic 149 226 134 92
English 651 1,345 689 656
French 580 1,152 598 554
German 578 1,140 577 563
Japanese 413 835 418 417
Russian 567 1,095 567 528
Spanish 514 994 502 492
Overall 742 6,787 3,485 3,302

Table 1: Distribution of proverb concepts and multilin-
gual instances across the seven target languages across
Literal (Lit) and Figurative (Fig). Proverb concepts may
occur in multiple languages, the language-level concept
counts do not sum to the overall total of 742 unique
concepts.

forms difficult to infer through literal interpreta-
tion alone. This makes proverb identification a
particularly challenging test case for multilingual
supervision. Thus, most of the previous work fo-
cuses on identifying established figures of speech,
such as metaphors (Ozbal et al., 2016; Goren and
Strapparava, 2024), similes (Khoshtab et al., 2025),
idioms (Almbheiri et al., 2026), and hyperbole (Ba-
dathala et al., 2023). For example, Ozbal et al.
(2016) formulates proverb analysis as a word-level
metaphor recognition task to identify metaphori-
cally used words within proverb expressions. In
contrast, our study characterizes proverbs at the
concept level through a multidimensional annota-
tion framework that captures not only metaphori-
cal realization, but also cause and effect relations,
moral or advisory functions, and dependence on
culture-specific knowledge. These categories de-
scribe complementary dimensions of how a proverb
constructs and communicates its figurative mean-
ings rather than treating figurative as a single lin-
guistic device.

3 Dataset

To investigate the effectiveness of multilingual
supervision for figurative language identification,
we constructed a multilingual ground-truth dataset
from existing figurative language resources'. We
enrich the labeling for the rest of the languages by
incorporating silver labels for unlabeled multilin-
gual proverbs using a weak supervision model.

3.1 Proverbs Collection

Our experiments are based on a multilingual
proverb translation dataset (mul, 2026; Alshaalan

'"The dataset and annotations can be accessed

https://osf.io/vc4mt

Figurative form GroundTruth All instances

Metaphorical 55.4% 47.0%
Literal (None) 42.2% 30.7%
Cause-Effect 28.9% 45.2%
Moral/Advisory 24.1% 42.9%
Culture-Specific 6.0% 13.4%

Table 2: Distribution of the fine-grained figurative forms
in the manually annotated ground-truth subset of 83
proverb concepts and the weakly labeled dataset of
6,787 instances. Percentages are non-exclusive as the
annotation schema is multi-label.

Split Concepts  Rows  Literal  Figurative
Train 518 4777 2518 2259
Validation 75 728 306 422
Test 149 1282 661 621
Total 742 6787 3485 3302

Table 3: Binary label distribution. The dataset is nearly
balanced overall (51.35% literal and 48.65% figurative).

et al., 2026) containing 25,300 aligned proverb
pairs spanning multiple languages and cultural tra-
ditions. Each record consists of a source proverb
and one of its translated counterparts together
with their language identifiers and alignment meta-
data. To reduce translation redundancy, we retained
at most three translated variants for each source
proverb-target language pair, following prior multi-
lingual data-selection practices that limit repeated
near-duplicate translations while preserving lin-
guistic diversity (Chuang et al., 2023).

After filtering, the final dataset used in this study
contains 742 unique proverb concepts represented
by 6,787 multilingual instances, Table 1. Concept-
level counts are used for the annotation-distribution
and label-overlap analyses. Each proverb concept
may be represented in several languages and by
up to three translated variants per source-concept—
target-language pair. As shown in table 3, the
dataset is split into 4,777 training instances (518
concepts), 728 validation instances (75 concepts),
and 1,282 test instances (149 concepts), yielding
an overall dataset of 3,302 figurative and 3,485
literal examples. The binary label distribution is
therefore nearly balanced (48.65% figurative and
51.35% literal), providing a suitable benchmark for
multilingual figurative language identification.

Figurative and Fine-grain forms annotations
We ground our annotation framework in Relevance
Theory (Sperber and Wilson, 1986), which views
proverb comprehension as an inferential process
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Figure 1: Pairwise Jaccard similarity between the four
fine-grained figurative forms computed at the unique
proverb-concept level. Higher values: two labels are
assigned to a larger proportion of the same concepts,
lower values labels show distinct figurative properties.

that integrates linguistic meaning with contextual
and cultural knowledge. Under this perspective,
proverb interpretation may rely on different domi-
nant inferential mechanisms, including metaphor-
ical mapping, causes and effect, and culturally
shared symbolic knowledge. Guided by this frame-
work, we annotate each proverb using four comple-
mentary forms of figurative meanings. They are not
all figurative forms in the linguistic sense. Rather,
they are different ways figurative meaning is real-
ized or interpreted. These forms are: Metaphori-
cal:conveys meaning indirectly through imagery or
analogy, Moral/Advisory.conveys guidance, warn-
ing or ethical judgment, CauseEffect:expresses a
relation between an action and its consequence,
and Culture-Specific:requires cultural, religious, or
locally shared knowledge for interpretation. These
forms of fine grain figurative meanings are multi-
labels where one instance might have more than
one type at once. Three of the authors acted as
annotator for ground-truth labeling with 2 anno-
tators per source ID, across 83 source ID. Then,
the third annotator review and resolved any con-
flicted labels based on the annotation guideline
provided to the annotators( guideline). The binary
figurative-versus-literal classification achieved a
Cohen’s x of 0.626 (81.9% raw agreement), indi-
cating substantial agreement. For the multilabel
figurative properties, Cohen’s x ranged from 0.423
(Cause and Effect) to 0.622 (None/Literal), with the
highest agreement for Culture-Specific Symbolic
(92.8%) (detailed annotation process reported in
Appendix A).

Weak Supervision Labeling across languages
(a) Binary Figurative labeling. To build a re-
liable ground-truth dataset that we will use fore

weak-supervision to the rest of out 6K dataset, we
further used three figurative language datasets were
combined: MMFLD (Lai et al., 2023b), MAPS
(Liu et al., 2023), and MEMPHIS (Benamara et al.,
2023). MMFLD contributed sentences across En-
glish, German, Spanish, Italian, and Chinese, cover-
ing idiom, hyperbole, and simile categories. MAPS
added short proverbs across six languages (English,
German, Russian, Indonesian, Chinese, and Ben-
gali), exposing the model to short, implicit fig-
urative expressions similar in style to the target
proverbs. MEMPHIS contributed Arabic idiom ex-
amples, directly addressing the Arabic coverage
gap. All datasets were unified into a binary classifi-
cation format, where label = O represents literal ex-
pressions and label = 1 represents figurative expres-
sions. With net dataset consist of about 325,298
instances, including 260,238 training, 32,530 val-
idation, and 32,530 test examples. Overall, the
dataset contains 139,002 figurative (42.7%). Then
after models comparison we use XLM-RoBerta
Base for weak-supervision binary labeling (detail
experiment are shown in Appendix A, Table 13).
(b) Multi-label Figurative forms. We used
ES5 embeddings with Logistic Regression as the
weak-supervision model for our multilabeling fine-
grained labels after comparing this model with mul-
tiple setting and compare Jaccard overlap between
labels (detail experiment at Appendix A, Table 14).
This model provided the best trade-off between per-
formance and efficiency for large-scale annotation.
Moreover, Figure 1 shows the pairwise Jaccard
similarity among the fine-grained labels. CauseEf-
fect has the strongest overlap with both Moral/Ad-
visory (0.58) and Metaphorical (0.55), whereas
Culture-Specific exhibits consistently lower simi-
larity (0.150.22), suggesting that it captures a more
distinct meaning of figurative forms. Importantly,
the moderate off-diagonal Jaccard similarities indi-
cate that the labels are related but not interchange-
able, supporting the use of separate figurative forms
in the annotation framework. Overall, Table 2 sum-
marizes the distribution of the fine-grained figura-
tive forms in both the manually annotated ground-
truth subset and the complete weakly labeled mul-
tilingual dataset. In both datasets, Metaphorical
is the most prevalent figurative form, whereas
Culture-Specific is consistently the least frequent.
Although the full dataset contains relatively more
CauseEffect and Moral/Advisory labels and fewer
Literal (None) instances than the annotated subset,
the overall distribution remains consistent. This
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Figure 2: Overall Macro-F1 across increasing levels of Figure 3: Per-language Macro-F1 at 100% multilingual

multilingual supervision.

suggests that the weak-supervision process pre-
serves the general characteristics of the manually
annotated seed while scaling the annotations to
the full multilingual dataset. Moreover, to evalu-
ate silver-label quality, we manually validated 149
held-out proverb concepts against the weakly super-
vised annotations. The comparison shows a mod-
erate disagreement as shown by Hamming error
rate of 0.330 and a moderate sample-level Jaccard
similarity of 0.439 (detailed per-label results are
reported in Appendix A).

4 Methodology

We conduct two experiments to evaluate the ef-
fect of multilingual transfer on figurative language
identification in proverb (binary detection) (i) pro-
gressive multilingual supervision (Section 4.1) and
(i1) fine-grained instance-selection ablation (Sec-
tion 4.2). To examine whether the observed trends
generalize across model families, we evaluate five
representative architectures: a Logistic Regres-
sion baseline, Multilingual BERT (mBERT) (De-
vlin et al., 2018), XLM-RoBERTa Large (Con-
neau et al., 2019), Aya Expanse 8B (23 lan-
guages) (Dang et al., 2024), and Qwen2.5-3B
(29+ languages) (Qwen Team, 2024) (detail mod-
els configuration in Appendix C). Together, these
models cover classical machine learning, multilin-
gual encoder-based transformers, and multilingual
instruction-tuned LL.Ms, enabling a comprehensive
analysis of multilingual supervision and language-
specific behavior across the seven target languages.
In these experiments, we followed a unified evalu-
ation setting where all models are evaluated on
the same fixed validation and test sets. Binary
figurative-identification performance is measured
using Macro-F1 as the primary metric. Then, Fine-

supervision.

grained analyses are performed by evaluating the
trained binary classifiers on test subsets associated
with each figurative form, while the underlying
training and prediction tasks remain unchanged.

4.1 Progressive multilingual supervision.

We evaluate progressively increasing levels of mul-
tilingual supervision while keeping the source-
language training data fixed. The source-language
portion was always included in training, while the
proportion of multilingual examples added on top
was systematically varied across four supervision
levels. The 0% setting uses only source-language
training instances, whereas the 10%, 50%, and
100% settings progressively add 10%, 50%, and
100% of the translated multilingual training in-
stances, respectively. Throughout the experiments,
the validation and test sets remain unchanged, al-
lowing performance differences to be attributed
exclusively to the amount of multilingual training
data.

4.2 Fine-grained instance training ablation.

To isolate the effect of different figurative forms
on the binary figurative detection, we conducted a
controlled instance selection ablation. The binary
figurative identification task remained unchanged,
while fine-grained labels were used only to deter-
mine which multilingual training instances were
added. For each figurative form, we randomly sam-
pled the same number of multilingual instances
(600 instances) and combined them with the com-
plete source-language training set. This controlled
setup ensures that performance differences reflect
the composition of the selected figurative forms
rather than differences in training set size.
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4.3 Matched English vs Multilingual Control
Supervision

We conducted two augmentation conditions to con-
trol and verify the effect of language diversity from
that of increased training set size. More specifically,
we start from the same source language training
core then we add (1) either £ = 300 English, En-
glish condition, or (2)k = 300 non-english transla-
tions, Multilingual condition. The multilingual con-
dition is balanced across the non-English languages
(50 instances per language). Both conditions are
evaluated on the same held-out non-English test
set and we repeat each condition using five random
seeds and provide the mean Macro-F1 (Table 5).

5 Results

To answer the first research question RQ1: Does
progressively increasing multilingual supervision
improve figurative language identification? We
first analyze the performance of each models as
shown in Figure 2 to examine how they respond
to varying scales of multilingual supervision (from
0% to 100%) and how their performance fluctu-
ates across different languages. Overall, the anal-
ysis shows that all models benefit from increased
supervision progressively with a variation on the
magnitude of improvement across models architec-
tures. As shown the Encoder-based models have
relatively gradual gains, whereas the instruction-
tuned LLMs achieve larger improvements with
small amounts of additional multilingual supervi-
sion. Across all models, performance generally
stabilizes after incorporating approximately 50%
of the translated multilingual training data, with
smaller gains from 50% to 100% supervision. By
zooming deeper on the languages level as illus-
trated in Figure 3 these improvements are consis-
tently observed across the seven target languages
with a noticeable variation of the gains by lan-
guage. Qwen2.5-3B achieves the highest Macro-F1
on four of the seven languages (Arabic, French,
German, and Russian), while mBERT performs
best on Spanish and XLM-R Large on Japanese.
Also, Japanese is the most challenging language
with the lowest overall Macro-F1. Interestingly,
unlike the other languages where instruction-tuned
LLMs generally achieve the strongest performance,
XLM-R Large performs worst for Arabic and best
on Japanese, suggesting that encoder-based mul-
tilingual representations remain particularly effec-
tive for this language. To validate that these gains

are not explained solely by the larger number of
training instances we further compare English and
multilingual additions at identical size. Table 5
illustrates that overall multilingual augmentation
outperforms English addition for all five models on
average, with a mean improvement of a 3.3 Macro
F1 increase. The improvement of multilingual aug-
mentation is largest for Logistic Regression and
mBERT, whereas XLLM-R has a small difference
whose confidence interval includes zero.

We provide McNemar significant test for com-
parison between the models and progressive su-
pervision levels and we find that all five mod-
els show significant differences between 0% and
100% multilingual supervision after Holm correc-
tion (PHolm < -011), with ng; > nyg in every case.
Thus, full multilingual supervision consistently cor-
rects more test errors than it introduces. At 100%
supervision, only LR and Qwen2.5-3B differ sig-
nificantly after Holm correction (pyol, = .027)
with all other pairwise model differences are non-
significant, detail analysis in Appendix D, Tables
17 and 16. Moreover, we provide the full table
detailing training progression over each level per
language in Appendix B. In addition, we validate
on match size training and our findings show that
multilingual additions outperform English-only ad-
ditions by an average of 3.3 Macro-F1 points on
the non-English test sets (as shown in Table 5).
The difference is significant for four models; XLM-
R Large shows no reliable difference because its
confidence interval includes zero. Also, for per-
language results, as indicated in Appendix Figure 6,
show that the effect varies across languages and
model architectures. The gains are most consistent
for Arabic and generally positive for French, Ger-
man, Russian, and Spanish. Japanese shows the
weakest and most mixed transfer. For RQ2, Table 4
presents a controlled instance-selection ablation in
which the multilingual supervision set is fixed to
600 examples. Overall, incorporating the complete
multilingual training set provides the highest per-
formance across all models. Our findings further
show that the proposed figurative forms provide
complementary supervision signals. Although each
form contributes differently across model families,
integrating them consistently yields the strongest
multilingual performance. While Metaphorical
provides the strongest gains for mBERT and Aya,
Moral/Advisory benefits Qwen2.5-3B, and Cause-
Effect produces the best individual result for XLM-
R Large. These findings suggest that different ar-
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Training condition LR mBERT XLM-R Large Qwen Aya

Source only 0.463 4+ 0.000 0.524 £ 0.013 0.336 £ 0.007 0.362 £ 0.050 0.453 £ 0.062
+ Random target 0.530 £ 0.017 0.521 £ 0.098 0.408 £ 0.118 0.381 £ 0.028 0.341 £ 0.001
+ Metaphorical 0.450 £ 0.010 0.571 £ 0.019 0.326 £ 0.000 0.383 £ 0.095 0.459 £+ 0.115
+ Moral/Advisory 0.418 £ 0.022 0.454 £ 0.110 0.326 £ 0.000 0.506 = 0.030 0.326 £ 0.000
+ Cause-Effect 0.440 £+ 0.014 0.512 £ 0.045 0.364 £ 0.065 0.452 £+ 0.109 0.326 =+ 0.000
+ Culture-Specific 0.367 £ 0.000 0.499 £ 0.033 0.326 £ 0.000 0.493 £+ 0.147 0.505 £ 0.046
+ All target 0.572 4+ 0.000 0.598 £ 0.011 0.568 £ 0.061 0.614 £ 0.009 0.594 + 0.006

Table 4: Controlled instance-selection ablation on the complete test set. We use 600 instances to isolate the effect of
training size. The random-target condition controls for gains attributable to increased training volume, whereas the
All target condition uses the complete multilingual training set. The highest three values in each model column are
highlighted using teal for the first, blue for the second, and coral for the third-highest result.

Model Source core  +K English  +K multilingual AN—E 95% CI
Logistic Regression 0.4207 0.4604 0.5114 +0.0510 [0.0142, 0.0856]
mBERT 0.4968 0.5273 0.5741 +0.0468 [0.0242, 0.0690]
XLM-R Large 0.3734 0.3474 0.3546 +0.0072 [—0.0036, 0.0171]
Aya-8B 0.4579 0.4109 0.4412 +0.0304 [0.0075, 0.0526]
Qwen2.5-3B 0.3675 0.4107 0.4404 +0.0298 [0.0048, 0.0553]
Mean 0.4233 0.4313 0.4643 +0.0330 —

Table 5: Matched-size English versus multilingual control on the non-English test sets. Both conditions add
K = 300 concept-matched examples to the same source-language core. Values are mean Macro-F1 over five seeds;
Apnj_g is multilingual minus English, with concept-clustered paired-bootstrap 95% Cls.

chitectures exploit different meanings of figura-
tive knowledge, whereas integrating all figurative
forms provides the most robust multilingual super-
vision. Furthermore, Figure 4 shows detailed per-
formance for test-set subgroup macro F1. Among
the four figurative forms, culture-specific figurative
form benefits most from multilingual supervision
in identifying the binary classification of figura-
tive detection task. Because Culture-Specific is
also the least frequent form, we conducted an ad-
ditional concept level uncertainty and significance
analysis (Table 6). Overall, all five models showed
positive Culture-Specific Macro-F1 gains, ranging
from +0.282 to +0.448, and all paired concept-
clustered 95% bootstrap intervals excluded zero.
Paired randomization tests are significant for LR,
mBERT, and XILM-R Large, but not for the other
models (Aya-8B and Qwen2.5-3B). This valida-
tion supports the overall benefit from multilingual
supervision while requiring caution for individual
models because the subgroup contains only limited
number of unique proverb concepts.

To answer RQ3, Figure 5 compares the preva-
lence of the four figurative forms across the seven
translated languages. Moral/Advisory and Cause-
Effect show the most stable distributions across
languages Also, the Metaphorical is consistent

Model Flo% FllOO% A 95% CI1 yy

LR 481 .808 +.327 [.167, .441] .024
mBERT .550 842 +.292 [.155, .441] .002
XLM-R Large .468 815 +.348 [.141, .491] .013
Aya-8B 493 775 +.282 [.024, .557] .082
Qwen2.5-3B 278 726 +.448 [.151,.653] .090

Table 6: Culture-Specific performance and uncertainty.
Results use 109 test instances. CIs are paired concept-
clustered bootstrap intervals. We use p-values signifi-
cance at o = 0.05.

and show a noticible reduction in Arabic. Culture-
Specific remains the least frequent form in every
language and shows greater proportional variation
because of its lower prevalence.

The omnibus language-level tests reported in Ap-
pendix D ,Table 18 show that none of the four figu-
rative forms represent a significant overall language
effect after Holm correction. These results indicate
that the translated proverbs generally preserve the
same distribution of figurative forms across lan-
guages. However, this conclusion applies at the
aggregate distribution level and does not imply that
every individual translated proverb retains exactly
the same fine-grained labels.
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Figure 4: Test-set subgroup F1 across multilingual su-
pervision levels for four fine-grained figurative prop-
erties, where 100% denotes training on all available
multilingual data.

6 Discussion

Different figurative forms respond differently
to multilingual supervision, even though their
overall prevalence is preserved across languages.
Figure 4 and Figure 1 together provide an in-
sight for an important characteristic of multilingual
figurative-language learning in proverbs. Although
the four figurative forms are preserved across trans-
lated proverbs (as shown in Figure 5) yet, they do
not benefit equally from multilingual supervision
(Figure 4). Particularly, Culture-Specific has the
largest performance gains despite being the least
prevalent figurative form and the one with the low-
est overlap with the remaining forms. As in the
dataset, Culture-Specific accounts for 705 of the
4,777 training instances (14.8%), compared with
109 of the 1,282 test instances (8.5%). In contrast,
Metaphorical, Moral/Advisory, and Cause-Effect
show substantially greater overlap with one another,
suggesting that these forms share complementary
semantic cues that can be learned jointly. These
findings indicate that multilingual supervision does
not simply reinforce the existing semantic distribu-
tion of the data. Rather, it differentially enhances
the learning of figurative forms according to their
semantic distinctiveness. For example, the proverb
Curiosity killed the cat is simultaneously metaphor-
ical, advisory, and causal: the cat imagery conveys
an indirect warning, while the proverb links exces-
sive curiosity to a harmful consequence. As its
multilingual realizations preserve this shared struc-
ture even when the wording changes, such as the
French La curiosité est un vilain défaut. This obser-
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Figure 5: Prevalence of the four fine-grained figurative
forms across the seven target languages. Points show
language-level prevalence and dashed lines indicate the
cross-language mean for each property. With multil-
abels percentages are calculated independently and are
not expected to sum to 100%.

vation highlights the importance of moving beyond
treating figurative language in proverbs as a sin-
gle phenomenon and motivates future multilingual
evaluation frameworks that explicitly distinguish
between complementary forms of figurative mean-
ings related to the context of evaluation in proverbs.
Prior work has shown that proverb translation qual-
ity varies across cultural and linguistic settings and
that traditional translation metrics may not ade-
quately capture cultural or figurative equivalence
(Wang et al., 2025). Similarly, multilingual models
may recognize or translate proverbs while still ex-
hibiting a culture gap in contextual reasoning (Liu
et al., 2024). On the same line, our findings there-
fore distinguish between distributional preserva-
tion,the comparable prevalence of figurative forms
across languages in proverbs, and instance-level
preservation, which requires direct concept-level
evaluation of whether each translation retains the
same figurative and cultural interpretation.
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Culture-specific meaning and the limits of cate-
gorical preservation. In this study the analysis
of Culture-Specific is particularly informative be-
cause its low overlap with the other forms suggests
that it captures a comparatively distinct source of
figurative knowledge. A qualitative examination in
Appendix 19 further shows that a shared Culture-
Specific label does not guarantee cultural equiva-
lence across translations. For example, the concept
expressed by No sweet without sweat is interpreted
through different culturally familiar images across
languages, including diligence and reward in Ger-
man and labor, and food in French. Although these
inferences preserve the general conclusion that ef-
fort precedes reward, yest still the cultural sym-
bols and knowledge differ. Thus, categorical con-
sistency can demonstrate the presence of cultural
grounding, but cannot determine whether the un-
derlying cultural meaning is preserved or localized.
This motivate future concept-level analysis that
compares aligned translations beyond label consis-
tency and examines whether the observed gains for
Culture-Specific forms are driven by multilingual
lexical diversity, culturally distinct, or their relative
independence from other figurative forms.

7 Conclusion

This study examines the effectiveness of multi-
lingual supervision for figurative language iden-
tification in multilingual proverbs. Multilingual
additions generally improve non-English transfer
beyond matched English additions, although ef-
fects vary across models and languages. The anal-
ysis provides a detailed examination of concept-
level complementary figurative forms in proverbs.
Culture-Specific shows the largest gains despite
its low prevalence, motivating future multilin-
gual benchmarks that explicitly model culturally
grounded figurative meaning. These findings
open the door to a new generation of multilingual
figurative-language benchmarks in proverbs that
move beyond metaphor-centric taxonomies by ex-
plicitly modeling complementary figurative forms,
particularly culture-specific meaning.

Limitations

Although the multilingual proverb dataset is la-
beled through weak supervision rather than manual
annotation, we mitigate this limitation by ground-
ing the silver labels in a human-validated seed set,
selecting the best-performing weak-supervision

models through held-out evaluation, and validating
the resulting multilingual analyses using statisti-
cal significance tests. Our experiments focus on
multilingual proverb translations by providing a
controlled setting for studying figurative language
transfer. Although, the findings may not directly
generalize to other figurative phenomena such as
sarcasm, irony, or humor. Moreover, our analysis
characterize the transferability of complementary
figurative forms at the distributional level. Yet, it
does not establish whether individual translated
proverbs preserve identical figurative or cultural
interpretations. Addressing concept-level preser-
vation across multilingual translations remains an
important direction for future work.

Ethical considerations

Human annotations were collected only for the
manually validated subset following predefined
annotation guidelineswith no personally identifi-
able information collected. We provide the de-
tail annotation process recrutment and guideline
in appendix A. The resulting weakly supervised
labels are intended to support large-scale multilin-
gual classification of figurative labels analysis and
should not be regarded as human gold annotations.

References

2026. Multilingual proverb translation dataset.

Saeed Almheiri, Bilal Elbouardi, Salsabila Zahirah
Pranida, Irina Nikishina, Ashwath Rao, Parameswari
Krishnamurthy, Muhammad Cendekia Airlangga,
Rifo Ahmad Genadi, Nguyen Phan Gia Bao,
Amir Hossein Yari, Hawau Olamide Toyin, Nur-
daulet Mukhituly, Mena Attia, Besher Hassan, Ah-
mad Fathan Hidayatullah, Tatsuki Kuribayashi, Hao-
nan Li, Suma Bhat, and Fajri Koto. 2026. Multilin-
gual idioms in sentences and conversations across
high-, medium-, and low-resource languages. In
Proceedings of the 64th Annual Meeting of the As-
sociation for Computational Linguistics (Volume 1:
Long Papers), pages 12363—-12389, Stroudsburg, PA,
USA. Association for Computational Linguistics.

Jory Alshaalan, Haya Albaker, Abeer Aldayel, Al-
jawharah Alabdullatif, and Rehab Alahmadi. 2026.
Same lesson, different story: Cross-lingual recon-
struction of cultural narratives in large language mod-
els. arXiv [cs.CL].

Israa Alsiyat and Scott S L Piao. 2020. Metaphorical
expressions in automatic arabic sentiment analysis.
In Proceedings of the Twelfth Language Resources
and Evaluation Conference, pages 4911-4916.

159


https://osf.io/rckmq/overview?view_only=13656c37ad1243058535406191ab0548

Naveen Badathala, Abisek Rajakumar Kalarani, Tejpals-
ingh Siledar, and Pushpak Bhattacharyya. 2023. A
match made in heaven: A multi-task framework for
hyperbole and metaphor detection. In Findings of
the Association for Computational Linguistics: ACL
2023, pages 388—401, Stroudsburg, PA, USA. Asso-
ciation for Computational Linguistics.

Zouheir Benamara et al. 2023. Memphis-data.

Tuhin Chakrabarty, Yejin Choi, and Vered Shwartz.
2022a. Its not rocket science: Interpreting figura-
tive language in narratives. Trans. Assoc. Comput.
Linguist., 10:589-606.

Tuhin Chakrabarty, Arkadiy Saakyan, Debanjan Ghosh,
and Smaranda Muresan. 2022b. FLUTE: Figurative
language understanding through textual explanations.
In Proceedings of the 2022 Conference on Empiri-
cal Methods in Natural Language Processing, pages
7139-7159.

Yung-Sung Chuang et al. 2023. So many phrases, so
little time: On memorization in multilingual models.
In Proceedings of the 2023 Conference on Empirical
Methods in Natural Language Processing.

Alexis Conneau, Kartikay Khandelwal, Naman Goyal,
Vishrav Chaudhary, Guillaume Wenzek, Francisco
Guzmaén, Edouard Grave, Myle Ott, Luke Zettle-
moyer, and Veselin Stoyanov. 2019. Unsupervised
cross-lingual representation learning at scale. CoRR,
abs/1911.02116.

John Dang, Shivalika Singh, Daniel D’souza, Arash
Ahmadian, Alejandro Salamanca, Madeline Smith,
Aidan Peppin, Sungjin Hong, Manoj Govindassamy,
Terrence Zhao, Sandra Kublik, Meor Amer, Viraat
Aryabumi, Jon Ander Campos, Yi-Chern Tan, Tom
Kocmi, Florian Strub, Nathan Grinsztajn, Yannis Flet-
Berliac, and 26 others. 2024. Aya expanse: Combin-
ing research breakthroughs for a new multilingual
frontier.

Jacob Devlin, Ming-Wei Chang, Kenton Lee, and
Kristina Toutanova. 2018. BERT: Pre-training of
deep bidirectional transformers for language under-
standing. CoRR, abs/1810.04805.

Saptarshi Ghosh et al. 2023. Figbench: A benchmark
for figurative language understanding. arXiv preprint
arXiv:2305.16171.

Gamze Goren and Carlo Strapparava. 2024. Context
matters: Enhancing metaphor recognition in proverbs.
In Proceedings of the 2024 Joint International Con-
ference on Computational Linguistics, Language
Resources and Evaluation (LREC-COLING 2024),
pages 3825-3830.

Faezeh Hosseini, Mohammadali Yousefzadeh, and
Yadollah Yaghoobzadeh. 2026. FFE-hallu: Halluci-
nations in fixed figurative expressions: A benchmark
of idioms and proverbs in the persian language. In
Proceedings of the 19th Conference of the European

Chapter of the Association for Computational Lin-
guistics (Volume 1: Long Papers), pages 5222-5235,
Stroudsburg, PA, USA. Association for Computa-
tional Linguistics.

H Hrisztova-Gotthardt and M A Varga. 2015. Intro-
duction to paremiology: A comprehensive guide to
proverb studies. Sciendo, Berlin, Germany.

Anna Hiilsing and Sabine Schulte Im Walde. 2024.
Cross-lingual metaphor detection for low-resource
languages. In Proceedings of the 4th Workshop on
Figurative Language Processing (FigLang 2024),
pages 22-34, Stroudsburg, PA, USA. Association
for Computational Linguistics.

Hyeju Jang, Keith Maki, Eduard Hovy, and Carolyn
Rose. 2017. Finding structure in figurative language:
Metaphor detection with topic-based frames. In Pro-
ceedings of the 18th Annual SIGdial Meeting on Dis-
course and Dialogue, pages 320-330, Stroudsburg,
PA, USA. Association for Computational Linguistics.

Anubha Kabra, Emmy Liu, Simran Khanuja, Al-
ham Fikri Aji, Genta Winata, Samuel Cahyawijaya,
Anuoluwapo Aremu, Perez Ogayo, and Graham Neu-
big. 2023. Multi-lingual and multi-cultural figurative
language understanding. In Findings of the Associa-
tion for Computational Linguistics: ACL 2023, pages
8269-8284, Stroudsburg, PA, USA. Association for
Computational Linguistics.

Paria Khoshtab, Danial Namazifard, Mostafa Masoudi,
Ali Akhgary, Samin Mahdizadeh Sani, and Yadollah
Yaghoobzadeh. 2025. Comparative study of multilin-
gual idioms and similes in large language models. In
Proceedings of the 31st International Conference on
Computational Linguistics, pages 8680-8698.

Huiyuan Lai, Antonio Toral, and Malvina Nissim.
2023a. Multilingual multi-figurative language de-
tection. In Findings of the Association for Compu-
tational Linguistics: ACL 2023, pages 9254-9267,
Stroudsburg, PA, USA. Association for Computa-
tional Linguistics.

Huiyuan Lai et al. 2023b. MMFLD: A multilingual
multi-figure figurative language dataset. In Proceed-
ings of EMNLP.

Chen Liu, Fajri Koto, Timothy Baldwin, and Iryna
Gurevych. 2024. Are multilingual LLMs culturally-
diverse reasoners? an investigation into multicultural
proverbs and sayings. In Proceedings of the 2024
Conference of the North American Chapter of the
Association for Computational Linguistics: Human
Language Technologies (Volume 1: Long Papers),
pages 2016-2039, Stroudsburg, PA, USA. Associa-
tion for Computational Linguistics.

Nelson F. Liu et al. 2023. Maps: Multilingual annotated
proverbs dataset. arXiv preprint.

Harish Tayyar Madabushi, Edward Gow-Smith, Marcos
Garcia, Carolina Scarton, Marco Idiart, and Aline

160


https://github.com/ZOUHEIRBN/MEMPHIS-data
https://aclanthology.org/2022.emnlp-main.481/
https://aclanthology.org/2022.emnlp-main.481/
https://aclanthology.org/2023.emnlp-main.406/
https://aclanthology.org/2023.emnlp-main.406/
https://arxiv.org/abs/2305.16171
https://arxiv.org/abs/2305.16171
https://github.com/laihuiyuan/MMFLD/tree/main/data
https://github.com/laihuiyuan/MMFLD/tree/main/data
https://github.com/UKPLab/maps
https://github.com/UKPLab/maps

Villavicencio. 2022. SemEval-2022 task 2: Multi-
lingual idiomaticity detection and sentence embed-
ding. In Proceedings of the 16th International Work-
shop on Semantic Evaluation (SemEval-2022), pages
794-807.

Samar Mohamed Magdy, Sang Yun Kwon, Fakhraddin
Alwajih, Safaa Taher Abdelfadil, Shady Shehata, and
Muhammad Abdul-Mageed. 2025. JAWAHER: A
multidialectal dataset of arabic proverbs for LLM
benchmarking. In Proceedings of the 2025 Confer-
ence of the Nations of the Americas Chapter of the
Association for Computational Linguistics: Human
Language Technologies (Volume 1: Long Papers),
pages 12320-12341, Stroudsburg, PA, USA. Associ-
ation for Computational Linguistics.

Vlad Niculae and Cristian Danescu-Niculescu-Mizil.
2014. Brighter than gold: Figurative language in
user generated comparisons. In Proceedings of the
2014 Conference on Empirical Methods in Natural
Language Processing (EMNLP), pages 2008-2018,
Stroudsburg, PA, USA. Association for Computa-
tional Linguistics.

Soyoung Oh, Xinting Huang, Mathis Pink, Michael
Hahn, and Vera Demberg. 2026. Tug-of-war be-
tween idioms figurative and literal interpretations in
LLMs. In Proceedings of the 19th Conference of the
European Chapter of the Association for Computa-
tional Linguistics (Volume 1: Long Papers), pages
2942-2958, Stroudsburg, PA, USA. Association for
Computational Linguistics.

Qwen Team. 2024. Qwen2.5: A party of foundation
models.

D Sperber and D Wilson. 1986. Relevance: Communi-
cation and cognition. 142.

Minghan Wang, Viet Thanh Pham, Farhad Moghim-
ifar, and Thuy-Trang Vu. 2025. Proverbs run in
pairs: Evaluating proverb translation capability of
large language model. In Findings of the Associa-
tion for Computational Linguistics: ACL 2025, pages
1646-1662, Stroudsburg, PA, USA. Association for
Computational Linguistics.

Akira Yamaguchi, Wakako Hirao, and Masaaki Nagata.
2022. Hitachi at SemEval-2022 task 2: On the ef-
fectiveness of pre-trained language model for multi-
lingual idiomaticity detection. In Proceedings of the
16th International Workshop on Semantic Evaluation
(SemEval-2022), pages 818-825.

Gozde Ozbal, Carlo Strapparava, Serra Sinem Tekiroglu,
and Daniele Pighin. 2016. Learning to identify
metaphors from a corpus of proverbs. In Proceed-
ings of the 2016 Conference on Empirical Methods
in Natural Language Processing, pages 2060-2065,
Stroudsburg, PA, USA. Association for Computa-
tional Linguistics.

161

Label Error Rate |
Metaphorical 0.369
Moral/Advisory 0.430
Cause—Effect 0.376
Culture-Specific 0.181
None/Literal 0.295
Overall Hamming error 0.330
Sample Jaccard 1 0.439

Table 7: Manual validation of weakly supervised silver
labels over 149 matched held-out proverb concepts. Per-
label values report disagreement rates.

A Human Validation and Structural
Annotation

To provide a controlled validation layer beyond
the weakly supervised labels, we constructed a mu-
tually aligned subset of 83 proverb concepts that
were available in all seven target languages: Ara-
bic, English, French, German, Russian, Japanese,
and Spanish. This subset was selected to en-
able direct multilingual comparison under identi-
cal proverb concepts, reducing confounds caused
by uneven translation coverage across languages.
Each proverb was labeled using a multiple labels
with four possible figurative meanings forms la-
bels: Metaphorical, Moral/Advisory, CauseEffect,
Culture-Specific, and None.

Two annotators from authors independently an-
notated a common subset of 83 proverb concepts
following the guidelines described in Table 8 with
third annotator acted as reviewer. Table 9 shows the
inter-annotator agreement for the binary figurative-
versus-literal classification achieved a Cohen’s x
of 0.626 (81.9% raw agreement), indicating sub-
stantial agreement. For the multi-label figurative
properties, Cohen’s x ranged from 0.423 (Cause
andEffect) to 0.622 (None/Literal), with the highest
raw agreement observed for Culture-Specific Sym-
bolic (92.8%). Agreement over the complete mul-
tilabel annotation vectors yielded an exact-match
agreement of 55.4%, a sample-wise Jaccard sim-
ilarity of 67.9%, and a Hamming loss of 16.1%,
indicating that although annotators occasionally
differed on individual forms of figurative forms,
they generally identified highly overlapping sets of
figurative characteristics for each proverb.

Weak supervision Figurative binary Labeling
The combined ground-truth dataset was partitioned
into training (80%), validation (10%), and test
(10%) sets using a two-stage stratified split. First,
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Annotation Component

Description

Example and Rule

Task objective

Annotators classify each proverb according to its dominant
semantic or figurative structure. The goal is to capture how
the proverb conveys meaning.

Annotators focus on intended meaning rather than
grammar, translation quality, or personal agreement.

Input Each annotation item contains a proverb and its correspond- ~ source_id + proverb text.
ing source identifier.
Output A single-select label is assigned to each proverb. Annotators select multiple related forms/labels.
Metaphorical The proverb conveys meaning indirectly through symbolic ~ “The early bird catches the worm” bird imagery sym-
imagery, analogy, animals, objects, nature, or figurative  bolizes initiative.
comparison.
Moral / Advisory The proverb mainly provides advice, ethical guidance, warn- ~ “Honesty is the best policy” ethical guidance.

ing, or behavioral instruction.

Cause-Effect / Consequence

The proverb links actions, decisions, or conditions with
consequences or outcomes.

“You reap what you sow” actions lead to conse-
quences.

Culture-Specific Symbolic

The proverb depends on local culture, religion, historical
references, traditions, or culturally specific symbolism.

Proverbs involving tribal customs, religious symbol-
ism, or historically grounded expressions.

None

The proverb is treated as literal when its meaning can be un-
derstood directly and no symbolic interpretation is required.

if interpreted as direct meaning.

Decision rule

If multiple categories appear possible, annotators choose

overlap allowed between labels as one prverb might

tall representative labels.

carry multiple forms at the same time

Table 8: Annotation guideline for proverb figurative structure classification. Annotators assigned one or more of the
four figurative-form labels. The first four labels , Metaphorical, Moral/Advisory, Cause and Effect, and Culture-
Specific Symbolic, were treated as figurative structure labels, while None was treated as the literal class. Thus,
the annotation schema supports both fine-grained figurative structure analysis and binary figurative-versus-literal

evaluation.
Label Cohen’s Agree(%)
Figurative vs. Literal 0.626 81.9
Metaphorical 0.595 79.5
Moral / Advisory 0.576 85.5
Cause-Effect 0.423 79.5
Culture-Specific Symbolic 0.533 92.8
None (Literal) 0.622 81.9
Exact Match (Multilabel) - 55.4
Sample-wise Jaccard Similarity - 67.9
Hamming Loss| — 16.1

Table 9: Inter-annotator agreement for the proverb an-
notation task on the subset of 83 commonly annotated
proverb concepts. Cohen’s k is reported for the bi-
nary figurative-versus-literal task and for each multil-
abel property.

20% of the data was held out from the training set
and subsequently divided equally into validation
and test partitions. Stratification was performed on
the binary figurative-language label at both stages
to preserve the overall class distribution across
all splits. The final dataset comprises 325,298 in-
stances, including 260,238 training, 32,530 valida-
tion, and 32,530 test examples. Overall, the dataset
contains 139,002 figurative (42.7%) and 186,296
literal (57.3%) instances, corresponding to a class
balance ratio of 0.746. All partitions were gen-
erated using a fixed random seed of 42, and data
integrity was verified by confirming that the to-
tal number of instances remained unchanged after
splitting. As shown in Table 13 and Table 12, We
compare the performance of three baseline models
along with XLM-RoBERTa Base. Based on the
performance and McNemar evaluation we selected
was selected XLM-RoBERTa Base. The fine-tuned
model from the second experiment was applied

to all unique source proverbs in the multilingual
dataset to generate silver labels. The generated
labels were then propagated to all translations shar-
ing the same source proverb identifier, ensuring that
conceptually equivalent proverbs received consis-
tent labels regardless of language. Since weak su-
pervision inherently produces noisy labels, a small
number of targeted manual corrections were ap-
plied to verifiable Arabic and English proverbs to
mitigate the impact of obvious errors before pass-
ing the final labels to downstream models.

Weak Supervision Fine Grain multilabeling
For multi labeling fine grain figurative forms, we
compare multiple baseline models as reported in
Table 14 and we find that ES embeddings with
Logistic Regression achieved the highest Macro-
F1 (0.3640), outperforming the Random Preva-
lence Baseline (0.2765) and the Majority Base-
line (0.1772). This indicates that the model learns
meaningful patterns beyond label-frequency statis-
tics. Although the Majority Baseline achieved the
highest sample-level Jaccard, this primarily reflects
its tendency to predict dominant label combina-
tions rather than balanced performance across the
four fine-grained labels. We select ES with Lo-
gistic Regression for confidence-aware silver-label
generation.

Error Analysis of the Weak Supervision Labels
Three of the authors further manually validated
the silver labels for 149 held out proverb concepts,
matching instances by sourceid. As shown in
Table 7, agreement then assessed independently
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Figure 6: Validation Per-language Macro-F1 for the matched-size English and multilingual supervision conditions.
Both conditions augment the same source-language core with K = 300 concept-matched examples. Multilingual
addition is balanced across the six non-English languages (50 examples per language). Results averaged over five
seeds and evaluated on the same held-out nonEnglish test sets.

for the five fine-grained labels which show a low
Hamming error rate of 0.330. The manual and
silver label sets achieved a moderate sample level
Jaccard similarity = 0.439. Per-label error rates
ranged from 0.181 for Culture-Specific to 0.430 for
Moral/Advisory, indicating variation in silver-label
reliability across categories.

B Per-Language and Progression
Training Level Detail Results

Table 10 and 11 show detailed performance for
binary figurative-identification performance across
fine-grained diagnostic subsets. Also, Table 15 pro-
vides the complete per-language results across all
supervision levels and models. Performance varies
considerably by language, model, and supervision
level, with the strongest model often changing as
additional multilingual data are introduced.

C Models setting

Logistic Regression The TF-IDF vectorizer was
configured with a unigram and bigram range
(ngram_range=(1, 2)), a minimum document fre-
quency of 2, and a maximum of 20,000 features.
The Logistic Regression classifier was trained with
a maximum of 1,000 iterations. Multilingual
BERT (mBERT) The model was fine-tuned for 2
epochs with a batch size of 16, a learning rate of 2e-
5, and a weight decay of 0.01. A linear learning rate
scheduler with a 10% warmup period was applied
to stabilize early training. XLM-RoBERTaLarge
the modle trained for 3 epochs using the AdamW
optimizer. XLLM-R Base was fine-tuned with a

learning rate of 2e-5 and a batch size of 32, while
XLM-R Large was fine-tuned with a learning rate
of 5e-6 and the same batch size. Aya Expanse 8B
We fine-tuned Aya Expanse 8B using QLoRA with
4-bit NF4 quantization, LoRA adapters (r = 16,
a = 32, dropout = 0.05), one training epoch, a
learning rate of 2 x 10~%, cosine scheduling, and
gradient checkpointing. The effective batch size
was 16 (2 (E 8 gradient accumulation). Qwen2.5-
3B We fine-tuned Qwen2.5-3B-Instruct using the
same QLoRA configuration and optimization set-
tings. The effective batch size was 16 (4 (E 4 gradi-
ent accumulation).

D Validation of the analysis

Omnibus tests of cross-language differences in
the prevalence of fine-grained forms of figura-
tive forms To validate the multilingual consis-
tency of the analysis. As shown in Table 18 we
fitted separate logistic GEE models for each seman-
tic property, clustering observations by proverb
concept. After Holm correction across the four om-
nibus tests, none of the language effects remained
statistically significant. This indicates that the over-
all prevalence of the fine-grained properties was
broadly stable across languages, supporting their
use as cross-linguistic semantic dimensions while
allowing for limited descriptive variation.

McNemar significance analysis of models per-
formance. As shown in Tables 17 and 16 all
five models show significant differences between
0% and 100% multilingual supervision after Holm
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LR mBERT XLM-R Large

Testset 0% 10% 50% 100% A 0% 10% 50% 100% A 0% 10% 50% 100% A

Metaphor 0.397 0.495 0.533 0.568 +0.171 | 0.5032 0.5598 0.5855 0.5964 +0.0932 | 0.2749 0.2749 0.4865 0.5820 +0.307
Moral 0.410 0.532 0.546 0.563 +0.153 | 0.5221 0.5772 0.6037 0.5692 +0.0471 | 0.2896 0.2896 0.4473 0.5751 +0.2855
Cause 0.375 0479 0513 0.582 +0.207 | 0.4910 0.5347 0.5701 0.6141 +0.1231 | 0.2580 0.2580 0.4404 0.5511 +0.293
Culture 0.481 0.660 0.783 0.808 +0.327 | 0.5503 0.7782 0.7782 0.8420 +0.2917 | 0.2781 0.2781 0.5802 0.7957 +0.5176
None 0.456 0.406 0.396 0.376 -0.080 | 0.4088 0.3729 0.3717 0.3570 -0.0518 | 0.4078 0.4078 0.4296 0.5126 +0.1048
All 0.463 0.540 0.561 0.572 +0.108 ‘ 0.5161 0.5911 0.6108 0.6072 +0.0910 ‘ 0.3402 0.3402 0.4872 0.5811 +0.240

Table 10: Binary figurative-identification performance across fine-grained diagnostic subsets for Logistic Regression
(LR), mBERT, XLLM-R Base, and XLM-R Large under progressively increasing multilingual supervision. Each cell
reports subgroup F1, and A denotes the absolute gain from 0% to 100% training supervision. Fine-grained subsets

are non-exclusive because a proverb may carry multiple labels.

Aya-8B Qwen2.5-3B

Test Subset 0% 10% 50% 100% A 0% 10% 50% 100% A

Metaphorical 0.439 0.278 0.598 0.535 +0.095 | 0.275 0.382 0.569 0.587 +0.312
Moral/Advisory  0.551 0.293 0.605 0.588 +0.037 | 0.293 0.381 0.601 0.594 +0.301
Cause-Effect 0.535 0.262 0.588 0.605 +0.070 | 0.262 0.394 0.600 0.613 +0.351
Culture-Specific  0.493 0.278 0.743 0.775 +0.282 | 0.278 0.381 0.726 0.726 +0.448
Literal/None 0.423 0.500 0.429 0.328 -0.096 | 0.500 0.003 0.394 0.370 -0.130
All 0.524 0.342 0.616 0.597 +0.073 ‘ 0342 0.329 0.624 0.620 +0.278

Table 11: Binary figurative-identification performance across fine-grained diagnostic subsets for multilingual
instruction-tuned LLMs under progressively increasing multilingual supervision. Each cell reports Macro-F1, and A
denotes the absolute gain from 0% to 100% supervision. Fine-grained subsets are non-exclusive because a proverb

may carry multiple labels.
Model Macro-F1  (0)F1 (1) F1
XLM-R Base 09423 09507 0.9339
TF-IDF + Linear SVM 09123 09277 0.8968
TF-IDF + LR 0.9095 09237 0.8889
TF-IDF + Multinomial NB  0.8508  0.8825  0.8190

Table 12: Performance of the binary weak-supervision,
(0) denotes Literal label, and (1) denotes figurative label.

Comparison nip  no1 Stat  prolm
MNB vs. XLM-R Base 885 3684 1713.461 < .001
LR vs. XLM-R Base 799 1906 452213 < .001
SVMvs. XLM-R Base 863 1792  324.363 < .001

Table 13: Pairwise McNemar comparisons between
XLM-R Base and TF-IDF classical weak-supervision
baselines. n1g denotes instances correctly classified by
the first model but not the second and ng; denotes the
reverse. p-values show Holm-adjusted across pairwise
comparisons.

correction (pgoim < .011), with ng; > nig in
every case. Thus, full multilingual supervision
consistently corrects more test errors than it in-
troduces. At 100% supervision, only LR and
Qwen2.5-3B differ significantly after Holm cor-
rection (Pgolm = -027); all other pairwise model
differences are non-significant.

Model Macro-F1 1 Sample Jaccard 1
E5+LR 0.3640 £ 0.1045 0.2667 £ 0.0862
ES5 + Classifier Chain ~ 0.3112 £ 0.1021 0.1336 £ 0.0345

Random Baseline
ES + Ridge

0.2765 £ 0.0086
0.2702 £ 0.0757
0.1772 £ 0.0035

0.2062 =+ 0.0100
0.2898 £ 0.0842
0.3386 + 0.0267

Majority Baseline

Table 14: Weak-supervision for multi-label fine grain
labels models comparison. Repeated 5x5 multi-label
cross-validation results.sample-level Jaccard evaluates
the overlap between the predicted and gold label sets
for each proverb.
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Table 15: Per-language Macro-F1 across multilingual supervision levels. Bold values indicate the highest-performing
model for each language and supervision level.

Language  Supervision LR mBERT XLM-R Large Aya-8B Qwen2.5-3B

0% 0.333 0.452 0.333 0.399 0.333

Arabic 10% 0.376 0.614 0.333 0.333 0.333

50% 0.440 0.636 0.333 0.751 0.582

100% 0.500 0.615 0.333 0.617 0.674

0% 0.530 0.503 0.358 0.587 0.367

Enelish 10% 0.535 0.610 0.358 0.367 0.322

& 50% 0.531 0.594 0.514 0.603 0.625

100% 0.575 0.572 0.591 0.582 0.604

0% 0.353 0.550 0.355 0.544 0.355

French 10% 0.577 0.586 0.355 0.355 0.311

50% 0.530 0.611 0.533 0.639 0.629

100% 0.531 0.639 0.600 0.621 0.661

0% 0.497 0.465 0.347 0.482 0.347

German 10% 0.540 0.629 0.347 0.347 0.319

50% 0.596 0.638 0.440 0.639 0.641

100% 0.605 0.628 0.565 0.584 0.629

0% 0.310 0.488 0.310 0.514 0.310

Japanese 10% 0.310 0.409 0.310 0.310 0.350

P 50% 0.350 0.476 0.310 0.479 0.502

100% 0.449 0.527 0.597 0.513 0.493

0% 0.535 0.510 0.342 0.481 0.342

Russian 10% 0.569 0.592 0.342 0.342 0.325

50% 0.598 0.650 0.502 0.643 0.665

100% 0.591 0.621 0.565 0.641 0.660

0% 0.328 0.418 0.312 0.480 0.312

Spanish 10% 0.575 0.645 0.312 0.312 0.353

p 50% 0.654 0.649 0.531 0.627 0.646

100% 0.616 0.631 0.566 0.609 0.609
Comparison nio no1 x? PHolm
LR: 0% vs 100% 230 291 6.910 0.011
mBERT: 0% vs 100% 215 312 17.488 <.001
XLM-R Large: 0% vs 100% 248 334 12414 0.001
Aya-8B: 0% vs 100% 293 365 7.661 0.011

Qwen2.5-3B: 0% vs 100% 272 405 25.737 <.001

Table 18: Omnibus tests of cross-language differ-

Table 16: McNemar tests comparing source-only and ences in the prevalence of fine-grained forms of
full multilingual supervision. Holm-adjusted significant figurative forms.
values are shown in bold.
Property x? df p Holmp
Comparison nip nNoi x> PHoim Metaphorical 14.65 6 .023 .070
LR vs mBERT 147 192 5711 0152 Moral/Advisory ~ 812 6 229 229
LR vs XLM-R 257 270 0273 1.000 Cause—EffeCt. 16.08 6 .013 .053
LR vs Aya 173 210 3.384 0461 Culture-Specific  12.49 6 .052 104
LR vs Qwen 170 231 8978 0.027 . - X X -
mBERT vs XLM-R 246 214 2.089 0742 Separate logistic general}zed estimating equation mod-
mBERT vs Aya 118 110 0215  1.000 els were fitted for each binary property, with language
mBERT vs Qwen 120 136 0.879  1.000 as a categorical predictor and robust standard errors
XLM-R vs Aya 217 241 1.155 1.000 clustered by proverb Concept.
XLM-R vs Qwen 190 238 5161 0.185
Aya vs Qwen 99 123 2383  0.736

Table 17: Pairwise McNemar tests among models under
full multilingual supervision. Holm-adjusted significant
values are shown in bold.
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Trans. ID Aligned

Approximate English gloss

(Langt) proverb
945642 (DE) Ohne  FleiSS
kein Preis.
18370 (EN)  No pain, no
gain.
2991444 C’est par le
(FR) labeur que 1’on
fait son beurre.
6361745 No hay premio
(ES) sin esfuerzo.

No prize without diligence; re-
places sweat with diligence.
Uses pain and gain to convey the
same general lesson.

Through labor one makes one’s
butter; uses work and food im-
agery.

There is no reward without effort.

Table 19: Aligned multilingual realizations of the
Culture-Specific proverb concept No sweet without
sweat. The realizations saved a broadly shared effort
and reward relation, yet they use different culturally fa-

miliar images.
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