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Abstract

Pain is one of the most common and clinically
important symptoms, reflecting disease onset,
progression, and treatment response. However,
pain is difficult to accurately capture and inter-
pret from medical text, as its expression varies
across languages, documentation types, and pa-
tient demographics, and is often embedded in
terminology, negation, temporality, and contex-
tual descriptions. Existing pain-related studies
remain largely monolingual or limited to nar-
row clinical settings. In this study, we introduce
PAINT, a multilingual framework for studying
pain representation across medical exams and
real-world clinical texts. PAINT includes nine
pain-focused dataset partitions spanning En-
glish, Spanish, Portuguese, and Japanese, with
clinician annotations in all four languages. We
curated a structured schema covering pain rele-
vance, pain presence, anatomical location, pain
descriptors, and demographic information. To
capture multilingual pain representations, we
leverage large language models (LLMs) and
adopt an ensemble strategy to improve perfor-
mance. Ten clinicians across four languages val-
idate the labels: the ensemble reaches macro-F1

of 0.91-1.00 on pain relevance and pain pres-
ence and 92-100% accuracy on demographics,
with inter-annotator x of 0.82—1.00. We release
the WorldMedQA-Pain ensemble labels, the ex-
traction pipeline, validation scripts, and clini-
cian annotation sheets for publicly licensed cor-
pora, providing a foundation for pain-centered
clinical NLP and for studying pain documenta-
tion across languages and healthcare contexts.
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Figure 1: Overview of PAINT: medical licensing exam-
inations and clinical text in four languages, annotated
with an ensemble of open-weight language models and
validated by clinicians.

1 Introduction

Pain is a common and consequential symptom in
clinical care, and prior work has shown that its as-
sessment, treatment, and documentation vary with
patient race, gender, age, and language (Singhal
et al., 2016; Hoffmann and Tarzian, 2001; Eccle-
ston et al., 2021; Rambachan et al., 2023; Lor and
Koleck, 2022). Such variation may affect clinical
decision making. Studying these differences across
languages, document types, and patient demograph-
ics is therefore relevant both to clinical practice
and to the evaluation of robustness and fairness in
large language model (LLM)-based clinical NLP
systems.
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Multilingual clinical NLP primarily relies on two
types of resources. Medical licensing examination
benchmarks, such as MedQA and WorldMedQA,
evaluate structured clinical knowledge in standard-
ized exam settings (Jin et al., 2021; Alonso et al.,
2024; Matos et al., 2025). Real-world clinical cor-
pora, including MIMIC and BRIDGE, capture how
clinicians document patient encounters in routine
practice (Johnson et al., 2016; Wu et al., 2026).
The two offer different views of medical language:
one reflects what medicine teaches, the other how
medicine is practiced.

Despite growing interest in pain-related NLP,
available resources remain limited in both linguistic
and clinical diversity. A recent systematic review
identified small sample sizes, monolingual datasets,
and the underrepresentation of non-English popu-
lations as persistent challenges in the field (Rajwal,
2024). Existing annotated pain corpora have simi-
larly focused on English clinical text, including UK
mental health records annotated for pain relevance,
anatomical location, and pain character (Chaturvedi
et al., 2023), and US clinical notes annotated for
chronic pain episodes, causes, locations, severities,
and medications (Carlson et al., 2020). To date, no
resource provides a unified multilingual represen-
tation of pain across both medical education and
clinical practice.

In this work, we present PAINT, to our knowledge
the first multilingual framework for analyzing pain
representation across Portuguese, Japanese, Span-
ish, and English. PAINT is a data resource, and
the LLM ensemble serves as its labeling methodol-
ogy, with open-weight models benchmarked against
clinician-annotated labels. We began from a clini-
cal question, how pain is documented and how that
documentation changes with language and patient
demographics, and selected corpora accordingly.
Cross-language corpora with matched documenta-
tion purpose for pain are scarce, so we work with
the real-world clinical text that is available, in which
pain appears incidentally rather than by design.
PAINT comprises two resources: WorldMedQA-
Pain, containing 2,963 medical licensing exami-
nation questions, and BRIDGE-Pain, containing
17,795 real-world clinical records. Pairing exam
and clinical text within each language under a com-
mon schema, with clinician validation across all
four languages, enables within-language compar-
isons between exam and clinical text. Figure 1 pro-
vides an overview of the PAINT framework.

Our contributions are threefold:

(1) Resource. A multilingual pain dataset that
pairs medical-licensing-exam text with real clini-
cal notes under one structured schema across four
languages, with clinician-validated labels and a re-
leased extraction pipeline. The validated labels also
serve as an evaluation set for pain extraction, useful
for testing clinical NLP systems and LLMs, espe-
cially in non-English settings where such data are
scarce.

(2) Methodology. A reproducible, clinician-
validated labeling pipeline with three methodolog-
ical strengths: generalizability, a cross-lingual,
cross-corpus pain extraction and labeling frame-
work; transferability, the pipeline validated on
WorldMedQA-Pain transfers to BRIDGE-Pain,
where clinician review confirms macro-F1 of at
least 0.91 for pain relevance and pain presence
and at least 92% accuracy for demographics across
all five clinical corpora; and efficiency, the open-
weight ensemble matches GPT-5 on the consensus
subset and runs locally on a single GPU, making it
usable on controlled-access clinical corpora and in
resource-constrained settings.

(3) Documentation. We document the released
labels per partition: sample sizes, consensus cov-
erage, pain relevance and presence rates, and de-
mographic field coverage, together with the annota-
tion protocol, clinician instructions, and every inter-
annotator disagreement, so that users can judge the
reliability of each field and partition before reusing
them.

2 Related Work

Pain disparities and clinical bias. Recent studies
suggest that Al systems may reproduce the dispari-
ties in pain assessment and treatment documented
across race, gender, age, and language (Singhal
et al., 2016; Hoffman et al., 2016; Hoffmann and
Tarzian, 2001; Eccleston et al., 2021; Rambachan
etal., 2023). In knee radiography, radiologist-based
severity grading explains only a small share of
racial disparities in reported pain, whereas a model
trained on patients’ own pain reports explains sub-
stantially more of them (Pierson et al., 2021); de-
mographic bias has also been observed in LLM-
assisted opioid prescribing and pain management
(Omar et al., 2026, 2025). Beyond clinical predic-
tion, Berke et al. (2026) propose a computational
theory of intuitive pain reasoning, modeling how hu-
mans infer and describe pain through mechanisms
analogous to intuitive physics and theory of mind.
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Multilingual clinical resources. Examination
datasets such as MedQA (Jin et al., 2021), MedM-
CQA (Pal et al., 2022), MedExpQA (Alonso et al.,
2024), and WorldMedQA-V (Matos et al., 2025)
evaluate clinical knowledge across one or multi-
ple languages. In parallel, clinical corpora such as
MIMIC-III and MIMIC-IV (Johnson et al., 2016,
2023) and the ICU databases unified by ricu (Pol-
lard et al., 2018; Faltys et al., 2021; Thoral et al.,
2021; Bennett et al., 2023) provide large-scale
records of routine clinical documentation. More
recently, BRIDGE (Wu et al., 2026) has expanded
clinical benchmarking across institutions and lan-
guages, and DRAGON (Bosma et al., 2025) across
Dutch clinical NLP tasks. However, none of these
resources represents pain as a standardized, struc-
tured variable suitable for cross-lingual analysis.

LLM-based clinical information extraction.
Few-shot prompting makes large language mod-
els effective clinical information extractors with-
out task-specific fine-tuning (Agrawal et al., 2022),
and chain-of-thought prompting (Wei et al., 2022)
and self-consistency decoding (Wang et al., 2023)
further improve their reasoning. Ensemble rea-
soning enhances the stability and consistency of
structured clinical extraction (Chang et al., 2024).
PAINT builds on this work by using two multilin-
gual chain-of-thought prompting pipelines and re-
quiring agreement among three models to generate
high-precision silver annotations at scale.

3 Multilingual Medical Data Collection

WorldMedQA-Pain. WorldMedQA-Pain is con-
structed from the text-only national licensing exam-
ination partitions assembled by the WorldMedQA
team as an extension of WorldMedQA-V (Matos
et al., 2025), retaining four partitions in their origi-
nal languages. The resulting corpus contains 2,963
instances spanning Brazilian Portuguese, Japanese,
Spanish, and English. The four partitions corre-
spond to REVALIDA (Brazil), the National Medi-
cal Licensing Examination (Japan), MIR (Spain),
and PLAB (United Kingdom). Each instance car-
ries clinician-annotated labels for pain relevance
and pain presence, produced under the multilingual
annotation protocol described in Appendix .

BRIDGE-Pain. BRIDGE-Pain is derived from
the multilingual BRIDGE benchmark (Wu et al.,
2026) and consists of five clinical-text partitions:
MEDIQA 2023 Chat-A (English doctor—patient dia-

logues) (Abacha et al., 2023), MIMIC-III Outcome
(English ICU discharge summaries) (van Aken
et al., 2021), Cantemist (Spanish oncology reports)
(Miranda-Escalada et al., 2020), Brateca (Brazilian
Portuguese electronic health records) (Consoli et al.,
2022), and IFMIR (Japanese medication-safety in-
cident reports) (Wong et al., 2024). We retain the
complete MEDIQA and Cantemist partitions and
randomly down-sample MIMIC-III, Brateca, and
IFMIR to 5,000 records each. The final BRIDGE-
Pain corpus contains 17,795 clinical documents,
all annotated with the same multilingual ensem-
ble pipeline and validated by clinicians on sampled
records.

4 Pain and Demographic Annotation

We extract pain and demographic information us-
ing two chain-of-thought prompting pipelines (Wei
et al., 2022; Kojima et al., 2022), one for pain at-
tributes and one for demographic attributes. All
source texts are processed in their original lan-
guages. Hierarchical constraints on the pain labels
are enforced in the prompt. The complete prompts
are provided in Appendix D.

Annotation schema. Each record is described by
five fields organized under a hierarchical schema.
Fain relevance indicates that the text mentions pain
in any way, including a pain term, synonym, or
derivative (e.g., painful, painless, or painkiller), as
well as an explicit denial of pain. Pain presence,
conditioned on relevance, indicates that pain is as-
serted to be present in the patient at least once. A
record in which the only pain mention is a denial or
refers to an attribute of an intervention is therefore
relevant but not pain-present. Anatomical location,
conditioned on pain presence, records the anatom-
ical site or sites of pain as stated in the text, in
concise medical terminology, or unspecified when
pain is present but no site is named. Pain descrip-
tors capture free-text descriptions of pain quality.
Demographics include age, gender, ethnicity, and
occupation when stated in the text. The distinc-
tion between relevance and presence is the central
design choice of the schema: it separates records
that mention pain from those in which pain is actu-
ally present, ensuring that denials and intervention-
related mentions are not counted as pain. Table 1
gives examples of such mentions in each language.

Model selection.
LLMs

We evaluate five open-weight
on WorldMedQA-Pain using native-
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Lang Pain mention in source Reason
en “She has no pain” denial
es “sin fiebre ni dolor” (no denial
fever or pain)
pt “nédulo indolor” (pain- painless
less nodule)
ja filEORIEER  EYE (painless)

(painless swelling)

Table 1: Examples where pain is mentioned but not
asserted in the patient, the mention-without-presence
case, agreed by all three models. The trace is an explicit
denial or a painless-type derivative. Quotes are excerpts
from the source text.

language inputs, with GPT-5 (gpt-5-2025-08-07)
included as a proprietary reference. As shown in
Table 2, Gemma-4-E4B (4B), Qwen3-8B (8B), and
DeepSeek-R1-Distill-Qwen-32B (32B) perform
best overall, with macro-F1 scores ranging from
0.87 to 0.97 for pain relevance and pain presence
across the four partitions. LLaMA-3.1-8B and
MedGemma-4B score lower across the partitions
and are not included in the ensemble.

Ensemble strategy. PAINT combines the three
highest-performing open-weight models into a con-
sensus ensemble; performance on non-consensus
rows is reported in Table 3.

Let yi(m) denote the prediction of model m €
{1,2,3} for instance 4, and let L denote absten-
tion. For the binary tasks of pain relevance and

pain presence, we use a strict three-way agreement

rule:
N L L
vi 1, otherwise.

The consensus subset is S = {i : §; # L}, and en-
semble coverage is defined as |S|/N, where mem-
bership in S requires agreement on both pain fields.
This rule prioritizes precision over recall by restrict-
ing downstream analyses to instances on which all
three models agree.

For demographic attributes, we use majority vot-
ing over non-null predictions, retaining a value
when at least two models agree and leaving the field
missing when the predictions conflict without a ma-
jority. Thus, a value produced by only one model is
retained only when no other model provides a con-
flicting prediction. Anatomical location and pain
descriptors are represented as lists and aggregated
item by item under the same two-of-three agreement
rule. If only one model provides a list, its predic-
tions are retained; otherwise, an item is retained

only if at least two models include it. This strat-
egy provides higher coverage for sparse attributes,
such as ethnicity and occupation, for which requir-
ing unanimous agreement across all three models
would result in substantial data loss.

The abstain subset. The strict agreement rule
sets aside 7—11% of WorldMedQA-Pain rows and
up to 31.8% of Brateca. Because WorldMedQA-
Pain provides clinician-annotated labels for ev-
ery row, including abstained rows, we can assess
whether the abstain subset is systematically harder
than the consensus subset. Table 3 reports macro-
F1 for both pain fields on the abstain subset for
each individual model, the 2-of-3 majority vote,
and GPT-5, with the 0.92-0.99 performance on
the consensus subset serving as a reference. Diffi-
culty is concentrated in pain presence: no system
exceeds 0.75, and GPT-5 reaches only 0.63-0.73,
whereas pain relevance is more recoverable (GPT-
5: 0.80-0.98). These results indicate that the dis-
agreements leading to abstention are associated pri-
marily with uncertainty about pain presence rather
than pain relevance. Thus, the consensus subset is
enriched for cases in which pain presence can be
determined more reliably, rather than representing
a random sample of the corpus.

Normalisation. We apply a deterministic post-
processing pipeline to normalize demographic val-
ues across languages. Age is represented in years
by the first numeric value in the extracted age field;
ages under one year are recorded as 0. Gender is
mapped to the binary labels male and female using
a cross-lingual dictionary. Ethnicity and occupa-
tion are preserved as free text. Values that cannot
be normalized are recorded as null.

5 Clinician Validation

The extracted annotations were validated by ten
clinicians, two per dataset. For each BRIDGE-Pain
dataset, each of its two annotators independently
reviewed a random sample of 100 records, and for
each WorldMedQA-Pain partition, 30 records.

For WorldMedQA-Pain, clinician validation cov-
ered the demographic attributes of age, gender, and
occupation, while pain relevance and pain presence
were evaluated against the clinician-annotated la-
bels. For BRIDGE-Pain, clinicians validated pain
relevance, pain presence, age, gender, and occupa-
tion; anatomical location, pain descriptors, and eth-
nicity were not validated. To assess inter-annotator
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Brazil Japan Spain UK
Model Rel.  Pres. Rel. Pres. Rel. Pres. Rel Pres.
Independent evaluation
Gemma-4-E4B 0.894 0.872 0972 0.951 0.905 0.921 0.946 0.936
Qwen3-8B 0.879 0.873 0.948 0.956 0913 0917 0.931 0.932
DeepSeek-R1-Distill-Qwen-32B  0.870 0.872 0.936 0.965 0.889 0.892 0.935 0.949
LLaMA-3.1-8B 0.668 0.744 0.657 0.751 0.674 0.738 0.718 0.810
MedGemma-4B 0.685 0.730 0.786 0.782 0.791 0.808 0.810 0.824
GPT-5' 0.910 0.892 0.993 0.970 0.927 0.929 0.954 0.951
Ensemble on the consensus subset
Coverage 88.9% 92.9% 92.4% 91.0%

0922 0916 0.992 0.992 0935 0.960 0.961 0.969
0.925 0915 0995 0.989 0.937 0.955 0.966 0.978

3-model ensemble
GPT-51

Table 2: Macro F1 for pain relevance and pain presence on WorldMedQA-Pain. “Rel.” and “Pres.” denote pain
relevance and pain presence, respectively. Independent reports each model evaluated on the full corpus. Ensemble
reports the ensemble, and GPT-5 for comparison, evaluated on the consensus subset, consisting of records on
which all three selected models agree on both pain fields. Coverage is the fraction of the full corpus retained in the
consensus subset. GPT-5 is included as a proprietary reference.

Brazil Japan Spain UK
Model Rel. Pres. Rel. Pres. Rel. Pres. Rel. Pres.
Gemma-4-E4B 0.68 046 0.81 050 069 0.62 079 056
Qwen3-8B 0.56 050 060 0.61 076 0.61 062 053
DeepSeek-R1-Distill-Qwen-32B  0.46  0.56 049 0.75 0.53 047 0.62 0.75
2-0f-3 majority vote 0.60 053 070 0.71 0.81 0.68 0.75 0.73
GPT-57 080 0.64 098 073 085 0.68 0.83 0.63

Table 3: Pain macro-F1 on the non-consensus, or abstain, rows of WorldMedQA-Pain, for each model, the 2-of-3
majority vote, and GPT-5%. All systems score below the consensus macro-F1 of 0.92 to 0.99 in Table 2, most on
pain-presence. Best per column in bold; fproprietary reference.

reliability, the two annotators assigned to each parti-
tion independently annotated an overlapping subset
of 50 BRIDGE-Pain records and 10 WorldMedQA-
Pain records, without communication or access to
each other’s labels. Annotation dates for all annota-
tors are reported in Appendix G.

Metrics are defined under Tasks and metrics be-
low. A blank value confirmed as correctly absent
counts as correct, and agreement between clinicians
requires an exact match of normalised values, with
two blanks counted as a match. Percentage agree-
ment is used for demographic fields because high-
cardinality or single-category samples can make «
unstable or undefined; demographic « values and
the matching rules are given in Appendix E.

As shown in Table 5, the ensemble achieves
macro-F1 scores of 0.91-1.00 on BRIDGE-Pain,
comparable to its 0.92-0.99 performance on
WorldMedQA-Pain.  Demographic extraction
reaches 92—-100% accuracy across all five clini-

cal datasets. Inter-annotator agreement is simi-
larly high, with x = 0.88-1.00 for pain relevance,
k = 0.87-1.00 for pain presence, and 90-100%
agreement for demographic attributes across the
BRIDGE-Pain and WorldMedQA-Pain overlaps.
Wherever defined, demographic « values range
from 0.82 to 1.00, corresponding to almost-perfect
agreement under the Landis and Koch (1977) scale.
Detailed per-field results, confusion matrices, and
all observed disagreements are provided in Ap-
pendix E.

Tasks and metrics. PAINT is formulated as a
multilingual information extraction benchmark. Ta-
ble 4 lists each clinician-validated field with its
task, definition, input, output, and evaluation metric.
We report macro-F1 for the binary pain tasks, the
unweighted mean over the True and False classes
of F} = %, and accuracy for demographic ex-
traction, the fraction of records whose extracted
value matches the clinician-confirmed value. Inter-
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Field Task  Definition Input  Output Metric

Pain relevance  IE Pain-related concepts Text True / False Macro-F1
Pain presence IE Pain assertion in the patient Text True / False Macro-F1
Age IE Patient’s age Text Number Accuracy
Gender IE Patient’s gender Text Male / Female Accuracy
Occupation IE Patient’s occupation Text Text Accuracy

Table 4: The PAINT extraction pipeline, with each field’s task, definition, input, output, and metric. IE: information

extraction.

Pain Demographics

Occ.

Dataset Rel. Pres. Age Gen.

(a) Ensemble vs. clinician (F1 / acc)

MEDIQA 091 096 99 99 99
MIMIC-IIT 095 096 99 100 96
Cantemist 0.98 1.00 100 97 97
IFMIR 1.00 1.00 92 95 97
Brateca 1.00 097 97 100 100

(b) Clinician vs. clinician (x / %)

MEDIQA 0.88 1.00 100 100 98
MIMIC-IIT 0.88 0.92 100 100 98
Cantemist 1.00 1.00 100 100 100
IFMIR 092 1.00 100 100 100
Brateca 1.00 0.87 98 98 100

Table 5: Clinician validation on BRIDGE-Pain, with 100
records per clinician and a 50-record overlap per dataset.
Panel (a): ensemble versus clinician annotations; macro-
F1 is reported for pain relevance and pain presence, and
accuracy for demographic extraction. Panel (b): agree-
ment between the two clinicians on the overlapping sub-
set; Cohen’s k is reported for the binary pain fields and
percentage agreement for demographic fields.

annotator agreement is measured using Cohen’s

= 1"%;’: for pain relevance and pain presence,
where p,, is observed agreement and p, the agree-
ment expected from the two annotators’ marginals,
and percentage agreement (p,) for demographic

attributes.

6 Availability and Dataset Statistics

Reproducibility. We release the extraction
pipeline, prompts, schema, validation and agree-
ment scripts, WorldMedQA-Pain labels, and
clinician annotation sheets (source text removed)
for the publicly licensed corpora; sheets for
credentialed corpora are provided on request. The
released consensus labels cover pain relevance
and pain presence; anatomical location, pain
descriptors, and demographic fields are provided
as per-model raw outputs and can be aggregated
with the released scripts. The clinician gold labels
for WorldMedQA-Pain will be made available

in a subsequent version. BRIDGE-Pain cannot
be redistributed under the underlying corpus
licenses, but users with access can regenerate the
labels using the released pipeline. Every number
in Tables 5, 10, 11 and 13 reproduces from the
sheets with the released scripts, as documented in
Appendix E.

Dataset statistics. Tables 6 and 7 summarise the
released labels per partition. The label distributions
differ substantially between partitions and are not
comparable prevalence estimates.

7 Conclusion

We introduced PAINT, to our knowledge the first
multilingual resource for pain representation across
medical licensing examinations and real-world clin-
ical text in English, Spanish, Portuguese, and
Japanese. It contributes clinician-validated pain
and demographic annotations and the open-weight
labeling pipeline.

PAINT is intended as a benchmark for multilin-
gual clinical information extraction and as infras-
tructure for studying how pain documentation, and
the demographic detail attached to it, varies across
languages and care settings, including whether large
language models reproduce known disparities in
pain assessment. The pipeline extends to further
languages and document types with minimal adap-
tation.

Limitations

Cross-partition comparability. Corpus purpose,
language, country, and healthcare system co-vary
across the nine partitions, so the label distributions
in Table 6 characterise each corpus rather than es-
timate prevalence. Differences between partitions
should be read as corpus-purpose effects rather than
as cultural claims about pain experience.

Scope. PAINT captures pain as documented by
clinicians and examination writers, not as reported
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Split Lang n PP-res. Pain-pres. Age Gender Ethnicity Occupation
WorldMedQA-Pain (exam corpus, n=2,963)

Brazil REVALIDA pt 904 804 (88.9%)  271(33.7%) 83.1%  84.6% 1.9% 9.0%
Japan NLE ja 742 689 (92.9%) 112 (16.3%) 49.8%  49.9% 0.6% 5.2%
Spain MIR es 1,049 969 (92.4%) 136 (14.0%) 44.3%  42.6% 0.4% 2.0%
UK PLAB en 268 244 (91.0%) 90 (36.9%) 95.5%  98.4% 0.8% 2.1%
BRIDGE-Pain (clinical text, n=17,795)

MEDIQA chat-A  en 1,501 1,402 (93.4%) 286 (20.4%) 14.1%  40.2% 3.0% 7.1%
MIMIC-III Mort.  en 5,000 3,993 (79.9%) 2,542 (63.7%) 87.0% 100.0% 89.6% 41.5%
Cantemist-NER es 1,294 1,091 (84.3%) 740 (67.8%) 95.6%  98.6% 1.9% 14.9%
IFMIR-Incident ja 5,000 4,744 (94.9%) 389 (8.2%) 7.5% 4.2% 0.0% 3.2%
Brateca-Mort. pt 5,000 3,411 (68.2%) 2,392 (70.1%) 99.8%  99.9% 73.8% 7.9%
Total 20,758 17,347 (83.6%) 6,958 — — — —

Table 6: Sample budget per split. n: extracted records. PP-res.: rows where all three models agree on both pain
fields. Pain-pres.: pain-presence-positive rows within PP-resolved. Demographic columns give ensemble coverage
within the PP-resolved rows. The three largest partitions are down-sampled to 5,000; Cantemist and MEDIQA are in

full.

Brazil Japan Spain UK
Language pt ja es en
Exam REVALIDA NLE MIR PLAB
Years 2011-23  2022-24 2018-23 2025
n items 904 742 1,049 268
Pain-rel. % 36.5 17.5 15.9 38.8
Pain-pres. % 30.0 15.1 13.0 33.6
Location % 27.8 14.7 11.8 32.8

Table 7: WorldMedQA-Pain per-partition statistics. Pain
rates are from the three-model ensemble; clinician-
annotated labels only validate it, see Appendix I and
Table 2. The Location column is the share of items with
a non-empty pain-location.

by patients; none of the source corpora carry nu-
meric pain scores. The schema is designed to ac-
commodate structured pain-intensity scores and
patient-reported pain once corpora with such data
become available.

Restricted data availability. The five BRIDGE-
Pain partitions cannot be redistributed, so the clini-
cal half of the resource must be regenerated by users
with access to the source data, using the released
pipeline.

Language-variety mismatch. Unlike the Span-
ish and Japanese partitions, the English partitions
are not country-matched: WorldMedQA-Pain uses
the UK PLAB examination, whereas BRIDGE-
Pain contains US clinical corpora (MEDIQA and
MIMIC-III), so exam-versus-clinical differences in
English are confounded with British versus Ameri-
can clinical language. Also, both Portuguese par-
titions are Brazilian, so European Portuguese pain

vocabulary is not represented.

Ethics Statement

Data governance and human annotation.
PAINT combines public medical licensing ex-
aminations with multilingual clinical corpora.
WorldMedQA contains no patient-identifiable infor-
mation, and the pain annotation study was granted
IRB exemption by MIT. The annotation effort was
conducted by ten clinicians (nine physicians and
one pharmacist), all fluent in the source languages
and listed as co-authors. Annotation procedures
and timelines are documented in Appendix G.

Clinical data and redistribution. The five
BRIDGE-Pain corpora are used in accordance with
their original licensing and ethical frameworks, in-
cluding the PhysioNet Credentialed Health Data Li-
cense for MIMIC-III. PAINT does not redistribute
source clinical text. Clinician annotation sheets are
released with all source text removed for corpora
whose licenses permit it (WorldMedQA, Cantemist,
IFMIR); for the remaining corpora (MIMIC-III,
MEDIQA, Brateca) they are provided on request to
users with access to the underlying corpus.

Intended use. PAINT is designed to support mul-
tilingual clinical NLP research, information extrac-
tion, and fairness auditing. It is not intended for
clinical diagnosis, treatment recommendation, or
automated triage. Because demographic attributes
may be sensitive, demographic results for restricted
clinical datasets are reported as aggregate statis-
tics; the only record-level values shown are the sev-
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enteen annotation disagreements in Appendix E,
which carry no identifiers.
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A Compute and infrastructure

PAINT uses inference only, no model is trained or
fine-tuned. The ensemble runs three open-weight
models — Gemma-4-E4B (4B), Qwen3-8B (8B),
and DeepSeek-R1-Distill-Qwen-32B (32B) — un-
der 4-bit quantization, with GPT-5 (gpt-5-2025-08-
07) included as a proprietary reference accessed
through the OpenAl API. Open-weight inference
was run on a single NVIDIA A100 (40 GB) or L4
(24 GB) GPU, with 4-bit NF4 quantization via bit-
sandbytes. GPT-5 was queried via API and used no
local compute.

B Pain descriptor vocabulary by language

Table 8 lists frequent tokens in the pain descrip-
tors field (pain_ type) per language across both
corpora. Japanese descriptors are compounds end-
ing in J& that fuse location and quality in one
word, whereas English, Spanish, and Portuguese
use location-independent adjectives (sharp, pun-
zante, aguda) that translate almost directly among
themselves.

L. Frequent pain descriptor tokens (count across
WorldMedQA-Pain + BRIDGE-Pain)

en pressure (153), sharp (129), discomfort (125), radiating
(120), tenderness (107), intermittent (92), constant (62),
burning (54), dull (43)

pt aguda ‘sharp/acute’ (227), desconforto ‘discomfort’
(106), dor ‘pain’ (72), intermitente ‘intermittent’ (65),
cefaleia ‘headache’ (57), continua ‘continuous’ (53),
difusa ‘diffuse’ (43), irradia ‘radiates’ (41), opressiva /
pressdo ‘oppressive / pressure’ (41)

es irradiado/a ‘radiating’ (31), intermitente ‘intermittent’
(25), irradiado ‘radiating’ (18), cdlico ‘colicky’ (16),
continuo/a ‘continuous’ (14), continuo ‘continuous’
(14), neuropdtico ‘neuropathic’ (13), sordo ‘dull’ (11),
mecdanico ‘mechanical’ (11), punzante ‘stabbing’ (10)

ja JEJE tenderness, lit. pressure-pain (42); UE/E
headache, lit. head-pain (21); F&J& abdominal pain
(18); J@A pain (13); WHSHSE sore throat, lit. throat-
pain (10); %8 ache/pain (7); B joint pain (6);
M vessel pain (6); A=l pressure-sensation (5);
PSR muscle pain (5)

Table 8: Frequent pain descriptor tokens per language,
across both corpora. Japanese descriptors fuse with the
anatomical site or pain-stem; the other languages use an
independent quality channel. Counts for BRIDGE-Pain
are aggregate statistics only, as the underlying text is not
redistributed.

C Age composition per dataset

Figure 2 shows the age composition of each par-
tition after normalisation, so that both the sample
size of each bin and the age skew of each source are

visible. The number in each cell is the bin’s sam-
ple size, and its colour encodes the bin’s share of
the partition. The extreme bins are thin on several
partitions, which users should keep in mind when
stratifying by age.

D Prompts

We list the prompt templates used in PAINT. Fig-
ures 3 and 4 give the English pain and demographic
extraction prompts. Figures 5, 6, and 7 list the
Japanese, Spanish, and Brazilian Portuguese sub-
stitutions for the pain template, and Figures 8, 9,
and 10 do the same for the demographic template.
The token {text} is the placeholder for the input
clinical text.

Prompt authorship. The English prompts were
drafted by the authors against the annotation schema
and the protocol in Appendix I. The Japanese, Span-
ish, and Brazilian Portuguese variants reuse the four-
step English template verbatim; only the lexicon
entries, presence/non-presence worked examples,
location labels, severity labels where applicable,
and pain__type descriptors are substituted with na-
tive surface forms. Each language’s substitutions
were authored by an author or collaborator fluent
in that language and cross-checked against the per-
language pain lexicon documented in Table 16.

E Clinician validation

This appendix gives the per-field detail be-
hind the clinician validation summarised in Ta-
ble 5; all numbers reproduce from the annota-
tion sheets, released for the publicly licensed
corpora and available on request for the cre-
dentialed ones, via src/paint/clinician_ valida-
tion.py and src/paint /kappa__transparency.py.
Table 9 pools the BRIDGE-Pain validation across
the five datasets per field, on the records where the
two clinicians agree; disagreements are excluded
and are reflected by « in Table 5. It reports macro-
F1 against clinician annotation for the binary pain
fields, and clinician-confirmed accuracy with a Wil-
son 95% CI for the extraction-style demographic
fields. Pain macro-F1 is 0.98 on both fields and ev-
ery demographic field clears 97%, so the released
silver labels track clinician judgement on the con-
sensus subset at high precision.

Matching rules. Accuracy in panel (a) of Table 5
is the fraction of records on which the clinician
marked the ensemble value correct. The judgement
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Total
100%

UK PLAB - 13 14 34 33 18 29 48 33 11 233

MEDIQA A 12 21 18 17 30 37 21 31 11 198
80

MIMIC-II1 0 21 146 229 383 591 721 676 708 3475
Brazil REVALIDA - 122 83 147 96 90 57 4 26 6 668 60

Brateca - 15 79 359 467 428 551 688 545 271 3403
SpainMIR 4 32 27 47 52 58 61 71 51 30 429 I 40

Cantemist - 2 27 65 126 176 240 246 134 27 1043
- 20

Japan NLE 4 43 23 38 46 31 41 40 59 22 343

IFMIR - 35 5 2 0 m 5 17 14 10 356

T T T T T T T T —-=0
0-9 10-19 20-29 30-39 40-49 50-59 60-69 70-79 80+

Age bin (years)

Figure 2: Age composition per dataset. Each cell shows the bin’s sample size; colour encodes its share of the dataset,
and rows sum to 100%. Total is the age-labelled count within the pain-consensus subset.

is the clinician’s, not a string comparison: follow-
ing the instructions in Appendix F, a blank ensem-
ble value is marked correct when the text states
no such information, and an occupation is marked
correct when it names the occupation stated in the
text, so wording variants such as “nurse” and “reg-
istered nurse” are not penalised. Percentage agree-
ment in panel (b) compares the two clinicians’ final
labels, each reconstructed as the ensemble value
when marked correct and as the supplied correction
otherwise. Labels are normalised before compari-
son: blank and null-equivalent cells map to a single
missing value, age to its first integer, and gender
to male or female; occupation is compared as an
exact string after lower-casing and whitespace trim-
ming, so “nurse” and “registered nurse” count as
a disagreement here. Two missing values count as
agreement. Records on which either clinician left
the field unjudged are excluded from the agreement
denominator.

Table 11 gives, for every demographic field, per-
cent agreement alongside Cohen’s « and the chance-
agreement term p,. that x corrects for, so that read-
ers can see where x is informative and where it is
undefined. Table 12 lists every disagreement ob-
served across all double-annotated overlaps, and
Table 13 gives the Cantemist confusion matrices
in full. Cantemist consists of structured oncol-
ogy case reports in which pain and demographics
are stated explicitly, which may account for the
near-perfect agreement. Each Cantemist annota-
tor labelled 100 records with a 50-record overlap
(150 unique records in total), and the two agree

on every overlapping record (x = 1.00 on all
five fields); the same clinician also annotated the
WorldMedQA Spain-MIR partition, where agree-
ment is 100%. Table 10 reports the WorldMedQA-
Pain demographic validation, which we keep out
of the main results: the exam pain fields already
carry clinician-annotated labels, reported in Table 2,
and exam demographics, stated explicitly in the vi-
gnette, are near-ceiling, so this is a confirmatory
check, not a finding.

Field Metric Value 95% CI
Pain-relevance macro-F1  0.98 —
Pain-presence macro-F1 ~ 0.98 —
Age accuracy 97.3% [95.9, 98.3]
Gender accuracy 98.1% [96.9, 98.9]
Occupation accuracy 97.9% [96.6, 98.7]

Table 9: BRIDGE-Pain validation pooled across the
five datasets, on records where the two clinicians agree,
about 750 each. Pain fields give the ensemble macro-F1
against clinician annotation; demographic fields give
clinician-confirmed accuracy with a Wilson 95% confi-
dence interval. Per-dataset values are in Table 5.

F Verification protocol and annotator
instructions

WorldMedQA-Pain pain labels are produced by
open annotation under the three-step procedure
in Appendix 1. All other clinician labels, the five
BRIDGE-Pain fields and the WorldMedQA-Pain
demographic fields, are produced by verification:
the annotator sees the ensemble’s value for each
field and judges whether it is correct, supplying the
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Pain extraction prompt (English)

You are a clinical NLP specialist. Analyze the clinical text step-by-step
to extract pain information.

Step 1. Is this text pain-related?

Does the text mention pain, painful symptoms, complaints, or re-
lated terms (ache, discomfort, soreness, tenderness) in any context
— current, historical, or denied?

¢ YES = pain_related = true

¢ NO = pain_related = false

Step 2. Is pain positively affirmed?

If pain_ related=false: set pain presence=false and
skip.

pain__presence = true if any of:

e Active/current pain (“patient has chest pain”)

e Historical pain (“had abdominal pain last week”)

e Reported / recalled (“described a burning sensation”)
e Present but managed (“pain well-controlled”)

¢ Medication implying pain (unless explicitly negated)
pain__presence = false if any of:

* Explicit denial (“painless”, “denies pain”)

* Fully resolved (“pain-free since discharge”)

« Hypothetical (“if pain worsens, return”)

* Soft negation (“no complaints of pain”)

Step 3. Where is the pain located?

Ifpain_ presence=false: leave location=[] and skip.
Concise medical terms; multiple sites separated by *“;”. If pain is
present but no specific site: use “unspecified”.

Examples: chest, abdomen, right hypochondrium,
lower back, head.

Step 4. Additional fields (if pain_ presence=true)

pain_type: sharp, dull, burning, pressure, radiat-
ing, intermittent, ...
severity: mild / moderate / severe or null

ismental: true if emotional / psychological pain
context: brief quote (<100 chars)

Logical constraints (MUST FOLLOW)

1. pain_ related=false = pain__presence MUST be false.
2. pain_ presence=false = location MUST be ].
3. pain_ presence=false = pain_ type MUST be [].

Clinical text to analyze: {text}

Your response: step-by-step reasoning for Steps 1-3, then emit the
line FINAL_JSON: followed by the object below.

FINAL_JSON output

7pain_ related”: true or false,
7pain__presence”: true or false,

“location”:  [”locl”, ...] or [],

“pain__type”:  [typel”, ...] or [],

"severity”:  “mild” / "moderate” / "severe” or null,
”is__mental”:  true or false,

?context”: ”brief quote” or null

Figure 3: Pain extraction prompt, English. The same
four-step template, hierarchical constraints, and FI-
NAL_ JSON schema are reused across all four lan-
guages; only the in-language lexicon and worked ex-
amples differ, see Figs. 5-7.

correct value when it is not. The instructions below
were sent to every annotator with their sheet and
are abridged here to the parts that define the task;

Demographic extraction prompt (English)

You are a clinical NLP specialist. Analyze the clinical text step-by-step
to extract demographic information.

Step 1. Extract age

e Extract the exact number and unit (“45 years”, “3
months”, “2 weeks”).

Implicit age (“newborn”, “elderly”): do NOT infer =
age=null.

o If multiple ages, pick the most clinically current.

* If absent = age=null.

Step 2. Extract gender / sex

 Extract as written: “female”, “male”, “boy”, “girl”, etc.
« Pronouns (“he”, “she”) are acceptable evidence when no ex-
plicit term appears.

« If ambiguous or absent = gender=null.

Step 3. Extract ethnicity / race

e Extract only when explicitly mentioned: “Hispanic”,
“White”, “Black”.

* Do NOT infer from names, locations, or other indirect signals.

 If absent = ethnicity=null.

Step 4. Extract occupation

o Extract as written (“teacher”, “construction worker”,
“retired”).

e Include occupational context where relevant (“factory
worker, chemical exposure”).
If absent = occupation=null.

Logical constraints (MUST FOLLOW)

. Never infer or guess a field not explicitly stated.

2. Never translate or normalize extracted values; preserve origi-
nal wording.
3. If afield is absent or ambiguous, always return null.

Clinical text to analyze: {text}

Your response: step-by-step reasoning for Steps 1-4, then emit the
line FINAL_JSON: followed by the object below.

FINAL_JSON output

age 745 years” or null,
?gender”:  “female” or null,
”ethnicity”: ”Hispanic” or null,
”occupation”: "teacher”  or null

}

Figure 4: Demographic extraction prompt, English. The
same template and never-infer policy are reused in the
native-language variants with locally-attested surface
forms substituted in.

the WorldMedQA-Pain version listed only the three
demographic fields.

We have used language models to extract pain and
demographic information from clinical text, and
we need clinician judgment to verify how accu-
rate those extractions are. Your task is to mark
whether each extracted value is correct. Each
row of the spreadsheet shows a value our sys-
tem extracted (the ... consensus column). For
each field, please fill in two columns: ..___cor-
rect(TRUE/FALSE), TRUE if the value is cor-
rect, FALSE if not; ...  true value if false,
only when you marked FALSE: write the cor-
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Pain prompt (Japanese-specific lexicon)

Pain prompt (Spanish-specific lexicon)

The English pain-prompt template is shared across languages. Below
are the Japanese surface forms substituted into Steps 1-4.

Step 1. Pain-related lexicon
A (pain), I (pain), L, TR L, & L, HE

Step 2. Affirmed examples (pain_ presence=true)

active: fJEH D, BIHZHA TV
history: SeilE, MR ARER L 72
recall: JIRURZER 2 Tz
managed: ZJEIEa > b a—)LH
meds: SRS XN TWD

Step 2. Non-affirmed examples (pain_presence=false)

« denial: #8EJ, IR R L, B2 L

« resolved: JEJEIXTH R, IBFERITENER L
 hypothetical: JRADIEE L 2 5513%%
« soft negation: JEIFDFFZ 7 L

Step 3. Location examples
H@ chest, HE abdomen, 4IEIIQ%K back, H ear, H§ lower back, EE head

Step 4. pain_type examples
3 & 5 A sharp, (%T?Eﬁ; severe, SN burning, AR
tenderness / pressure-pain, ﬁﬂ(ﬁﬁz radiating, H—:JEEY: oppressive,

fHEIE throbbing

Note: many Japanese pain terms fuse location with the J& mor-

pheme (e.g. I, M9, SE).

Figure 5: Japanese pain-prompt substitutions: Step 1
lexicon and Step 2—4 worked examples. The rest of the
template, Fig. 3, is unchanged.

rect value. Please read the clinical text in the
input__text column to decide, and do not edit
the consensus or input__text columns.

Fields you’ll see: pain_ related, the text men-
tions pain in any way (including pain that is de-
nied/ruled out); pain__presence, pain is affirmed
as actually present (now or in the past); age, gen-
der, occupation, patient demographics as stated
in the text.

One important point: a blank consensus value
means our system found no such information in
the text. If the text contains no age/gender/etc.,
mark TRUE; if the information is there and we
missed it, mark FALSE and supply the correct
value.

Each sheet holds one row per record. Every
row begins with identifier columns and the source
text, then carries three columns per field, listed
in Table 14. BRIDGE-Pain sheets carry row__in-
dex, orig id, dataset, language, input_ text
and the three columns for each of five fields, twenty
columns in total; WorldMedQA-Pain sheets carry
row_index, question_id, dataset, language,
input__text and the three columns for age, gender
and occupation only, fourteen in total.

A FALSE judgement with the correction left
blank encodes “the text does not state this value”; it

The English pain-prompt template is shared across languages. Below
are the Spanish surface forms substituted into Steps 1-4.

Step 1. Pain-related lexicon
dolor, dolores, duele, doloroso/a, molestia, molestias,
incomodidad

Step 2. Affirmed examples (pain_ presence=true)

« active: “tiene dolor toracico”, “refiere dolor abdom-
inal”

« history: “la semana pasada present6 dolor abdomi-
nal”

« recall: “describié una sensacién de ardor”

¢ managed: “dolor bien controlado”

* meds: “se prescribieron analgésicos”

Step 2. Non-affirmed examples (pain presence=false)

* denial: “sin dolor”, “niega dolor”, “indoloro/a”

« resolved: “sin dolor desde el alta”, “dolor resuelto”
hypothetical: “si el dolor empeora, volver a consulta”
“sin quejas de dolor”, “dolor no

.

 soft negation:
referido”

Step 3. Location examples

cabeza, pecho / térax, abdomen, espalda, zona lum-
bar, garganta, oido, pierna, brazo

Step 4. pain_type examples
punzante, opresivo/a / presién, quemante / ardor,
intermitente, irradiado/a, continuo/a, pulsatil

Note: Spanish severity is reported as leve / moderado / in-
tenso; the extractor maps these onto the English mild / mod-
erate / severe severity scale.

Figure 6: Spanish pain-prompt substitutions.

is a judgement, not a skipped cell. A blank __ cor-
rect cell would be a skipped cell, treated as missing
data; none occur in the released sheets.

G Annotation provenance

Table 15 gives the recruitment and return date of
every clinician for every partition, taken from the as-
signment tracker maintained throughout the project.
Clinicians are coded P1-P10; the same code de-
notes the same person across rows. P5, a pharma-
cist (all others are physicians), annotated the two
Spanish partitions in July; all other partitions were
annotated in May. All annotations were carried out
individually. Every annotator worked from a sepa-
rate sheet with no communication and no visibility
into any other annotator’s labels or into whether
their own judgements matched the pipeline’s.

The four English annotators are physicians who
trained in English-medium medical programmes
outside the United Kingdom and the United States
and for whom English is the working clinical lan-
guage; at the time of annotation, three were in clin-
ical training programmes in the United States and
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Pain prompt (Brazilian Portuguese lexicon)

Demographic prompt (Spanish surface forms)

The English pain-prompt template is shared across languages. Below
are the Brazilian Portuguese surface forms substituted into Steps 1-4.

Step 1. Pain-related lexicon

dor, dores, doloroso/a, doer, queixa de dor, descon-
forto, incomodo, sensibilidade

Step 2. Affirmed examples (pain_presence=true)

active: “paciente apresenta dor tordcica”, “refere
dor abdominal”

history: “na semana passada apresentou dor ab-
dominal”

recall: “descreveu uma sensagao de queimacao”
managed: “dor bem controlada”

meds: “foram prescritos analgésicos”

Step 2. Non-affirmed examples (pain presence=false)

denial: “sem dor”, “nega dor”, “indolor”

resolved: “sem dor desde a alta”, “dor resolvida”
hypothetical: “se a dor piorar, retornar & consulta”
soft negation: “sem queixas de dor”, “dor ndo re-
latada”

Step 3. Location examples

cabega, térax / peito, abdome, costas, regido lombar,
garganta, ouvido, perna, brago

Step 4. pain_ type examples
pontada, opressiva / pressdo, queimagdo / ardor, ir-
radia / irradiada, intermitente, continua, pulsatil

Note: Brazilian Portuguese severity is reported as leve /
moderada / intensa,; the extractor maps these onto the En-
glish mild / moderate / severe severity scale.

Figure 7: Brazilian Portuguese pain-prompt substitu-
tions.

Demographic prompt (Japanese surface forms)

The English demographic-prompt template is shared across languages.
Below are the Japanese surface forms substituted into Steps 1-4.

Step 1. Age examples

45% 45 yrs, 34 H 3 mo, 25@[5551 2 wk o
Implicit (do NOT infer): A newborn, 5l E elderly

Step 2. Gender / sex examples

2 female, B male, ZDF girl, BoF boy
Pronouns or gendered honorifics ({E’(, Tﬁﬁ) are acceptable when
no explicit term appears.

Step 3. Ethnicity / race examples (explicit only)
H Ztij\ Japanese, ‘:P}\ Chinese, £ AN = v 4 7?: Hispanic

Do not infer from names or locations.

Step 4. Occupation examples

iﬁ(gm teacher, @ﬁ&«ﬁ%% construction worker, JEEH"Z% retired,
?ﬂ?ﬁ unemployed
Context where relevant: L FY)E 12 X & X 7z 57l

factory worker, chemical exposure.

Never-infer constraint and null-on-absence rule are inherited
from the shared template.

Figure 8: Japanese demographic-prompt substitutions.

one in Canada. Annotators for Spanish, Portuguese,

The English demographic-prompt template is shared across languages.
Below are the Spanish surface forms substituted into Steps 1-4.
Step 1. Age examples

45 anos, 3 meses, 2 semanas
Implicit (do NOT infer): recién nacido, anciano

Step 2. Gender / sex examples

mujer, hombre, femenino, masculino, nina, nino
Gendered article alone (el paciente, la paciente) is acceptable
when no explicit term appears.

Step 3. Ethnicity / race examples (explicit only)
hispano/a, afrodescendiente, caucésico/a, asidtico/a
Do not infer from names or locations.

Step 4. Occupation examples

maestro/a, obrero/a, jubilado/a, desempleado/a
Context where relevant: trabajador de fabrica con exposi-
cién a quimicos.

Never-infer constraint and null-on-absence rule are inherited
from the shared template.

Figure 9: Spanish demographic-prompt substitutions.

Demographic prompt (Brazilian Portuguese forms)

The English demographic-prompt template is shared across languages.
Below are the Brazilian Portuguese surface forms substituted into
Steps 1-4.

Step 1. Age examples

45 anos, 3 meses, 2 semanas
Implicit (do NOT infer): recém-nascido, idoso

Step 2. Gender / sex examples
mulher, homem,
menino

Gendered article alone (0 paciente, a paciente) is acceptable
when no explicit term appears.

feminino, masculino, menina,

Step 3. Ethnicity / race examples (explicit only)
pardo/a, branco/a, negro/a, asiatico/a, indigena
Do not infer from names or locations.

Step 4. Occupation examples

professor/a, operéario/a, aposentado/a, desempre-
gado/a

Context where relevant: trabalhador de fabrica com ex-
posi¢ao a produtos quimicos.

Never-infer constraint and null-on-absence rule are inherited
from the shared template.

Figure 10: Brazilian Portuguese demographic-prompt
substitutions.

and Japanese are native speakers of the corpus lan-
guage.

Annotators verified a displayed ensemble label
against the source text rather than labelling from
scratch. This protocol has a consequence for the
agreement ceiling: where the displayed label is cor-
rect and the text is explicit, two competent readers
should agree, and high agreement is the expected
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Split Age Gen. Occ.

Clinician-confirmed accuracy (%)

UK PLAB 100 100 100

Spain MIR 100 96 100
Japan NLE 100 100 100

Brazil REVALIDA 92 98 96

Inter-annotator agreement (%)

UK PLAB 90 100 100
Spain MIR 100 100 100
Japan NLE 100 100 100

Brazil REVALIDA 100 90 100

Table 10: WorldMedQA-Pain demographic validation,
30 records per partition with an overlap of 10 for agree-
ment. Pain fields carry clinician-annotated labels, Ta-
ble 2, and are not re-annotated here. Accuracy is over
the 50 unique records per partition. Cohen’s x on the
10-record overlaps, where defined, is 0.82—1.00, lowest
for Brazil REVALIDA gender (0.82) and UK PLAB age
(0.89).

outcome rather than a surprising one. Table 12
shows that the same protocol does register disagree-
ment where the text is genuinely ambiguous.

H Released spot-check protocol

The two binary pain fields (pain-relevance and pain-
presence) carry clinician validation across every
WorldMedQA-Pain row; the macro-F1 numbers in
Table 2 summarise that agreement. The remain-
ing fields (anatomical location, pain descriptors,
severity, the extracted context span, ethnicity, and,
beyond the samples in Appendix E, age, gender,
and occupation) come from the ensemble alone.
The clinician validation in Appendix E follows the
same verify-the-displayed-label design; the proto-
col below extends it to the ensemble-only fields,
and we specify it here so that downstream users can
audit those fields on their own samples without re-
implementing the sampling, rating, and reporting
scheme.

Sampling frame. For each of the four languages
(en, pt, es, ja), the protocol draws a stratified random
sample of 30-50 records per field whose ensemble-
resolved coverage is above 5%:

* pain-type, context (conditional on pain-
presence true);
* age, gender, ethnicity, occupation (conditional
on the field being ensemble-resolved).
Within each (language, field) cell the sample is

balanced across both corpora where both carry
ensemble-resolved subsets.

Dataset Field #cat Y% pe K
MEDIQA age 6 100 0.81 1.00
gender 3 100 0.52 1.00
occupation 6 98 0.83 0.88
MIMIC-III age 30 100 0.07 1.00
gender 2 100 0.50 1.00
occupation 21 98 0.30 0.97
Cantemist age 35 100 0.04 1.00
gender 2 100 0.51 1.00
occupation 6 100 0.81 1.00
IFMIR age 2 100 0.96 1.00
gender 1 100 1.00 —
occupation 1 100 1.00 —
Brateca age 37 98 0.03 0.98
gender 3 98 0.53 0.96
occupation 4 100 0.88 1.00

Table 11: Demographic inter-annotator agreement on
the 50-record BRIDGE-Pain overlaps: number of dis-
tinct categories, percent agreement, expected chance
agreement p., and Cohen’s k. « is undefined (—) where
the overlap contains a single category, so p.=1; it is near-
uninformative where p. is close to 1 (IFMIR age). For
IFMIR gender and occupation, both clinicians record
every record in the 50-record overlap as null and « is
undefined on a single-category field. Where p, is small,
as for age on MIMIC-III, Cantemist, and Brateca with
30-37 distinct values, perfect agreement is the condition
under which & is least inflated.

Annotator task. A clinician annotator fluent in
the source language reviews each sampled record
and rates the ensemble’s output on a three-point
scale: matches (the ensemble value agrees with the
source text), diverges (the source text supports a dif-
ferent value), or ambiguous (the source text leaves
both readings open). A free-text note accompanies
each diverges or ambiguous case.

Reported metrics. For each (language, field) cell
the protocol reports matches-rate with a Wilson
95% confidence interval, the ambiguous rate, and
the top three failure modes from the free-text notes.

Scope. The protocol measures ensemble accuracy
conditional on the ensemble resolving the row. Re-
call on the abstain subset (records where the three
models disagree) sits outside the protocol, and find-
ings in the paper are reported as conditional on the
ensemble-resolved population for the same reason.

I WorldMedQA-Pain annotation protocol

This appendix documents the protocol used
to produce the clinician gold pain labels for
WorldMedQA-Pain. The protocol was devel-
oped once and instantiated per language; the per-
language lexicons are listed in Table 16.
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Dataset Field Clin.A Clin.B Field Agree Disagree Marginals (A)
MEDIQA pain-relevance false true pain-relevance 50 0 38 true / 12 false
MEDIQA pain-relevance false true pain-presence 50 0 35 true / 15 false
MEDIQA occupation null registered gender 50 0 29 female / 21 male
nurse age 50 0 35 distinct values
MIMIC-III pain-relevance false true occupation 50 0 5 stated / 45 null
MIMIC-III pain-relevance false true
MIMIC-IIT pain-relevance  false true Table 13: Cantemist confusion matrices on the 50-record
MIMIC-III pain-presence  false true . .
MIMIC-III pain-presence false true overlap, all diagonal. Marginals are close to balanced
MIMIC-IIT occupation nurse former for the binary fields (p.=0.51 for gender, essentially
nurse the minimum for a binary field) and negligible for age,
Brateca pain-presence  true false so the agreement is not an artefact of a degenerate la-
Brateca pain-presence  true . bel distribution. Cantemist consists of Spanish oncol-
Brateca pain-presence true false . ioid 1 . hich
Brateca age 38 null ogy case reports written to a rigid template in whic
Brateca gender male null age and sex are stated verbatim in the opening clause
IFMIR pain-relevance false true (“Mujer de 45 afios sin alergias...”), leaving nothing
EK f.’lLAB aged 0 I mﬂ; to infer. Agreement between annotators does not mean
razi gender nu male . . P . _
REVALIDA agreement with the ensemble: both clinicians indepen

Table 12: Every disagreement across all double-
annotated overlaps (n=17 of 1,370 judgements).
MEDIQA pain-relevance disagreements arise on doctor—
patient dialogue turns where intent must be judged;
the MIMIC-III pain disagreements concern whether
pain elicited during a neurological examination counts
as a pain mention; the IFMIR case turns on whether
KT AR (malaise) is a pain term; Brateca pain-
presence disagreements concern assertion strength. The
Brateca age/gender pair is one 9,400-character record
whose header states Age: 38 .. Sex: explicitly; clini-
cian B marked both fields as not stated, a reading slip
on a long record rather than schema ambiguity. In the
UK PLAB age case, clinician B confirmed the empty
extraction and clinician A entered 0. No judgement was
altered after the fact.

Decision procedure. Each exam item is anno-
tated on its native-language question text in two or-
dered steps, mirroring the hierarchical pain schema:

1. pain-relevance. Mark Yes if any pain-related
concept appears anywhere in the item (a
pain term, a synonym, or a morphological
derivative such as “painful”, “painless”, or
“painkiller”), including explicit denial; other-
wise No.

2. pain-presence. For pain-relevance=Yes
items, mark Yes if pain is asserted in the pa-
tient at least once in the description; mark
No if pain appears only as a denial or only
as an attribute of an intervention (“painless”,
“painkiller”).

Items that did not resolve cleanly under this proce-
dure were highlighted and adjudicated by the team
rather than decided unilaterally.

dently rejected three ensemble values (record 1147 pain-
relevance false—true; 1217 gender female—male; 949
occupation “exfumadora”—none), which is why panel
(a) of Table 5 is below 1.00 where panel (b) is not.

Column Filled by Content

<field> ensemble silver label from the

consensus three-model consensus,
pre-filled

<field>__ annotator whether the ensemble

correct(TRUE/ value is correct

FALSE)

<field> annotator the correct value, sup-

true value plied when FALSE

if false

Table 14: Per-field columns of every annotation sheet.

Per-language pain lexicons. Each language uses
a lexicon derived from an authoritative reference for
that language and reviewed by the per-country anno-
tators. Representative entries are listed in Table 16.
The lexicons are intentionally broad: they cover
base terms, morphological derivatives, the Greek
-algia suffix family, and high-frequency medical
compounds (e.g. cefalealcefaleia for headache).
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Partition Lang Clin. Sent Returned
MEDIQA en P1 21 May 21 May
MEDIQA en P2 21 May 22 May
MIMIC-IIT en P3 21 May 22 May
MIMIC-IIT en P4 21 May 22 May
Cantemist es P5 9Jul 10 Jul
Cantemist es P6 21 May 22 May
IFMIR ja P7 21 May 22 May
IFMIR ja P8 21 May 22 May
Brateca pt P9 21 May 25 May
Brateca pt P10 21 May 24 May
UK PLAB en P1 21 May 21 May
UK PLAB en P2 21 May 22 May
Spain MIR es P5 9Jul 11 Jul
Spain MIR es P6 21 May 22 May
Japan NLE ja P7 21 May 21 May
Japan NLE ja P8 21 May 22 May
Brazil REVALIDA pt P9 21 May 24 May
Brazil REVALIDA pt P10 21 May 24 May

Table 15: Date each annotation sheet was sent to and re-
turned by each clinician, 2026. Upper block: BRIDGE-

Pain; lower block: WorldMedQA-Pain.

Language

Representative lexicon entries

English
(Oxford)

Spanish
(RAE)

Portuguese
(BR)

Japanese

pain, ache, discomfort, soreness, hurt,
agony, throb, sting, twinge, pang, spasm,
cramp; derivatives:

painkiller

dolor (+ doloroso, adolorido, indoloro,
...); molestia, mal, afliccion, dano, tor-
mento; mental sense: sufrimiento, angus-
tia, congoja; -algia family: neuralgia, mi-

painful, painless,

algia, lumbalgia, ...; cefalea

dor (+ doloroso, dolorido, indolor, ..
machucado, desconforto, lesdo, codlica,
cdimbra; mental sense: angustia, sofri-
mento; -algia family: mialgia, neuralgia,

lombalgia, ...; cefaleia

general: JF (severe), i A/ S (pain),

D5

$TJF (dull); localised: site + the bound

morpheme J (e.g. 05 chest, IEJE ab-
domen, 58J# head); mental: #E X HITE T,

R, &7 A physical-exam / denial:
FEJR, ANFTYR, Joede 1

Table 16: Representative per-language pain-lexicon en-
tries from the annotation protocol, in source orthography.

The full lexicons ship with the code.

701



