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Abstract

We study how multilingual LLMs encode emo-
tion in English, Russian, and Kyrgyz—a low-
resource Turkic language absent from prior
emotion-probing work—on a parallel corpus of
1,480 sentences with six Ekman labels mapped
from GoEmotions. Across four decoder LLMs
(Gemma 4, Qwen3, Llama-3.1, Mistral), an
encoder baseline (XLM-R), and an expanded
8-model sample, we combine layer-wise prob-
ing, similarity metrics (CKA, Procrustes, RSA),
leakage-free cross-lingual transfer, and a null-
calibrated sentence-level logit lens. Three find-
ings. (1) What separates languages in the
“latent-English” pivot (Wendler et al., 2024) is
not the mid-network English level—which a
shuffled-representation null reproduces—but
the depth of the exir from the English basin:
on pooled sentence representations Kyrgyz ex-
its only in the last third of every applicable
decoder (d 522.97/.86/.97) and never earlier
than Russian (.97/.64/.75; under a last-token
lens both languages tie late, .92—.97)—a lossier
pivot, consistent with its larger transfer gap.
(2) Similarity and transfer dissociate: Mis-
tral has the highest RU-KY CKA (.800) yet
the lowest KY transfer (.239), so CKA is an
unreliable proxy for cross-lingual generaliza-
tion. (3) Encoder/decoder architecture does
not order Kyrgyz transfer: XLM-R leads (.384)
but mBERT is second-to-last (.198). XLM-
R’s edge is not significant on absolute KY
(p=.081); it concentrates in the into-Kyrgyz
directions (interaction p<<.01 vs. Qwen3) and
reaches significance only under a secondary
chance-corrected metric—consistent with pre-
training data scale and domain rather than ar-
chitecture (an interpretation, not a ranking pre-
dictor). All 8 models beat chance in every lan-

guage.
1 Introduction

Modern multilingual LLMs are typically evaluated
on high-resource languages, leaving open two ques-
tions central to multilingual representation learning:

68

(a) what drives cross-lingual transfer to typologi-
cally distant low-resource languages, and (b) how
the internal geometry of these representations com-
pares across architectures and pre-training regimes.
Emotion is an ideal probe for both: cognitively uni-
versal yet lexically language-specific, with signal at
lexical and contextual levels—yet how multilingual
LLMs encode it remains poorly understood.

In this work, we address these gaps through
a systematic probing study of four decoder-only
LLMs—Gemma 4 E4B (multimodal, Per-Layer
Embeddings; Gemma Team, Google DeepMind
2026), Qwen3-8B (Qwen Team 2025), Llama-3.1-
8B (Meta Al 2024), and Mistral-7B-v0.3 (Jiang
et al. 2023)—and one encoder baseline, XL.M-R-
large (Conneau et al., 2020), on a parallel emotion
corpus spanning English (EN), Russian (RU), and
Kyrgyz (KY), the latter a low-resource Turkic lan-
guage with limited NLP tooling.

Our contributions are:

1. A null-calibrated English-pivot result: a
sentence-level logit lens with a shuffled-
representation null shows that the informative
signature is the exit from the English basin,
not the raw English decoding level. Kyrgyz
leaves the basin only in the last third in all
three decoders the lens applies to (Gemma 4’s
PLE precludes the fourth), and never ear-
lier than Russian, whose exit depth is model-
specific (pooled representations; a last-token
lens yields late ties, .92—.97). This com-
plements Wendler et al. (2024) with a re-
emergence—depth account of the transfer gap
(Section 6.4).

A direct demonstration that representational
similarity and functional transfer dissoci-
ate: among the four main decoders, Mis-
tral achieves the highest RU-KY CKA (.800)
yet the lowest KY,y, transfer (mean accu-
racy over the four KY-involving directions;
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.239; Llama vs. Mistral on EN—KY +.159,
p<.001), showing CKA is an unreliable proxy
for cross-lingual generalization (Section 6.2).

. A leakage-free transfer protocol for paral-
lel corpora—a methodological caution in its
own right: with parallel sentences, an un-
controlled split lets transfer exceed within-
language probing (leaky XLM-R RU—EN
.615 vs. .551 within; leakage-free .476)—and
under it (disjoint splits, nested layer selection),
evidence that encoder/decoder architecture
does not order the 8 models on Kyrgyz trans-
fer: XLM-R leads while mBERT is second-
to-last, with five decoders between the two
encoders; the edge concentrates into-KY (sig-
nificant vs. Qwen3), and we read XLM-R’s
outlier status through pre-training corpus scale
(predictive, not causal; Section 6.3).

All experiments run on a new parallel EN/RU/KY
emotion corpus built from GoEmotions (Demszky
et al., 2020)—LLM-translated (Claude 3.7 Son-
net), human-audited for translation fidelity, and
checked against an independent human-translated
control set (Section 3.3, Appendix L)—which we
release as a resource together with all code. A
secondary depth trend and pooling ablation are in
Appendix M; we treat the depth trend as a hypothe-

SISJ

2 Related Work

Probing classifiers. Alain and Bengio (2017) in-
troduced linear probes as a tool for interpreting neu-
ral representations. Tenney et al. (2019) showed
that BERT rediscovers classical NLP pipeline
stages at different depths. Hewitt and Liang (2019)
highlighted that probing accuracy alone can be mis-
leading and proposed control tasks and selectiv-
ity as diagnostics; we adopt selectivity-style diag-
nostics (a shuffled-label check plus a lexical base-
line). Pimentel et al. (2020) and Voita and Titov
(2020) reframe probing information-theoretically;
Belinkov (2022) synthesizes the debate. We follow
this paradigm, extended to generative decoders.

Emotion representation in NLP. Emotion anal-
ysis in NLP has a long history grounded in psycho-
logical taxonomies, most notably Ekman’s six ba-
sic emotions (Ekman, 1992). Prior dataset work in-
cludes EmoBank (Buechel and Hahn, 2017), NRC

!Code and data: https://github.com/Zarina33/
leaving-the-english-basin
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affect intensities (Mohammad, 2018), GoEmotions
(Demszky et al., 2020), the multilingual XED
corpus (Ohman et al., 2020), and BRIGHTER—
human-annotated emotion data for 28 languages
(Muhammad et al., 2025a), deployed in SemEval-
2025 Task 11 (Muhammad et al., 2025b), covering
Russian and Tatar but not Kyrgyz (hence our paral-
lel corpus). We do not use its Russian portion here
(multi-label intensity scheme and different domains
vs. our single-label Ekman-6 design); it is a natural
external validation set for follow-up. From a repre-
sentational angle, Triantafyllopoulos et al. (2022)
show that probing accuracy for affective content
varies by layer and architecture in speech trans-
formers. Nanda et al. (2023) show emergent linear
representations of structured concepts in sequence
models. Plaza-del Arco et al. (2024) survey the
field and identify multilinguality and interpretabil-
ity as key gaps. We extend these lines of inquiry to
emotion probing in multilingual generative LLMs.

Cross-lingual similarity and transfer. Korn-
blith et al. (2019) introduced CKA for comparing
neural network representations; subsequent work
cautions that CKA is dominated by high-variance
directions and can be insensitive to functionally im-
portant differences (Ding et al., 2021; Davari et al.,
2023), motivating our use of transfer probing as
a behavioral complement. Wu and Dredze (2019)
find language-agnostic middle layers in mBERT;
Conneau et al. (2020) extend this to XLM-R. More
recently, Wendler et al. (2024) argue that multi-
lingual decoder LLMs may compute in a latent
“English” representation space; Dumas et al. (2024)
separate language from concept via patching, and
Schut et al. (2025) still find English-shaped de-
cision spaces in open-ended settings. A comple-
mentary line localizes multilinguality in language-
specific neurons (Tang et al., 2024) or layer-wise
pipeline stages (Zhao et al., 2024); our exit measure
is representation-level, orthogonal to neuron-level
localization. Our pooled lens adds a low-resource
Turkic target with a null calibration. Recent work
argues pre-training data composition may matter
more than architecture for low-resource transfer
(Chirkova and Nikoulina, 2024; Ustiin et al., 2024),
motivating our encoder/decoder comparison across
divergent pre-training mixes.

Low-resource languages. Low-resource and
Turkic NLP remain under-served (Joshi et al.,
2020); exceptions include large-scale Turkic MT
(Mirzakhalov et al., 2021) and handling lan-
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guages unseen by multilingual encoders (Muller
et al., 2021). Our inclusion of Kyrgyz—a Tur-
kic language with limited NLP resources and, to
our knowledge, no prior emotion-probing study—
extends this inquiry to generative LLMs and affec-
tive content.

3 Data

3.1 Source Dataset

We use GoEmotions (Demszky et al., 2020), map-
ping its 28 fine-grained labels to 6 basic Ekman
emotions (anger, disgust, fear, joy, sadness, sur-
prise) via the standard Ekman grouping. We keep
only single-label examples (dropping multi-label
and neutral) and sample 250 per class (1,500 to-
tal). After translation validation, the final corpus
contains 1,480 parallel sentence triples (1.3% ex-
cluded due to quality issues).

3.2 Parallel Translation

Russian and Kyrgyz translations were generated
using Claude 3.7 Sonnet (Anthropic, 2025) with
prompts emphasizing emotional content preserva-
tion over literal translation. Translation quality was
assessed by trilingual (EN/RU/KY) native speakers,
who judged source-target faithfulness in both direc-
tions. A primary annotator checked all 1,500 trans-
lated sentence triples and corrected or excluded
examples with semantic drift, yielding the final
1,480. An independent second trilingual annota-
tor then validated a stratified subsample of 200
sentences on a 4-point scale (OK / Minor edit /
Major edit / Reject). Both annotators rated >90%
of translations as OK (marginal OK-rates 96.5%
and 91.0%—the inputs to AC1), with O rejections
(the subsample postdates the primary pass and its
1.3% exclusions) and raw agreement of 88.5%. Co-
hen’s x is low (0.035) from the prevalence paradox;
Gwet’s AC1 (Gwet, 2008) corrects for it: 0.880
(“almost perfect”).

3.3 Human-translated Control Sample

To test whether probing reflects emotion encoding
rather than similarity to Claude’s output distribu-
tion, we built a human-translated control set. A
stratified sample of 102 source EN sentences (17
per class) was re-translated into Russian and Kyr-
gyz by an independent trilingual EN/RU/KY native
translator blind to the Claude versions and barred
from MT/LLM tools; after a quality-review pass,
the Claude-vs-human comparison is in Appendix L.
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3.4 Corpus Statistics

Table 1 summarizes the final corpus. All three
languages contain 1,480 parallel sentences across
six emotion classes (230-250 per class; Table 1),
with comparable average token lengths (13.8-14.2
tokens), indicating that the translation process did
not substantially alter sentence length or structure.

Language Sentences Avg.tokens  Script
English 1,480 14.2 Latin
Russian 1,480 13.8 Cyrillic
Kyrgyz 1,480 14.1 Cyrillic

Table 1: Corpus statistics. Six emotion classes: 250
examples each, except anger (230; all 20 exclusions fell
in this class).

4 Models

We study four decoder-only LLMs loaded in 4-
bit NF4 quantization (Dettmers et al., 2023) and
one multilingual encoder baseline (XLM-R-large,
fp16). Table 2 summarizes their key properties.

Model Params Layers Hidden Type
Gemma 4 E4B  4.5B" 42 2560 PLE
Qwen3-8B 8B 36 4,096 Dense
Llama-3.1-8B 8B 32 4,096 Dense
Mistral-7B 7B 32 4,096 Dense
XLM-R-large  550M 24 1,024 Encoder

Table 2: Model overview. *Effective parameters (8B
total): Per-Layer Embeddings (PLE), a secondary em-
bedding table applied at each decoder layer, account for
the difference. All models include the embedding layer
(layer 0), giving 43, 37, 33, 33, and 25 total layers for
analysis, respectively.

Decoder LLMs. Gemma 4 E4B (Gemma Team,
Google DeepMind, 2026): multimodal, 4.5B effec-
tive parameters (8B total) via Per-Layer Embed-
dings (used text-only). Qwen3-8B (Qwen Team,
2025): dense 8B decoder. Llama-3.1-8B (Meta
Al, 2024): dense 8B, strong multilingual coverage.
Mistral-7B-v0.3 (Jiang et al., 2023): dense 7B
with grouped-query and sliding-window attention.
Each fits in 5-6 GB VRAM under NF4.

XLM-R-large (Conneau et al., 2020) is a multi-
lingual encoder (550M parameters, 24 layers) pre-
trained with multilingual MLM on CommonCrawl
in 100 languages—monolingual streams, no paral-
lel data or cross-lingual objective; a non-generative
baseline.



These five models form the basis of the main
analyses; we extend the sample to N = 8 in Ap-
pendix P (mBERT, Qwen2.5-7B, OLMo-2-7B) for
robustness. Hidden states are extracted as mean-
pooled representations across non-padding tokens
for all models. We use mean rather than last-token
pooling because every decoder is run on the raw
sentence, with no prompt or chat template: there
is no summary token analogous to [CLS], and the
final token of an unprompted sequence is just the
last lexical item. (Llama-3.1, Mistral, Qwen2.5
and OLMo-2 are base checkpoints; Gemma 4
E4B and Qwen3-8B are the released post-trained
checkpoints, gemma-4-E4B-it and Qwen3-8B.)
An ablation under last-token pooling (Appendix M)
shows uniformly lower probing accuracy across all
12 (model, language) cells (mean drop 0.13, range
0.081-0.220; XLM-R excluded, as last-token pool-
ing is not meaningful for a bidirectional encoder),
so we adopt mean pooling throughout.

5 Methodology

Layer-wise probing. For each layer and lan-
guage, we train a linear classifier (single-layer Py-
Torch, CrossEntropyLoss, Adam, 1r=0.01, weight
decay 10™%, 300 epochs) with 5-fold stratified
cross-validation, reporting mean accuracy =+ std;
best-layer significance via permutation (10,000
shuffled-label runs; p = (14+#{perm >real})/(1+
10,000)).

Representational similarity. We compute linear
CKA (Kornblith et al., 2019) per layer between
language pairs (=1 = similar geometry), plus Pro-
crustes and RSA (definitions in Appendix C); clus-
ter geometry uses cosine silhouettes and UMAP
(Appendix A).

Cross-lingual transfer (leakage-free). Because
the corpus is parallel, training on all of language A
and testing on all of language B evaluates the probe
on translations of its training sentences—a leak.
We instead split sentence indices once into disjoint
train/dev/test sets (60/20/20; identical across lan-
guages so parallel triples stay together), train on
the source-language train split, select the best layer
on the rarget-language dev split (sentences disjoint
from both train and test; target labels enter only
this layer choice, never training), and report accu-
racy on the target-language test split (nested selec-
tion). This removes both the parallel-sentence leak
and the best-layer-on-test bias; left uncontrolled,
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the leak can push transfer accuracy above within-
language probing (Section 1). Pairwise significance
uses the same paired bootstrap and Holm correc-
tion as for within-language probing. Throughout,
“functional transfer” is meant in this probe-level
sense: a readout trained on one language works on
another’s representations—a behavioral test of the
representations, as opposed to geometric similar-
ity, and not evidence that the model itself uses this
information when generating text (see Limitations).

Per-emotion analysis. Binary one-vs-rest prob-
ing for each of the 6 emotions with class-weighted
cross-entropy to handle the ~1:5 imbalance. We
report macro-F1 (rather than accuracy) at the best
layer to avoid inflation from majority-class bias.

Probe validity. Following Hewitt and Liang
(2019), we run two controls to ensure probes cap-
ture genuine emotion structure rather than mem-
orizing vocabulary or exploiting representational
artifacts: (a) a shuffled-label check—control accu-
racy must fall to the 1/6 floor; selectivity equals
real accuracy minus control accuracy (weaker
than Hewitt—Liang’s learnable control; the TF-
IDF baseline covers vocabulary memorization);
and (b) a 2-layer MLP probe (hidden=256, ReLU,
dropout=0.1) to test whether linear probes underes-
timate encoded information.

Statistical testing. For each model-language pair,
we compute 95% bootstrap confidence intervals
(10,000 resamples over the 1,480 per-example pre-
dictions from 5-fold CV). Pairwise model differ-
ences use a bootstrap test on the accuracy differ-
ence (10,000 resamples) with Holm—Bonferroni
correction within each language, and likewise
within each transfer direction for the decoder pair-
wise transfer comparisons (Appendix K). A per-
mutation test (10,000 shuffled-label runs) at each
model’s best layer from the initial probing run (see
Limitations) confirms above-chance performance
(all 15 cells p=1x10%, i.e. 0 of 10,000).

6 Results

6.1 Layer-wise Probing Accuracy

Table 3 shows best-layer probing accuracy (per-
layer curves in Figure 3, Appendix M); all 15
main-model cells are significant under permutation
(p=1x10"*; chance 1/6).

All models decode emotion well above chance
in every language; on Kyrgyz the decoders cluster



EN RU KY
Model L Acc CI L Acc CI L Acc CI
Gemmad4 0 .603 ss-63 7 .508 4s-53 4 453 43-48
Qwen3 10 .605 s58-.63 11 .582 s6-61 9 .482 46-51
Llama 1 .625 60-65 19 .568 s54-59 3 478 45-50
Mistral 5 .611 59-64 9 .570 s4-59 5 451 42-48
XLM-R 11 .551 s53-58 21 482 46-.51 14 459 43- .48

Table 3: Best layer-wise probing accuracy with 95% bootstrap Cls (10k resamples over 1,480 examples), from a
single unified probing run. L = best layer. All modelxlanguage cells are well above chance (1/6); on English Llama
has the highest point estimate (.625) and the encoder XLM-R the lowest (.551), but no decoder pair is statistically
distinguishable (none survives Holm correction; Appendix G; no formal test is run against XLM-R here); on Kyrgyz
the four decoders cluster tightly (.451-.482, overlapping CIs).

tightly (.451-.482, overlapping Cls), so fine KY
differences are not robust. The four main decoders
drop 12-16 pp from EN to KY, the two multilin-
gual encoders least (8-9 pp; full 8-model range
8—17 pp; Table 21). The small drops are not pre-
dictive: mBERT’s mostly reflects its low EN start
(.482), and mBERT ends second-to-last on transfer
(Section 6.3).

We also observe a depth trend—EN peaks at
Gemma 4/Llama LO/L1, Mistral L5, Qwen3 L10,
XLM-R L11: a continuous spread in L/N (.00
.46), not clean early-vs-late clusters. The pattern
is not clean across languages (Llama RU peaks at
L19) and is pooling-dependent (last-token shifts
Gemma 4 EN 0—42); a hypothesis (Appendix M).

6.2 CKA Cross-lingual Similarity

We assess cross-lingual similarity using three com-
plementary metrics: CKA (Table 4), orthogonal
Procrustes, and RSA. For EN-RU, Llama achieves
the highest similarity on CKA and Procrustes
(CKA .830, Procrustes .915; Tables 4 and 8); on
RSA, Gemma 4 edges Llama (.884 vs .878); Mis-
tral is second on CKA/Procrustes (.794/.890), third
on RSA (.851). The metrics also diverge on depth
for Llama (CKA L31, a plateau >.82 from LI;
Procrustes L2, RSA L14); the three capture differ-
ent properties (kernel similarity, rotational align-
ment, rank-order preservation), and none is defini-
tive alone.

Qwen3’s metrics disagree too (CKA/Procrustes
L19-22 vs. RSA L6-8, spread ~.44); the caveat
applies to all four.

For RU-KY (both Cyrillic), Procrustes shows
high early-layer similarity for Mistral (plateau
.879 from L2, peak L7) and Llama (L2), consis-
tent with Cyrillic overlap at the embedding level;
Llama’s EN-KY also peaks early (L2), Mistral’s
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deeper (L7). Gemma 4 peaks at LO on all pairs
on Procrustes, matching its early probing profile.
Peak CKA for the remaining four models is in Ta-
ble 23 (Appendix Q): XLM-R’s peaks (.68—.74)
are unremarkable—below Llama’s and Mistral’s
on every pair—yet XLM-R leads KY transfer, rein-
forcing the dissociation established below.

6.3 Cross-lingual Transfer

Transfer is measured under the leakage-free
protocol of the Methodology section (disjoint
train/dev/test splits, nested target-dev layer selec-
tion); uncontrolled, the leak can push transfer
above within-language probing.

On absolute KY transfer, XLM-R leads
(KY g .384), ahead of the best decoder (Qwen3
.349; A=.036, p=.081, n.s.), mBERT (.198) and
OLMo-2 (.183) far below. After Holm, XLM-R
is significantly above every model except Qwen3
and Llama (vs. mBERT +.186, p<.001; all tests
in Appendix H). The absolute-KY margin is thus
small and statistically indistinguishable at n=296;
a matched-precision (fp16) Qwen3 rerun leaves it
so (gap +.015, n.s.; Appendix N). The picture is
not a clean encoder—decoder split: mBERT, the
second encoder, is second-to-last. The strongest,
ratio-free evidence is directional: XLM-R’s ad-
vantage is concentrated in the info-Kyrgyz direc-
tions (EN—KY/RU—KY: .392/.358 vs. the per-
direction best decoder, Llama, .358/.304), while on
KY-source it is matched or exceeded (.409/.378 vs.
Qwen3 .443/.382; the envelope switches models—
see the fixed-model test below). What XLM-R
does better is represent Kyrgyz as a probe target
(lowest KY fragmentation, 2.03; Table 24); no
normalization involved. The asymmetry is signifi-
cant against Qwen3, the decoder that beats XLM-R
on KY-source (DiD +.108, p=.008; fp16 +.074,



Gemma4 Qwen3 Llama

Mistral

Pair

CKA L CKA L CKA L CKA L

EN-RU .599
EN-KY .575
RU-KY .599 21

12 .604 22
12 .620 19
.620 19

830 31 .794 31
713 12 736 18
731 2 800 1

Table 4: Peak linear CKA and layer (L) at which it peaks, for the four main decoders; the remaining four models are
in Table 23. Llama achieves the highest EN—RU alignment (.830); Mistral achieves the highest RU-KY (.800).

Direction Gemma4 Qwen3 Llama Mistral XLM-R
EN — RU 497 581 537 537 470
EN — KY 250 294 358 199 392
RU — EN 513 544 513 527 476
RU — KY 2900 277 304 240 358
KY — EN 321 443 341 .280 409
KY — RU 307 382 361 .236 378
KYav 292 349 341 239 384
MNee 371 460 487 198 710

Table 5: Leakage-free cross-lingual transfer accuracy (source-trained probes; disjoint sentence splits, target-dev
layer selection, held-out target test—*“zero-shot” for probe training, with target labels used only for the layer choice).
XLM-R leads absolute KY (KY,y, .384; vs. Qwen3 .349, p=.081 n.s.; Appendix H). The last row, chance-corrected
efficiency e = (KYavy—1/6)/(EN<>RU—1/6), where EN<>RU denotes the mean of the EN—RU and RU—EN
accuracies, controls for model strength above the 1/6 chance floor. Under 7., XLM-R significantly leads every
decoder including the best ones (.710 vs. Llama .487, p<.01; vs. Qwen3 .460, p<.001; Appendix J). This table
shows the 5 main models; the added mBERT / Qwen2.5 / OLMo-2 are in Table 22; see Section 6.3 for why mBERT’s

wide 7. CI leaves its ranking unresolved.

marginal); against Llama it is direction-uniform
(Appendix H). A chance-corrected efficiency 7. =
(KYayg —1/6)/(EN <+ RU—1/6) (EN~RU =
mean of the two directions) corroborates: XLM-
R significantly leads the top decoders (.710 vs.
487/.460, p<.01/p<.001; Appendix J), which ab-
solute KY could not distinguish. We treat 7. as
secondary: any such ratio divides by an English-
anchored quantity on which XLM-R is weakest
(analysis in Appendix J; near-chance mBERT is
additionally unstable: EN<++»RU .082 above floor,
CI [.11,.85]). The robust reading: XLM-R is a
significant outlier; encoder/decoder does not order
the 8 models. What distinguishes XLM-R is pre-
training corpus scale (~2.5'TB of filtered Com-
monCrawl vs. mBERT’s ~21 GB of Wikipedia;
both encoders are MLM-trained over =100 lan-
guages, so the contrast is about data scale and do-
main, not objective). An XLLM-R-base control de-
composes the remaining confound into two steps.
mBERT—base is the data step, though not a pure
swap (178M—270M parameters, 119k—250k vo-
cabulary, no NSP; Wikipedia—CommonCrawl): it
adds +.105 KY gy (paired bootstrap [+.07, +.14],
p<.001). base—large is the clean step—same cor-
pus, same 250k vocabulary, same objective, only
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scale changes (2x depth, 1.3 x width)—and adds
+.081. On absolute KY, where both steps are
precisely estimated, the two contribute compara-
bly, and XLM-R-large’s lead is their joint effect:
base alone (.303) sits mid-pack, between Gemma 4
(.292) and Llama (.341). Under 7. the data step
accounts for nearly the whole mBERT—large gap
(4.277 of +.320), but that difference is not resolv-
able at n=296 (CI [—.20, +.60], mBERT’s near-
chance denominator; Appendix J), so we do not
read data dominance off the ratio (Table 22). We
frame this as an interpretation of XLM-R’s out-
lier status, not a ranking predictor (predictive, not
causal; Section 7).

6.4 The Exit from the English Basin

Does high EN<«++>RU transfer reflect language-
agnostic representations or an English pivot
(Wendler et al., 2024)? We test this directly with a
sentence-level logit lens: for each layer we project
the mean-pooled hidden state through the model’s
final norm and unembedding, and read the lan-
guage of the top-20 decoded tokens (applied to
the three dense decoders; Gemma 4’s Per-Layer
Embeddings preclude the lens; Appendix O). Fig-
ure 4 plots the raw top-20 fractions (English / input-



language Cyrillic; a third class, “other”, absorbs the
rest); in-text numbers renormalize over the word-
like classes, EN/(EN+Cyrillic). For both non-
English inputs the mid-network layers decode pre-
dominantly to English—a level the English-biased
unembedding reproduces even for shuffled vectors
(Appendix O)—so the informative signature is the
exit, which differs by language and model. We
operationalize the exit as d 5 (depth where the En-
glish share drops below .5 for good) and AUC 5 1
(its mean over the second half). Kyrgyz leaves
the basin late in every model—d 5 = .97/.86/.97
(Llama/Qwen3/Mistral), all in the last third, in no
model earlier than Russian. Russian’s exit depth
is model-specific: Llama holds English to the final
layer (.97) then switches abruptly; Qwen3 switches
at two-thirds (.64); Mistral descends from ~.6
(.75). The robust contrast is thus the depth order-
ing—Kyrgyz never exits first, and always in the
last third—rather than the manner of exit. The or-
dering is strict in Qwen3/Mistral, a tie in Llama
(both .97)—a consistent direction, not an effect
size—and survives upper-bound fragment reattribu-
tion (d 5 shifts <.03, KY>RU intact), a last-token
lens (ties .92—.97, same AUC signs; Appendix O),
and sentence-level bootstrap (2,000 resamples: ev-
ery d 5 unchanged at the layer grid (1/32 or 1/36);
KY>RU in 100% of resamples per model). Man-
ner varies by model: AUC 5 ) (KY/RU) favours
Kyrgyz in Qwen3 (.62/.24) and Mistral (.77/.51)
but Russian in Llama (.74/.90)—which language
holds English longer is not fixed across models
(each gap tight under sentence-level bootstrap; a
text-specified last-third window reproduces the or-
dering, and within Mistral RU falls .77 vs. .22 for
KY over .56—.84—amplitude, not abruptness; Ap-
pendix O). We read Kyrgyz’s consistently late de-
parture as a lossier pivot—the network holds it in
the English basin until the final layers, leaving less
depth for language-specific processing—consistent
with its larger transfer gap (Table 5). The reading
is cross-language, not a per-model dose-response:
RU exit depth varies across models with no match-
ing RU-transfer variation (Qwen3’s early switch
costs no RU transfer), so depth is not a graded
within-language predictor. Rather than extending
Wendler et al.’s mid-network evidence—which a
pooled lens cannot certify—we measure the re-
emergence depth of the input language and find
Kyrgyz’s consistently late. “English basin” is ac-
cordingly an operational label for the depth range
over which the lens decodes to English tokens: the
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lens reads the language of decoded tokens, and
does not show that the model computes in English
or that these states are English semantic states. The
pooled vector is, deliberately, the same aggregate
our probing and transfer analyses operate on, so the
pooled exit is the quantity relevant to the transfer-
gap reading; the last-token ties qualify its per-token
interpretation, not that link (Appendix O).

6.5 Probe Validity

Shuffled-label control accuracy is near chance (12
decoder cells .149—-.191; XLLM-R .17-.18), selec-
tivity .29-46 (XLM-R .29-37; Appendix D)—
probes decode genuine structure, not artifacts.
MLP probes provide only marginal gains (mean
gap +.016), indicating predominantly linear en-
coding. The shuffled-label control rules out a
random mapping but not emotion-bearing vocabu-
lary; a TF-IDF baseline (1-2 grams + logistic re-
gression, same 5-fold CV) reaches .545/.451/.470
on EN/RU/KY. The best-layer probe exceeds it
by +.080 (EN) and +.131 (RU); on Kyrgyz only
Qwen3 (.482) and Llama (.478) marginally exceed
it, while Gemma 4, Mistral, and XLM-R fall be-
low (.451-.459 vs. .470); at gaps of 4+.012/+.008
obtained by selecting the best of 33-37 layers (with-
out nested selection; Limitations), exceeding the
bar is not established for any model. This concerns
emotion decodability only—the lens classifies to-
ken language, not emotion content—so the exit-
depth ordering (Section 6.4) does not rest on beat-
ing the lexical baseline. We therefore read the KY
probing numbers as decodability claims, not claims
about the depth or quality of Kyrgyz representa-
tions—consistent with the early peaks (Section 6.1)
and the weaker Kyrgyz transfer (Section 6.3). De-
codability and transferability are distinct: XLM-
R’s KY probing sits below the TF-IDF bar (.459 vs.
470) yet it leads KY transfer—not richer decod-
able signal, better cross-language alignment. Under
the same leakage-free protocol, TF-IDF transfers
at ~.13 from an EN source and ~.20-.25 from
RU/KY sources (Latin residue, RU-KY borrow-
ings; Appendix F); the best model per direction
clears the bar on every KY direction (+.14-.26),
OLMo-2 sits at or below it on three of four, nBERT
on two, Mistral within .03 outside EN—KY.
Accuracy decreases with length for all four de-
coders (Gemma 4: .649 at 1-5 words vs. .531 at
21+; Table 10), consistent with mean-pooling dilu-
tion (monotone for Gemma 4/Llama, small last-bin
uptick for Qwen3/Mistral); the shared pattern does



Gemma 4 E4B Qwen3-8B Llama-3.1-8B Mistral-7B
Emotion EN RU KY EN RU KY EN RU KY EN RU KY
Anger 584 .613 .605 .583 .602 .590 .608 .587 .637 .616 .593 .625
Disgust .655 .643 .645 .674 .661 .695 .668 .684 .695 .711 .666 .685
Fear 764 711 .688 777 712 .678 775 716 .694 774 720 .685
Joy 814 .801 .748 .822 .825 .754 .794 .772 .778 .796 .807 .778
Sadness .696 .648 .660 .682 .678 .669 .680 .691 .688 .698 .675 .684
Surprise .624 .639 .623 .643 .605 .626 .662 .607 .643 .651 .642 .633

Table 6: Best one-vs-rest macro-F1 per emotion, language, and model; macro-F1 accounts for the ~1:5 class
imbalance in OvR probing. Bold marks the best emotion per column. Joy remains the most linearly separable
emotion; Fear ranks second on EN and RU, while on KY Disgust ties or overtakes it in three of four decoders (see
text for the persisting KY>EN cells). XLM-R is omitted: the class-weighted OvR pipeline was not re-run on it
(Appendix B). Numbers here (and in Table 7) come from the separate class-weighted OvR pipeline on the same
extracted hidden states (script provenance in the repository README); the unified probing re-run does not alter

them.

not differentially explain early peaking.

6.6 Per-emotion Analysis

Joy achieves the highest macro-F1 (>0.75) across
nearly all model-language combinations (Table 6),
consistent with its lexical distinctiveness. Fear
ranks second on EN and RU (.71-.78); on KY,
Disgust ties or overtakes it in three of the four de-
coders (Table 6). Anger is hardest (.58—.64). Under
macro-F1, Joy/Fear/Surprise decrease from EN to
KY across models, but the KY>EN pattern persists
for Anger in all four decoders, for Disgust in two
(Qwen3, Llama), and for Sadness in one (Llama)—
possibly strong lexical marking in Kyrgyz. Mul-
ticlass confusions (Appendix S) show which cate-
gories blur: Anger is the hub (its pairs with Disgust,
Surprise and Sadness are the three most confused
on the cross-language mean, .14—.16 of the pair’s
sentences), Fear—Joy the cleanest (.04), and the
ranking of the 15 pairs is shared across languages
(Spearman .78-.97 in every model). Confusion is
not uniform within negative valence (Anger—Fear
.07 vs. Anger-Disgust .16), so the probes separate
more than a positive/negative split. UMAP projec-
tions at the best probing layers (Appendix A, Fig-
ure 2) show no geometric clustering despite above-
chance decodability, consistent with the near-zero
silhouettes.

7 Discussion

Depth trend and lexical signal. Best-probing
layers form a continuous depth spread, seed- and
pooling-dependent (Section 6.1, Appendix M)—a
hypothesis, not a finding. The TF-IDF baseline
quantifies the early-peak reading; OLMo-2’s in-
dependent EN LO peak shows it is not Gemma-4-
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specific.

Cross-lingual transfer and English pivot.
Leakage-free EN<«+RU transfer is highest for
Qwen3 (mean .56; Mistral and Llama both .53);
on Kyrgyz no decoder pair survives Holm on prob-
ing (Appendix G), and only KY-involving direc-
tions yield significant decoder—decoder transfer ef-
fects (Appendix K). The logit lens (Section 6.4)
recasts Wendler et al.’s “latent English” account in
re-emergence—depth terms: a pivot Kyrgyz leaves
only in the last third and never before Russian,
whose exit depth is model-specific.

Encoder/decoder does not predict Kyrgyz trans-
fer. A natural reading attributes XLM-R’s KY
lead to encoder architecture; three lines argue oth-
erwise (Section 6.3). Absolute KY: “encoder” alone
confers nothing—mBERT sits significantly below
five of six decoders (Appendix I). The directional
asymmetry against Qwen3 (marginal at fp16) sug-
gests, normalization-free, that the edge is about
representing Kyrgyz; against Llama the advantage
is direction-uniform. Chance-corrected efficiency
corroborates (XLM-R above every decoder; de-
nominator caveat in Appendix J; mBERT unre-
solved). What distinguishes XLM-R is pre-training
data scale and domain (~2.5 TB CommonCrawl
vs. ~21 GB Wikipedia); an XLM-R-base control
supports the decomposition (matched-depth data
swap +.105, same-data depth doubling +.081; Sec-
tion 6.3); at n=S8 an interpretation (predictive, not
causal), not a ranking predictor—nor does dis-
closed breadth suffice (Gemma 4: 140+ languages
(Gemma Team, Google DeepMind, 2026), KY
membership undisclosed, yet mid-pack at .292).
Tokenizer fertility is statistically indistinguishable



from zero at n=8 (r=—.46, p=.25; Table 24) and
unreliable alone (mMBERT: low fragmentation, near-
bottom transfer).

Mistral’s Kyrgyz deficit: CKA—transfer disso-
ciation. Among the four main decoders, Mis-
tral has the highest RU-KY CKA (.800, L1) yet
the lowest average KY transfer (KY,yg .239)—
significant vs. both top decoders on EN—KY and
vs. Qwen3/Llama on several KY-source directions
(Table 16). High embedding similarity (likely
shared Cyrillic) does not guarantee transfer; prob-
ing it directly is the necessary complement.

8 Conclusion

First (3 decoders): a null-calibrated lens locates
the signal in the exit from the English basin—on
pooled representations Kyrgyz exits only in the last
third, never before Russian—consistent with its
transfer gap. Second (4 main decoders): similarity
and transfer dissociate (Mistral: top RU-KY CKA
.800, lowest KY g .239). Third (8 models): en-
coder/decoder does not order KY transfer—XLM-
R leads, mBERT second-to-last; the edge concen-
trates into-KY vs. Qwen3 (p<.01, fp16-marginal);
the absolute gap is n.s., significant only under sec-
ondary 7cc.

Ethics Statement

GoEmotions is derived from Reddit comments,
which skew toward English-speaking, young, male
demographics. Emotion annotations may reflect
cultural norms of this population; our Russian and
Kyrgyz translations inherit this Western-centric
framing of emotion categories. LLM-generated
translations may amplify cultural and affective bi-
ases present in the models’ pre-training data. Re-
searchers should exercise caution before applying
these findings to downstream applications involv-
ing vulnerable populations, mental health, or con-
tent moderation in Kyrgyz-language contexts.

Limitations

Typology and resource level are confounded.
Our two non-English languages vary along two
entangled dimensions: Russian is both typologi-
cally close to English (Indo-European) and high-
resource, whereas Kyrgyz is both typologically
distant (Turkic, agglutinative) and low-resource.
The English-pivot depth pattern is therefore consis-
tent with a typology account, a resource account,
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or both; adding a Turkic high-resource language
(Turkish) would decouple them and is the single
most valuable follow-up.

Our corpus is moderate—1,480 parallel sen-
tence triples, 230-250 sentences per emotion per
language—which limits statistical power for fine
per-emotion claims that larger corpora would re-
solve. Translations were generated by Claude 3.7
Sonnet, raising the concern that probing accu-
racy might partly reflect similarity to Claude’s out-
put distribution rather than emotion encoding per
se. We tested this empirically on a 102-sentence
human-translated control set (Section 3.3, Ap-
pendix L): across all 5 main models and both
non-source languages (10 cells), the difference be-
tween probing accuracy on Claude-translated and
human-translated versions of the same sentences
is bounded by |A| < 0.059 (mean |A| = 0.018),
with every 95% bootstrap CI including zero (at
the boundary for Llama RU: [.000, +.029]; see Ta-
ble 17). The LLM-translation confound, if present,
is below the resolution of our experiment—and that
resolution is coarse: at n=102 the KY-cell CIs span
roughly +.08, so the control is underpowered for
effects smaller than ~8 pp. The same check applied
to transfer (EN—RU/KY, ten cells) is likewise null
(|A] < .029, all n.s.; Appendix L).

The translation reviewer also participated in cor-
pus preparation, introducing potential confirmation
bias; the independent second annotator (Gwet’s
AC1=0.880) partially mitigates this. GoEmotions
(2020) is a public dataset likely seen during pre-
training of all eight models; data contamination
may inflate absolute accuracy levels. Whether Kyr-
gyz occurs in the decoders’ pre-training corpora
is undisclosed for Gemma 4, Qwen?3/2.5, Llama,
and Mistral (OLMo-2 documents predominantly
English data); both encoders are known to include
Kyrgyz. The corpus-scale interpretation therefore
rests on the XLM-R—-mBERT contrast, where lan-
guage presence is held constant, and may conflate
scale with language presence for the closed-data de-
coders; within that contrast itself, scale and corpus
domain (CommonCrawl vs. Wikipedia) co-vary
and cannot be separated at n=2 encoders.

Our depth profiles are pooling-dependent. We
use mean pooling because decoder LL.Ms run on
unprompted text lack a summary-token training
signal, and last-token pooling yields uniformly
lower accuracy in our ablation (Appendix M). How-
ever, under last-token pooling best probing lay-
ers shift substantially deeper for several models



(e.g., Gemma 4 EN: 0—42; Llama EN: 1—28).
The early-peaking pattern observed with mean
pooling therefore partly reflects emotion-bearing
lexical signal aggregated from tokens dispersed
across the sequence, whereas last-token probing
answers a stricter “summary-at-final-token” ques-
tion that no model here is explicitly optimized
for on unprompted text. The main decoders also
mix post-trained (Gemma 4, Qwen3) and base
(Llama, Mistral) checkpoints, so model-level con-
trasts do not separate post-training from model
family. Decoder LLMs use 4-bit NF4 while both
encoders use fpl6. Our Gemma 4 NF4-vs-8-
bit ablation (Aacc <0.016; Appendix N) sug-
gests small absolute quantization effects, and we
additionally re-ran Qwen3—the decoder closest
to XLM-R on absolute KY—end-to-end in fp16
(matched precision with the encoders) under the
same leakage-free protocol: KY, moves from
.349 to .369 (A=+.020, 95% CI [—.007, 4.047],
n.s.), and the XLM-R—Qwen3 gap shrinks to
+.015 ([—.025, 4.054], p=.46)—the absolute-KY
conclusion (XLM-R ahead, not significantly) is
unchanged at matched precision (Appendix N).
Gemma 4, Llama, Mistral, Qwen2.5, and OLMo-
2 remain NF4-extracted (both encoders are fpl16
throughout).

Per-emotion peak layers (Table 7) show high
variance across languages (e.g., Gemma 4 Anger:
EN=15, RU=34, KY=0), likely reflecting CV-seed
sensitivity on the flat per-layer curves rather than
stable architectural signatures.

Permutation tests use 10,000 runs at each
model’s best layer from the initial probing run;
for speed, each null run trains a lighter probe
(a single 80/20 split, 60 epochs) than the real 5-
fold statistic, so the test is asymmetric—with 0
of 10,000 null runs approaching the real accu-
racies (margins >.2), this cannot affect the con-
clusion, but the null is not an exact permutation
of the reported statistic. As a check, we reran
one cell—Mistral KY, the weakest real accuracy
(.451) among the 15 tested—with 1,000 permuta-
tions under the exact matched protocol (5-fold, 300
epochs): null mean .166, null max .199, p<.001
(matched_permutation.csv). The unified re-
run also moves some best layers substantially
(Qwen3 KY L27—L9, XLM-R RU L12—L21)
at nearly unchanged accuracy. Best-layer Cls in
Table 3 do not account for selecting the maximum
over 25-43 layers; the flat curves make this op-
timism small, and all pairwise tests fix the layer
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first. Bootstrap Cls are computed over per-example
predictions from 5-fold CV; within-fold correlation
may lead to slight variance underestimation. The
MLP-linear gap (+0.016) is reported descriptively
without a formal significance test. Holm correction
is applied within each test family (Appendices G—
J); no correction is applied across the five families.

Probing accuracy reflects linear decodability, not
functional use of emotions during generation, and
our transfer results inherit this: they show that an
external readout carries across languages, not that
the model relies on a shared emotion represen-
tation. Establishing use requires intervening on
the representation—ablating or steering along the
probe directions and measuring the effect on an
emotion-dependent behavior, in each language—
which we leave to future work. Comparison with
fine-tuned upper bounds (e.g., supervised XLM-R
on GoEmotions) would help contextualize absolute
accuracy levels.

Our labels are deliberately clean: single-label
Ekman categories, with multi-label and neu-
tral GoEmotions examples excluded (Section 3).
The results therefore do not say whether co-
occurring emotions are simultaneously decodable,
nor whether the representations resolve irony and
sarcasm, where surface lexical valence conflicts
with the intended emotion. The second is a pointed
test for our setting, since lexical signal carries
much of the probing accuracy (the TF-IDF bar,
Section 6.5; the mean-pooling advantage, Ap-
pendix M). The excluded multi-label examples are
a ready robustness set for the existing one-vs-rest
probes; literal-vs-ironic minimal pairs would need
to be authored by native speakers in each language
rather than translated, as irony does not reliably
survive translation.

LLMs Usage Statement

During the preparation of this work, two LLMs
were used in distinct roles: (1) Claude 3.7 Sonnet
(Anthropic, February 2025) generated the Russian
and Kyrgyz translations of the corpus (Section 3.2);
(2) Claude Opus 4.8 (Anthropic, 2026) assisted
with language refinement and organization of some
manuscript sections. All technical content, exper-
imental design, data analysis, and interpretation
were developed by the author. Neither LLM was
used for ideation of methods or generation of re-
sults.



A Cluster Geometry: Silhouette and
UMAP

Figure 1 reports silhouette scores per layer for all
five models. Across every model, language, and
layer, the score is essentially zero (peak ~ 0.004;
most values negative), indicating that emotion
classes do not form geometrically separated clus-
ters in the cosine sense—despite linear probes
achieving well above-chance accuracy (Tables 3,
5). This dissociation generalizes uniformly across
encoder and decoder architectures: linear decod-
ability (probing) and geometric cluster structure
(silhouette) are distinct properties of a representa-
tion, consistent with the diffuse UMAP projections
in Figure 2.

B Per-emotion Peak Layers

Table 7 reports the layer at which each emotion
reaches its peak one-vs-rest macro-F1 for the four
decoder LLMs (chosen by arg max over CV-mean
macro-F1, from the same class-weighted OvR
pipeline as Table 6). XLLM-R is omitted from the
per-emotion macro-F1 comparison because we did
not re-run the class-weighted OvR pipeline (Sec-
tion 5, “Per-emotion analysis”) on XLM-R hidden
states; its contribution to this paper is the cross-
lingual transfer comparison (Table 5). Extending
per-emotion analysis to XLM-R is straightforward
but left for future work. We caution that per-layer
F1 curves are typically flat near the maximum
(CV-mean argmax is unstable to CV-seed on flat
regions), so differences of +£5-10 layers should
not be interpreted as substantive. The table is
provided for completeness rather than as an archi-
tectural fingerprint, and the “Kyrgyz peaks deeper”
tendency described below is the only pattern we
view as descriptively robust.

With that caveat, Kyrgyz emotions tend to peak
at or later than their EN/RU counterparts for most
emotions across models (17 of 24 cells strictly later
than both), weakly suggesting that low-resource
language emotion encoding may require deeper
processing, though exceptions exist (Fear peaks
very early on KY for Llama, L2, and Mistral,
L1; Gemma 4’s KY Anger peaks at L0O). Disgust
peaks at nearby EN and RU layers for Gemma 4
(L10/L9) and Mistral (L3/L5), though not for
Qwen3 (L1/L28) or Llama (L4/L16).
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Gemmad4 Qwen3 Llama Mistral

EN RU KY EN RU KY EN RU KY EN RU KY

Anger 1534 0 8 829 8 824 3 232
Disgust 10 9 30 1 28 36 4 16 30 3 5 26
Fear 015 4 51334 129 2 2 6 1
Joy 1 6 627302319 427 721 24
Sadness 0 14 22 20 14 3524 8 32 6 2 7
Surprise 15 11 23 27 17 17 2 10 27 22 4 27

Table 7: Layer at which each emotion reaches peak
one-vs-rest macro-F1 (absolute layer index) for the four
decoder LLMs. Kyrgyz emotions tend to peak at or later
than EN/RU for most emotions, with some exceptions.

C Procrustes and RSA Peak Values

Definitions. Procrustes similarity is 1 — || X —
Y R*|| r after mean-centering both hidden-state ma-
trices, truncating to the smaller dimension, and
Frobenius-normalizing, with R* the optimal or-
thogonal map aligning Y to X. RSA is the Spear-
man correlation between the two languages’ con-
densed pairwise cosine-distance vectors. Both are
computed per layer on a fixed 500-sentence sub-
sample (Procrustes on 1,480 sentences is slow).
Table 8 reports the peak orthogonal-Procrustes sim-
ilarity and Spearman-p RSA over pairwise distance
matrices, computed per (model, language-pair) and
selected as the maximum over layers. Together
with CKA (Table 4), these numerically support the
Discussion claim that Llama leads EN-RU align-
ment on CKA and Procrustes (with Mistral sec-
ond), while on RSA Gemma 4 edges Llama (.884
vs .878) and Mistral is third (.851); the three met-
rics also diverge on the layer at which the peak
occurs—highlighting that no single similarity met-
ric is definitive.

Metric Pair Gemma4 Qwen3 Llama Mistral
Procrustes EN-RU  .836(0) .860(19) .915(2) .890(17)
Procrustes EN-KY  .778(0) .862(19) .864(2) .860(7)
Procrustes RU-KY  .782(0) .865(19) .841(2) .879(7)
RSA p EN-RU .884(4) .798(6) .878(14) .851(14)
RSA p EN-KY .835(4) .718(8) .730(13) .787(2)
RSA p RU-KY .842(4) .768(7) .750(10) .842(2)

Table 8: Peak Procrustes similarity and RSA Spearman
p per model and language pair (maximum over layers;
the layer of the peak in parentheses). Decoder LLMs
only; computed on the same hidden-state pools as CKA
in Table 4.

D Probe Selectivity

Table 9 reports linear-probe accuracy, MLP-probe
accuracy, shuffled-label control accuracy, selectiv-
ity (linear — control), and MLP-linear gap at each
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Figure 1: Silhouette score per layer for all five models (cosine metric, 500 subsampled points; x-axis normalized
to [0, 1] for cross-model comparison). Values are near zero across all (model, language, layer) cells, confirming
that emotion is linearly decodable in these models without forming compact geometric clusters. The pattern holds
uniformly across encoder (XLM-R) and decoder architectures.

Emotion Clusters (UMAP) at Best Probing Layer
Top: Gemma 4 E4B | Bottom: Qwen3-8B

English (layer 0)

Russian (layer 7)

Kyrgyz (layer 4)

Gemma 4 E4B

Qwen3-8B

N Anger M Disgust

- Fear

Joy I Sadness B Surprise

Figure 2: UMAP projections of hidden states for Gemma 4 E4B (top) and Qwen3-8B (bottom), the two models
with the most contrasting depth profiles, at their unified best probing layers (Table 3: Gemma EN LO/RU L7/KY
L4; Qwen3 EN L10/RU L11/KY L9). Each point is one sentence, colored by emotion. Both models lack clear
geometric clustering, consistent with the near-zero silhouette scores (Figure 1).

model’s best layer. Selectivity is positive and sub-
stantial for every cell (0.29-0.46), confirming that
probes decode genuine emotion structure rather
than representational artifacts. MLP gains over
linear probes are small (mean 40.016 across 12
decoder cells) and not tested for significance.

E Sentence-Length Control

Table 10 reports English probing accuracy at
each decoder’s best layer, with per-example 5-
fold CV predictions binned by source-sentence
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word count. Accuracy decreases with length for
all four decoders—monotonically across bins for
Gemma 4 and Llama, while Qwen3 and Mistral
show a small uptick in the final bin—consistent
with mean-pooling dilution over longer sequences
(Section 6.5).

F Lexical (TF-IDF) Transfer Baseline

Table 11 runs a TF-IDF baseline under the ex-
act leakage-free transfer protocol (same seed-42
60/20/20 split; vectorizer fit on the source lan-



Model Lang Linear MLP Ctrl Sel. AMLP
Gemma 4 EN .603 .621 .191 413 +.018
Gemma 4 RU 508 534 .164 345 +.026
Gemma 4 KY 453 485 162 292 +.032
Qwen3  EN 605 .611 .165 441 +.005
Qwen3 RU 582 .607 .172 410 +.025
Qwen3  KY 482 506 .183 299 +.024
Llama EN 625 .636 .165 460 +.011
Llama RU 568 589 .172 396  +.021
Llama KY 478 482 .169 309 +.004
Mistral EN 611 619 .152 459 +.008
Mistral ~ RU 570 581 .176 393 +.011
Mistral ~ KY A51 455 .149 301  +.005

Table 9: Probe validity controls at the best layer
(decoder LLMs). XLM-R selectivity follows the
same qualitative pattern (0.29-0.37; control 0.17-
0.18, near 1/6 0.167). Sel. = Linear—Ctrl;
AMLP = MLP—Linear; both are computed on un-
rounded accuracies and may differ from the difference
of the displayed rounded columns by <.001.

~
~

Model 1-5 6-10 11-15 16-20

n perbin 242

.649 .
.653
.690 .
715

Gemma 4
Qwen3
Llama
Mistral

Table 10: English probing accuracy by sentence length
(words). Per-example correctness from 5-fold CV at
each model’s best EN layer, binned by word count of
the source sentence.

guage, target test sentences transformed with that
vocabulary). It shares the word 1-2-gram fea-
turization with the within-language baseline of
Section 6.5 but uses default classifier settings;
matching the tuned within-language configuration
(min_df=2, sublinear tf, C'=10, class weighting)
lowers the cross-lingual bar on three of the four
KY directions (KY—EN .132 vs. .253; KY—RU
179 vs. .216; RU—KY .216 vs. .223) and raises
EN—KY by only +.003, so the reported bar is the
more conservative of the two overall. The oper-
ative axis is the source language, not the script:
with an EN source the baseline is at or below
chance (.128-.132; only 3.7-5.4% of target sen-
tences contain any source-vocabulary token), while
RU/KY sources reach .196—.253 with vocabulary-
hit shares of .30-.69. The largest hit shares are
on the English-target directions (RU—EN .689,
KY—EN .507): the RU/KY translations retain a
Latin-script residue (proper names, code-switched
English from the Reddit-sourced originals), and
RU-KY adds Cyrillic borrowings. That residue
also means some English tokens are physically
present in the RU/KY inputs—a caveat that touches
the logit lens (Appendix O) and the “lexically
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language-specific” premise, though at .20-.25 it
bounds the effect well below the strong mod-
els’ transfer. As the lexical bar for Table 5:
the best model per direction exceeds it by .14—
.26 on every KY direction (on RU—KY only
XLM-R clears it by that much; the top decoders
there are at 4.05—.08); OLMo-2 sits at or below
the bar on three of the four (RU—KY —.047,
KY—EN —.040, KY—RU —.013), mBERT on
two (KY—EN —.067, KY—RU .000; +.003 on
RU—KY); both are above it on EN—KY, and
Mistral clears it only narrowly outside EN—KY
(+.017-.027).

Direction TF-IDF acc  Vocab-hit share

EN—RU
EN—KY
RU—EN
RU—KY
KY—EN
KY—RU

Table 11: Leakage-free TF-IDF transfer (word 1-2
grams + logistic regression; chance = 1/6 =~ .167).
Vocab-hit share = fraction of target test sentences con-
taining at least one source-vocabulary token.

G Within-language Probing Pairwise
Tests

For each language, we run paired bootstrap tests
(10,000 resamples on per-example correctness at
each model’s unified best layer from Table 3;
fixed seed, script provenance in the repository
README), with Holm-Bonferroni correction
within language (Table 12). Significance patterns
here are sensitive to the choice of per-model best
layer and to the CV seed (the per-layer curves are
flat near their maxima), so we fix both: unified best
layers from Table 3 and a fixed seed. No decoder
pair survives Holm correction on EN or KY; on RU,
Gemma 4 sits significantly below Qwen3, Llama,
and Mistral. This matches the pattern read off Ta-
ble 3’s overlapping CIs. XLM-R and mBERT are
not included in this family—encoder—decoder gaps
are read from overlapping Cls in Table 3 and from
the transfer tests in Appendix H.

H XLM-R vs. Others on KY,,,

Paired bootstrap (10,000 resamples) on the 296
held-out test sentences shared across models,
on KY,y, (per-example mean of the four KY-
involving transfer accuracies from Table 5). Holm-
Bonferroni correction is applied within the family



Lang Comparison AacCc  PHolm  Sig
EN Llamavs Gemma4 +.022 274 ns
EN  Llama vs Qwen3 +.020 760 ns
EN  Llama vs Mistral +.014 1.00 ns
EN  Mistral vs Gemma 4 +.008 1.00 ns
EN  Mistral vs Qwen3 +.005 1.00 ns
EN  Qwen3 vs Gemma4 +.003 1.00 ns
RU  Qwen3 vs Gemma4 +.074 <.001 ***
RU  Mistral vs Gemma 4 +.062 <.001 ***
RU Llamavs Gemma4 +.060 <.001 ***
RU  Qwen3 vs Llama +.014 806 ns
RU  Qwen3 vs Mistral +.013 .806 ns
RU  Mistral vs Llama +.001 937 ns
KY  Qwen3 vs Mistral +.032 .091 ns
KY Qwen3 vs Gemma4 +.029 136 ns
KY  Llama vs Mistral +.028 136 ns
KY Llamavs Gemma4 +.025 179 ns
KY  Qwen3 vs Llama +.004 1.00 ns
KY  Gemma 4 vs Mistral +.003 1.00 ns

Table 12: Within-language paired-bootstrap tests among
the four decoders at their unified best layers, Holm-
corrected within each language (6 pairs). Aacc =
modely; —modely, (ordered so A > 0), computed on raw
per-example correctness (may differ by <.001 from the
difference of Table 3 rounded accuracies). *** p<.001,
** p<.01, * p<.05.

of 7 XLM-R-vs-other comparisons.

Model, Model, A 95%CI p

.081
.040

PHolm

.081 ns
.080 ns

XLM-R Qwen3  +.036 [—.004, +.074]
XLM-R Llama  +.043 [+.003, +.084]
XLM-R Gemma 4 +.092 [+.050, +.133] <.001 <.001 *#**
XLM-R Mistral ~ +.145 [+.107, +.183] <.001 <.001 *#**
XLM-R mBERT +.186 [+.149, +.224] <.001 <.001 ***
XLM-R OLMo-2 +.201 [+.164,+.239] <.001 <.001 **%*
XLM-R Qwen2.5 +.116 [+.074,+.155] <.001 <.001 ***

Table 13: XLM-R vs. every other model on KY,,
(paired bootstrap, two-sided; Holm-corrected within
this family). A =XLM-R — other, computed on the raw
per-example correctness vectors (may differ by <.001
from the difference of displayed rounded accuracies).
kR <001, ** p<.01, * p<.05. XLM-R’s absolute-
KY lead is significant vs. every model except the two
strongest decoders (Qwen3 and Llama, both n.s. af-
ter correction); vs. the second encoder mBERT the
gap is +.186 (Proim<<.001). The lack of significance
vs. Qwen3/Llama is why we also report the chance-
corrected efficiency 7. (Table 5) as a secondary met-
ric (Section 6.3; caveats in Appendix J); it is chance-
corrected because a raw KY/EN«RU ratio is mislead-
ing for near-chance models such as mBERT (whose
EN<RU is only .082 above the 1/6 chance floor).

Direction interaction (difference-in-differences).
The into-KY concentration of Section 6.3 is tested
with a paired bootstrap on the same 296 sen-
tences: DiD = (XLM-R—decoder)into-xy — (XLM-
R—decoder)ky.source- Against Qwen3: +.108,
95% CI [.029,.188], p=.008; against Qwen3-
fp16 (matched precision): +.074 [—.002,.149],
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p=.058; against Llama: +.002 [—.078,.079],
p=.97. XLM-R’s advantage over Llama is
direction-uniform; the significant interaction is
specifically against the decoder that exceeds XLM-
R on KY-source (Qwen3).

I mBERT vs. decoders on absolute KY

Paired bootstrap (10,000 resamples of the 296 held-
out test sentences) for mBERT vs. each decoder on
KY g, with Holm-Bonferroni over 6 comparisons.

Model, Model, A 95% Cl p

mBERT Qwen3  —.150 [—.189, —.111] <.001 <.001 ##*
mBERT Llama  —.143 [—.182, —.104] <.001 <.001 #**
mBERT Gemma 4 —.094 [—.130, —.058] <.001 <.001 ***
mBERT Qwen2.5 —.070 [—.104, —.036] <.001 <.001 ##*
mBERT Mistral —.041 [—.072, —.009] .014  .027 *
mBERT OLMo-2 +.015 [—.018, +.048] .378  .378ns

PHolm

Table 14: mBERT vs. every decoder on absolute KY s
(paired bootstrap, two-sided; Holm-corrected within this
6-comparison family). The second multilingual encoder
is significantly below five of six decoders and statisti-
cally tied with OLMo-2 at the bottom, confirming that
encoder architecture alone does not confer KY transfer
(this is the negative claim that carries Section 7 after the
Nee CI showed the XLM-R—vs—mBERT gap under 7).
is imprecisely estimated).

J Bootstrap CI for 7).

Paired bootstrap (10,000 resamples of the 296
held-out test sentences, jointly recomputing 7n¢’s
numerator and denominator on the same resam-
ple) for the chance-corrected efficiency across all
8 models, and the differences vs. XLM-R. The
same procedure applied to the size-control con-
trast (Section 6.3) gives XLM-R-base—mBERT:
KYayg +.105 [+.068, +.141], p<10™%; nee +.277
[—.204, 4.603], p=.20—the data-swap effect is es-
tablished on absolute KY but not resolvable under
1, whose mBERT denominator sits near chance
(base_vs_mbert_eta.csv).

Limits of ratio normalizations. A ratio metric
rewards a small denominator, and XLM-R sits at
the low end of every English-anchored denomina-
tor available here: EN<+>RU .473 (main decoders
.505-.563), EN—RU .470, within-language EN
probing .551. Swapping among these normal-
izations therefore tests robustness to the choice
within the family, not the family’s shared weakness.
Within the family the lead is stable: normalizing
by EN—RU alone (same 296 examples, paired
bootstrap) gives XLM-R .718 [.60, .88] vs. Llama



471 and Qwen3 .440 (A=+4.247, p=.002; +.279,
p<.001; mBERT unresolved [.10, 1.07]); normal-
izing by EN probing points the same way (.567
vs. Llama .381, Qwen3 .415; mBERT .101) but
mixes samples (1,480-sentence 5-fold CV vs. 296
held-out), so we report it without a CI. What breaks
the potential circularity is the ratio-free directional
evidence of Section 6.3: XLM-R’s advantage lives
in the into-KY directions and, against Qwen3, dis-
appears on KY-source ones (against Llama it is
direction-uniform)—patterns no denominator can
induce. 7. also reorders Llama (.487) and Qwen3
(.460) relative to absolute KY (.341 vs. .349), so
we do not read decoder—decoder order from any of
these ratios.

Model Nee 95% CI

XLM-R 710 [+.61, +.83]
Llama A87 [+.40, +.58]
Qwen3 460 [+.39, +.53]
mBERT .390 [+.11, +.85]
Gemma 4 371 [+.28, +.47]
Qwen2.5 278 [+.21, +.35]
Mistral .198 [+.13, +.27]
OLMo-2 .054 [—.03, +.13]

XLM-R vs. others (paired bootstrap on An.):

XLM-R — Qwen3 +.250 [+.13, +.39] p<.001 ***
XLM-R — Llama +.224  [+.08, +.37] p=.002 **
XLM-R — mBERT  +.321 [—.14,+.61] p=.13ns
XLM-R — Gemma 4 +.339 [+.19, +.49] p<.001 **
XLM-R — Qwen2.5 +.433 [+.31, +.56] p<.001 ***
XLM-R — Mistral +.513  [+.40, +.64] p<.001 ***
XLM-R — OLMo-2  +.657 [+.53, +.79] p<.001 *%*%*

Table 15: Bootstrap Cls for chance-corrected efficiency
Nee = (KYayg—1/6)/(EN<>RU—1/6) (top block) and
paired differences vs. XLM-R (bottom block). XLM-R
significantly leads all decoders including the strongest
(Llama, Qwen3); the XLM-R vs. mBERT difference is
not significant because mBERT’s CI is wide—mBERT’s
EN<+RU is only .082 above chance, so the ratio is es-
timated imprecisely. The robust story is that 7.. makes
XLM-R a significant outlier over every decoder, but
mBERT’s position is imprecisely estimated at this sam-
ple size and its relative ranking vs. Llama/Qwen3 or
XLM-R is not resolvable. The negative claim (“en-
coder/decoder does not order the 8 models™) is carried
instead by absolute KY: mBERT is second-to-last there
and significantly below 5 of 6 decoders (Appendix I).
7ec 18 computed from unrounded accuracies; recomput-
ing it from the rounded entries of Tables 5/22 can differ
by up to .007 (mBERT: .383 vs. .390).

K Transfer Pairwise Tests

Table 16 reports all six pairwise leakage-free
transfer-accuracy comparisons among decoder
LLMs per direction (paired bootstrap on per-
example correctness over the held-out target test
split, Holm-Bonferroni corrected within each di-
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rection). After removing the parallel-sentence
leak, most decoder—decoder differences are no
longer significant. The surviving effects concen-
trate on KY-involving directions: Qwen3 exceeds
Mistral on EN—KY, KY—EN, and KY—RU;
Llama exceeds Mistral on EN—KY and KY—RU
(KY—EN is n.s.); Llama exceeds Gemma 4 on
EN—KY, Qwen3 exceeds Gemma 4 on KY —-EN,
and Qwen3 exceeds Llama on KY—EN (4.101,
PHoim=-025). RU—KY and EN<+RU have no sur-
viving decoder—decoder differences.

L Translation-source Control

Table 17 reports, for each model and language (RU,
KY), the probing accuracy on the 102-sentence con-
trol set (Section 3.3) with (a) Claude-translated and
(b) human-translated versions of the same source
EN sentences. A linear probe is trained on the re-
maining 1,378 Claude-translated examples at the
model’s best layer (per Table 3) and applied to both
versions of the held-out 102. The 95% CI is com-
puted over 10,000 paired bootstrap resamples of
the 102 predictions.

Transfer under human translations. The con-
found is most threatening for transfer (a shared
generator could inflate cross-lingual alignment), so
we repeat the check there: EN—RU and EN—KY
probes—trained on the Claude training split ex-
cluding the 102 control sentences, at the transfer
layers of Table 5—are evaluated on the Claude- vs.
human-translated target versions of the 102. All ten
(model, direction) cells are n.s. (|A| < .029, signs
in both directions, paired bootstrap p > .26). At
n=102 the ClIs are wide, but there is no directional
evidence that Claude-translated targets are easier
to transfer into.

M Pooling Ablation: Mean vs.
Last-Token

We re-extract hidden states from all four decoder
LLMs using last-token pooling (the hidden state at
the final non-padding token, located robustly via
the attention mask) and re-run layer-wise probing
under the same protocol as Section 6. XLM-R is
omitted because last-token pooling is not meaning-
ful for a bidirectional encoder. Table 18 reports the
best layer and accuracy under each pooling choice.

A natural interpretation: mean pooling integrates
emotion-bearing lexical signal already present at
the embedding layer (words like furious, delighted),



Direction ~ Comparison Aacc  PHolm  Sig Direction ~ Comparison AacC  PHolm  Sig
EN—RU Qwen3 vs Gemma4 +.084 092 ns RU—KY Llama vs Mistral +.064 168  ns
EN—RU Qwen3 vs Llama +.044 737  ns RU—KY Gemma4 vs Mistral +.051 896 ns
EN—RU Qwen3 vs Mistral +.044 737  ns RU—KY Qwen3 vs Mistral +.037 1.00  ns
EN—RU Llamavs Gemma4 +.041 737 ns RU—KY Llama vs Qwen3 +.027 1.00  ns
EN—RU Mistral vs Gemma 4 +.041 737 ns RU—KY Gemmad4vsQwen3 +.014 1.00 ns
EN—RU Llama vs Mistral +.000 1.00  ns RU—KY Llamavs Gemma4 +.014 1.00  ns
EN—KY Llama vs Mistral +.159 <.001 *** KY—EN Qwen3 vs Mistral +.162  <.001 F**
EN—KY Llamavs Gemma4 +.108 002 #* KY—EN Qwen3 vs Gemma4 +.122 004 #*
EN—KY Qwen3 vs Mistral +.095 045 * KY—EN Qwen3 vs Llama +.101 025 %

EN—KY Llama vs Qwen3 +.064 107 ns KY—EN Llama vs Mistral +.061 205  ns
EN—KY Gemma4 vs Mistral +.051 299  ns KY—EN Gemma4 vs Mistral +.041 523 ns
EN—KY Qwen3 vs Gemma4 +.044 299  ns KY—EN Llamavs Gemma4 +.020 585 ns
RU—EN Qwen3 vs Gemma4 +.030 1.00 ns KY—RU Qwen3 vs Mistral +.145  <.001 ***
RU—EN Qwen3 vs Llama +.030 1.00 ns KY—RU Llama vs Mistral +.125 002 #*
RU—EN  Qwen3 vs Mistral +.017 1.00  ns KY—RU Qwen3 vs Gemma4 +.074 197 ns
RU—EN Mistral vs Gemma 4 +.014 1.00  ns KY—RU Gemma 4 vs Mistral +.071 197 ns
RU—EN  Mistral vs Llama +.014 1.00  ns KY—RU Llamavs Gemma4 +.054 344  ns
RU—EN Gemma4 vsLlama +.000 1.00  ns KY—RU Qwen3 vs Llama +.020 561  ns

Table 16: Leakage-free pairwise transfer comparisons among decoder LLMs (Aacc = modelp; —modely,, ordered so
A > 0; computed on raw per-example correctness, may differ by <.001 from the difference of displayed rounded
accuracies). p-values from a paired bootstrap (10,000 resamples) on per-example correctness over the held-out
target test split, Holm—Bonferroni corrected within each direction (6 pairs). *** p<.001, ** p<.01, * p<.05. Most
differences are n.s. after removing the parallel-sentence leak; surviving effects are on KY-involving directions
only—see main text for the exact set of significant comparisons.

Emotion Probing Accuracy by Normalized Layer
Gemma 4 E4B, Qwen3-8B, Mistral-7B-v0.3, Llama-3.1-8B, XLM-R-large

English

Russian

Kyrgyz

Accuracy

— Gemma 4 E48
—— Quen3-88
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-+ Lama-3.1.88
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Figure 3: Layer-wise probing accuracy for the four decoder LLMs and XLM-R across three languages. The z-axis
is normalized to [0, 1] for cross-model comparison (note: this equates architecturally non-equivalent positions
across models of different depths). Shaded bands show %1 std (5-fold CV). A depth trend is visible on English as a
continuous spread in normalized depth (Gemma 4/Llama at L/N <.03, Mistral .16, Qwen3 .28, XLM-R .46) but
does not hold uniformly across languages—e.g., Llama RU peaks at 19 (Table 3), deeper than Qwen3 RU.

so probing succeeds early. Last-token pooling re-
quires the model to summarize that signal into a sin-
gle position—a function not explicitly trained for
on unprompted text—and thus needs more layers of
contextual processing. Both metrics are valid; we
report mean pooling as primary because it yields
the more decodable representation across all condi-
tions.

N Quantization Ablations

Gemma 4: NF4 vs. 8-bit probing. To bound the
effect of 4-bit NF4 quantization on probing accu-
racy, we re-extracted Gemma 4 hidden states in
8-bit (LLM.int8) and re-ran layer-wise probing un-
der the same protocol (Table 19). The accuracy
difference is at most .016 in absolute value and

&3

changes sign across languages, i.e. quantization
neither systematically helps nor hurts at the resolu-
tion of our experiment. Both columns come from
the ablation’s own matched probing run, whose
NF4 accuracies differ by <.010 from the unified
run of Table 3 (separate CV seed).

Qwen3: NF4 vs. fp16 transfer (matched preci-
sion with the encoders). We re-extracted Qwen3-
8B end-to-end in fp16 and re-ran the full leakage-
free transfer protocol (same seed-42 splits, nested
dev layer selection; Table 20). Individual direc-
tions shift by up to .09 as the nested selection
picks different layers on flat dev curves, but KYayg
moves only from .349 to .369 (A=+-.020, paired
bootstrap 95% CI [—.007,+.047], p=.16), and



Model  Lang L Accc Accu A 95% CI

Gemma4 RU 7 .539 .539 .000 [ .000, .000]
Gemma4 KY 4 480 .451 +.029 [—.049, +.108]
Qwen3 RU 11 .578 .578 .000 [ .000, .000]
Qwen3 KY 9 .520 .480 +.039 [—.039, +.118]
Llama RU 19 .500 .490 +.010 [ .000, +.029]
Llama KY 3 451 .431 +.020 [—.059, +.098]
Mistral RU 9 .588 .588 .000 [ .000, .000]
Mistral KY 5 441 422 +.020 [—.049, +.088]
XLM-R RU 21 .490 .490 .000 [ .000, .000]
XLM-R KY 14 .500 .441 +.059 [—.020, +.137]

Table 17: Probing accuracy on the 102-sentence control
set with Claude-translated (C) vs. human-translated (H)
versions of the same source EN sentences. Probes are
trained on the remaining 1,378 Claude-translated exam-
ples at the best layer per (model, language) and applied
to both versions of the held-out 102. A = Acce — Accy;
95% Cls from 10,000 paired bootstrap resamples. All
10 CIs include zero (one at the boundary: Llama RU
[.000, +.029]); the maximum observed difference is
5.9 pp (XLM-R KY, n.s.). For several models on Rus-
sian A =0 exactly: this is not a data erro—the human
and Claude translations differ in all 102 sentences (0
textually identical) and produce distinct hidden states
(max |Ah|=4.5 at the probed layer)—rather, the probe
assigns the same emotion label to both versions of each
test sentence, i.e. its decisions are invariant to the transla-
tion source even though the inputs are not. A prediction-
distribution audit (an independent probe re-run; cell ac-
curacies within .03 of those shown) confirms the probes
are not degenerate: in every cell all six classes are pre-
dicted at near-uniform frequencies (entropy >1.74 of
the In6 ~ 1.79 maximum), and the C/H predictions
agree for 100-102 of 102 RU sentences vs. 74-79 on
KY (audit table in the repository). We read this as
robustness of the probe, not as identity of the represen-
tations.

the XLM-R — Qwen3 gap at matched precision is
+.015 ([—.025, +.054], p=.46)—still positive, still
not significant. The absolute-KY reading of Sec-
tion 6.3 is therefore not an artifact of comparing
NF4 decoders with fp16 encoders.

O Logit-Lens Test of the English Pivot

To test whether high EN<»RU transfer reflects
genuinely language-agnostic representations or an
English pivot (Wendler et al., 2024), we apply
a sentence-level logit lens to the three dense de-
coders: Qwen3-8B (highest mean EN<+»RU trans-
fer, .56), Llama-3.1-8B (peak CKA and Procrustes
similarity across EN-RU; Table 4, Appendix C),
and Mistral-7B (the CKA-transfer dissociation
case). Gemma 4 is excluded: its Per-Layer Embed-
dings add per-layer input terms, so a pooled hidden
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Mean pooling  Last-token
Model Lang L L/N Acc L L/N Acc
Gemma4 EN 0 .00 .603 42 1.00 .383
Gemma4 RU 7 .17 508 7 .17 .348
Gemma4 KY 4 .10 453 7 .17 312
Qwen3 EN 10 .28 .605 36 1.00 .476
Qwen3 RU 11 .31 .582 35 .97 447
Qwen3 KY 9 25 482 11 31 374
Llama EN 1 .03 .625 28 .88 472
Llama RU 19 59 568 14 .44 474
Llama Ky 3 .09 478 16 .50 .397
Mistral EN 5 .16 .611 10 .31 473
Mistral RU 9 .28 570 17 .53 455
Mistral KY 5 .16 451 32 1.00 .336

Table 18: Best probing layer under mean vs. last-token
pooling. L = absolute best layer; L /N = normalized to
network depth. Mean pooling yields higher accuracy
in every cell (drops .081-.220 under last-token); last-
token pooling shifts best layers substantially later on
English for three of four models (Gemma 0—42, Qwen3
10—36, Llama 1—28), indicating that the early-peaking
pattern is pooling-dependent (Section 7). Mean-pooling
numbers match the unified probing run (Table 3); last-
token values from separate extraction on the same cor-
pus.

Lang Lnps  Accnrs  Lgpic  Accgpi A
EN 0 593 0 599 4-.006
RU 6 503 6 519 4.016
KY 4 459 5 445 —.015

Table 19: Gemma 4 best-layer probing accuracy un-
der 4-bit NF4 vs. 8-bit (LLM.int8) extraction. A = 8-
bit — NF4, computed on unrounded accuracies (may
differ from the difference of the rounded columns by
<.001); best layers agree (EN, RU) or are adjacent
(KY).

Direction  Lyp, Accnps L;; 16 Acchple
EN—RU 15 581 22 581
EN—KY 12 294 17 385
RU—EN 10 544 11 551
RU—KY 13 277 31 260
KY—EN 20 443 20 402
KY—RU 19 .382 14 429
KYa, 349 369

Table 20: Qwen3-8B leakage-free transfer under NF4
vs. fp16 extraction (nested layer selection re-run per
precision; L* = selected layer). KYy,: A=+.020, n.s.;
XLM-R—Qwen3(fp16) = +.015, n.s.

state does not share the 1m_head input space the
lens assumes. For each layer we take the mean-
pooled hidden state (the same representation used
for probing), apply the model’s final RMSNorm,
and project it through the unembedding matrix
(1m_head) to obtain a distribution over the vocab-
ulary. We decode the top-20 tokens and classify
each as English (Latin-script word token), Cyril-
lic (input-language family for RU/KY), or other



(punctuation, digits, sub-word byte fragments, or
non-target scripts). We report, per layer and av-
eraged over 300 sentences, the fraction of top-20
tokens in each class.

The main-text result and its interpretation are
in Section 6.4; Figure 4 gives the full per-layer
curves. We add here the two model-level contrasts
visible in the figure: (i) Llama and Mistral ex-
hibit cleaner, wider English basins than Qwen3,
whose early-mid layers carry a larger “other”
(code/multilingual) fraction; (ii) Kyrgyz leaves the
basin in the last third of depth in all three models
(d 5=.97/.86/.97) and never before Russian, whose
exit depth is model-specific (d 5/.97/.64/.75); the
manner of exit, by contrast, varies by model, as the
AUC and text-specified-window analyses below
show (Section 6.4). As a pooled, sentence-level
lens it speaks to the aggregate quantity relevant
to our pooled-probing transfer; a per-token lens
(Wendler et al., 2024) would localize where in the
sequence the pivot occurs and is left for future
work.

Shuffled-representation null. To calibrate the
unembedding’s frequency bias we run the null di-
rectly: the same 300 pooled vectors per layer, each
with its dimensions randomly permuted (destroy-
ing learned structure while preserving the vector’s
norm and coordinate statistics), passed through the
same final RMSNorm and 1m_head and classified
identically. The null decodes to English almost ex-
clusively and flat in depth: the renormalized word-
like EN share, EN/(EN+Cyrillic), is .952-.967
(Llama), .967-.981 (Qwen3), and .963-.977 (Mis-
tral) at every layer, while the raw Cyrillic fraction
of the top-20 never exceeds .042. Two conclusions
follow. First, the unembedding’s high-logit region
is strongly English-biased, so the absolute mid-
network English level in Figure 4 is not by itself
evidence of English-like computation—indeed, the
real curves’ mid-network means (renormalized EN
share over [.2, .6] depth) are .99 (Llama RU), .95
(Llama KY), .94 (Qwen3 KY), .77 (Qwen3 RU),
.97 (Mistral RU), and .99 (Mistral KY), i.e. at or
below the null except marginal excesses for Llama-
RU and Mistral-KY. Qwen3-RU’s .20 deficit be-
low the null is itself informative: decoding less to
English than a shuffled vector requires structured
non-English content in the representation—again
structure, not unembedding bias.

Second, everything the null cannot produce is
informative: the real curves’ late-layer Cyrillic
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take-over (up to 1.0), its abrupt-vs-gradual manner,
and its language- and model-specific depth (Sec-
tion 6.4) all require the representations to change
across depth—the English-pivot claim rests on this
structured exit, not on the raw English share.

Sentence-level uncertainty. The AUC|5 ) con-
trasts carry the per-model claims, so we bootstrap
them over the 300 sentences (trapezoid AUC is lin-
ear in the mean curve, so the mean of per-sentence
AUCs equals the AUC of the mean curve; 10,000
resamples). All three RU-vs-KY contrasts are
tight and significant: AAUC (KY—RU) = —.162
[—.170, —.153] for Llama (Russian holds the basin
longer), +.380 [.367,.393] for Qwen3, and +.264
[.247,.280] for Mistral (all p<10~%). Sentences
whose top-20 contains no word-like token are im-
puted share 1.0—counted as fully English, which
biases toward later exit and more strongly for KY
(more word-free decodes), the direction of our con-
clusion; the aggregate effect is bounded: pooled-
count curves and per-sentence means differ by
<.003 (e.g., Qwen3-RU AUC .236 vs. .238). AUC
measures how much English is held over the second
half—exit level and timing, not abruptness—and
the per-model signs differ exactly as described in
Section 6.4. For Mistral’s quoted window (.56—-.84)
the per-sentence paired bootstrap gives an RU—KY
drop difference of +.557 [.529,.584], p<10~%;
since that window was chosen on the curve it tests,
we treat it as descriptive. A fixed window specified
by the text (the last third, [.67, 1]; fixed before this
test but not registered in advance) applied identi-
cally to all three models reduces to the level at .67,
because every model’s final layer decodes the in-
put language (share(1.0) < .005): RU-KY drop
differences are +.085 (Llama), —.636 (Qwen3),
—.196 (Mistral), all tightly estimated, reproducing
the same per-model ordering as the AUC gaps (note
the mirrored sign convention: RU—KY drops vs.
KY —RU AUC) rather than a uniform manner con-
trast. We therefore present “gradual vs. steep” as
per-model description (quantified by each model’s
d 5/AUC and, for Mistral, the descriptive window),
not as a single cross-model statistic.

Robustness: classification and pooling. The
lens has two obvious vulnerabilities, and the exit
result survives both (lens_robustness.csv).
Classification: since KY fertility exceeds RU’s,
Cyrillic could be undercounted more for KY, push-
ing d 5 later—the direction of our conclusion. Re-
classifying any token containing a Cyrillic charac-



ter as Cyrillic changes nothing (mixed tokens are
rare in the top-20); additionally attributing every
undecodable or letterless fragment to Cyrillic—an
upper bound—moves d 5 by at most .03 (Qwen3
KY .86—.83, Mistral KY .97—.94) and preserves
KY > RU in all three models, with all AUC signs
intact. Pooling: the mean-pooled vector is not
a residual-stream state. A last-token lens on the
same 300 sentences yields d 5 ties at .92—.97 for
both languages in all three models—at the final to-
ken the input language re-emerges only at the very
end, consistent with per-token analyses—while the
AUC signs match the pooled lens (Llama RU>KY;
Qwen3/Mistral KY>RU). The strict pooled Rus-
sian exits at .64 (Qwen3) and .75 (Mistral) are thus
a property of the pooled aggregate; the ordering
claim (KY never earlier, always last-third) holds
under both poolings. Sampling: a sentence-level
bootstrap (2,000 resamples of the 300 sentences;
the mean curve and sustained crossing recomputed
per resample) leaves every d 5 at its point estimate—
the 95% CI has zero width at the layer grid (1/32;
1/36 for Qwen3)—and KY>RU holds in 100% of
resamples for each model (d50_bootstrap.csv).
Note that Kyrgyz tokenizer fertility is 2.88—
3.07x English for the three lens models (1.42—
3.67x across all 8; Table 24), so a top-k decode of a
KY-input hidden state contains more subword frag-
ments than the English or Cyrillic word-like tokens
counted here—i.e., the Cyrillic fraction is a lower
bound and the gradual re-emergence of Kyrgyz
Cyrillic is measured conservatively; if anything,
fragmentation biases the count toward English.

P Expanded Model Sample (N=8)

To strengthen claims that originally rested on five
models, we add three: mBERT (Devlin et al.,
2019) (bert-base-multilingual-cased; 178M, 12 lay-
ers; a second multilingual encoder pre-trained,
with MLM like XLM-R (plus next-sentence pre-
diction), on the 104 largest Wikipedias, two or-
ders of magnitude less data than XLM-R; Kyr-
gyz is included in the 104-language set, so the
data-composition claim we make is about scale
rather than about presence/absence of the lan-
guage), Qwen2.5-7B (Qwen Team, 2024) (the pre-
vious Qwen generation, for within-family stabil-
ity with Qwen3-8B), and OLMo-2-7B (OLMo
Team, 2024) (a decoder LLLM with fully disclosed,
predominantly English pre-training data; included
to probe whether pre-training-data multilingual-
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ity rather than encoder architecture drives cross-
lingual transfer). As a size control we additionally
run XLM-R-base (xIm-roberta-base; 270M, 12 lay-
ers; same CC-100 corpus and MLM objective as
XLM-R-large) through the identical pipeline (fp16
extraction, mean pooling, seed-42 splits, target-dev
layer selection); it appears as a control row in Ta-
ble 22 and is excluded from the core-8 rankings. Its
per-layer probing peaks are EN .494 (L0O), RU .421
(L11), KY .410 (L3)—below XLM-R-large’s, con-
sistent with a depth/size contribution to absolute
accuracy.

EN RU KY

Model L L/N Acc L L/N Acc L L/N Acc
Gemma4 E4B 0 .00 .603 7 .17 .508 4 .10 453
Qwen3-8B 10 .28 .605 11 .31 .582 9 .25 482
Llama-3.1-8B 1 .03 .625 19 .59 .568 3 .09 .478
Mistral-7B 5 .16 .611 9 .28 570 5 .16 .451
XLM-R-large 11 .46 .551 21 .88 .482 14 .58 .459
Added in this appendix:

mBERT 1 .08 .482 2 .17 374 3 .25 402
Qwen2.5-7B 9 .32 588 8 .29 .589 3 .11 453
OLMo-2-7B 0 .00 .625 18 .56 .534 5 .16 .451

Size control (excluded from core-8 rankings):

XLM-R-base 0 .00 .494 11 .92 421 3 .25 410

Table 21: Best probing layer and accuracy across the
expanded 8-model sample plus an XLM-R-base size
control. Best EN layers span L /N .00-.46 continuously,
with no clean early/late split (four models at L/N <.10:
Gemma 4, Llama, OLMo-2, mBERT; Qwen2.5 and
Qwen3 both mid-network, showing within-family sta-
bility), consistent with the graded depth shift of Sec-
tion 6.1.

Q Expanded-Sample CKA

Table 23 reports peak linear CKA for the four mod-
els not covered by Table 4, computed with the
same procedure on the same hidden-state pools;
Section 6.2 gives the reading (XLM-R’s unremark-
able CKA vs. its leading KY transfer reinforces the
CKA-transfer dissociation).

R Tokenizer Fertility

Table 24 reports subword fertility (subwords per
whitespace word) on our corpus for all 8 tokeniz-
ers. Fertility enters the Discussion as a weak, sign-
consistent but unreliable correlate of KY transfer,
and motivates the conservative reading of the logit-
lens Cyrillic fractions (Appendix O).

S Emotion Confusions

Per-emotion macro-F1 (Table 6) shows how separa-
ble each category is, not which categories are mis-
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Figure 4: Sentence-level logit lens for Llama-3.1-8B (top), Qwen3-8B (middle), and Mistral-7B (bottom) on Russian
(left) and Kyrgyz (right) inputs. Each curve is the raw fraction of the top-20 unembedding-projected tokens that are
English (Latin, red) vs. input-language Cyrillic (blue), averaged over 300 sentences, as a function of normalized
network depth (the remainder to 1.0 is the “other” class: punctuation, digits, sub-word fragments, non-target scripts).
The dashed line marks the switch-back: the first layer from which the Cyrillic fraction exceeds the English fraction
through to the output. English dominates the mid layers in all six panels—a level the English-biased unembedding
reproduces even for shuffled vectors (see the null in Appendix O)—but the exit differs: Kyrgyz switches back only
in the last third of depth in all three models (d.5~2.97/.86/.97) and never before Russian, whose switch-back depth is
model-specific (d 5~2.97/.64/.75). Section 6.4 quantifies this with d 5 and AUC| 5 ;) on the word-like-renormalized

English share.

taken for one another. We therefore tabulate the six-
way confusion matrix of the linear probe for each
of the 15 main (model, language) cells, from the
per-example 5-fold CV predictions at the unified
best layers (re-running the probe of Table 3 with the
same seed reproduces every accuracy to four deci-
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mals). For a pair of emotions (a, b) we report the
symmetric confusion rate (Cup+Chq)/(ng+ns):
the share of a-or-b sentences assigned to the other
member of the pair (Table 25).

Three patterns hold. (i) Anger is the hub: Anger—
Disgust, Anger—Surprise and Anger—Sadness are



Model E—R E—K R—E R—K K—E K—R KY,y

Gemma 4 497 250 513 290 321 307 292
Qwen3 581 294 544 277 443 382 349
Llama 537 358 513 304 341 361 341
Mistral 537 199 527 240 280 .236 239
XLM-R 470 392 476 358 409 378 .384
XLM-R-base .375 297 .368 284 321 311 .303
mBERT 250 166 247 226 .186 .216 .198
Qwen2.5 564 233 503 274 301 267 .269
OLMo-2 436 .142 517 176 213 203 .183

Table 22: Leakage-free cross-lingual transfer accuracy
across the 8 core models plus an XLM-R-base size
control (source-trained probes; disjoint sentence splits,
nested target-dev layer selection). Encoder rankings
quoted in the text refer to the 8 core models. Column
headers abbreviate languages: E = English, R = Russian,
K = Kyrgyz; KY, averages the four KY-involving di-
rections. Bold = best per column. XLLM-R attains the
highest KY transfer (.384), but the ordering is not a
clean encoder—decoder split: mBERT, also an encoder,
ranks seventh of eight (.198, above only OLMo-2 .183),
and five decoders (Qwen3, Llama, Gemma 4, Qwen2.5,
Mistral) fall between the two encoders. The XLM-R—
vs—mBERT gap (.384 vs .198) tracks pre-training data
scale and domain (~2.5 TB CommonCrawl vs. ~21 GB
Wikipedia; language coverage is comparable, 100 vs.
104), not encoder architecture. The chance-corrected
efficiency 7. (Table 5; Appendix J) confirms XLM-
R as a significant outlier over the best decoders (vs.
Llama p<.01, vs. Qwen3 p<.001); mBERT’s 7, point
estimate is .390 but its CI is wide ([.11, .85]) and its
ranking vs. Llama/Qwen3 is not resolvable at n=296.

Model EN-RU EN-KY RU-KY
XLM-R 744 (10) .682(10) .682(10)
mBERT  .700(6) .621(5) .657(5)
Qwen2.5 .673(27) .648(27) .644(23)
OLMo-2 .608(21) .316(9) .413(10)

Table 23: Peak linear CKA (peak layer in parenthe-
ses) for the four models not covered by Table 4, on
the same hidden-state pools. The values reinforce the
CKA-transfer dissociation of Section 6.2: XLM-R’s
peaks (.68-.74) sit below Llama’s and Mistral’s on ev-
ery language pair (Table 4) although XLM-R leads KY
transfer, while OLMo-2 is lowest on both KY pairs
(EN-KY CKA .316, RU-KY .413) and on KY transfer
(.183). XLM-R’s EN—KY and RU-KY peaks coincide
only after rounding (.6818 vs. .6819, distinct per-layer
curves); the same holds for Qwen3 in Table 4 (.6203 vs.
.6201).

the three most confused pairs on the 5-model mean
in EN and RU (.14-.17) and on the cross-language
mean, matching Anger’s lowest macro-F1; on KY
Disgust—Fear (.156) rises to second place among
them. Pairs sometimes expected to be close are
not: Fear—Surprise is among the least confused
(.05-.08). (i1) The structure is shared across lan-
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Model fertgy  fertgy  fertgy KY/EN
XLM-R 1.43 1.79 2.03 1.42
mBERT 1.50 2.19 2.81 1.87
Gemma 4 1.29 1.84 3.28 2.54
Mistral 1.39 2.69 4.01 2.88
Qwen3 1.28 2.29 3.81 297
Qwen2.5 1.28 2.29 3.81 297
Llama 1.28 2.13 3.92 3.07
OLMo-2 1.28 3.06 4.68 3.67

Table 24: Tokenizer fertility (subwords per whitespace-
word) on our corpus, sorted by KY/EN ratio. XLM-R
fragments Kyrgyz least (1.42x EN, close to Turkic-
aware subword coverage); OLMo-2 worst (3.67X).
mBERT, despite covering 104 languages, fragments
KY second-least (2.81) yet markedly worse than XLM-
R (2.03), consistent with its two-orders-of-magnitude
smaller training corpus. Across the 8 models, KY fer-
tility correlates negatively with KY,, transfer (Pearson
r=—.46, p=.25; Spearman p=-—.49, p=.22; n.s. at
n=8). KY/EN is computed on unrounded fertilities and
may differ from the ratio of the rounded columns by
<.01.

guages: within each model the ranking of the
15 pairs correlates at Spearman p=.78-.97 be-
tween languages (15 model-language-pair values,
all p<.001; lowest for Qwen3 EN-KY). Because
the corpus is parallel and labels are inherited from
the English source, part of this agreement reflects
shared content and label noise rather than the mod-
els alone. (iii) The EN—KY loss is not uniform: 13
of the 15 pairs become more confused from EN to
KY, most of all Disgust-Fear (.094—.156), while
Anger—Sadness is flat (.148) and Anger—Disgust
falls (.168—.153)—Kyrgyz blurs distinctions that
are clean in English rather than deepening the one
that is already hardest. Confusion is also graded
within negative valence (Anger—Fear .07 vs. Anger—
Disgust .16), so the probes recover more than a
positive/negative split. All 15 full matrices are in
the repository (confusion_matrices.csv).
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