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Abstract

A familiar paper translates an English screener,
fits a classifier to the new labels, reports a
strong F7i, and claims to detect depression in
another language community. Standard met-
rics can look fine while construct equivalence,
instrument adaptation, and annotation ecol-
ogy remain unshown. We call this the label-
translation fallacy. Building on unified valid-
ity theory, measurement modeling, data state-
ments, and cultural psychiatry, we propose a
four-layer reporting protocol (construct, instru-
ment, annotation ecology, and licensed claim)
for authors and reviewers at venues such as
MultiPsyche. We provide minimal evidence
thresholds grounded in COSMIN and psycho-
metric standards, concrete templates for .3 an-
notation reporting, and a decision tree for map-
ping evidence to claims. Three one-pass case
studies show operationalizability. The contri-
bution is integrative rather than experimental:
we combine existing validity tools into an op-
erational checklist so that multilingual mental
health metrics are interpreted only as strongly
as their constructs allow.

1 Introduction

Consider a stylized but familiar submission. An
English PHQ-9 is translated into another language;
posts or dialogues are labeled from the translated
items or by an LLM judge; a model reports £}
near 0.8; the abstract claims depression detection
for that community. Nothing in the metric tells a
reviewer whether the construct traveled, whether
the cut-off still means the same thing, or whether
the annotators shared the speakers’ ontology. That
is the failure case this paper is written to catch.
Foundation models make such pipelines easy: a
prompt can be rewritten, a questionnaire machine-
translated, an English social-media classifier ap-
plied elsewhere. The opportunity is real. So is the
measurement risk. Surveys of mental health NLP
find English-centric, depression-heavy resources
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and weak generalization even within English (Har-
rigian et al., 2021, 2020; Chancellor and De Choud-
hury, 2020). A multilingual survey of 108 datasets
across 25 languages warns that disclosure norms
change what models can observe (Bucur et al.,
2026). Multilingual LLM evaluations further show
that moving a task through machine translation, or
judging non-English text with an English-centric
model, changes measured performance in ways that
are easy to mistake for clinical signal (Raihan et al.,
2026; Xu and Abdullah, 2026).

A quieter problem sits underneath resource
scarcity. Papers operationalize “depression,” “anx-
iety,” or “risk” by translating items from instru-
ments such as the PHQ-9 and GAD-7 (Kroenke
et al., 2001; Spitzer et al., 2006), by mapping lo-
cal talk onto English diagnostic vocabularies, or
by asking a model to judge severity in another lan-
guage. Cross-cultural psychometrics does not au-
tomatically license that leap. A COSMIN review
of the GAD-7 finds only nine eligible studies and
describes the overall evidence for cross-cultural va-
lidity as very limited, even where a unitary factor
structure is often recovered (Mantzari et al., 2026).
Analyses of the PHQ-9 in eight low-resource an-
tenatal samples find internal consistency without
full measurement invariance: only partial metric in-
variance held, and only across four countries (Mur-
ray et al., 2022). Scores can be reliable and still
mean different things. Cultural psychiatry has long
treated idioms of distress as communicative sys-
tems rather than noisy translations of DSM criteria
(Nichter, 1981; Kirmayer and Young, 1998; Lewis-
Fernandez et al., 2014).

This paper is written for MultiPsyche, the First
Workshop on Multimodal, Multilingual, and Mul-
ticultural Mental Health and Psychotherapy, and
for neighboring *ACL venues. We name the error
the label-translation fallacy and offer a four-layer
protocol as a diagnostic and reporting tool.
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Contributions. (1) We formulate the label-
translation fallacy and locate it in unified validity
theory and measurement modeling (Messick, 1995;
Jacobs and Wallach, 2021). (2) We specify a four-
layer protocol with minimal evidence thresholds
grounded in COSMIN and classical psychometrics.
(3) We provide a claim-licensing decision tree that
operationalizes the mapping from L1-L3 evidence
to L4 claims. (4) We provide concrete templates
for L3 annotation ecology reporting. (5) We ap-
ply the layers to three published papers spanning
instrument adaptation, synthetic multilingual su-
pervision, and English social-media generalization,
and walk through a hypothetical unlicensed case
to show the protocol in use during review rather
than only after publication. (6) We extend the
layers to multimodal signals and show how the
protocol relates to a longer lineage of reporting
standards (PRISMA, data statements, datasheets,
model cards, and TRIPOD+AI) without replacing
any of them.

The protocol has not been tested for inter-
reviewer reliability on a large corpus. Section 4
is a proof of operationalizability, not a systematic
review.

2 Related Work

Validity as inference. Messick treats validity as
the warrant for inferences from responses, includ-
ing their social consequences. Content, criterion,
and construct evidence are aspects of one argument,
not interchangeable types. Jacobs and Wallach
translate this into computational settings: many
fairness harms follow from a mismatch between
a theoretical construct and its operationalization.
Mental health NLP is an acute case. Chancellor
and De Choudhury already identified construct va-
lidity as a structural weakness of social-media pre-
diction. What remains underspecified is how those
critiques should change reporting when language
and culture change together.

Instruments, COSMIN, and invariance. The
PHQ-9 and GAD-7 are brief screeners validated
primarily in Western clinical and primary-care set-
tings (Kroenke et al., 2001; Spitzer et al., 2006;
Kroenke et al., 2010). The COSMIN taxon-
omy distinguishes reliability, validity (including
cross-cultural validity / measurement invariance),
and responsiveness for patient-reported measures
(Mokkink et al., 2010). Translation is not valida-
tion. Cognitive interviewing and cultural adapta-

45

tion can require recasting statements as questions
and adding visual response aids (Luitel et al., 2024).
Measurement invariance testing asks whether the
same latent variable is measured with the same
structure across groups (Meredith, 1993). Config-
ural invariance concerns the same factor pattern;
metric (weak) invariance concerns equal loadings;
scalar (strong) invariance concerns equal intercepts
and is the usual prerequisite for comparing latent
means across groups; disorder-prevalence estima-
tion additionally requires the evidence described in
Section 3. Partial invariance is a reason to justify
pooling, not a footnote.

Mental health NLP resources. English and de-
pression dominate available corpora (Harrigian
et al., 2021). Models trained on one platform or
time window often fail on another even without
leaving English (Harrigian et al., 2020). Bucur
et al. catalogue 108 non-English or multilingual
social-media resources across 25 languages and
emphasize cultural variation in disclosure (Bucur
et al., 2026). Ethnic and cultural groups differ in
how depression is lexicalized even in a shared lan-
guage (Loveys et al., 2018).

Multilingual models and judges. Raihan et
al. evaluate LLMs on mental health classifica-
tion across several languages and their machine-
translated counterparts (Raihan et al., 2026). Under
the present protocol, those results speak to retrieval
under a given operationalization; they do not, by
themselves, license screening. Xu and Abdullah
show that editing persona nationality and language,
then asking LLM judges to score depression sever-
ity, yields inconsistent alignment across languages
(Xu and Abdullah, 2026). Generator quality and
judge quality are not cleanly separated; both are
L2-L3 threats.

Culture is not a language code. Cross-cultural
NLP distinguishes linguistic form from common
ground, aboutness, and values (Hershcovich et al.,
2022). DSM-5’s Cultural Formulation Interview
separates cultural syndromes, idioms of distress,
and explanatory models (Lewis-Ferndndez et al.,
2014). NLP annotation guidelines almost never
make that distinction.

Reporting standards we extend. Data state-
ments ask who produced the text and under
what conditions (Bender and Friedman, 2018).
Datasheets document motivation, composition, col-
lection, and recommended uses of a dataset (Gebru



et al., 2021). Model cards document intended use
and disaggregated evaluation of a trained system
(Mitchell et al., 2019). TRIPOD+ALI specifies re-
porting for clinical prediction models that use re-
gression or machine learning (Collins et al., 2024).
Annotator-level disagreement work shows that flat-
tening labels can erase socially patterned perspec-
tives (Prabhakaran et al., 2021). The present proto-
col adds construct provenance: who applied which
mental health construct, with which instrument, in
which community.

A longer lineage of reporting guidelines. Struc-
tured reporting requirements are not new to health
research. PRISMA specifies what a systematic re-
view must disclose so that a reader can judge the re-
view’s own validity, independent of its conclusions
(Page et al., 2021). The common thread across
PRISMA, TRIPOD+AI, datasheets, and model
cards is that a checklist forces a claim to be trace-
able to a specific, inspectable decision rather than
to the polish of the write-up. The four-layer pro-
tocol borrows this logic but targets a gap none of
these standards close on their own: none of them
asks whether a psychological construct, as opposed
to a sampling frame or a modeling choice, survived
a move across languages. TRIPOD+AI asks what
population a model was validated on; it does not
ask whether “depression” means the same thing in
that population as in the source instrument. That
question is what L1 and L2 add.

3 A Four-Layer Validity Protocol

Existing work explains construct validity, invari-
ance, or cultural variation separately. Our contri-
bution is to integrate them into a reporting and
claim-licensing protocol. A label is a claim that
should be justified at four layers, ordered by what
each one presupposes: L1 fixes what psychologi-
cal object is being talked about; L2 fixes how that
object is turned into an observable instrument or
proxy, which presupposes L1 being named; L3
fixes who actually produced the label using that
instrument, which presupposes L2 being specified;
and L4 states what the resulting numbers license
someone to claim, which presupposes all three.
Failure at an earlier layer cannot generally be re-
solved by a larger model at a later one, because a
later layer can only inherit the validity of the layers
it was built on.
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L1: Construct. Name the psychological object
in both the source definition and candidate local
conceptualizations. Is the target major depres-
sive disorder, nonspecific distress, grief, somatized
suffering, expressions of suicidality or suicidal
ideation, or help-seeking talk? These are not in-
terchangeable. Local idioms should be considered
as candidate constructs, not residual error (Nichter,
1981; Hinton and Lewis-Fernandez, 2010).

L2: Instrument, Operationalization, and Min-
imal Evidence Thresholds. State how the con-
struct is observed: translated PHQ/GAD item, hash-
tag, subreddit flair, clinician note, structured inter-
view, or model-as-judge. Report the adaptation
pathway (forward translation, back-translation, ex-
pert review, and cognitive interviewing, or a weaker
subset). Cite invariance or differential item func-
tioning (DIF) evidence for this language and popu-
lation, or state that it is absent. Do not invent new
cut-points.

The following thresholds are grounded in COS-
MIN (Mokkink et al., 2010) and Meredith’s invari-
ance taxonomy (Meredith, 1993):

* Retrieval or ranking claims (“classifier
matches our proxy”): No invariance required.
Report metric (F;, AUROC).

Descriptive within-sample claims (“sample
X showed scores > 10”): Report factor struc-
ture and internal consistency. Do not pool
with other samples.

Compare structure or relationships across
groups (e.g., factor loadings, regression coef-
ficients): Requires metric (weak) invariance.
Per-group absolute fit can be read against Hu
and Bentler’s (Hu and Bentler, 1999) combi-
nation guideline (CFI near .95 with RMSEA
near .06 or SRMR near .08) as contextual
guidance, not a strict gate. Absolute fit is
not evidence of invariance; invariance is ev-
idenced by the change in fit between nested
models. Following Chen (Chen, 2007), we
define both deltas as deterioration rather than
using one subtraction order for both, since CFI
falls and RMSEA rises as fit worsens: ACFI =
CFliess-constr. — CFlmore-constr.» and ARMSEA
= RMSEA jore-constr. — RMSEA|egs-constr. (the
same order for both would let real RMSEA
deterioration read as a negative, trivially pass-
ing, value). Invariance is supported when



ACFI < .01 and ARMSEA < .015 compar-
ing the metric model to the configural one;
these are contextual heuristics sensitive to
sample size, group balance, and estimator, not
fixed guarantees. If full metric invariance is re-
jected, partial metric invariance requires sub-
stantive justification for which items are freed,
not merely better fit; document and exclude
them from any structure-comparison claim.
These thresholds assume continuous indica-
tors; PHQ/GAD-type items are ordinal and
need categorical invariance testing (configu-
ral/threshold/metric/scalar under a WLSM V-
type estimator) with different procedures and
cutoffs (Svetina et al., 2020).

Compare mean scores across groups: Re-
quires scalar (strong) invariance, not met-
ric invariance. Metric invariance alone li-
censes comparisons of structure or relation-
ships (above); it does not license comparing
observed levels, because unequal item inter-
cepts can shift a group’s mean independently
of any real difference in the underlying con-
struct. Evaluate scalar invariance the same
way, by nested-model comparison: constrain
intercepts equal in addition to loadings, and
compare fit to the metric model using ACFI
< .01 and ARMSEA < .015 (Chen, 2007). If
full scalar invariance is rejected, partial scalar
invariance may be used only with substantive
justification for which intercepts are freed; re-
port them, and if no scalar evidence exists at
all, do not report a mean difference as sub-
stantive. This licenses a claim about average
scale scores only; it does not by itself license
a claim about categorical disorder prevalence,
which is a different claim handled below.

Transfer a cut-off across groups: Requires
two distinct pieces of evidence, not one.
Scalar (strong) invariance establishes that
scores are comparable; it does not establish
that the transferred cut-off retains adequate
diagnostic accuracy in the target group, nor
make the proportion above it a prevalence es-
timate. Alongside invariance, report target-
population calibration: diagnostic accuracy of
the transferred cut-off against a clinical refer-
ence standard where one is available, or that
this was not checked where one is not. This
is the highest-stakes transfer case, since a bi-

ased or uncalibrated cut-off misclassifies in-
dividuals, not just averages. If either piece
is missing, state this and do not report preva-
lence from the cut-off; uncalibrated transfer
can inflate apparent prevalence several-fold
even with a clinically validated source cut-
off (Case 1, Section 4). If target-population
accuracy is inadequate, recalibration is the
remedy: re-estimate the cut-off against an ap-
propriate clinical reference standard and vali-
date it, preferably on independent data, rather
than deriving a threshold from the target distri-
bution alone, which cannot by itself establish
clinical validity. Report the selection criterion,
validation procedure, and uncertainty.

* Derive or locally validate a cut-off (screen-
ing): A cut-off developed and validated within
the target population against a clinical refer-
ence standard (e.g., a structured diagnostic
interview) is a different claim from transfer
and does not require cross-group invariance,
because no cross-group equivalence is being
claimed. It requires diagnostic-accuracy ev-
idence instead: sensitivity, specificity, and
ideally predictive values with the sample’s
base rate stated, since predictive values shift
with prevalence. Report these separately for
any subgroups (e.g., age bands) the cut-off is
meant to cover (Case 1, Section 4, follows this
route).

* Estimate disorder prevalence: Neither a lo-
cally derived nor a transferred cut-off licenses
a prevalence claim on its own. A proportion
above a cut-off is a screening-positive rate, not
a prevalence estimate, unless accompanied
by independent diagnostic ascertainment or
an explicit misclassification correction (using
sensitivity/specificity to adjust the raw rate);
both routes additionally require a sampling
design appropriate for population estimation,
since neither fixes an unrepresentative sample.
Report which route and sampling design were
used, or state that the number is a screening-
positive rate.

* When invariance, calibration, or local val-
idation is untested: Acceptable if stated ex-
plicitly and L4 is narrowed. Do not hide gaps.

L3: Annotation Ecology and Positionality.
Who applied the label, in which language, with



what codebook, and with what relation to the speak-
ers? A minimum L3 report specifies: (1) annotator
role and credentials (clinician, peer, crowdsourced,
LLM); (2) language(s) of annotation; (3) codebook
origin (DSM, ICD, local idioms, or mixed); (4) re-
lation to speakers (embedded, clinical distance,
lived experience); (5) inter-annotator agreement
(Cohen’s kappa or Fleiss kappa, reported with a
confidence interval and the label base rates, since
kappa is sensitive to prevalence and the same value
means different things at different base rates; treat
a conventional benchmark such as > 0.60 as a
prompt to inspect agreement further, not as an auto-
matic pass, and investigate low-agreement items for
ambiguity before concluding retraining is needed);
(6) when annotator groups disagree (clinician vs.
peer), report both label distributions instead of forc-
ing a single gold label.

Disagreement is not automatically positionality.
Before treating a clinician/lived-experience split
as evidence about construct non-equivalence, rule
out simpler explanations first, using standard relia-
bility diagnostics: ambiguous item wording, code-
book inconsistency, or rater fatigue can all produce
the same disagreement pattern without any posi-
tionality effect at all. Report item-level agreement
statistics and inspect items with low agreement
for ambiguity before interpreting the split substan-
tively. Once these are ruled out, disagreement that
tracks annotator identity rather than item ambiguity
is itself informative and should be documented, not
collapsed into a single gold label.

L4: Licensed Claim. Separate the metric from
the inference it supports. High £ on a translated
proxy supports “this classifier retrieves texts match-
ing proxy labels in Language X only, not “detects
depression in community C” or “readies for triage.
The clinical stakes are concrete: a system strong
at L4 but weak at L2-L.3 may mis-rank people by
cultural display rules and disclosure norms.

A decision tree (Figure 1) maps L1-L3 evidence
to licensed L4 statements.

9’

4 Three One-Pass Case Readings and
Operationalizability

To show operationalizability, we read three pub-
lished papers against the protocol. This is not an
inter-rater reliability test or a systematic audit; it
is a proof that the protocol can be applied to real
work. We anchor each layer assignment to what
the paper explicitly states wherever possible, but as-
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Retrieval / ranking
under a proxy

No invariance needed;
report proxy + metric
Describe severity Construct named (L1);
in one sample factor structure reported
Compa.re structure or 5
relationships across Metrl'c (weak)
groups invariance
Scalar (strong)
invariance
Scalar invariance +
target-pop. calibration
Diagnostic accuracy vs.
clinical reference standard

If the required evidence is missing: state the gap and
narrow the L4 claim (conditional, acceptable), or hide the

Compare mean
SCOIes across groups

Transfer a cut-off
across groups

)
)
)
)
)
)

Derive/validate a
cut-off locally

gap and keep the strong claim (unlicensed, revise).

Figure 1: Evidence required at L1-L3 for six common
L4 claim types. Comparing mean scores requires the
stricter scalar invariance, not metric invariance; met-
ric invariance alone licenses only structure/relationship
comparisons. Transferring a cut-off across groups re-
quires scalar invariance and target-population calibra-
tion, not invariance alone, since invariance establishes
score comparability but not diagnostic accuracy at the
cut-off; deriving and validating a cut-off within one pop-
ulation (Case 1, Section 4) requires diagnostic-accuracy
evidence instead of invariance, since no cross-group
claim is made. None of these claim types by itself
licenses a disorder-prevalence estimate (Section 3). Ta-
ble 1 gives the licensing map for the comparison and
transfer claims above.

signing a statement to L1-L.4 and reaching a verdict
is our interpretation, not a transcription; a differ-
ent reader could draw the boundaries differently,
which is what the inter-reviewer reliability study in
Section 9 would measure.

Case 1: Instrument adaptation (Luitel et al.,
2024). This paper adapts and validates the PHQ-
A and GAD-7 for adolescents in Nepal. L1: Source
constructs (adolescent depression and generalized
anxiety, per DSM-5) are mapped to local Nepali
conceptualizations through a qualitative phase: ten
focus group discussions with 56 participants and 25
cognitive interviews, conducted in Nagarjun Mu-
nicipality in July—August 2021. L2: The adaptation
pathway (translation, expert review, and the quali-
tative work above) is reported in detail; the valida-
tion step, however, is diagnostic accuracy against a
clinical gold standard, not configural/metric/scalar
invariance testing. In a Phase 2 validation sample
(Kathmandu Metropolitan City and Budhanilkan-
tha and Tokha Municipalities), screening scores are
compared against the Kiddie Schedule for Affec-



Evidence pattern

Licensed L4 statement

Proxy labels, no L2 adapta-
tion

Adapted instrument, configu-
ral + metric, no scalar

Scalar invariance + L3 docu-
mented

Locally derived cut-off, diag-
nostic accuracy vs. clinical
standard reported
Transferred cut-off, scalar in-
variance + target-population
calibration reported

Gap at L2 or L3, explicitly
stated and L4 narrowed
Gap hidden, L4 overclaimed

Retrieval under this opera-
tionalization only
Comparison ~ of  struc-
ture/loadings; no prevalence
Cautious means comparison;
still not diagnostic
Screening claim within the
validated population only; no
cross-population claim
Screening claim in target
population; prevalence addi-
tionally requires appropriate
sampling and diagnostic as-
certainment or justified mis-
classification correction
Acceptable (transparency is
standard)

Not acceptable; revise

Table 1: Claim-licensing map.

tive Disorders and Schizophrenia (K-SADS) struc-
tured clinical interview. The paper reports age-
stratified cut-offs: for younger adolescents (12—-14
years), a PHQ-A cut-off of > 13 reaches sensi-
tivity 0.93 and specificity 0.80 (PPV 0.33, NPV
0.99); a GAD-7 cut-off of > 8 reaches sensitivity
0.70 for both younger and older adolescents, with
specificity 0.67 (younger) and 0.71 (older). L3:
Diagnostic status comes from the K-SADS inter-
view administered by trained personnel rather than
from independent community annotators, so this
case does not exercise the clinician/peer-annotator
agreement pattern Section 3 otherwise asks for; the
paper does not report an inter-annotator kappa in
that sense. L4: The paper narrows its claims ac-
cordingly: it reports screening properties for this
validated sample (fair for depression; poor for anx-
iety, with high false-positive rates) and states ex-
plicitly that even these clinically validated cut-offs
would inflate population-level prevalence estimates
by 2—4 fold if applied without adjustment.
Protocol verdict: Compliant. This paper’s L2
evidence is diagnostic accuracy against a clinical
interview (K-SADS), the “derive or locally validate
a cut-off” route in Section 3, not the measurement-
invariance route used for cross-group transfer; the
two routes require different evidence because they
license different claims. The paper’s L4 statements,
screening properties plus an explicit prevalence-
inflation warning, claim no more than this evidence
supports, and it does not report unadjusted-cut-
off prevalence as a population estimate or claim
cross-population transfer. The qualitative phase
and K-SADS design are in the paper’s Methods;

Table 4 reports PHQ-A diagnostic accuracy against
K-SADS and Table 5 reports GAD-7 diagnostic
accuracy against K-SADS, each by age group; the
prevalence-inflation warning is in its Discussion.
For full sampling detail, consult Luitel et al. (2024)
directly.

Case 2: Synthetic multilingual supervision (Xu
and Abdullah, 2026). This paper generates En-
glish clinical personas, reuses them with language
changed, and has LLMs judge severity in Man-
darin, Bengali, and Hindi. L1: Assumes portable
severity construct. L.2: Operationalization is gen-
eration + LLM judge, not adapted instrument. In-
variance testing is not conducted (and not relevant
to generation). L3: Annotators are LLM judges;
language-linked performance drops are measure-
ment results, not noise. L4: The paper itself is
appropriately hedged, reporting that judge models
show inaccuracies in non-English severity assess-
ment and that adding nationality/language parame-
ters to a persona ‘“might not be adequate” because
it can introduce clinical inconsistency across lan-
guages; it frames this as a systemic limitation of
English-centric personas rather than asserting that
the severity construct categorically fails to transfer
(Section 4.1.1 and Table 2 report the accuracy gap
across languages directly). Read at L4, this raises
a construct-transfer concern rather than settling it:
construct equivalence across the three target lan-
guages remains unestablished, not disproven.

Protocol verdict: Compliant. The paper
does not overclaim; it acknowledges measurement
fragility.

Case 3: English generalization (Harrigian et al.,
2020). Trains social-media mental health models
in one setting and tests in others, across datasets
whose proxy-label construction is summarized in
the paper’s Table 1 (self-report phrase matching,
subreddit-based controls, or community participa-
tion, depending on the dataset). L1-L2: Constructs
and proxies vary by dataset. L.3: Labels derive from
dataset-specific proxies, including self-reported di-
agnoses and community participation, not a single
uniform mechanism. L4: Section 5.1 and Table 2
report that in-domain metrics do not license out-
of-domain detection; cross-dataset F drops sub-
stantially when a model trained on one dataset’s
proxies is evaluated on another’s. If English-to-
English generalization already breaks under this
proxy diversity, multilingual and cross-cultural ex-
tension needs stricter validation.



Protocol verdict: Compliant. The paper docu-
ments where generalization fails.

All three papers pass the protocol test as we read
them: in these illustrative readings, we identified no
claim exceeding the evidence summarized above.
Three papers, chosen as described below rather
than sampled at random, cannot establish that this
holds of the field generally.

Why these three, and what they show together.
The three papers were not selected because they are
exemplary; they were selected because each sits at
a different point in the protocol’s L2 axis: adapted
instrument validated against a clinical diagnostic
interview (Luitel), generation-plus-judge with no
instrument at all (Xu and Abdullah), and same-
language proxy labels that still fail to generalize
(Harrigian). All three land on the same side of L4:
none claims more than its L1-L.3 evidence supports.
That convergence is the point. A protocol that only
worked on instrument-adaptation papers, or only on
LLM-judge papers, would not be a general report-
ing tool. Reading these three together also shows
that L4 discipline is not a proxy for methodological
difficulty: Xu and Abdullah’s operationalization is
weaker at L2 than Luitel’s, yet their L4 claim is just
as appropriately narrow, because narrowing a claim
costs nothing but honesty. The harder failure mode
the protocol is built to catch (strong L4 language
riding on an untested L2) did not appear in any of
the three, which is itself a limitation of this sample
rather than evidence that the failure mode is rare;
overclaiming papers are, almost by construction,
less likely to state their gaps clearly enough for a
one-pass reading to reconstruct them, which is a
form of survivorship bias worth naming rather than
hiding.

5 Applying the Protocol: A Worked
Walkthrough

The case readings in Section 4 show the proto-
col applied to finished papers. This section walks
through the reasoning a reviewer or author would
do while deciding what a result licenses, using a
hypothetical submission. The scenario below is
invented for illustration; it is not a description of
any real paper, and no numbers in it should be read
as data.

Scenario. A submission trains a classifier on
Reddit posts labeled “depressed” or “not depressed”
by prompting an LLM with the English PHQ-9
items translated into Swabhili via machine transla-
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tion. The classifier reaches a strong F} on a held-
out split. The abstract states that the system “de-
tects depression in Swahili-speaking social media
users.”

Step 1 (L1). Is the construct named in both
source and local terms? The paper defines the tar-
get only as “depression,” with no discussion of how
depression or distress is talked about in Swahili-
speaking communities, and no consideration of
local idioms as candidate constructs in their own
right. This is a gap, and it is not stated as one.

Step 2 (L2). What is the operationalization, and
what adaptation evidence exists? The instrument is
a machine-translated PHQ-9 used only to prompt
an LLM judge, not administered to speakers or re-
viewed by a bilingual clinician. No forward/back-
translation, no cognitive interviews, no invariance
testing of any kind is reported. Under the thresh-
olds in Section 3, this operationalization supports a
retrieval claim and nothing stronger.

Step 3 (L3). Who applied the label? The
LLM judge is the only annotator; there is no hu-
man agreement statistic, no codebook beyond the
prompt itself, and no relationship between the
judge and the speaker community to describe. This
is again a gap, unstated.

Step 4 (LA, via Figure 1). The abstract’s claim
is “detects depression in Swabhili-speaking users,”
which reads as a description/screening-level claim.
A screening claim requires either validation against
an appropriate clinical reference standard in the
target population (if a cut-off is derived locally),
or scalar invariance evidence together with target-
population calibration (if a cut-off is transferred
from elsewhere); an adapted instrument is a pre-
requisite for either route. The construct is named
(Step 1) but not adequately defined or culturally
contextualized, and the operationalization lacks
adaptation evidence and validation against a clini-
cal reference standard. The description/screening
claim is unlicensed; the evidence actually collected
supports only a retrieval claim.

Revision path. The same result can be reported
honestly without new experiments: “Our classi-
fier predicts LLLM-assigned proxy labels generated
using machine-translated PHQ-9 items, achieving
[metric] on a held-out split. Clinical validity in
Swahili-speaking communities remains unestab-
lished.” Nothing about the model changes; what
changes is what the authors say the number means.
This is the entire function of the protocol: it does
not ask for more experiments, only for the claim



to stop outrunning the evidence that was actually
collected.

6 L3 Annotation Ecology: Concrete
Template

To help authors report L3 clearly:

Annotator Role: State explicitly: clinician (name
specialty, years experience), community health
worker (training pathway), crowdsourced (plat-
form, qualification requirements), peer with lived
experience (specify which condition), or LLM
(model name, version, prompt).

Language(s) of Annotation: Which language(s)
were inputs presented in? Are annotators native
speakers of that language? If code-switching, was
it included in training/examples?

Codebook / Training: Was a codebook used? If
yes, cite its origin: DSM-5 diagnostic criteria, ICD-
11, local idioms from qualitative interviews, or
mixed. How many hours of training? Did training
include examples from the target language/culture?
Relation to Speaker Community: Are annotators
from the speaker community? Do they have lived
experience with the condition? Or are they clini-
cal staff (if so, what geographic/cultural distance)?
This affects what kinds of suffering or distress they
recognize.

Agreement & Disagreement: Report Cohen’s
kappa (or Fleiss for 3+) with a 95% CI and the
label base rates. Treat x as a prompt for further
inspection rather than an automatic gate: state the
adjudication rule used regardless of the value, and
investigate items with low agreement for ambigu-
ity before attributing it to annotator disagreement.
If clinician and peer labels disagreed: report both
distributions, do not force a single label.

Sensitive Point: A disagreement pattern that tracks
annotator positionality (clinical distance vs. lived
experience) is worth reporting, not hiding, but only
once the simpler explanations in Section 3 (am-
biguous items, codebook inconsistency, rater fa-
tigue) have been checked and ruled out. It may
inform questions about construct interpretation, af-
ter alternative explanations for disagreement have
been examined; it does not establish construct non-
equivalence on its own.

7 Extending the Protocol to Multimodal
Signals

MultiPsyche’s scope is explicitly multimodal as
well as multilingual, and the four layers apply, with
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one addition, when speech or video are involved.
Cultural display rules are learned norms governing
who may show which emotion to whom, and they
vary systematically across cultures rather than re-
flecting a universal mapping from internal state to
expression (Ekman and Friesen, 1969; Matsumoto,
1990). A facial-affect or prosody model trained
in one display-rule regime can therefore misread
the same underlying distress in another: a flattened
affect that reads as “masking” in one culture’s dis-
play norms may simply be the expected register for
discussing hardship in another. This is an L1-L.2
problem in a different modality, not a new failure
mode: the construct (what counts as an expres-
sion of distress) and the instrument (which signal
is treated as evidence of it) both need the same
local-conceptualization check that Section 3 asks
for text.

Interview corpora that combine audio-visual fea-
tures with questionnaire-derived labels, such as the
DAIC family, illustrate why the L2 report needs
a modality row (Gratch et al., 2014): a corpus
collected in one clinical and cultural setting car-
ries that setting’s display-rule regime, and a model
trained on it inherits the regime along with the sig-
nal. Missing or degraded channels (a camera angle
that clips facial affect, a phone microphone that
flattens prosody) belong in the same report, since a
model silently reweighting toward whichever chan-
nel survives will do so unevenly across record-
ing conditions that themselves may correlate with
clinical setting or region. We do not extend the
protocol’s evidence thresholds (Section 3) to spe-
cific multimodal fusion methods; that is beyond
the scope of a text-first protocol. We do ask that
a multimodal submission fill one additional row:
which signals were used, which display-rule regime
the training data reflects, and which channels were
missing or degraded, and for whom.

A further restriction applies to psychotherapeutic
dialogue specifically, which MultiPsyche also cov-
ers. A model that retrieves turns that sound support-
ive is not thereby a therapist, and alliance, rupture,
and risk disclosure are interactional achievements
between two parties, not properties of a single utter-
ance that a classifier can score in isolation. Where a
session involves language mediation (an interpreter,
or a system translating between patient and clini-
cian in real time), that mediation is a clinical act
with its own validity burden, not a preprocessing
step that can be assumed lossless.



8 Implications for MultiPsyche

MultiPsyche asks for multimodal, multilingual, and
multicultural work on assessment and psychother-
apy. The protocol is a way to keep those axes from
collapsing into “we translated the benchmark.”

First, multilingual results are not settled by
model scale. Translation is a hypothesis about
meaning.

Second, synthetic therapy data and LLM-as-
judge pipelines are clinical artifacts with a validity
burden.

Third, multicultural evaluation is not only a fair-
ness check after an English system works.

Where to put the protocol report: In
dataset/methods section alongside data statements
and datasheets. The licensed-claim sentence be-
longs in abstract and limitations. Model cards
should restate L4 so downstream users do not pro-
mote a retrieval model into a screener.

9 Limitations and Future Work

Peer review raised three concerns that this camera-
ready revision narrows or corrects (Section 3, Sec-
tion 4) but does not fully resolve, and we state them
directly rather than only in the sections they touch.

First, reviewers noted that the protocol has not
been empirically validated for inter-reviewer relia-
bility. Section 4 is a three-paper proof of concept,
not an inter-rater reliability study or systematic au-
dit. The protocol should be tested by having 10-20
reviewers independently apply it to the same papers
and measuring agreement. We have not conducted
this study.

Second, reviewers noted that the evidence thresh-
olds are borrowed rather than validated for this
setting. The protocol was not reviewed by clini-
cians, psychometricians, or multilingual commu-
nity experts. Thresholds (e.g., the Hu and Bentler
CFI/RMSEA fit guidelines, the ACFI < .01 in-
variance criterion, and conventional kappa bench-
marks) are standard in psychometrics and borrowed
from existing standards, but their suitability specif-
ically for multilingual mental health NLP, and for
ordinal screening items in particular, has not been
separately validated.

Third, reviewers questioned whether three case
studies support a claim of general applicability, and
asked us to clarify what is novel given that each
individual tool (invariance testing, data statements,
annotation reporting) already exists elsewhere. We
agree that three cases do not establish generaliz-
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ability; they were chosen to span different points
on the protocol’s L2 axis (Section 4, final para-
graph) rather than to sample the field, and a claim
that the protocol works broadly should wait for the
inter-reviewer reliability study above. The contri-
bution is integrative rather than inventing a new
individual tool: to our knowledge, no prior work
combines construct validity, measurement invari-
ance, and annotation-ecology reporting into one
claim-licensing procedure for this literature, and
that integration, rather than any single threshold, is
what we are asking authors and reviewers to adopt.

We additionally assume “culture” can be oper-
ationalized within language boundaries, which is
often false. Culture is not nationality or language
code.

10 Ethical Considerations

Better measurement can still enable surveillance;
a protocol that makes labels more defensible does
not make the underlying act of labeling distress
talk automatically benign. Licensed-claim disci-
pline is one ethical control among several that are
needed: a system should not inherit clinical author-
ity from a proxy label simply because that label
now comes with a validity report attached. Anno-
tation guidelines that overwrite local idioms with
DSM categories risk pathologizing culturally nor-
mative grief, religiosity, or family obligation, and
doing so under the banner of a more rigorous pro-
tocol does not remove the harm; it only makes the
harm better documented.

The protocol also has a distributional cost that
is worth naming rather than assuming away. Meet-
ing L.2’s evidence thresholds (cognitive interviews,
invariance testing, clinician-hours for annotation)
requires resources that are unevenly available, and a
strict reading of the thresholds could in practice pe-
nalize exactly the low-resource-language research
this paper is meant to support. We have tried to
guard against this by making “untested, explicitly
stated” an acceptable L2 report rather than a dis-
qualifying one (Section 3), but a checklist can still
be used as a gate by a reviewer who reads absence
of invariance testing as absence of rigor rather than
as an honestly reported constraint. Whether the
protocol is used this way in practice is an empirical
question about reviewing culture, not something
this paper’s design can settle on its own.

Finally, the protocol does not by itself decide
who should have standing to adjudicate a construct



dispute: a clinician trained in one diagnostic tradi-
tion, or a lived-experience annotator whose com-
munity uses a different idiom for the same distress.
We have deliberately not resolved this in the pro-
tocol (Section 3, L3), beyond requiring that both
perspectives be reported when they disagree rather
than collapsed into one. That is a narrower ethical
commitment than resolving the underlying ques-
tion of authority, and we do not want the presence
of an L3 report to be mistaken for having resolved
it. Researchers working with non-English or non-
Western clinical language should budget for com-
munity expertise as a first-class cost of the study,
not as a preprocessing step delegated to translation.
Dual use cannot be eliminated by a reporting proto-
col; it can be narrowed by refusing to let a retrieval
result be described as a diagnostic one, and honest
gaps remain preferable to fabricated precision at
every layer of this protocol.
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