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Abstract

Machine translation can make a government
notice readable in a refugee’s language, but a
faithful translation of bureaucratic Korean is
still bureaucratic, and newcomers often cannot
act on it. We report, with the operating orga-
nization as a co-author, what happened when
a small refugee-serving organization in South
Korea put a large language model in front of
the translation step at the service it has operated
since 2018. Scoped with the frontline staff who
field refugees’ questions, the model rewrites
the Korean source into plain language, explains
Korea-specific terms where they appear, checks
whether figures and deadlines have gone out of
date, and pins proper names to a fixed glos-
sary before anything is translated into seven
languages. It covers most of the catalog and
shortens the sentences readers meet. It also fails
in ways a translation-only system never does.
The stages allowed to search the web made cor-
rections no translation could make, and they
also wrote every serious error we found, in-
cluding policy updates that were simply wrong;
the stages without that access wrote a handful,
none of them critical and all of them confined
to metadata. Value and failure come from one
capability, so the lesson is not to withhold it but
to put the human check where it acts. For an
organization with nobody on staff who reads
the seven target languages, that check must be
placed on the Korean source before publication,
which makes Korean-language staff review the
safeguard the whole design depends on.

1 Introduction

Claiming asylum, meeting a filing deadline, and
applying for a benefit all depend on receiving the
right information in time, in a language they read
(Quadri et al., 2023; Mannan et al., 2025), which
makes in-language access a structural determinant
of protection (World Health Organization, 2008;
Flores et al., 2003; Karliner et al., 2007). For a
refugee-serving organization in South Korea, the

languages that matter most are the ones the country
can least staff and that language technology serves
worst (Joshi et al., 2020; Blasi et al., 2022; Robin-
son et al., 2023), so machine translation (MT) has
become the practical way to publish across them
(Valdez et al., 2023; Todorova and Liu, 2024).

A second barrier remains after translation. When
the authoritative source is written in the language
of the host state rather than in English, it is dense
administrative prose: a notice about residence sta-
tus, a benefit threshold expressed as a fraction of
median income, an appeal deadline in bureaucratic
register. A faithful translation of such a notice is a
faithful translation of bureaucracy, and the South
Korean government’s own public COVID-19 por-
tal was measured at a median professional reading
level, with 90% of its documents too hard for the
general public (Moon et al., 2022). The simplifi-
cation, therefore, has to happen at the source, in
Korean, before translation into seven languages.

Generative LLMs make this possible as a trans-
lation engine cannot. Beyond translating, an LLM
can rewrite a dense notice into plain language,
add an explanation of a Korea-specific term (Alva-
Manchego et al., 2020; Joseph et al., 2023; Kim
et al., 2020), and, given a web-search tool, check
whether a figure or a deadline has changed and
refresh it (Schick et al., 2023; Yao et al., 2023;
Nakano et al., 2021; Mialon et al., 2023). This is
attractive where readers cannot verify what they
receive. It also introduces a generation-specific
risk, since an LLM can produce fluent output that
has silently added, dropped, or invented content,
with no marker to signal that it should be checked
(Guerreiro et al., 2023; Ji et al., 2023; Maynez et al.,
2020). These are two descriptions of one capability,
and a deployment can separate them empirically
when its components differ in what they are al-
lowed to do, and this deployment’s components do.
The enhancement consisted of a series of genera-
tive stages over the Korean catalog, some given a
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web-search tool and the freedom to act over several
steps and some given neither, and commit history
records which stage wrote every sentence readers
see.

This paper is a field report written from inside
the deployment, co-authored by a researcher in mi-
grant and refugee welfare with working knowledge
of the AI and the executive director of Migration
to Asia Peace (MAP), who has operated its ser-
vice, Refugee News, since 2018. Our research
question is whether dense administrative Korean
can be rewritten into plain language for newcomers
without losing legal, procedural, or factual mean-
ing, and where an LLM enhancement fails in its
attempt to do so. Translation reliability across the
seven languages is out of scope here.

We frame the study using the taxonomy of im-
plementation outcomes (Proctor et al., 2023). A
production audit addresses penetration, feasibil-
ity, fidelity, and cost; effectiveness lies outside
what it can establish (Glasgow et al., 1999). Our
contributions are: (1) a deployed, low-cost, agen-
tic enhancement design, scoped with practitioners,
that a small organization applies to every edit; (2)
a production audit of coverage, readability, and
generation-specific failure modes over a 246-article
record, with an adjudicated faithfulness review of
17 articles, automatic flagging over all 79 guides
the agentic currency update touched, and the or-
ganization’s own staff catalog review; (3) worked
examples, including a policy-currency correction
that agentic web search made possible; and (4) an
account of the value and cost of the model’s agency,
in which every confirmed error is attributed to the
stage that wrote it, holding the model and execu-
tion context constant and leaving tool access as the
property the failures follow.

2 Background and related work

Text simplification and elaboration. Simplifica-
tion is an established NLP task (Siddharthan, 2014;
Alva-Manchego et al., 2020) now dominated by
LLMs (Kew et al., 2023; Agrawal and Carpuat,
2023). Ours is only partly deletion-style, since it
also adds explanatory content, which the literature
terms “elaborative simplification” (Srikanth and Li,
2021), and the closest designs pair plain-language
definitions with in-situ summaries for lay readers
(August et al., 2023; Devaraj et al., 2021; Manor
and Li, 2019; Stodden et al., 2023; Färber et al.,
2025). Evaluation is a known difficulty, because

reference-based metrics require gold-standard sim-
plifications that the deployment lacks (Sulem et al.,
2018; Alva-Manchego et al., 2021; Xu et al., 2016),
formula-based readability scores are weak targets
(Tanprasert and Kauchak, 2021; Redish, 2000), and
simplification can silently insert, delete, or substi-
tute facts (Devaraj et al., 2022). We therefore report
structural statistics computed on a morphological
analysis of the Korean, deterministic audits, and an
adjudicated review.

Plain language for limited-proficiency read-
ers. Simplifying official text improves access for
limited-proficiency newcomers (Kim et al., 2020;
Berkman et al., 2011; Yameogo et al., 2025), and
inline term explanation for lay readers is an estab-
lished design (Kloehn et al., 2018; Leroy et al.,
2013).

Agentic LLMs and faithfulness risks. Tool-
augmented and retrieval-augmented LLMs act over
several steps and consult external sources (Schick
et al., 2023; Yao et al., 2023; Nakano et al., 2021;
Lewis et al., 2020; Mialon et al., 2023). Our policy-
currency function is a search-grounded revision of
existing text, studied as attributed revision and fac-
tual freshness (Gao et al., 2023; Vu et al., 2024),
and the attribution literature sets the standard such
edits should meet: each change traceable to an iden-
tified source (Rashkin et al., 2023; Liu et al., 2023).
The capability that lets the model refresh a stale
figure is the capability that lets it hallucinate one (Ji
et al., 2023; Maynez et al., 2020; Dale et al., 2023;
Min et al., 2023). Keeping entities and numbers
correct is terminology and critical-error control
(Dinu et al., 2019; Post and Vilar, 2018; Hokamp
and Liu, 2017; Alam et al., 2021; Al Sharou and
Specia, 2022), which motivates our glossary.

Humanitarian language technology and refugee-
serving deployments. MT for displaced and mi-
grant populations is studied through crisis engines
and field deployments (Anastasopoulos et al., 2020;
Öktem et al., 2020; Way et al., 2020; Cadwell et al.,
2019; Lewis, 2010) and human-in-the-loop plat-
forms built with and for refugees (Brown and Grin-
ter, 2016). Editing the source before translation
continues the pre-editing tradition in crisis trans-
lation (O’Brien and Federici, 2019); the source
edit here is generative and agentic, and audited
from inside a deployment. In the Korean context,
refugees report high yet unmet information needs
(Kwon and Lee, 2022), language barriers obstruct
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Figure 1: The deployed pipeline of Refugee News, shown on the housing-benefit guide. The correction it displays,
47% to 48% of the standard median income, follows MOLIT notice No. 2024-445, in force from January 2025. The
guide is an extreme rewrite case, 227.0 to 24.3 morphemes per sentence; Table 1 gives the stages.

service access for refugees and migrants (Kim et al.,
2017; Lee, 2021), and North Korean refugees use
government digital services more than native-born
Koreans (Yoo et al., 2026b).

Implementation outcomes and participatory
NLP. We use Proctor et al. (2011)’s outcome
taxonomy (extended in Proctor et al., 2023)
with process frameworks (Moullin et al., 2019;
Damschroder et al., 2022), RE-AIM (Glasgow
et al., 1999), and implementation science for AI
in nonprofit human services (Trinkley et al., 2024;
Wutz et al., 2023; Goldkind et al., 2025); because
the tool was scoped with practitioners we also draw
on participatory NLP (Cooper et al., 2022; Bird,
2020; Delgado et al., 2023; Birhane et al., 2022;
Sambasivan et al., 2021) and documentation norms
(Bender and Friedman, 2018; Mitchell et al., 2019).
Most AI-for-good work reports model building;
this paper joins the smaller strand that reports de-
ployment lessons (Diddee et al., 2022; Nekoto et al.,
2020; Lin et al., 2024; Ramjee et al., 2025; Mate
et al., 2022; Nair et al., 2023; Abilov et al., 2025).

3 Setting and source-language problem

Refugee News is operated by MAP, a refugee and
migrant support organization in South Korea, and
this report is co-authored with the organization. It
publishes news and practical guidance for asylum
seekers and refugees, with Korean as the authorita-
tive source, and translates it into English, French,
Arabic, Amharic, Burmese, Russian, and Persian.
The outer context (Moullin et al., 2019) is a fund-
ing stream contracting after the 2025 suspension
of United States foreign aid (OHCHR, 2025; UN-
HCR, 2025), an immigration regime that decides
which information is high-stakes, and almost no
professional translators for the target languages.
The inner context is a small nonprofit with no staff
who read those languages well enough to verify
a translation and no budget to hire them; its read-
ers already face information precarity (Wall et al.,
2017).

The source-language problem is specific to a
non-English-source deployment. The corpus is
246 non-draft articles, 104 guides, and 142 news
items (topics and comprehension stakes in Table 2).
Much of it originates as Korean government no-
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tices: eligibility rules as cross-references to statute,
benefit thresholds as a percentage of median in-
come, appeal deadlines in bureaucratic register.
The catalog is also uneven, written over years
amid staff turnover and reliance on volunteers, and
a faithful translation inherited that inconsistency.
The organization had already moved from scarce
paid human translation to Google Translate, which
broadened coverage while rendering the source
faithfully; this enhancement is the step meant to
close the remaining gap.

Participatory scoping. The feature set was
scoped with the practitioners who operate the ser-
vice. The executive director brought the editorial
policy and operating constraints; the frontline staff
and volunteers who field refugees’ questions were
included by role, as the people who see where a
faithful translation still fails readers, and were not
sampled for representativeness. Across three work-
ing discussions, practitioners identified recurring
points at which readers could not act on a trans-
lated notice, the researcher proposed a feature for
each, and the executive director validated it against
what the organization could sustain and its policy
of publishing advocacy statements verbatim. On
the participation ladder of Delgado et al. (2023) this
is consultation on problem definition and collabora-
tion on scoping: practitioners held the problem list
and veto, and the researcher held proposal power.
They named four needs, and §4 answers them one
for one (Appendix M). They were sharpest, and
unprompted, about proper names never varying.
This is practitioner-informed scoping. Refugee end-
users were informed by the staff who serve them
and were not direct co-designers (Sambasivan et al.,
2021; Birhane et al., 2022).

Grounds for publication. General-purpose as-
sistants with web search can answer much of what
this catalog covers, and the staff use them daily.
The pipeline exists because publishing and answer-
ing are different acts. Newcomers have to know a
question exists before asking it, and nobody asks
about a deadline that moved or a threshold that was
raised; a published guide is delivered to readers
who were not looking for it. The organization is
answerable for what it publishes as no assistant
is for what it says, and that accountability makes
a Korean-reading staff review possible. An assis-
tant querying the open web also lands on the same
superseded government pages the currency stage
had to correct, with nobody between the reader

and the answer, and readers in information precar-
ity do not uniformly hold the device, the data or
the second-language confidence a query interface
assumes (Wall et al., 2017; Kwon and Lee, 2022).

4 Enhancement system

The enhancement is applied to the Korean source
before translation, at the head of an automated
pipeline (Figure 1). The stages behind it differ
in what the model was allowed to do, and Table 1
gives each stage its model, tool access, edit latitude,
and execution context. §8 uses those four proper-
ties to attribute what the enhancement added and
what it broke.

A one-time catalog-modernization rewrite con-
verted the accumulated back catalog into plain,
warm wiki prose: first over 116 articles with claude-
opus-4-8, then over the remaining catalog with
claude-sonnet-4-6, both given a web-search tool
(at most four searches per article) to repair links
and refresh institutional facts. This is the stage
that restructures the administrative prose, and the
readability contrast of §5 measures it. A tool-less
stage then wrote the summary for every article, and
a policy-currency update refreshed the 79 dated
guides with web search (at most five searches per
article). Since launch, every edit to a Korean arti-
cle triggers an automatic step that adds a summary
and explanation boxes, is constrained to leave the
article body unchanged, and is followed by staff
review and then translation. Every prompt is issued
as a single request with the glossary appended; no
stage chains model calls. Across the stages the
enhancement performs five functions.

Plain-language rewriting. The catalog rewrite
converts each article into an accurate, easy-to-
understand wiki document in a single warm register,
flattening accumulated quality and tone differences,
removing internal management tags and editing ar-
tifacts, repairing broken links via web search, and
appending a standing note to confirm figures and
deadlines with the agency.

Plain-language summary. A one-to-two-
sentence Korean summary (mean 125 characters)
states what the article says and what the reader
should do, and is shown at the top of the page with
text-to-speech. The summary stage wrote it for the
catalog at build; the per-edit step writes it for any
article edited since. Advocacy statements, which
the organization publishes verbatim, receive only
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Stage Model Art. Web Latitude Execution

Catalog rewrite opus-4-8, then sonnet-4-6 116; 244 yes full rewrite at build
Summary sonnet-4-6 203 no one added field at build
Policy currency sonnet-4-6 79 yes revise in place on commit
Per-edit step sonnet-4-6 every edit no additive only per edit, before review

Table 1: The generative stages, with the four properties that distinguish them. “Web” is access to a web-search tool.
The version-controlled glossary is appended to every prompt in every stage. The first three stages covered the whole
catalog; only the last precedes staff review.

this summary from the per-edit step.

Inline plain-language explanation boxes. An
explanation box is inserted immediately after a
Korea-specific institution, term, or procedure new-
comers may not know, only where genuinely help-
ful and not already explained. In the frozen record,
the boxes come from the catalog rewrite, which
processed every article; the per-edit step adds them
on later edits under a prompt that keeps all existing
text, markdown, tables, and links unchanged and
forbids restructuring, summarizing, or expanding
the main text, so its boxes are additive and the ar-
ticle body is preserved. §5 verifies that the body
survived in every recoverable case. Figure 1 shows
one deployed article’s enhancement; the rendered
reader view appears in Appendix K.

Policy-currency and link-freshness check (agen-
tic). For dated guides the model is given a web-
search tool and asked to check whether figures,
amounts, deadlines, program names, responsible
agencies, and URLs have changed, to refresh them,
to replace broken links with current official pages,
and to leave unverifiable facts unchanged.

Glossary injection (required). A version-
controlled glossary of proper nouns with their
standard Korean and English forms, including
explicit corrections for known wrong expansions,
is injected into every enhancement prompt with
the instruction to use these exact names and never
invent or vary an expansion; the requirement
practitioners set in scoping (§3).

The per-edit step can be repeated safely, and the
deployed prompts are in Appendix P. Generation
adds no authoring cost, since it happens inside the
pipeline that already translates the article, and API
cost is small (Appendix I). The remaining cost is
human review.

Human review and information loss. Simpli-
fication and factual editing both risk information
loss, because a rewrite can drop a condition or blur

a legal distinction, the currency update can assert a
wrong change, and a summary is by construction
selective. The design bounds one of these mechani-
cally, since the per-edit prompt preserves the article
body verbatim, and the glossary fixes the entity er-
rors the model is otherwise prone to. The rewrite,
the summary, and the currency edits can genuinely
lose meaning, and staff review exists to catch them.

The organization reviews every enhanced article,
and the practice is mandatory. In the per-edit flow
the review precedes release; the earlier stages de-
ployed on commit, and §7.2 reports the exposure
window that opened. The reviewer sees the en-
hanced Korean, and the translations inherit that re-
viewed source without being reviewed themselves,
a bound we return to in the ethics section. The
review costs a shift of staff time from writing to
reading, and §8 measures the reading it creates and
the repairs it produced.

5 Coverage, readability, and currency

Catalog coverage. The enhancement covers
most of the catalog and concentrates on the high-
stakes topics (Table 2). Across the 246 non-draft ar-
ticles, 230 (93.5%) have at least one plain-language
explanation box (722 boxes, mean 2.9 per article;
Appendix H) and 167 (67.9%) have a summary.
The gap is a timing artifact, since the boxes come
from the catalog rewrite, which processed every ar-
ticle, while the summary came from a single stage,
and all 79 articles without one entered the catalog
after that stage had finished. In implementation
terms, coverage is penetration, integration across
the service’s units (Proctor et al., 2011).

Fidelity to each stage’s prescription holds. Body
prose is unchanged in all 174 recoverable events
where a summary first appears, but 149 of those
are the summary stage, whose script rewrites the
file with the body it already had, so preservation
there is structural. Only the 25 events from the de-
ployed per-edit step write back the body the model
returned, and those are audited compliance with

34



the preserve-body instruction (Appendix C). The
722 boxes are individually written, with no exact
duplicate.

Structural readability. Screening 238 recover-
able originals leaves 83 clean pairs against the
frozen enhanced versions (Appendix A). Because
formula-based readability scores are poor targets
for simplification (Tanprasert and Kauchak, 2021;
Redish, 2000), all statistics come from the kiwip-
iepy morphological analyzer and its sentence split-
ter, computed on body prose with the added sum-
maries and boxes stripped (Table 3; full statistics
in Appendix B). The rewritten text is substantially
less dense, with the article-mean of morphemes
per sentence falling from 40.8 to 25.0, and the
mean within-article change is −22.3% (bootstrap
95% CI −28.1 to −16.6; Wilcoxon p < .001), and
sentences shorten in 70 of the 83 articles. The
mechanism is sentence splitting by the catalog
rewrite, since pooled body length is nearly un-
changed (×1.04 in morphemes) across 1.41 times
as many sentences, and the contrast is equally large
inside and outside the later currency stage (−24%
against −21%).

Vocabulary moves less than structure, with
morphemes per word falling 7% and content-
morpheme diversity is unchanged (MATTR 0.77 to
0.79, Covington and McFall, 2010), so the syntax
was simplified and the Sino-Korean administrative
vocabulary left in place. Explanation boxes are
the design’s answer to vocabulary, the elaborative-
simplification division of labor (Srikanth and Li,
2021). The contrast is negative in every topic
(−17% to −39%), and the published article is
about twice the length of its source (median ×1.9 in
characters), the increase being the added summary
and boxes.

Policy-currency worked example and edit
record. Agentic web search matters where a
source has gone stale. In the housing-benefit guide
of Figure 1 the income-eligibility threshold had
been copied from a superseded circular; the update
found it raised, corrected 47% to 48% of median
income, and added the official income-cutoff table.

The record shows this was typical, since the up-
date changed all 79 dated guides, altering figures
or amounts in 75 and inserting or replacing 154
distinct URLs, none on a fabricated domain (Ap-
pendix D). Verifying ten inserted claims against
official sources (Appendix G) found no wrong val-
ues, but four stated a wrong attribute (effective year,

statute article, frequency cap, change attribution),
the residual class only source-checking review can
catch (Rashkin et al., 2023).

6 Evaluation design

We evaluate the enhancement as a set of imple-
mentation outcomes (Proctor et al., 2011; Glasgow
et al., 1999), assigning each empirical quantity to
one construct: coverage is penetration; completing
the work with contained failure modes is feasibility;
conformance to each stage’s prescription is fidelity;
the scoping of §3 is evidence of acceptability and
appropriateness; and API spend and review time
are cost. We reserve fidelity for that implementa-
tion construct throughout, and call the preservation
of legal, procedural, and factual meaning faithful-
ness, which the Korean-language review tests. The
readability contrast is the intervention’s proximal
output, and reader comprehension, an effectiveness
outcome, lies outside a production audit. Because
the readers are a vulnerable population, the risks
that most need evidence, lost or distorted mean-
ing, invented entities, and leaked process text, get
the failure audit and adjudicated review, while the
strengths are audited automatically. Both automatic
strands are reference-free, matching a setting with
no reference rewrites and no in-house reviewers.

Automatic coverage, readability, and failure au-
dit. Over the frozen record we count summary
and explanation-box coverage (Table 2), compute
the structural readability contrast (Table 3), and
characterize the generation-specific failures: leaked
process text, detected by a planning-phrase scan,
and invented name expansions, checked against the
glossary. The counts and scans are deterministic
and reproducible from the corpus and its git history;
§7.2 sets the keyword scan against an independent
full reading of the stage’s output.

Korean-language faithfulness review. Because
the enhancement is Korean-to-Korean, reviewers
read both sides directly. The faithfulness review
has three recorded parts. First, a flagging stage read
each article against its pre-enhancement source and
recorded candidate errors with verbatim quotes
(changed legal or procedural meaning, changed
or dropped numbers or deadlines, dropped steps,
hallucinated additions, incorrect policy updates,
leaked process text, summary errors), classified
by the insertion, deletion, and substitution factu-
ality taxonomy (Devaraj et al., 2022) with sever-
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Topic Art. Summary Any box Box/art. Comprehension stakes

Mental health 13 100% 100% 4.00 crisis content; boxes explain clinical terms
Asylum & status 53 91% 92% 3.47 legal register; procedures to follow exactly
Rights 76 87% 91% 3.46 rights and penalties; terminology-heavy
Health 44 86% 100% 3.45 safety-critical guidance read at low literacy
Work 20 85% 90% 3.60 wage claims; amounts must survive simplification
Daily living 41 93% 90% 3.56 practical how-to; gains most from plain structure
Education 32 69% 94% 2.81 enrollment, read by parents in a second language
Support/programs 65 62% 92% 2.58 deadlines and eligibility a summary must include
Advocacy 61 61% 89% 2.39 published verbatim by policy; summary only
Korean language 15 47% 100% 2.87 learning resources, already plain

All 246 67.9% 93.5% 2.93

Table 2: Enhancement coverage and comprehension stakes by topic (frozen record, 246 non-draft articles; multi-
label, so topic rows overlap). “Summary” is the share with a model-written summary; “Any box” the share with at
least one explanation box. Advocacy articles have boxes because the catalog rewrite processed all articles uniformly;
the per-edit advocacy exception (summary only) applies from its deployment onward.

Measure Src Enh Paired ∆ [95% CI]

Morphemes / sent. 40.8 25.0 −22% [−28, −17]
Words / sent. 18.7 12.2 −16% [−22, −10]
Characters / sent. 64.5 40.9 −18% [−24, −12]
Morphemes / word 2.21 2.05 −0.16 [−0.18, −0.14]
MATTR-50 (content) 0.77 0.79 +0.02 [+0.02, +0.03]

Pooled body: morphemes ×1.04, sentences ×1.41

Table 3: Readability of source vs. enhanced Korean
body prose (83 clean monolingual pairs; kiwipiepy
analyzer and sentence splitter; boxes and summaries
stripped). Src/Enh are means over articles; the paired
column is the mean within-article change with a boot-
strap 95% CI (absolute for the two lexical rows). Sen-
tences shorten sharply while lexical measures barely
move, so the simplification is structural.

ities taken from the critical-error categories of
Al Sharou and Specia (2022). Second, an indepen-
dent model verified every checkable claim against
official sources (Devaraj et al., 2021; Min et al.,
2023) and gave a full-text second judgment on the
flags the web could not settle. Third, the authors
adjudicated every flag on this evidence; the full
packet (flags, quotes, evidence URLs, verdicts) ac-
companies this paper (Appendix L).

Adjudication covered a 17-article sample, here-
after the tier, stratified by high-stakes topic crossed
with currency-edit status, reported with exact bi-
nomial intervals. Because 17 articles bound little
on their own, we then applied the same flagging
stage, unchanged, to all 79 currency-edited guides
(Appendix N).

Staff catalog review. A fourth record comes
from the organization’s ordinary editorial work.
One staff member read the entire Korean catalog
and listed each article with a factual defect, the

passage, the reason, and a replacement; the director
corrected the reviewer on one. This is not third-
party review, since the reviewer is the operating
organization’s staff and its director is a co-author.
It is independent of the LLM pipeline, of the flag-
ging model, and of our adjudication, and it is the
only strand in which a domain expert read every
article rather than a sample.

7 Failure record

7.1 Faithfulness and factual accuracy

Across the tier, the flagging stage raised 173 candi-
dates; adjudication accepted 49 (28%): 5 critical,
25 major, 19 minor (18 hallucinated additions, 12
wrong updates, 11 distortions, 5 summary errors, 3
formatting). Sixteen of 17 articles contain a con-
firmed error (95% CI 71 to 100%), twelve a major
or critical one (44 to 90%), three a critical one
(4 to 43%). Thirty-three of the 49 fall in the 11
currency-edited articles.

We match each confirmed error’s verbatim quote
to the earliest committed version containing it and
assign it to the stage behind that commit (Ap-
pendix O); all 49 matched. Four of the five critical
errors fall in currency-edited articles, and three
of them were written by the currency stage itself.
The other two were written by the catalog rewrite,
which also held a web-search tool, so the claim the
record supports is about tool access.

At scale the picture holds (Appendix N). Over
all 79 currency-edited guides the same stage raised
716 verifiable candidates, and every one of the 79
has at least one; an official source contradicted 59
across 37 guides. On the 11 the tier also covers
it raised 106 against 114 the first time. These are
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candidates, not confirmed errors.
The staff catalog review has a denominator the

audit cannot. Reading the whole live catalog, one
staff member found 34 factual defects in 28 of 233
non-draft Korean articles (12.0%): stale figures,
wrong contact numbers, conflated legal categories,
and the same reassurances beyond the source that
the adjudicated review found. Four concern safety
or a deadline. One item confirms our own, since
the reviewer independently found the 1345 helpline
described as a 24-hour service, and added what
our review had missed, that after 18:00 it answers
only in Korean, English and Chinese. All 34 are
corrected on the live service, with the same helpline
error in 32 further articles.

In the costliest pattern a superseded scheme is
presented as current. The education-visa guide,
which the currency stage never touched, misstates
the fine-relief mechanism and conditions for can-
celling a child’s stay. Among added explanations,
the model repeatedly reassures the reader beyond
what the source supports. An explanation box as-
serts psychiatric records have no effect on visa
screening, an update guarantees departing readers
no disadvantage when the official measure only
defers the re-entry ban, and five articles call the
1345 helpline a 24-hour service (it operates week-
days 09:00 to 22:00). All confirmed errors were
corrected on the live service.

7.2 Generation-specific failures
Every failure below resulted from a stage that held
a web-search tool. First, leaked process text: when
the tool was rate-limited, the model wrote plan-
ning and search narration into the article instead of
the finished text (Ji et al., 2023). An independent
full reading of the committed output finds leaked
text in 27 of the 79 guides (34%): search narration
and tool-limit notices in 20 guides, and staff-facing
change summaries in 7 guides. All 27 were pub-
lished on commit and removed within two to four
hours that same day; the frozen record and current
site are clean.

Against this ground truth, the production key-
word scan flags 8 of 27 (precision 8/8, recall 30%;
Appendix E): narration phrased outside the antic-
ipated wording, or reproduced in the translations,
evades a fixed phrase list. Attribution is exact, be-
cause all 39 leak-bearing versions in the reposi-
tory were written by one of the two stages that
held a web-search tool, the catalog rewrite (31 arti-
cles) and the currency stage (8), while the tool-less

stages and per-edit step introduced none in any
committed version, a zero whose upper bound is
set by the size of the sample (Hanley and Lippman-
Hand, 1983).

Second, invented expansions: the model pro-
duced plausible but wrong expansions for names
it could not recall, including a dozen for the or-
ganization’s own name and one substitution of a
different agency’s. The glossary now supplies stan-
dard forms with corrections for the known wrong
ones; a conformance scan still finds 37 legacy non-
conforming expansions (Appendix F).

8 Value and cost of agency

The stages of Table 1 differ in four properties at
once, and a field deployment varies none of them
deliberately, but three can be held fixed while the
failures are read off the fourth. Every one of the 49
confirmed errors was written by the same model in
the same execution context, so neither the model
nor the execution context separates the stages that
failed from the stages that did not; tool access does.
Forty-three of the 49 errors, all five critical ones,
all twelve wrong policy updates, and all eighteen
hallucinated additions were written by a stage hold-
ing a web-search tool. The six errors from tool-less
stages are five summary errors and one distorted
title: none critical, none a wrong policy update, and
all six in metadata rather than in the article body.

The record cannot break one confound. Every
tool-using stage was also licensed to change the
body and every tool-less stage could only add a
field, so tool access and edit latitude move together.

Fact maintenance. Only an agentic stage can
keep a fact true, the use search augmentation is built
for (Vu et al., 2024). A benefit threshold copied
from a superseded circular is not a readability prob-
lem, and no amount of simplification repairs it: a
tool-less pipeline renders the stale number faith-
fully in seven languages, and only makes it easier
to read. The currency stage changed all 79 dated
guides against the notices that superseded them
(§5). Re-checking dozens of government sources
against a catalog accumulated over five years re-
curs with every policy cycle and competes for the
same hours as frontline casework. That is the case
for agentic LLMs in a public-interest service.

Novel failures. The cost has the same source.
Every leaked passage and every critical error came
from a stage that held a web-search tool. These
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failures are not incidental to the agency; models
produce them once they are licensed to consult
the world and revise the text, and then meet a rate
limit or settle on a conclusion their sources do not
support, the failure generative search engines are
measured for (Liu et al., 2023).

Transfer of labor. Agency converts an open-
ended task, keeping figures, deadlines, and links
current across dozens of government sources, into a
bounded one, reading the enhanced Korean before
publication. That bounded task is 503,922 charac-
ters of Korean, 47% of it in the 79 currency-edited
guides. The scarce resource was never compute or
money but the hours of Korean-reading attention
that agency makes indispensable at the moment it
is most useful, the human work around AI that is
routinely undercounted (Sambasivan et al., 2021).
Organizations adopting this design should budget
the review hours and concentrate them where the
tools act.

9 Lessons for resource-constrained
organizations

First, simplify at the source, as the pre-editing tradi-
tion in crisis translation does (O’Brien and Federici,
2019). One Korean edit shortens sentences within
articles by 22% (§5), every target language inher-
its that, and the quality check remains in the one
language the team reads closely.

Second, route review by tool access. Holding
tool-using output for review before release is the
highest-yield rule this record supports.

Third, make preservation structural rather than
instructed. Only the per-edit events tested the in-
struction; the other events could not change the
body, because the script rewrote each file with the
body it already held (Appendix C). Put the guaran-
tee in the script.

Fourth, low-cost checks are lower-bound detec-
tors. The keyword scan caught under a third of the
leaks at perfect precision, and the residual currency
errors were correct values with the wrong attribute,
which no phrase list detects. A per-change log
naming the source of each edit would make audit-
ing deterministic (Gao et al., 2023; Rashkin et al.,
2023).

Fifth, instrument the assurance. The repairs are
timestamped, 17 commits rewriting 2,758 lines of
corrected article content (Appendix J); the reading
behind them left no record, so log it from the start
(Mitchell et al., 2019).

Limitations

The primary limitation is that we measure imple-
mentation outcomes rather than effectiveness. We
do not observe whether refugees in the seven tar-
get languages understood or acted on the enhanced
information. The readability contrast licenses a
narrow claim, that the enhanced Korean has shorter
and more numerous sentences, with vocabulary
almost unchanged. Whether shorter Korean sen-
tences yield a more usable Arabic or Amharic page
for someone with limited literacy in an administra-
tive system they are new to is a different question,
and neither morphological statistics nor formula-
based scores answer it (Tanprasert and Kauchak,
2021). A reader-side comprehension study would
answer it, and we do not have one. The organiza-
tion has begun collecting feedback from refugee
readers, and such a study would build on it; until
then the outcome is untested rather than merely
unreported.

The faithfulness review is a small-sample design,
and no rater has double-coded the tier itself. The
staff catalog review covers every article but a later
state of the catalog, so the two cannot be pooled,
and its reviewer belongs to the organization whose
service is under audit. Its three stages are inde-
pendent of one another only in part, and unevenly.
Where official sources settled a flag, adjudication
agreed with the web verdict on 85% of 114 flags
(Cohen’s κ = 0.70), and every disagreement went
one way, rejecting a flag the evidence supported
and never accepting one it contradicted. Where the
web could not settle a flag and the second model
gave a full-text judgment, adjudication matches
that model on all 80, so those two are not indepen-
dent judgments; severity is the flagging stage’s own
on 48 of the 49 confirmed errors. None of the three
stages is a human judgment, and the flagging stage
bounds what adjudication can see at all. The scaled
flagging over the 79 currency-edited guides inher-
its that recall and has no adjudication behind it, so
its rates are candidate rates. The keyword scan’s
operating point rests on a single independent full
reading of the stage’s output, the ten-claim verifica-
tion of currency edits is a sample, and cost figures
are estimates from corpus size and list prices rather
than billing records. We do not test the effect of en-
hancement on downstream MT quality in the seven
languages.

Practitioners were the design partners, and
refugee end-users were consulted through the or-
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ganization rather than as direct co-designers, a
bounded form of participation (Delgado et al.,
2023; Birhane et al., 2022). Finally, this is one
organization, one source language, and one model
family; we pin the models, prompts, and frozen
evaluation commit so the design transfers as a tem-
plate (Mitchell et al., 2019; Bender and Friedman,
2018), but the rates are specific to this pipeline.

Ethical and societal implications

This report uses an operational humanitarian work-
flow as research data and is co-authored with the
organization that operates it. The frozen record
is analyzed under the project’s ethics protocol un-
der a two-part consent that separates program use
from research use, and the adjudicated review is
covered by the same protocol. Because the content
concerns asylum, residence status, and access to
services, we report errors at the category and rate
levels and use only already-corrected examples, so
that nothing we publish exposes current readers
to a live error. We do not release the underlying
dataset, which is refugee-facing material owned
by the organization and shared under a data agree-
ment for internal research. Publishing the Korean
sources with their machine rewrites and error labels
would create avoidable risks for an active service.
The deployed prompts are provided in Appendix P,
and we describe the checks in sufficient detail to
be reimplemented; the corpus remains with the
organization.

The distributive concern is direct, and it is the
shape of the social-good case together with its limit.
Enhancement is the part of the pipeline that most
helps newcomers act on official information, and it
is also the part whose failures, an invented policy
update or a leaked instruction, readers unable to
check the Korean source cannot detect. Benefit
and exposure fall on the same people and are pro-
duced by the same component, so an account that
reports only the intervention’s coverage or only its
error rate misdescribes what was deployed. The
organization controls where the human check goes.
Placing it on the Korean source, before publica-
tion, keeps a single generated error from becoming
seven translated ones, so the review is worth the
staff time it consumes.

The reader-facing notice currently discloses less
than the intervention. Each translated page states
“AI-assisted translation from the Korean original. It
may contain errors; please check the original for

anything important,” which covers translation but
not the AI-written summary, the AI-generated ex-
planations, or the AI-refreshed figures; extending
the notice to AI-assisted editing with staff review is
a small site change the organization controls. The
safeguards also operate only in Korean, so an en-
hancement error originates once and propagates
into seven languages, and residual risk therefore
concentrates on readers of the lowest-resourced lan-
guages, who have the fewest alternative channels
and for whom the organization has the least review
capacity.

One component of the deployment falls outside
that safeguard. The published article includes a
reader-facing assistant that answers at query time,
so the pre-publication review that governs the en-
hancement does not stand between it and the reader.
Its guardrails are accordingly design-level, and it is
grounded in the retrieved article, instructed to cite
and to decline to invent facts, numbers, or URLs,
and rate-limited per user. The organization retains
no transcripts, a privacy decision that also puts the
assistant’s field behavior outside the frozen record
this audit analyzes. When we say that staff review
is the safeguard the design relies on, the claim con-
cerns source enhancement and is bounded by that
scope. Whether the assistant tells readers the truth
is a reader-side question, answerable only with in-
strumentation and a study design aimed at readers.

Practitioners now use general-purpose AI daily,
often ahead of any policy or training (Johnson et al.,
2025), and are accountable for output whose failure
modes are invisible to them (Reamer, 2023; Garrett,
2025). Guidance written for well-resourced deploy-
ers compounds this (Yoo et al., 2026a). Naming
the enhancement-specific failure modes, measuring
them, and giving organizations the low-cost checks
that contain them is a precondition for using gener-
ative simplification responsibly in refugee support.
Building this system needed a partner with AI ex-
pertise; maintaining the review and checks did not,
so another organization can adopt them without
one.
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A Pair selection funnel (readability
corpus)

Of the recoverable pre-enhancement originals, we
exclude already-enhanced copies, multilingual or
contaminated scrapes, and very short notices, leav-
ing 83 clean monolingual pairs (Table A1). The
excluded-but-matched articles skew toward sup-
port, education, and Korean-language notices.

Stage n

Recoverable pre-enhancement originals 238
Excluded: stored original already enhanced 11
Excluded: multilingual or contaminated scrape
(under 80% Korean characters)

133

Excluded: body under 300 characters 11

Clean monolingual pairs analyzed 83

Table A1: Readability-corpus selection funnel.

B Readability, paired statistics

On the 83 clean pairs (kiwipiepy analyzer,
body prose with summaries and boxes stripped),
Wilcoxon signed-rank on morphemes per sen-
tence gives W = 275, p < .001, Cohen’s
dz = −0.42 (Table A2). Pooled (micro) mor-
phemes per sentence 33.2 → 24.4; sentence count
pooled ×1.41; body morphemes pooled ×1.04
(per-pair mean ×1.38, median ×1.24, a small-
article skew). Per-topic mean percent change (top-
ics with n ≥ 5): rights −19.5, asylum −30.0, ad-
vocacy −16.9, health −31.2, support −24.3, daily
living −21.3, work −38.8, education −30.1, men-
tal health −22.5.

Measure Src Enh Paired ∆ [95% CI]

Morphemes / sent. 40.77 24.95 −22.3% [−28.1, −16.6]
Words / sent. 18.69 12.17 −15.9% [−22.1, −9.9]
Chars / sent. 64.47 40.87 −18.2% [−24.3, −12.0]
Morphemes / word 2.210 2.051 −0.160 [−0.182, −0.136]
Content morph./s. 18.6 11.5 −7.19 [−12.0, −3.5]
Content share 0.436 0.458 +0.023 [+0.016, +0.030]
MATTR-50 0.772 0.794 +0.023 [+0.015, +0.030]

Table A2: Readability of source vs. enhanced Korean
body prose (83 pairs). The paired column is the mean
within-article change with a bootstrap 95% CI (absolute
for the two lexical rows). Content rows and MATTR-50
are computed on content morphemes.

C Stage decomposition (git-isolated)

Attributing the readability effect to a stage uses
the site’s commit history (Table A3). The catalog
rewrite produces the contrast; the stages that only
add a summary leave the body unchanged.

Contrast n Morph./sent.

Catalog rewrite: raw export
to first commit

83 40.8→24.8

Summary added, clean-pair
subset

72 ±0.0%

Summary added, all events
(149 summary stage, 25
per-edit)

174 ±0.0%

Table A3: Stage decomposition. The catalog rewrite
gives the readability contrast (paired −22.7% [−28.7,
−16.5]) with containment averaging 1% (all ≤50%); the
summary-adding events leave morphemes per sentence
unchanged, with containment averaging 100% (≥90%
for every event). Containment is the share of the pre-
enhancement sentences that appear verbatim in the post-
enhancement text, whitespace removed, over sentences
of at least ten characters.

D Currency-stage edit typology and URL
audit

The currency stage changed all 79 dated guides.
Articles with: numeric or amount changes 75;
year-reference updates 79; URL insertions or re-
placements 70 (154 distinct URLs); notes to con-
firm with the agency 69; step lists 69. URL live-
ness: 123 of 151 resolve (81%); 6 (4%) are dead,
two education-office and four disease-control deep
links; 22 could not be checked automatically but
open in a browser; fabricated domains: 0.

E Leaked-process-text audit and scan
validation

An independent full reading of all 79 commit-
ted outputs (three blind annotators, disjoint thirds)
finds leaked process text in 27/79 (34.2%): search
narration or tool-limit notices or editing promises in
20, staff-directed change summaries in 7. Against
this ground truth the production keyword scan flags
8: precision 8/8 (100%), recall 8/27 (29.6%). The
marker-detectable leaks were cleaned within 1.7
to 2.7 hours, and all 27 passages are absent from
the freeze taken 4 hours later and from the current
site. Attributing leak markers over every commit-
ted version of all 256 Korean articles gives 39 in-
troductions, all of them by one of the two stages
holding a web-search tool: the catalog rewrite (31
articles) and the currency stage (8). The per-edit
step introduced none, and neither did any tool-less
stage.
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F Glossary conformance scan

Nonconforming “Expansion (ACRONYM)” in-
stances against the glossary’s standard forms fall
from 17.2% at the freeze commit (89/516) to 5.0%
at the current site (68/1371). The organization’s
own name was wrong in 56/248 instances at the
freeze and 37/238 at the current site (for example
“Migration for Asia Peace”, “Migrants for Asian
Peace”). Strict exact matching also flags benign
variants (the official UNHCR long form; an IDP
sense collision), so all rates are upper bounds.

G Fact verification of currency edits
(sample)

Ten discrete inserted claims were verified against
official sources by two independent web-research
agents: 6 fully correct, 4 partially correct (correct
value, wrong or unsupported attribute), 0 wrong
values. This sample motivated the fuller adjudi-
cated review of Appendix L.

H Summary and box characteristics

Character counts include spaces and exclude
HTML markup and the box’s own “in plain terms”
label. The 167 summaries average 125 characters
in one to two sentences, and are denser per sen-
tence than the prose they head, 31.1 against 22.7
morphemes per sentence, which single-sentence
compression produces. The 722 explanation boxes
average 146 characters (median 137, p10 95, p90
209), with no exact duplicate among them.

I Cost estimate

Costs are estimated from corpus size and 2026-
07 list prices (assumed token density 0.5–0.8 to-
kens/char for the Korean tokenizer, ×1.3 for the
larger model; a 50% discount; web search $10
per 1,000 searches; 2,500 input tokens per search
result). Catalog rewrite $25–52; summary and
per-edit steps $13–20 (≈$0.05–0.08 per article
marginal); policy currency $7–9; total ≈$45–80.

J Review burden and repair record

API spend is the small half of the cost. The other
half is reading, and the record measures how much
there is to read but not how long it took.

The enhanced Korean a reviewer has to read is
503,922 characters across the 246 non-draft arti-
cles, a median of 2,016 per article (mean 2,048,
p90 3,679). The 79 currency-edited guides account

for 236,464 of those characters, 47% of the catalog
over 32% of the articles, so a review concentrated
where the tools acted is a third of the articles and
about half the text. The tool-less summary stage
added 167 fields averaging 125 characters, 3.3% of
the reading surface in total.

Review time is not in the history, because en-
hancement, translation, and review land in one
commit. The repair is, because each correction
after a generative stage is its own commit. Count-
ing commits that name a content defect and change
body prose rather than metadata alone: 17 such
commits, 3 of them inside the frozen record and
14 after it, touching 273 Korean article-versions
and rewriting 2,758 added and 3,655 deleted lines,
with 113 of those article-edits on the 79 currency-
edited guides and 32 on the 17 audited articles. The
largest is the reversion and repair of 121 articles
committed 1 h 42 m after the currency stage; the
second rolls 16 advocacy statements back to their
unenhanced text; and one of the 17, five weeks
later, is the correction of the errors this paper’s own
review confirmed. These are the visible half of
the safeguard: the repairs it produced, and not the
reading that found nothing to repair.

K Reader view

Figure A1 shows the enhancement as readers see
it, in the English rendering of the housing-benefit
guide (the same article used for the worked ex-
ample in the main paper). The enhancement is
authored on the Korean source and propagates to
all seven target languages, including right-to-left
Arabic. ❶ the AI-written plain-language summary
with text-to-speech; ❷ an honesty notice that the
text is AI-translated from Korean; ❸ an inline plain-
language explanation of a Korea-specific adminis-
trative term. The policy-currency correction dis-
cussed in the main paper appears further down the
same article.
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Figure A1: The enhancement as readers see it (English
rendering of the housing-benefit guide).

L Adjudicated faithfulness review packet

The three-stage review of §6 and §7.1 is: (i)
an LLM flagging stage over 17 stratified articles
that recorded 173 candidate errors with verbatim
quotes; (ii) an independent model that web-verified
every checkable claim against official sources and
gave a full-text second judgment on the rest; and
(iii) author adjudication of every flag (accept 49,
reject 124; acceptance 28.3%). Accepted errors: 5
critical, 25 major, 19 minor; 16/17 articles have at
least one (exact 95% CI 71–100%), 12/17 a ma-
jor or critical one (44–90%), 3/17 a critical one
(4–43%); 33 of the 49 fall in the 11 currency-edited
articles, and four of the five critical errors do. In-
tervals are Clopper-Pearson exact binomial. The
accompanying packet file lists every flag with its
verbatim quote, category, severity, taxonomy label,
web-verification verdict and evidence URL, and ad-
judication verdict, so each reported rate is traceable
to the underlying judgment.

Agreement between the stages, computed from
that packet: on the 114 flags official sources set-
tled, the web verdict and the adjudication agree on
85.1% (κ = 0.70), and all 17 disagreements are
flags the evidence supported and adjudication re-
jected. On the 80 flags the web could not settle, the
second model’s full-text judgment and the adjudi-
cation agree on all 80 (κ = 1.00), so those are not

independent judgments. The flagging stage’s own
confidence is calibrated against the outcome (ac-
cepted at 44.3% of its high-confidence flags, 22.9%
medium, 6.1% low), and its severity label survived
adjudication on 48 of the 49 confirmed errors.

M Practitioner-identified needs and
matching features

The feature set of §4 was scoped against the needs
practitioners raised in the working discussions of
§3 (Table A4).

Practitioner-identified
need

Enhancement feature

Readers cannot act on a
faithful translation of dense
administrative prose

Plain-language summary at
the top of each article

Readers repeatedly ask
what a Korea-specific
institution or term means

Inline “in plain terms”
explanation boxes

Figures, deadlines, agency
names, and links fall out of
date

Web-search policy-currency
check (agentic)

Organization and program
names are rendered
inconsistently or wrongly

Version-controlled glossary
injected into every prompt

Table A4: Feature scope, with each function matched to
the practitioner-identified need raised in scoping meet-
ings.

N Flagging at scale

The 17-article tier is small, so we repeated its flag-
ging stage over all 79 currency-edited guides, under
the same model, prompt, tool budget and inputs.
Adjudication was not repeated, so these are candi-
date rates.

A recall-oriented flagger sometimes quotes text
that is not in the article it is judging, so every quote
is checked against the frozen article before it is
counted: 716 of 816 flags at scale (87.7%) and 166
of 173 in the tier (96.0%), with 48 of the tier’s 49
confirmed errors among its verified ones.

Over the 79 guides: 716 candidates, mean 9.1
and median 9 per guide (range 2 to 17), and 79
of 79 guides have at least one (95% Wilson 95.4
to 100%). As flagged, before any adjudication, 35
are critical, 161 major and 520 minor; by category,
347 hallucinated additions, 100 wrong updates, 64
number or amount changes, 58 formatting, 57 dis-
tortions, 56 summary errors, 27 dropped steps and
7 leaked passages. The flagger attempted web veri-
fication on 233 and an official source contradicted
59 of them, across 37 guides.
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Eleven of the 79 are in the adjudicated tier, so
the same articles were flagged twice, months apart,
under the same protocol: 106 verified candidates
the second time, 114 the first, a ratio of 0.93. The
comparison bounds the stability of the rate the tier’s
numbers rest on.

Projecting confirmed errors is possible but is a
projection. The tier’s acceptance rates conditional
on the flagger’s own confidence are 46.2% (high),
23.2% (medium) and 6.2% (low); applied to the
confidence mix at scale they give roughly 207 con-
firmed errors over the 79 guides, or 2.6 per guide,
against the 3.0 per guide observed in the tier’s 11
currency-edited articles. The assumption that those
acceptance rates transfer is exactly what a larger
adjudication would test and this one does not.

O Origin of each confirmed error

Every version of every Korean article is commit-
ted, so each confirmed error can be assigned to the
stage that wrote it. We normalize the error’s verba-
tim quote and the article text to Korean characters
and digits, dropping HTML markup, then take the
earliest committed version containing the quote
and map its commit to a stage using the generating
scripts and their logs. All 49 matched, each present
in the version its stage produced and absent from
the version before it (Table A5).

Stage Web n Crit Maj Min

Catalog rewrite yes 34 2 17 15
Policy currency yes 9 3 4 2
Summary no 5 0 4 1
Title no 1 0 0 1

All 49 5 25 19

Table A5: The stage that wrote each of the 49 confirmed
errors. “Web” is whether that stage held a web-search
tool. Every error came from the same model in the same
execution context, so model and execution context do
not separate the stages; tool access does. By category,
the tool-using stages wrote all 12 wrong policy updates,
all 18 hallucinated additions, 10 of the 11 distortions
and all 3 formatting errors, and the tool-less stages wrote
all 5 summary errors and 1 distorted title.

P Enhancement prompts

The deployed system prompts, lightly wrapped.
The per-edit prompt (summary and explanation
boxes) is issued in English; the catalog-rewrite and
policy-currency prompts are issued in Korean and
given here in English translation.

Catalog-modernization rewrite prompt (from
Korean).
You are the editor of an encyclopedia-style
wiki for refugees and migrants living in
Korea. Rewrite the given source article as
an accurate, easy-to-understand wiki
document.
Style: consistent polite register, warm and
friendly, as if speaking kindly to the
reader; natural Korean; no em dashes, no
AI-cliche phrasing, no exaggeration or
filler.
Cleanup: silently drop internal management
tags, CSS/HTML artifacts, images, and
editing traces; never write about what was
removed or changed.
Links: drop broken or unverifiable external
file links but keep the institution name;
use web_search to find the institution’s
current official page and link it inline.
Reinforce: actively verify and update
programs, agencies, and procedures via
web_search; do not invent facts.
Structure: a one-paragraph definition and
summary first, then logical sections with
headings and lists.
Since figures, thresholds, and deadlines
change with year and policy, add a note to
confirm the latest information with 1345 or
the competent immigration office.
Start directly with the ’# title’ line and
output Korean Markdown only, no preamble.

Summary and explanation-box prompt.
You are enhancing a Korean wiki article for
refugees and migrants living in Korea.
Return TWO parts, split by the markers below.
1) A summary: 1-2 plain Korean sentences with

the key takeaway and what to do.
2) The article body, KEEPING all existing

text, markdown, tables and links
unchanged, but adding a SIMPLE
plain-language explanation box right after
any Korea-specific institution, term, or
procedure a newcomer might not know (only
where genuinely helpful and not already
explained). Do not restructure, summarize,
or expand the main text; do not tailor to
any nationality. No em dashes, no emojis.

[a version-controlled glossary of standard
Korean/English names is appended here]

Policy-currency prompt (from Korean).
You are an editor of a wiki for refugees and
migrants in Korea. Update the article below
to a 2026 basis. Do not rewrite from
scratch; keep the structure, tone, and
title, and only revise.
1) Use web_search to check whether figures,

amounts, deadlines, program names,
responsible agencies, and URLs have
changed, and correct them to current
information; replace broken links with
current official URLs. Do not change
facts you cannot verify.

2) Strengthen inline links to official
government pages.

3) Add relevant internal links.
4) After figures/deadlines, add a note to

confirm the latest information with 1345
or the local immigration office.

Forbidden: em dashes, emojis, meta
commentary about what you changed.
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