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Abstract

Agentic Al systems are increasingly pro-
posed for social-good domains, often invoking
the United Nations Sustainable Development
Goals (SDGs). Yet such claims do not necessar-
ily establish accountability to the communities
these systems aim to serve. We present a struc-
tured survey of 112 papers on agentic Al for
social good published between 2015 and 2026.
Each paper is coded across eight dimensions us-
ing dual-LLM annotation (GPT-40 and Llama-
3.3-70B) with stratified human validation on
50 papers.

We identify a moral-geographic asymmetry:
contextual underspecification is concentrated
where local context matters most. Overall, 82
of 112 papers (73%) specify no geographic
context. Papers aligned with health or phys-
ical/ecological SDGs name a geography 37—
40% of the time, compared with only 13%
for institutional and social-policy SDGs, and
0% under strict coding that requires a concrete
country, city, region, or population (x?(2) =
8.78, p = .012, Cramér’s V' = .283; strict:
x2(2) = 7.60, p = .022, V = .263). The pat-
tern is robust across seven of eight sensitivity
analyses. SDG 16 is both the most-covered
goal and the least geographically specified.

We interpret this pattern as consistent with a
form of moral abstraction: institutional good
is framed more universally despite its depen-
dence on local political, legal, and cultural con-
ditions. Only 28 papers (25%) report any real-
world deployment or small-scale test. We de-
tect no statistically significant differences in
deployment rates across architecture, era, or
geographic specificity. We conclude with five
accountability gaps and a minimal reporting
standard for more context-specific, participa-
tory, and accountable research.

1 Introduction

Agentic Al has become one of the dominant imagi-
naries of contemporary artificial intelligence. Large
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language models are increasingly embedded in
systems that plan, coordinate, monitor, retrieve
evidence, allocate resources, persuade users, or
act through tools. In parallel, researchers have
begun to propose agentic Al systems for social-
good domains including disaster response, public
health, education, social policy, sustainability, on-
line safety, urban planning, agriculture, and human-
itarian decision-making.

This emerging literature inherits the moral vo-
cabulary of Al for social good, often invoking the
United Nations Sustainable Development Goals
(SDGs) as a framework for global benefit. Yet the
invocation of social good does not by itself estab-
lish accountability to the communities a system
claims to benefit. A system can target an SDG
while failing to name the communities, institutions,
or geographic settings in which it would operate.
It can describe agents for planning, coordination,
monitoring, allocation, or persuasion while leav-
ing open who sets the goals, who evaluates the
outcomes, and who bears the risks of failure.

This paper asks: whose good is agentic Al for so-
cial good being built to serve? Rather than treating
social good as a self-evident label, we examine how
this literature allocates attention across domains,
SDGs, geographies, architectures, autonomy lev-
els, evaluation methods, deployment settings, and
agent goals. We use the phrase moral geography to
refer to this distribution of attention: the problems,
places, and populations that become legible as sites
for agentic Al intervention, and those that remain
peripheral or unnamed.

We present a structured survey of 112 papers
published between 2015 and 2026, annotated by a
dual-LLM coding procedure (GPT-40 and Llama-
3.3-70B) with human validation on a stratified 50-
paper subsample. Each paper is coded along eight
dimensions: domain, SDG alignment, agent type,
autonomy level, real-world deployment status, eval-
uation type, agent goal, and geographic focus. This
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design allows us to move beyond a narrative review
and empirically examine how the field frames its
social-good claims.

Our central finding is a moral-geographic asym-
metry in contextual specification. Across the
corpus, 82 of 112 papers (73%) do not spec-
ify any geographic context for the proposed sys-
tem. This absence is not evenly distributed across
the SDGs: papers aligned with health or physi-
cal/ecological SDGs specify a geography 37—-40%
of the time, while papers aligned with institu-
tional and social-policy SDGs do so only 12.8%
of the time (x?(2) = 8.78, p = 0.012, Cramér’s
V = 0.283). The pattern is sharpest for SDG 16,
peace, justice, and strong institutions: the most-
covered goal in the corpus and the one with the
lowest geographic-specification rate.

Because institutional interventions depend
acutely on local political, legal, cultural, and in-
stitutional conditions, we interpret this pattern as
consistent with a form of moral abstraction: institu-
tional good is framed more universally than health
or ecological good.

A second finding concerns the gap between pro-
posal and practice. Only 28 of 112 papers (25%)
report any form of real-world deployment or small-
scale test; the remaining 75% are conceptual or
simulation-only. We detect no statistically signif-
icant differences in deployment rates across ge-
ographic specification, era, or architecture. On
the evidence available, these analyses do not iden-
tify a particular subset of the corpus in which the
proposal-to-practice gap is concentrated.

We contribute (1) a structured map of agentic
Al for social good across eight dimensions; (2) the
moral-geographic asymmetry finding, showing that
geographic underspecification concentrates in the
institutional and social-policy SDGs the field most
often invokes; and (3) an accountability agenda:
specify target contexts, justify architectural com-
plexity, involve affected communities, document
failure modes, and match evaluation to the strength
of the social claim.

2 Background: From Al for Social Good
to Agentic Al for Social Good

2.1 Mapping Al for Social Good

A substantial literature has mapped how Al tech-
niques are being applied to social good do-
mains. Early surveys provided broad taxonomies
of AI4SG applications across health, environment,

education, poverty, crisis response, and governance
(Shi et al., 2020; Tomasev et al., 2020). Floridi
et al. (2020a) proposed seven essential factors for
AI4SG design, and Floridi et al. (2020b) exam-
ined how Al projects align with the United Nations
Sustainable Development Goals (SDGs). Vinuesa
et al. (2020) systematically assessed how Al could
enable or inhibit each of the 17 SDGs and 169
targets, while S@tra (2022) examined the indirect
and second-order effects of Al on the SDG agenda.
More recent work has surveyed NLP for social
good specifically (Karamolegkou et al., 2026).

These surveys treat Al as a broad family of
techniques and ask whether Al could contribute
to SDGs, rather than empirically auditing how a
subfield describes its target communities, contexts,
and accountability structures. We address that gap
for agentic Al: not whether it could serve social
good in principle, but how the literature proposing
it situates its systems in concrete settings.

2.2 Agentic Al and the Stakes of Agency

Traditional AI4SG systems often centered on pre-
diction, classification, or optimization. Agentic
systems are increasingly described as systems that
plan, coordinate, communicate, monitor, retrieve
information, use tools, or act over time. Multi-
agent systems have a longer history in domains
such as traffic, disaster response, public safety, agri-
culture, and resource allocation (Wooldridge, 2009;
Stone and Veloso, 2000; Ramchurn et al., 2016;
Tambe, 2011). More recently, LLM agents and
multi-agent LLM systems have introduced a new
wave of general-purpose agentic proposals framed
around reasoning, delegation, tool use, and human—
Al collaboration (Yao et al., 2023; Park et al., 2023;
Xi et al., 2023; Wang et al., 2024). Recent surveys
of agentic Al focus on architectures and capabil-
ities (Xi et al., 2023; Wang et al., 2024), value
alignment (Zeng et al., 2025), and general-purpose
applications. None, to our knowledge, systemat-
ically audits the social-good claims made by the
agentic-Al literature.

The shift from predictive to agentic systems mat-
ters ethically. The more a system is framed as an
agent, the more important it becomes to ask what
goals it pursues, whose preferences it represents,
what authority it has to act, and how its actions
can be contested or corrected (Floridi et al., 2018;
Dobbe, 2022). An advisory agent for clinical work-
flow raises different accountability questions than a
fully autonomous coordination system for disaster
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response—distinctions not exhausted by general
critiques of AI4SG, which require attention to ar-
chitecture, autonomy, and deployment in their own
right.

3 Method

3.1 Corpus Construction

We constructed a corpus of agentic-Al-for-social-
good papers published between 2015 and 2026
(91% from 2020 onward), following a PRISMA-
style systematic review procedure (Page et al.,
2021). We searched Google Scholar, ACL Anthol-
ogy, Semantic Scholar, and Elicit with queries orga-
nized around all 17 SDGs, combining application-
oriented (e.g., disaster response agents) and task-
oriented (e.g., resource allocation) terms to re-
duce retrieval bias, yielding 177 deduplicated can-
didates. Papers were included if they described,
analyzed, evaluated, or surveyed an agentic system
in a domain plausibly connected to social good and
were codable from title and abstract; after dual-
LLM screening and human eligibility review, 65
were excluded, yielding a final corpus of 112 pa-
pers. We use agentic Al for social good broadly
for systems that perform or support goal-directed
behavior—planning, coordination, monitoring, ver-
ification, persuasion, allocation, forecasting, or de-
cision support—in socially consequential domains.
Full search strategy and inclusion/exclusion criteria
appear in Appendix A; search queries, screening
records, annotation prompts, and analysis materials
are available in our accompanying GitHub reposi-

tory.!

3.2 Annotation Scheme

Each paper was annotated along eight dimensions:
domain, SDG alignment, agent type, autonomy
level, deployment status, evaluation type, agent
goal, and geographic focus. Table 1 (Appendix B)
summarizes the scheme.

The scheme captures both what systems do tech-
nically and how concretely they are situated so-
cially. Deployment status, evaluation type, and
geographic focus in particular serve as indicators
of contextual specificity and evidentiary posture in
papers’ public framing.

"https://github.com/PoliNemkova/
agentic-ai-for-social-good-survey

3.3 Dual-LLM Annotation with Human
Validation

Annotating 177 papers along eight dimensions by
hand would have been prohibitive, and a single
LLM annotator would expose labels to one model’s
idiosyncratic biases. We therefore adopted a dual-
LLM annotation procedure with stratified human
validation in three stages.

Stage 1: Dual-LLM annotation. Each can-
didate was independently labeled by gpt-4o
(OpenAl) and 1lama-3.3-70b-versatile
(Groq API) using identical controlled-vocabulary
prompts (v2.0) at temperature 0.0. Both models
labeled from title and abstract only, without out-
side knowledge; using two model families with the
same prompt isolates cross-model consistency from
prompt design (prompt details in Appendix B).

Stage 2: Cross-LLM agreement. We computed
inter-annotator agreement on all 177 candidates
(Table 2, Appendix B). Field-appropriate agree-
ment metrics are detailed in Appendix B.
Agreement is substantial on all categorical
fields and on binarized Geographic_Focus
(87%), the field carrying our main empirical find-
ing. The two annotators converge less strongly
on Autonomy_Level (unweighted k = 0.56,
weighted 0.73); this may reflect ambiguity in how
autonomy is described in titles and abstracts, cat-
egory boundaries, or model limitations. We there-
fore read autonomy patterns in section The Dis-
tance Between Proposal and Practice descriptively.

Stage 3: Human validation. One author (blind
to the LLM labels) coded a stratified 50-paper sub-
sample using the same controlled vocabularies en-
riched for LLM disagreements (stratification de-
tails in Appendix B). Human-LLM agreement is
reported in Table 3 (Appendix B).

3.4 Consensus Label Construction

We combine the three label sources into a single
consensus annotation per field using: (1) the human
label if the paper is in the 50-paper subsample; (2)
otherwise, the LLM with higher human-LLM x—
GPT-4o for all fields except Autonomy_Level,
where Llama-3.3-70B scores higher.

Of the 177 candidates, 65 were excluded: 55
by both-LLMs consensus as non-agent, 8 flagged
during human eligibility review, and 2 pre-2015 pa-
pers. The final 112-paper corpus derives 50 labels
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from the human annotator (44.6%) and 62 from the
field-appropriate LLM (55.4%).

3.5 Quality Control and Epistemic Scope

Because annotation relied on titles and abstracts,
our labels measure how papers publicly frame their
contributions—the visible framing that shapes how
the field imagines and replicates work—rather than
exhaustive reconstructions of system details (see
Limitations).

Conservative coding defaults and post-consensus
verification procedures are detailed in Appendix B.

3.6 Analytic Strategy

We analyze the corpus descriptively and inferen-
tially. Descriptive analyses report distributions
across year, SDG, domain, agent type, autonomy,
deployment, evaluation, agent goal, and geographic
focus. Inferential analyses report a small number
of pre-specified hypothesis tests. We use Fisher’s
exact test for 2x2 tables and x? tests of indepen-
dence for larger tables, supplemented by Cramér’s
V' as an effect-size measure. Given the corpus
size (n = 112), we report effect sizes alongside
p-values and do not apply multiple-comparisons
correction; all reported tests are pre-specified.

For the main asymmetry test, SDGs are grouped
into three pre-specified clusters (health/welfare,
physical/ecological, institutional/social), and ge-
ographic focus is coded both broadly (any stated
geography, including “global”) and strictly (con-
crete country, city, region, or named population
only). Full cluster assignments, coding rules, and
pre-specified robustness variants are given in Ap-
pendix C.

Normatively, we interpret distributions through
the lens of accountability, distributive attention, and
contextual specificity, asking whether the field pro-
vides adequate justification, context, and evidence
for its social-good claims—not whether equal atten-
tion across SDGs or regions would be the correct
allocation. These normative interpretations are dis-
tinct from the coded constructs themselves.

4 The Moral Geography of Agentic Al for
Social Good

4.1 A Rapidly Expanding Post-2023 Field

The corpus shows a sharp temporal concentration
in recent years (Figure 2, Appendix B). Only 10 pa-
pers appear before 2020; the field then accelerates
substantially after the rise of LLM-based agentic

systems. Of the 112 papers, 79 (71%) appear in
2023 or later and 74 (66%) in 2024-2026.

This is not simply an extension of older multi-
agent systems research. Earlier work focused on
coordination, simulation, public safety, disaster re-
sponse, and resource allocation. Newer work uses
the language of LLM agents, agentic workflows,
copilots, and multi-agent LLMs. The shift expands
the apparent scope of what agents can do while
also raising the stakes of accountability: general-
purpose agentic systems can be proposed for many
social-good domains quickly, but speed of proposal
does not guarantee contextual grounding, commu-
nity engagement, or real-world evaluation.

4.2 Uneven SDG Attention

The SDG distribution reveals concentration around
a subset of goals (Figure 1). SDG 16 (peace, justice,
and strong institutions) appears most frequently
with 39 papers, followed by SDG 3 (good health,
22), SDGs 9 and 11 (industry/innovation and sus-
tainable cities, 19-20 each), SDG 13 (climate ac-
tion, 18), and SDG 10 (reduced inequality, 16).
Several SDGs receive sparse coverage: SDGs 5
and 7 appear in 1 paper each; SDGs 4, 6, and 14 in
3 each; SDG 12 in 4.

The point is not that every SDG should receive
equal attention. Some goals may be more naturally
aligned with agentic methods; others require phys-
ical infrastructure, field partnerships, or data that
are difficult to obtain. The problem is unexplained
unevenness. Why do some goals become frequent
sites of agentic intervention while others remain
peripheral? Is it because agentic Al is genuinely
unsuitable, because data and partners are unavail-
able, because funding pulls elsewhere, or because
some communities’ problems are less visible to Al
researchers? These are empirical and normative
questions the literature rarely asks.

4.3 Geographic Underspecification

The clearest moral-geographic finding is the ab-
sence of geographic specificity. Across the corpus,
82 of 112 papers (73%) specify no geographic fo-
cus. The remaining 30 specify some geographic
context, ranging from broad or global claims to
concrete countries, cities, regions, or populations.
We distinguish these levels in the strict sensitivity
analysis below.

This is not a minor reporting issue. Social-good
interventions are context-dependent in ways that
make geographic abstraction a substantive prob-
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SDG 16: Peace & institutions

39

SDG 3: Good health

SDG 9: Industry & innov.

SDG 11: Sustainable cities

SDG 13: Climate action
SDG 10: Reduced inequality
SDG 2: Zero hunger

SDG 15: Life on land

SDG 1: No poverty

SDG 17: Partnerships

SDG 8: Decent work

SDG 12: Resp. consumption
SDG 14: Life below water
SDG 6: Clean water

SDG 4: Quality education
SDG 5: Gender equality
SDG 7: Affordable energy

Hl Geographic focus specified
1 Not specified

0 5 10

15 20 25 30 35 40
Number of papers

Figure 1: Distribution of corpus papers across Sustainable Development Goals (SDGs). The literature is concentrated
on a subset of SDGs, especially SDG 16 and SDG 3, while several goals receive only sparse coverage.

lem, not a metadata gap. A disaster response agent
depends on local emergency infrastructure, com-
munication networks, and institutional authority.
An agriculture agent depends on crop type, land
tenure, and market access. A governance agent
depends on legal systems, administrative capacity,
and rights regimes. Without specifying where a
system is meant to operate, it is difficult to evaluate
whether it is feasible, beneficial, or accountable.

Crucially, claims of global applicability do not
resolve this problem—they deepen it. A paper
proposing an agentic system for “global” peace,
governance, or institutional reform without nam-
ing a governance setting, legal regime, or affected
community is making a stronger universalist claim,
not a more cautious one. “Global” is therefore not
coded as geographic specification in our strict anal-
ysis; we treat it as a distinct category consistent
with our interpretation of moral abstraction (see
Figure 4).

Geographic underspecification also obscures
power: papers that describe agents for “sustainable
cities” or “social policy”” without naming relevant
communities risk treating social good as an abstract
category rather than a situated relationship. Miss-
ing geography is not merely missing metadata; it
may signal weak contextualization in the public

framing of socially consequential systems.

4.4 A Moral-Geographic Asymmetry Across
SDGs

The 73% marginal figure masks a sharper pattern.
We grouped SDGs into three clusters—health and
welfare (1-3), physical and ecological (6,7, 11, 13—
15), and institutional and social (4, 5, 8-10, 12, 16,
17)—and assigned each paper to the cluster of its
numerically lowest SDG. Geographic specification
is highly unevenly distributed across these clusters
(Table 4 and Figures 4-5, Appendix C).

Under the broad coding—which treats “global”
and “Sub-Saharan Africa” as specified—the institu-
tional cluster specifies a geography 13% of the
time versus 37-40% for the other two clusters:
x%(2) = 8.78, p = .012, Cramér’'s V = .283.
Under the strict coding—which counts only papers
naming a concrete country, city, region, or identi-
fied population, excluding global claims—the insti-
tutional cluster drops to 0 of 47 papers (0%), while
health/welfare remains at 16%: x2?(2) = 7.60,
p = .022, V = .263. This result is robust across
seven of eight sensitivity configurations, including
two alternative cluster assignments and an analysis
restricted to single-SDG papers; the single excep-
tion reflects low cell counts (n = 8) rather than a
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reversal, and the directional asymmetry holds in all
eight configurations (Appendix C).

The per-SDG view sharpens this further (Fig-
ure 5). SDG 16—the most-covered goal in the
corpus—has the lowest geographic-specification
rate: 5 of 39 papers (13%) under broad coding, and
just 1 of 39 (2.6%) under strict coding. SDG 9
follows at 16% and 0% respectively. By contrast,
SDG 13 (climate action) reaches 61% under broad
coding; SDG 1 (no poverty) reaches 62%.

We interpret this cluster-level pattern, which is
particularly pronounced for SDG 16, as consistent
with a moral-geographic asymmetry: institutional
and social-policy domains are framed more univer-
sally than health, climate, and ecological domains.
A paper proposing an agentic system for peace,
governance, or institutional reform is roughly three
times less likely under broad coding—and categor-
ically less likely under strict coding—to be teth-
ered to a specific geography than a paper propos-
ing an agentic system for climate or food security.
Yet institutional interventions are precisely those
whose feasibility, legitimacy, and risk depend most
sharply on local political, legal, and cultural con-
text.

This asymmetry is the central empirical contri-
bution of this survey. It is distinct from the sim-
pler claim that AI4SG underspecifies context: the
pattern is directional, particularly pronounced in
SDG 16 and concentrated in institutional and social-
policy goals, and strengthens rather than weakens
under stricter geographic definitions.

5 The Distance Between Proposal and
Practice

5.1 Deployment Status

The corpus is dominated by conceptual and
simulation-only work (Figure 3, Appendix B).
Forty-six of the 112 papers are coded as No (con-
ceptual) and 33 as Simulation only. Only 28 pa-
pers (25%) report any real-world deployment or
small-scale test: 23 small-scale tests and 5 field
deployments. Four papers are coded Various.
Conceptual and simulation work is not without
value—early-stage systems require controlled eval-
uation, and premature deployment in high-stakes
domains can cause harm. The concern is not that
every paper should deploy a system, but that the lit-
erature routinely invokes real-world social benefit
while remaining at the level of possibility or pro-
totype: simulations, benchmarks, and conceptual

architectures cannot establish community benefit,
institutional feasibility, or contextual appropriate-
ness.

The small-scale test category spans evidentiary
postures from recruited-participant user studies to
small operational pilots; counting only field deploy-
ments, the rate falls to 5 of 112 papers (4.5%).

5.2 Evaluation Type

Evaluation practices mirror the deployment gap
(Figure 3). The most common type is Conceptual
study (36 papers), followed by Simulation (30) and
Offline benchmark (12). Only 11 papers report a
User study, and just 5 report a Field study.

This matters because agentic systems are interac-
tional: performance depends not only on model
outputs but on human trust, workflow integra-
tion, institutional constraints, failure recovery, and
contestability—properties static benchmarks can-
not capture. A planning agent that produces plausi-
ble plans may still fail when used by overburdened
public servants; a disaster coordination agent may
work in simulation but fail when communication
infrastructure collapses.

The relevant question is not merely whether sys-
tems work, but whether the evaluation design is
adequate to the social claim. A benchmark result
supports a claim about task performance; it should
not stand as evidence of community benefit, institu-
tional readiness, or responsible deployment. Papers
proposing consequential agentic roles should either
provide evidence appropriate to those roles or ex-
plicitly bound their claims.

5.3 Deployment Across Subgroups

We pre-specified three hypothesis tests connect-
ing deployment status (deployed-or-tested vs.
conceptual-or-simulation) to the splits most likely
to concentrate the gap. None returned a significant
effect.

* Geography x Deployment. Papers naming
a geography deploy or test at 8/28 (29%) vs.
20/80 (25%) for those that do not. Fisher’s
exact p = .80, OR = 1.20, V = .01.

* Year x Deployment. Post-2023 papers:
19/76 (25%); pre-2023: 9/32 (28%). Fisher’s
exactp = .81,0R=1.17, V = .01.

* Agent class x Deployment. LLM-based ar-
chitectures: 14/54 (26%); classical architec-

620



tures: 10/46 (22%); human—Al teams: 3/7
(43%). x*(2) = 1.46, p = 48,V = .12.

None of these tests detects a statistically sig-
nificant difference in deployment rates across the
examined subgroups. We therefore do not iden-
tify a particular subgroup in which the proposal-to-
practice gap is concentrated.

5.4 Architecture and Accountability

The corpus spans multi-agent systems (30 papers),
agentic Al systems (23), LLM agents (20), multi-
agent LLMs (14), simulation agents (10), human—
Al teams (7), single-agent systems (6), and em-
bodied agents (1) (Figure 3). Autonomy level is
harder to characterize: as noted in the Dual-LLM
Annotation with Human Validation section, cross-
LLM agreement is only x = 0.56 (unweighted),
which may reflect ambiguity in how autonomy is
described, category boundaries, or model limita-
tions. We treat the autonomy distribution as de-
scriptive and return to its implications in the Ac-
countability Gaps section.

Architecture is often treated as a technical design
choice; in social-good settings it is also an account-
ability choice. Complex multi-agent LLM systems
may introduce more failure points, more opaque
coordination dynamics, higher auditing barriers,
and resource requirements only well-resourced or-
ganizations can sustain; simpler decision-support
systems may be less expressive but easier to au-
dit, maintain, and integrate into institutional work-
flows.

Architectural complexity is not inherently irre-
sponsible, but in social-good settings it should be
justified: why is this level of autonomy or coordi-
nation necessary, who can operate and maintain the
system, how are failures detected, and how can af-
fected communities contest its outputs? The lower
agreement on Autonomy_Level (k = 0.56)
from the Dual-LLM Annotation with Human Val-
idation section suggests the field can be consid-
erably more precise about where system-initiated
action ends and human-authorized action begins.

Together, Sections The Moral Geography of
Agentic Al for Social Good and The Distance Be-
tween Proposal and Practice describe not simply
a deployment gap but an evidentiary gap. The
literature increasingly proposes agentic systems
for planning, coordination, persuasion, monitoring,
and resource allocation, yet most remain concep-
tual or simulated, evaluated without the evidence

needed to substantiate their social-good claims—
and where contextual specification is supplied, it
is supplied unevenly, concentrated in physical and
ecological domains while abstracting away from
the institutional ones where contextual stakes are
highest.

6 Accountability Gaps

Across the corpus we identify five connected ac-
countability gaps. These are field-level patterns,
not indictments of individual papers.

Under-attended goals. Attention concentrates
on a subset of SDGs (§4). Uneven distribution is
not inherently wrong; the problem is unexplained
unevenness. A field presenting itself as a general-
purpose technology for social good should ac-
count for why some problems become frequent
sites of agentic intervention while others remain
peripheral—each explanation (missing data, fund-
ing gaps, reduced visibility of certain communities’
problems) carries different ethical implications.

Missing geographic specificity, unevenly dis-
tributed. Most papers name no geographic fo-
cus, yet geography determines the infrastructure,
language, regulation, and institutional capacity an
intervention depends on. Under strict coding (§4.4),
0% of institutional papers name a concrete country,
city, or population—a particularly notable omis-
sion in domains whose feasibility and legitimacy
depend strongly on local context.

Limited field and user evaluation. Only 28 of
112 papers (25%) report any deployment or small-
scale test, and only 5 conduct a field study (§5);
under a stricter definition the rate is 4.5%. Agentic
systems are interactional—human response, insti-
tutional uptake, and failure propagation cannot be
captured by static benchmarks—and the null find-
ings (§5.3) show no statistically significant differ-
ences in deployment rates across geography, year,
or architecture.

Opaque architectural and autonomy choices.
Architecture is treated as a technical default, but
it is also an accountability choice: it determines
who can deploy, audit, and contest a system. Cross-
LLM agreement on Autonomy_Level reached
only £ = 0.56, the lowest of any field, which may
reflect ambiguity in how autonomy is described,
category boundaries, or model limitations. The
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default should not be maximum agency, but ac-
countable agency.

Weak failure documentation. In our qualitative

reading of the corpus, we observed limited system-
atic discussion of failure modes, non-deployments,
or harms discovered during testing. Failure docu-
mentation should be treated as a contribution—a

failed deployment can reveal missing infrastruc-
ture or community mistrust invisible in simulation—
and venues should reward it.

These gaps compound—under-attended goals re-
quire partnerships that depend on naming a place,
missing geography weakens evaluation, limited
evaluation obscures failures, opaque architecture
diffuses accountability—and the challenge is to
move from agentic Al as a language of possibility
to a practice of accountable sociotechnical inter-
vention.

7 Recommendations

The five gaps identified above motivate five prac-
tices and a minimal reporting standard.

Specify the Target Context. Papers should iden-
tify the communities, institutions, or deployment
settings the system is intended for. Context shapes
problem definition, institutional constraints, fail-
ure risks, and success criteria (Selbst et al., 2019;
Mohamed et al., 2020; Birhane, 2021). If a system
is intended to be general, authors should specify
what kind of generality is claimed—across tasks,
languages, institutions, or resource settings. This
recommendation is sharpest for governance and
institutions—precisely where our analysis finds
zero geographic specification under strict coding.

Match Evidence to the Strength of the Claim.
Evaluation should match the social claim being
made. Claims of real-world benefit require more
than technical evidence: user studies, field stud-
ies, or longitudinal deployment evidence. When
stronger evidence is absent, authors should bound
their claims—simulations support coordination dy-
namics, not community benefit; benchmarks sup-
port task performance, not institutional readiness
(Green, 2019; Tomaseyv et al., 2020).

Engage Affected Stakeholders Early. Stake-
holders should be engaged before core design
choices are fixed—not after architecture and evalu-
ation metrics have been selected. They should help
define the problem, set success criteria, and shape

oversight mechanisms (Bondi et al., 2021; Birhane
et al., 2022). Affected people should have a role in
deciding whether a system should exist and how it
is governed—not only as users in a final evaluation.

Justify Autonomy and Architecture. Authors
should justify why the system needs to be agen-
tic, why it requires the proposed autonomy level,
and why its architecture fits the target setting: pa-
pers should specify what is delegated to the agent,
how failures are detected, and how responsibility
is assigned when harm occurs (Floridi et al., 2018;
Raji et al., 2020; Dobbe, 2022). The lower agree-
ment on Autonomy_Level (k = 0.56) suggests
that greater precision about where system-initiated
action ends and human-authorized action begins
would improve clarity and accountability.

Document Failures and Non-Deployments.
The field needs systematic documentation of
failures, non-deployments, and unsuccessful
simulation-to-practice transfers. A failed deploy-
ment may reveal missing infrastructure or com-
munity mistrust invisible in simulation; a non-
deployment decision can demonstrate responsible
restraint. Venues and reviewers should actively
reward such accounts.

A Minimal Reporting Standard. Papers on
agentic Al for social good should report: (1) target
context and affected community; (2) social claim
and supporting evidence; (3) stakeholder role in
problem definition and oversight; (4) autonomy
and architecture justification, including failure de-
tection and contestability; and (5) limitations and
failure modes. This standard is intentionally mod-
est: it requires authors to state what kind of social-
good claim they are making and what evidence,
context, and accountability mechanisms support
it.

8 Conclusion

Agentic Al for social good is expanding rapidly, but
expansion is not maturity. Our survey of 112 papers
shows a field weak on context, evidence, and ac-
countability: most papers name no geographic set-
ting, one in four reports any real-world deployment,
with no statistically significant differences detected
across architecture, era, or geographic specificity.
The sharpest pattern is the concentration of con-
textual underspecification in the institutional and
social-policy SDGs the literature most invokes
as legitimating vocabulary—peace, governance,
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inequality—precisely where it is least willing to
name a place.

The path forward is not more agents but more
accountable ones—communities named, autonomy
justified, evaluations matched to claims, failures
documented. Agentic Al for social good should
ask not what agents can do, but what it owes the
people and places in whose name it is conducted.

Limitations

Because annotation relied on titles and abstracts
rather than full papers, our labels are evidence of
how papers publicly frame their contributions, not
exhaustive reconstructions of system details. This
is appropriate for a survey of field-level framing:
the metadata most visible to readers, funders, and
downstream researchers is precisely what we mea-
sure. We do not claim to know what every system
did in practice; we claim to know how it was pre-
sented.

This distinction matters most for geographic fo-
cus. A paper coded as Not specified may have
been motivated by a concrete setting without nam-
ing it in the abstract. Our claim is therefore about
visible framing: the geography that appears in a
paper’s public face. This is still ethically mean-
ingful, because it is that framing—not the authors’
unexpressed intentions—that shapes how the field
imagines and replicates work.

This survey has several limitations.

First, the corpus may not include all relevant
work on agentic Al for social good. Although
we followed a PRISMA-style search procedure
across four academic discovery platforms with
SDG-organized queries, the field is terminolog-
ically diffuse. Some relevant papers may use
domain-specific language without describing their
systems as agents, agentic Al, or multi-agent sys-
tems. Conversely, some papers may use agentic
language for systems whose degree of agency is
limited. Our both-LLMs-agree filter is conserva-
tive about exclusion: a paper is dropped as non-
agent only when both annotators independently
flag it as such, supplemented by human eligibility
review. This rule retains some borderline cases that
a stricter filter would have removed, which we read
as the appropriate direction of error for a field-level
survey.

Second, SDG coding is interpretive. Some pa-
pers align with multiple goals, while others address
SDG-relevant domains without explicitly citing the

SDG framework. We therefore treat SDG labels as
an analytical lens rather than as definitive claims
about author intent. The purpose of the SDG anal-
ysis is not to assign papers to a single correct goal,
but to examine how attention is distributed across
a widely recognized vocabulary of social benefit.
The multi-label coding produces some attribution
ambiguity: when a paper aligns with both an insti-
tutional and a health/ecological SDG, our cluster
assignment uses the first matching SDG in the pa-
per’s primary label set. Alternative tie-breaking
rules would shift individual papers between clus-
ters but not the cluster-level pattern.

Third, our coding relies on how papers present
themselves in titles and abstracts. This is appro-
priate for analyzing field-level framing, but it may
miss details available only in full texts, appendices,
code repositories, or deployment reports. In par-
ticular, geographic focus is coded based on what
the paper specifies, not what the authors may have
intended. A paper coded as Not specified may still
have been motivated by a concrete setting, but if
that setting is not named in the title or abstract, it
is not visible as part of the paper’s public framing.

Fourth, deployment status and evaluation type
simplify a more complex continuum of evidence. A
small-scale test, field study, simulation, and bench-
mark can each vary substantially in rigor, dura-
tion, stakeholder involvement, and relevance to
real-world use. Our labels should therefore be
read as high-level indicators of evidentiary posture
rather than complete evaluations of methodological
quality.

Fifth, the analysis does not directly measure so-
cial impact. We do not evaluate whether deployed
systems improved outcomes, whether communities
benefited, or whether harms occurred after deploy-
ment. We analyze how the literature frames, evalu-
ates, and contextualizes its proposed systems. Our
claims concern the distribution of attention, context,
and evidence in the research corpus, not the actual
downstream impact of every system reviewed.

Sixth, our dual-LLM consensus procedure adju-
dicates LLM disagreements only within the human-
validated 50-paper subsample. For the remaining
62 papers in the consensus corpus, we adopt the
field-appropriate LLM without cell-by-cell adjudi-
cation. This is a deliberate budget tradeoff: manual
adjudication of all ~400 cell-level disagreements
was infeasible, and using a single LLM throughout
would have lost the human-validation grounding
entirely. We report cross-LLM agreement statistics
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(Table 2) and human-LLM agreement (Table 3) to
characterize the reliability of the LLM-only portion
of the corpus. Because Geographic Focus is central
to our main analysis, we additionally inspected all
papers contributing to the specified/not-specified
split for label validity after consensus construction.
The binary geographic-focus label used in the main
analysis was manually checked for all 112 included
papers after consensus construction.

Seventh, Autonomy_Level is the noisiest
field in our coding, with unweighted x = 0.56 be-
tween the two LLLM annotators. This lower agree-
ment may reflect ambiguity in how autonomy is
described in titles and abstracts, category bound-
aries, or model limitations. We therefore read au-
tonomy distributions descriptively, do not draw in-
ferential conclusions from them, and use only the
more reliable Real_World_Deployment and
Geographic_Focus fields for our main hypoth-
esis tests.

These limitations shape the scope of our argu-
ment. We do not claim that the field’s distribution
of attention is wrong, that any specific SDG de-
serves more research, or that any specific agentic
system should or should not be deployed. We claim
that the field’s distribution of attention, context,
and evidence is ethically relevant and currently un-
derexamined, and that one specific pattern within
it—the moral-geographic asymmetry between in-
stitutional and physical SDGs—is sharp enough to
merit explicit attention. The purpose of this survey
is not to close the debate about agentic Al for social
good, but to make its assumptions, absences, and
evidentiary standards more visible.

Data and Code Availability

The consensus corpus, annotation codebook,
and analysis scripts are available at GitHub:
https://github.com/PoliNemkova/

agentic-ai-for-social-good-survey.
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A Appendix 1. Corpus Construction and
Screening Protocol

This appendix provides additional detail on the
corpus-construction procedure summarized in Sec-
tion Method. We followed a PRISMA-style system-
atic review procedure to identify papers on agentic
Al for social good. The goal was not to exhaust
every possible paper using agent-related terminol-
ogy, but to construct a transparent, SDG-organized
corpus suitable for analyzing how the literature
frames social-good claims, deployment status, and
geographic context.

A.1 Search Sources

We searched four academic discovery platforms:
Google Scholar, ACL Anthology, Semantic
Scholar, and Elicit. These sources were selected to
capture work across NLP, Al, multi-agent systems,
human-AlI collaboration, and interdisciplinary Al-
for-social-good research. Because agentic Al for
social good is terminologically diffuse, we did not
rely on a single keyword such as “agent.” Instead,
we organized the search around the 17 United
Nations Sustainable Development Goals (SDGs),
using both application-oriented and task-oriented
queries for each goal.

A.2 Search Strategy

For each SDG, we constructed search queries com-
bining social-good domains with agentic-system
terminology. Application-oriented queries tar-
geted concrete domains such as clinical triage
agents, disaster response agents, agricultural advi-
sory agents, climate adaptation agents, educational
tutoring agents, misinformation verification agents,
and public-service decision-support agents. Task-
oriented queries targeted agentic functions such
as planning, coordination, monitoring, resource
allocation, forecasting, verification, persuasion, re-
trieval, and human—AI collaboration.

This dual strategy was intended to retrieve pa-
pers that explicitly present themselves as agentic
systems, as well as papers embedded in domain-
specific literatures where agent architectures may
not be foregrounded in the title. Retrieved records
were merged and deduplicated before screening.
The search yielded 177 candidate papers.

A.3 Inclusion Criteria

Papers were included if they satisfied all three cri-
teria below:

1. Agentic system criterion: The paper de-
scribed, analyzed, evaluated, or surveyed
an Al agent, multi-agent system, LLM
agent, multi-agent LLM system, simulation
agent, embodied agent, agentic Al workflow,
or human—AlI collaboration involving goal-
directed behavior beyond static prediction or
classification.

2. Social-good criterion: The paper targeted a
domain plausibly connected to social good,
sustainable development, or one or more
SDGs, including but not limited to public
health, education, climate, agriculture, disas-
ter response, humanitarian decision-making,
governance, online safety, social policy, sus-
tainability, or urban planning.

3. Codability criterion: The title and abstract
provided enough information to code the pa-
per’s domain, agent type, and social-good ori-
entation.

We define an agentic Al system broadly as a sys-
tem that performs or supports goal-directed behav-
ior over time, including systems that plan, coordi-
nate, monitor, verify, persuade, allocate resources,
forecast, retrieve information, use tools, or support
human decision-making.

A.4 Exclusion Criteria

Papers were excluded if they met any of the follow-
ing criteria:

1. The paper was policy-only or conceptual with
no identifiable agentic system.

2. The paper described a non-agentic machine-
learning system, such as a static classifier,
predictor, recommender, or content generator
without an agentic role.

3. The system was commercially motivated with-
out a clear social-good objective.

4. The paper was purely theoretical without an
identifiable system, application, or evaluation
target.

5. The title and abstract were too generic to es-
tablish relevance to agentic Al for social good.

6. The paper fell outside the 2015-2026 date
range.
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After dual-LLM screening and human eligibility
review, 65 papers were excluded: 55 by both-LLM
consensus as non-agent, 8 during human eligibility
review, and 2 because they were published before
2015. The final corpus contains 112 papers.

A.5 Screening and Eligibility Review

Each candidate paper was screened using title and
abstract information. This design choice reflects
the paper’s focus on public-facing field-level fram-
ing: we analyze how papers present their social-
good claims, target contexts, and agentic contri-
butions in the metadata most visible to readers,
funders, and downstream researchers. We do not
claim that title and abstract information exhausts
all system details available in full papers; rather, we
treat title and abstract framing as evidence of what
the field makes visible when presenting agentic Al
for social good.

Eligibility was first assessed using the dual-LLM
procedure described in Section Method. Papers that
both LLM annotators marked as non-agentic or ir-
relevant were excluded unless flagged for human
review. Borderline cases were retained when the
abstract plausibly described goal-directed agentic
behavior in a social-good domain. This conserva-
tive inclusion rule was chosen to avoid prematurely
excluding emerging or hybrid forms of agentic Al
whose terminology may not yet be standardized.

A.6 PRISMA-Style Summary

The corpus-construction process can be summa-
rized as follows:

* Identification: Searches across Google
Scholar, ACL Anthology, Semantic Scholar,
and Elicit using SDG-organized application-
oriented and task-oriented queries.

» Candidate records: 177 papers after merging
and deduplication.

* Screening and eligibility review: Candidate
papers screened for agentic-system relevance,
social-good orientation, and codability from
title and abstract.

* Excluded records: 65 papers excluded: 55
by both-LLM consensus as non-agent, 8 dur-
ing human eligibility review, and 2 pre-2015
papers.

 Final corpus: 112 papers included in the
structured survey.

Number of papers
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Figure 2: Distribution of corpus papers by publication
year. The corpus is heavily concentrated in recent years,
with most papers appearing after 2023.

A.7 Scope of Claims

The resulting corpus should be read as a structured
sample of how agentic Al for social good is pub-
licly framed in academic literature, not as a com-
plete census of all deployed systems or all domain-
specific agentic research. Some relevant systems
may be described in technical reports, NGO doc-
umentation, government pilots, software reposito-
ries, or full-text sections not visible from title and
abstract. Conversely, some included papers may
use agentic language for systems whose degree
of autonomy is limited. These limitations moti-
vate our conservative interpretation: the analysis
concerns the distribution of attention, context, evi-
dence, and visible accountability claims in the aca-
demic literature, rather than the full downstream
impact of every system reviewed.

B Annotation Schema and Reliability
Details

This appendix reports the full annotation schema
and the inter-annotator agreement statistics summa-
rized in the Method section.

B.1 Corpus Growth Over Time

B.2 Conservative Coding Defaults and
Verification

Conservative coding defaults were enforced
throughout. When the abstract was missing or unin-
formative, models were instructed to use Not speci-
fied, Not applicable, or No (conceptual) rather than
inferring stronger claims. Geographic_Focus
required an explicitly named geography;
Real_World_Deployment required explicit
evidence of field deployment or real-user testing.
After consensus construction, all 112 records
were inspected for invalid labels, malformed
SDG entries, and duplicates. The binary
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Field Description Field Agreement K

Domain Primary social-good area addressed. Nominal categorical (Cohen’s k)

UN_SDGs SDG(s) most closely aligned with the Agent_Type 83.1% 0.79
paper (numbers 1-17, or N/A). Eval_Type 825% 0.77

Agent_Type Architectural category: multi-agent Agent_Goal 791% 0.74
systems, LLM agents, multi-agent - - -
LLMs, agentic Al systems, simula- Ordinal (quadratic-weighted k)
tion agents, human—AlI teams, single- Autonomy_Level 68.4% 0.73
agent systems, embodied agents, or Real_World_Deployment! 80.1% 0.73
non-agent. N

Autonomy_Level Degree of agency: advisory, decision- Mlj:ms ]l)aGbel (macro k& gga(c}calrd; 6 0.60
support, mixed, fully autonomous, or UN_ s (macro &, s 1-16) -
not applicable. UN_SDGs (mean Jaccard) — 0.66

Real_World_ Ir_nplem_entation extent: conceptual, Open vocabulary

Deployment simulation-only, small-scale test, Geographic_Focus (exact match) 87.0% _
field-deployed, or varied.

Eval_Type Primary evaluation mode: conceptual

study, simulation, offline benchmark,
field study, user study, literature re-
view, or mixed.

Primary agent function: planning, co-
ordination, persuasion/engagement,
resource allocation, verification,
monitoring, forecasting, mixed, or
not applicable.

Geographic context as stated in the
paper. Coded Not specified unless
a concrete geography or population
is explicitly named. For analysis,
we distinguish three levels: not spec-
ified (no context given), global or
broad (e.g., “global,” “Sub-Saharan
Africa”), and concrete (named coun-
try, city, region, or identified popula-
tion).

Agent_Goal

Geographic_
Focus

Table 1: Annotation schema. The three-level
Geographic_Focus distinction is used in sensitiv-
ity analyses; the binary specified/not-specified coding
replicates the main analysis.

Geographic_Focus labels used in the main
analysis were additionally verified by hand across
all 112 papers.

One limitation of this procedure is that per-paper
LLM disagreements outside the human-validated
subsample are not individually adjudicated. We
chose this over using a single LLM throughout
because it preserves the human-validation ground-
ing; the cross-LLM agreement statistics in Table 2
characterize the reliability of the LLM-only por-
tion. We note, additionally, that the human-LLM
k values in Table 3 are estimated on a subsample
deliberately enriched for LLM disagreements, and
therefore represent a conservative lower bound on
agreement over the full corpus.

Table 2: Cross-LLM agreement between GPT-40 and
Llama-3.3-70B on the 177 candidates. Weighted  on
the 166 rows where both annotators selected an on-scale
label. All fields reach substantial agreement (Landis
and Koch, 1977); UN_SDGs macro « is at the substan-
tial/moderate boundary.

GPT-40 Llama-3.3-70B
Field Agr. K Agr. K
Agent_Type 72% 0.61 70% 0.59
Autonomy_Level 68% 0.51 74% 0.60
Real_World_Deployment 70% 0.48 70% 0.43
Eval_Type 74% 0.68 72% 0.66
Agent_Goal 72% 0.60 70% 0.58
Geographic_Focus (bin.) 70% 0.44 68% 0.41

Table 3: Human-LLM agreement on the stratified 50-
paper subsample. Both annotators show moderate-to-
substantial agreement across all fields. GPT-40 has the
higher human-LLM x on five of six fields; Llama-3.3-
70B is higher on Autonomy_Level.

B.3 Evaluation Type Distribution
B.4 Annotation Procedure Details

The dual-LLM prompt (v2.0) validated responses
against controlled vocabularies before writing to
disk and provided explicit definitions and deci-
sion heuristics for adjacent categories (e.g., field-
deployed requires real end-users in their opera-
tional context, distinct from small-scale test for
recruited-participant studies).

Agreement metrics were chosen per field
type. Nominal categorical fields use Co-
hen’s k; ordinal fields (Autonomy_Level,
Real_World_Deployment) use both un-
weighted and quadratic-weighted x; the multi-label
UN_SDGs field uses macro x over SDGs 1-16
and mean Jaccard similarity; and open-vocabulary
Geographic_Focus uses exact-match agree-
ment after binarization. SDG 17 is excluded from
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Conceptual study 36
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Mixed
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Literature review
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Figure 3: Distribution of evaluation types in the corpus.
Most papers are conceptual studies or simulations, while
user studies and field studies remain relatively rare.

macro k as it lacks concrete subject matter and is
structurally difficult to label from an abstract.

The 50-paper human-validation subsample
was drawn from: (a) all 18 papers where
the LLMs disagreed on relevance; (b) 15
papers contesting the high-definitional-stakes
Real_World_Deployment field; and (c) 17
papers by stratified random sampling across
Agent_Type agreement strata.

C Robustness and Sensitivity Analyses

This appendix details the pre-specified coding
schemes and reports the full sensitivity analyses
for the moral-geographic asymmetry: alternative
geographic coding schemes, alternative SDG clus-
ter assignments, and per-SDG specification rates.

SDG cluster assignment. For the main moral-
geographic asymmetry test, we group SDGs into
three clusters: health and welfare (SDGs 1-3);
physical and ecological (SDGs 6, 7, 11, 13-15);
and institutional and social (SDGs 4, 5, 8-10, 12,
16, 17). When a paper carries multiple SDGs span-
ning clusters, it is assigned to the cluster of its
numerically lowest SDG. We pre-specified two al-
ternative cluster assignments as robustness checks:
Variant A moves SDG 11 (sustainable cities) into
the institutional cluster; Variant B moves SDG 8
(decent work) into the health/welfare cluster. We
also report results restricted to the 49 papers with
unambiguous single-SDG assignments.

Geographic coding. The primary analysis uses
a binary coding: a paper is specified if any ge-
ographic context appears (including broad terms
such as “global” or “Sub-Saharan Africa”), and
not specified otherwise. This replicates the most
inclusive standard and matches the original coding
instruction. As a pre-specified sensitivity analy-

sis we apply a strict coding that counts only pa-
pers naming a concrete country, city, region, or
identified population—explicitly excluding claims
of global scope. “Global” claims are treated as
a third, distinct category in a three-way analysis:
papers claiming global applicability without nam-
ing a governance setting, legal regime, or affected
community are themselves an instance of the moral
abstraction the paper identifies. All three coding
schemes are reported in Table 4.
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Geographic specification rate Test statistics

Clustering Geo Inst. Health Phys/Eco x2(2) P \%

Original Broad  6/47 (13%)  14/38 (37%) 10/25 (40%) 8.78 .012 .283
Original Strict  0/47 (0%) 6/38 (16%) 3/25(12%) 7.60  .022 263
SDG 11 — inst. Broad 10/64 (16%) 14/38 (37%) 6/8 (75%) 15.32  .000 373
SDG 11 — inst. Strict  3/64 (5%) 6/38 (16%) 0/8 (0%) 4.68 .096 206
SDG 8 — health Broad  5/45 (11%) 15/40 (38%) 10/25 (40%) 10.08 .006 303
SDG 8 — health Strict  0/45 (0%) 6/40 15%) 3/25(12%) 697 .031 252
Single-SDG (n = 49)  Broad 1/30 (3%) 3/8 (38%) 3/11 27%) 797 019 403
Single-SDG (n = 49)  Strict  0/30 (0%) 2/8 (25%) 0/11 (0%) 10.69 .005 467

Broad coding: country, city, region, named population, or global/broad scope (e.g., “Sub-Saharan Africa”). Strict
coding: country, city, region, or named population only; global claims excluded. Variant rows show alternative
SDG cluster assignments. V = Cramér’s V. 1+ SDG 11 — inst. strict coding: x? unreliable with n = 8 in the
physical/ecological cell after reassignment; the directional pattern holds but p = .096.

Table 4: Robustness of the moral-geographic asymmetry across geographic coding schemes and cluster assignments.
Seven of eight configurations yield p < .05; the exception (SDG 11 — inst., strict coding) reflects low cell counts
(n = 8) after reassignment rather than a reversal of the pattern. Under strict coding across all other configurations,
no institutional/social-policy paper names a concrete geographic context. Bold rows indicate strict-coding results.

Geographic Specification by SDG Cluster:
Sensitivity Across Coding Definitions

Broad coding Strict coding Three-way
(country + "Global") (country/city/region only) (Not specified / Global / Concrete)

13% 0%
(n=46) (n=46)

35% 13% i
(n=23) (n=23)
- a5 I
Health & Welfare 1 (n=41) - (n=41) 1 Not specified
Not specified Not specified Global/broad
mmm Geographically specified W Concrete (country/city)

= Geographically specified

Institutional & Social 4

Physical & Ecological 4

0 20 40 60 80 100 120 0 20 40 60 80 100 120 0 20 40 60 80 100 120
% of papers % of papers % of papers

Figure 4: Sensitivity analysis for geographic specification coding. “Global” is not treated as geographic specificity,
but as a distinct category of moral abstraction.
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Per-SDG Geographic Specification Rate
(strict vs. broad coding)

SDG 5 (n=1)
SDG 1 (n=8)
SDG 6 (n=3)
SDG 2 (n=13)
SDG 10 (n=16)
SDG 13 (n=18)
SDG 11 (n=19)
SDG 8 (n=5)
SDG 15 (n=11)
SDG 3 (n=22)
SDG 9 (n=19)
SDG 16 (n=39)
SDG 17 (n=7)
SDG 12 (n=4)
SDG 14 (n=3)

SDG 7 (n=1)

SDG 4 (n=3) - mmm Strict (country/city/region)
Broad (+ Global/broad)

0 20 40 60 80 100
% papers with geographic specification

Figure 5: Per-SDG geographic specification rates under broad and strict coding. The institutional and governance-
oriented SDGs, especially SDG 16, show substantially lower geographic specification than climate, poverty, and
ecological domains.
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