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Abstract

Large language models are increasingly pro-
posed as educational tutors, yet stronger task-
solving ability does not necessarily imply
stronger learning support. Motivated by re-
cent calls to measure the social impact of
NLP systems in practice, we study whether
public LLM tutoring benchmarks distinguish
learning-supportive behavior from mere an-
swer production. We propose a lightweight
diagnostic based on the gap between solving-
oriented and pedagogy-oriented benchmark
performance. Using public MathTutorBench
leaderboard results, we show that these dimen-
sions are only partially aligned: across eight
publicly reported models, the Pearson correla-
tion between solving and pedagogy compos-
ites is 0.421, the rank-based Spearman cor-
relation is 0.690, and several models shift
meaningfully in rank when evaluation moves
from solving to pedagogy. We then ana-
lyze the public TutorBench sample and show
that agency-relevant behaviors are explicitly
encoded in benchmark rubrics, especially in
active-learning settings that reward guiding
questions, calibrated hints, and non-disclosive
scaffolding. Together, these findings suggest
that educational-impact evaluation should not
treat task success as a sufficient proxy for
learning support. We argue that public tutoring
benchmarks can better support positive-impact
evaluation by reporting solving-oriented and
pedagogy-oriented scores separately and by
making disclosure-sensitive, student-agency-
preserving criteria more explicit.

1 Introduction

Large language models (LLMs) are increasingly
framed as scalable tutors, study partners, and class-
room assistants. Yet in education, a response that
looks helpful can still be pedagogically harmful:
directly giving away an answer may improve imme-
diate task completion while reducing the learner’s
opportunity to reason independently. This creates
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a measurement problem for educational NLP. If
evaluation centers correctness, fluency, and generic
helpfulness alone, it may miss whether a system
actually supports learning.

This concern fits a broader question raised in
recent NLP-for-positive-impact work: how should
we measure the social impact of language technolo-
gies beyond narrow model performance (Jin et al.,
2021)? In education, the challenge is especially
sharp because a tutoring system’s impact depends
not only on whether it can solve problems, but also
on whether it preserves student agency and pro-
vides calibrated scaffolding. In that sense, trustwor-
thiness is not only about answer correctness, but
also about whether a model can recognize when
direct answer delivery would be pedagogically in-
appropriate. Real-world deployment work such
as Tutor CoPilot shows that pedagogical strategies
like guiding questions and non-disclosive support
matter in practice (Wang et al., 2025).

Recent tutoring benchmarks point in the same di-
rection. MathDial explicitly distinguished tutoring
from solving (Macina et al., 2023), and GuideEval
argues that adaptive instructional guidance should
be evaluated directly rather than inferred from
generic Socratic style (Liu et al., 2025). In ed-
ucational settings, this matters because a model
can appear supportive while still over-serving the
learner’s desire for shortcuts.

This paper makes a compact empirical contribu-
tion tailored to this gap and to the constraints of a
workshop short paper. Rather than proposing a new
benchmark or training a new tutor, we reanalyze
public benchmark artifacts to ask a narrower ques-
tion: do current public tutoring evaluations already
separate behaviors that are plausibly connected to
learning support from behaviors that merely com-
plete the task for the learner? We do not claim to
measure downstream learning gains. Instead, we
ask a prior measurement question and answer it
with two lightweight studies:
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 a reaggregation of public MathTutorBench
leaderboard scores into solving-oriented and
pedagogy-oriented composites; and

* a rubric analysis of the public TutorBench
sample to inspect which behaviors benchmark
designers explicitly reward.

Our results are simple but revealing. Solving
and pedagogy composites are only moderately cor-
related (r = 0.421), and some models shift sub-
stantially in rank when evaluation moves from
solving to pedagogy. Meanwhile, TutorBench
rubrics explicitly encode active-learning behaviors
such as giving hints, asking guiding questions, and
avoiding premature solution disclosure. Together,
these analyses support a practical claim for educa-
tional NLP: positive impact should be measured not
only by whether an LLM can answer, but also by
whether it teaches without taking over the student’s
reasoning.

More concretely, this paper contributes:

e a lightweight diagnostic for separating
answer-production ability from learning-
support behavior in public tutoring bench-
marks;

* an empirical demonstration on MathTutor-
Bench that solving and pedagogy composites
are only partially aligned;

* arubric-grounded validation from TutorBench
that student agency and non-disclosive scaf-
folding are already encoded in public bench-
mark criteria; and

* a positive-impact measurement template for
education-oriented NLP work that lacks pri-
vate classroom data.

2 Related Work

MathDial introduced a tutoring dataset grounded
in math reasoning and rich pedagogical annota-
tions, showing that tutoring quality cannot be re-
duced to answer quality alone (Macina et al., 2023).
More recently, MathTutorBench and GuideEval ar-
gued for evaluating open-ended pedagogical capa-
bility and adaptive instructional guidance directly
rather than inferring them from generic helpful-
ness (Macina et al., 2025; Liu et al., 2025). The
BEA 2025 shared task further operationalized ped-
agogical dimensions such as mistake identification,
guidance quality, and actionability (Kochmar et al.,

2025). At a broader level, educational NLP has
also begun to model classroom discourse moves di-
rectly (Suresh et al., 2022). Our paper is narrower
than these efforts: we do not propose a new bench-
mark, but instead extract a compact positive-impact
diagnostic from public benchmark artifacts.

Educational impact and deployment. Tutor
CoPilot provides an important deployment-
grounded reference point by demonstrating that Al
support for human tutors can improve outcomes
in live tutoring while also shifting tutor behav-
ior toward more effective strategies (Wang et al.,
2025). This paper does not claim comparable real-
world evidence. Instead, it contributes a compact
benchmark-based analysis intended for early-stage
measurement work aligned with positive-impact
concerns.

3 Public Benchmark Reframing

We use two public sources. The first is the MathTu-
torBench leaderboard (Macina et al., 2025), which
reports nine task-level scores for eight tutoring
models. The second is the public TutorBench sam-
ple, which includes 30 scenarios with structured
rubric annotations. Both sources are public and
require no student-private data.

The two sources play complementary roles.
MathTutorBench provides a model-level view of
how current LLM tutors are scored across distinct
pedagogical tasks. TutorBench provides a rubric-
level view of what benchmark designers explicitly
consider good tutoring behavior. Using both lets us
ask not only whether tutoring-related dimensions
diverge in model performance, but also whether
that divergence matters under publicly articulated
pedagogical criteria.

For MathTutorBench, we create two composite
views:

* Solving composite: problem solving, solu-
tion correctness, mistake location, and mis-
take correction.

* Pedagogy composite: socratic questioning,
scaffolding win rate, pedagogy instruction-
following win rate, hard scaffolding, and hard
pedagogy instruction-following.

Formally, for model m, we define:

* Solve(m) as the mean of the four solving-
oriented scores,



» Teach(m) as the mean of the five pedagogy-
oriented scores, and

* Gap(m) = Teach(m) — Solve(m).

Positive values indicate models that are relatively
stronger on pedagogy than on solving; negative
values indicate the reverse.

We treat mistake location and mistake correction
as solving-oriented because they primarily assess
whether the model can identify or repair the mathe-
matical state of the problem. In contrast, Socratic
questioning, scaffolding, and pedagogy instruction
following more directly evaluate how the model
structures the learner’s reasoning process.

For TutorBench, we analyze rubric metadata to
identify whether benchmark criteria explicitly re-
ward agency-preserving tutoring behaviors. We
use a deterministic rubric-label mapping rather
than new human annotation. Rubric items are
counted as agency-dimension items when their
metadata involves instruction following or student-
level calibration, and as agency-skill items when
they involve guiding questions, hinting, eliciting
reflection, or learner-state diagnosis. This is not a
student-outcome measure; rather, it is an analysis
of which pedagogical priorities are operationalized
in a public benchmark.

4 Study 1: Composite Gap Analysis

Across the eight public MathTutorBench leader-
board models, the Pearson correlation between
solving and pedagogy composites is 0.421, while
the rank-based Spearman correlation is 0.690.
Given the small number of models, we use these
values descriptively rather than as hypothesis tests.
They suggest that the two capabilities are related
but far from interchangeable. A leave-one-out ro-
bustness check yields positive Pearson correlations
in every seven-model subset (0.251-0.887). Re-
moving Qwen2.5-Math-7B-Instruct increases the
Pearson correlation to 0.887, confirming that the
public sample is statistically fragile, but the qual-
itative conclusion remains the same: leaderboard
rank can change materially when evaluation shifts
from solving to pedagogy.

Several models exhibit meaningful divergence
once evaluation shifts from solving to pedagogy.
LLaMA3.1-8B-Instruct rises from rank 7 on solv-
ing to rank 4 on pedagogy, yielding a positive
teaching-over-solving gap of +0.077. In contrast,
Qwen?2.5-Math-7B-Instruct ranks 4 on solving but
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Model Solving Pedagogy
LearnL.M-1.5-Pro 0.750 0.594
GPT-40 0.695 0.592
LLaMA3.1-70B 0.593 0.520
LLaMA3.1-8B 0.427 0.504
LLaMA3.2-3B 0.453 0.482
Llemma-7B 0.432 0.388
Qwen2.5-7B-SocraticLM  0.350 0.332
Qwen2.5-Math-7B 0.568 0.116

Table 1: Compact composite scores from public Math-
TutorBench leaderboard results.
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Figure 1: Solving versus pedagogy composites. Mod-
els below the diagonal are relatively stronger at solving
than at pedagogy.

last on pedagogy, with a gap of —0.452. This is
the clearest example in the public leaderboard of a
model that appears comparatively strong if one em-
phasizes task-solving but weak if one emphasizes
teaching-related support.

The moderate correlation is not evidence that
solving and pedagogy are unrelated; rather, it
shows that solving ability is an insufficient stand-in
for pedagogy when the evaluation target is edu-
cational impact. A model that answers well but
discloses too much, fails to calibrate to confusion,
or does not preserve room for student reasoning
may still be misaligned with positive educational
impact. Benchmark reporting should therefore pre-
serve the distinction between solving strength and
teaching strength instead of collapsing them into a
single notion of helpfulness.

S Study 2: Rubric-grounded Agency
Analysis

To examine whether this interpretation is grounded
in benchmark design, we analyze the TutorBench
sample rubrics. The sample contains 30 tutoring
scenarios and 324 rubric items across three use-



Use case Rubrics Agency dim. Agency skill
Adaptive explanation 108 0.583 0.139
Assessment/feedback 109 0.688 0.294
Active learning 107 0.720 0.411

Table 2: Agency-oriented rubric density in the public
TutorBench sample.

case families: adaptive explanation, assessment
and feedback, and active learning.

Table 2 reports a compact summary. We com-
pute agency-dimension density conservatively as
the proportion of rubric items containing at least
one agency-relevant dimension tag, and agency-
skill density as the proportion containing an ex-
plicit tutoring-skill tag such as guiding questions
or learner-state diagnosis.

Even under this stricter item-level counting rule,
the active-learning subset has the highest concen-
tration of agency-oriented criteria. In qualitative
examples, rubric language explicitly rewards ask-
ing guiding questions, providing hints without dis-
closing the full next step, and prompting the learner
to consider alternative lines of reasoning. One rep-
resentative criterion requires the tutor to “provide
hint[s] ... by asking at least 2 guiding questions
without completely showing next steps.” This mat-
ters because our positive-impact interpretation is
not imposed from outside the benchmark; it is al-
ready reflected in the public annotation logic. The
mapping itself is deterministic and should be read
as a transparent heuristic rather than as a validated
human-coding study; its value is that the exact rules
are inspectable and reproducible.

This point is important for measurement design.
If public tutoring rubrics already distinguish be-
tween merely continuing the interaction and pro-
ductively structuring the learner’s reasoning, then
benchmark reporting should preserve that distinc-
tion explicitly. Otherwise, a model can gain credit
for sounding supportive while still optimizing for
rapid answer delivery. In that sense, the rubric
analysis does not only validate our diagnostic post
hoc; it also suggests that existing benchmark re-
sources are already rich enough to support more
learning-centered leaderboard practices.

6 Discussion

Together, the two studies support a compact but
actionable conclusion. First, public leaderboard
results show that solving strength and pedagogy
are only partially aligned. Second, public rubric
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design shows that benchmark creators already
treat agency-preserving guidance as a distinct
pedagogical objective. These observations sug-
gest that educational NLP evaluation should fore-
ground learning support as its own measurement
target. For a positive-impact workshop setting,
the broader implication is that educational benefit
should be operationalized through pedagogical sup-
port, not inferred from generic utility proxies alone.
Read through a trustworthy-Al lens, this is also a
decision-control problem under uncertainty: when
a tutor model is uncertain about learner state or
about the pedagogical appropriateness of interven-
tion, safer behavior may require calibrated restraint
rather than maximal answer delivery.

Implications for benchmark reporting. We
recommend that tutoring benchmark leaderboards
report solving-oriented and pedagogy-oriented
scores separately, rather than only aggregate help-
fulness or overall quality. At minimum, tutoring
benchmarks should include a disclosure-sensitive
dimension that penalizes giving away full solutions
when the learner context calls for scaffolding.
This paper is intentionally lightweight. Its con-
tribution is methodological: a short-paper demon-
stration that public educational benchmarks already
contain signals relevant to social impact, provided
that we aggregate and interpret them appropriately.

7 Conclusion

If LLM tutors are to be evaluated through the
lens of positive impact, then generic helpfulness is
not enough. Public tutoring benchmarks already
show that models can be stronger at solving than
at teaching, and that benchmark rubrics explicitly
value scaffolding and student agency. A compact
teaching-over-solving analysis offers one practical
step toward learning-centered evaluation in edu-
cational NLP, especially for short-form work that
aims to connect benchmark evidence to social im-
pact without overclaiming deployment or learning
effects.

8 Limitations

Our analyses do not measure downstream student
outcomes, so they should not be interpreted as ev-
idence that one model causes better learning than
another. The MathTutorBench reanalysis is also
based on only eight public models, which makes
the reported Pearson correlation statistically frag-
ile; we therefore present it as a descriptive diag-



nostic and report leave-one-out robustness rather
than a population estimate. Our claims also de-
pend on benchmark design choices: different task
groupings or alternative rubrics could change the
reported gaps. Alternative task groupings are pos-
sible; our grouping is intended as a transparent
diagnostic rather than a definitive taxonomy. In ad-
dition, the TutorBench analysis uses a 30-example
public sample and a deterministic metadata map-
ping rather than independent human coders, so it
should be read as an auditable heuristic characteri-
zation of public rubric priorities, not as a validated
annotation study. Finally, because we analyze pub-
lic artifacts rather than raw generations, we do not
directly measure answer disclosure turn by turn.

9 Ethical Considerations

This study uses only public benchmark artifacts
and no private student data. We stress, how-
ever, that benchmark-aligned pedagogical behavior
should not be conflated with demonstrated learn-
ing gains, and that overreading benchmark scores
as deployment readiness could encourage harmful
decisions or metric gaming (Yao et al., 2026; Sang
et al., 2026; Zheng et al., 2026). Cross-domain
work also highlights the importance of held-out
validation, auditable performance—interpretability
trade-offs, and access disparities when translating
model scores into real-world decisions (Han and
Wu, 2026; Han et al., 2026; Han, 2026). Related
privacy-preserving learning under heterogeneous
deployment constraints likewise shows that respon-
sible evaluation must account for operational condi-
tions rather than idealized performance alone (Hou
et al., 2026). In that sense, trustworthy tutor eval-
uation should reflect internal decision quality, not
just surface compliance, and may sometimes favor
withholding a direct solution when answer-giving
is not pedagogically justified (Chen, 2026).
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