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Abstract

Large language models (LLMs) have become
the foundation of personalized assistants, but
maintaining persistent user memory across
long-term interactions remains challenging. Ex-
isting memory systems often focus on stor-
age, retrieval, or consolidation, while mem-
ory writing remains less controlled: transient
requests, duplicate statements, and outdated
user states may enter memory and later be
retrieved for personalization. In this paper,
we present AMU: Admission and Memory
Update for Personalized Conversations, an
SLM-guided (Small language model guided)
structured framework for writing-time mem-
ory control. AMU uses structured memory
filtering to decide what should enter memory
and SLM-guided storage management to de-
termine whether an admitted record should be
stored separately, discarded as a duplicate, or
fused as an update. We evaluate AMU in a con-
trolled memory writing and retrieval setting.
Experimental results show that AMU main-
tains cleaner and more retrievable personal-
ized memories. Our code is available at https:
//github.com/UnicusT11/AMU-memory.

1 Introduction

Large language models (LLMs) are now widely
used in conversational agents and personalized as-
sistants. Recent models have shown strong abilities
in instruction following, reasoning, tool use, multi-
lingual interaction, and multimodal understanding
(Ouyang et al., 2022; OpenAI et al., 2024; Wang
et al., 2024; Team et al., 2025; Grattafiori et al.,
2024). However, many LLM-based interactions
are still organized around a single session. The
model can respond to the current prompt, but it
does not naturally maintain a stable and evolving
understanding of the user across long-horizon in-
teractions (Zhong et al., 2023; Westhäußer et al.,
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Figure 1: Motivation of writing-time memory control.
Directly storing user utterances can preserve transient,
redundant, or outdated memories, while AMU keeps
stable and reusable memories for cleaner personaliza-
tion.

2025). For personalized assistants, this makes per-
sistent memory necessary, especially for reusable
user information such as preferences, background,
plans, and changing personal states.

Existing work has supported such continuity
through several directions. Long-context methods
place more dialogue history into the prompt or train
models to handle longer contexts (Bai et al., 2024;
Liu et al., 2024; Chen et al., 2024), but they can be
costly and still do not ensure that the model uses the
right evidence. Model-internal memory methods
introduce memory tiers or read-write memory units
inside the agent or model architecture (Packer et al.,
2024; Modarressi et al., 2024), but these designs
are often tied to particular implementations. Exter-
nal memory modules take a different route: they
extract, store, retrieve, and inject user information
outside the response model. This makes them prac-
tical for deployment, since the memory component
can be updated without retraining and can be reused
across different model backends (Zhou et al., 2026;
Rafique and Bindschaedler, 2026). Prior systems
have explored a range of external-memory designs
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for storing, retrieving, and updating user informa-
tion (Izacard and Grave, 2021; Park et al., 2023; Li
et al., 2025; Xu et al., 2025; Chhikara et al., 2025).

Despite these developments, fine-grained con-
trol at the memory writing stage remains underex-
plored. User conversations contain mixed signals.
Some inputs describe stable preferences or long-
term facts, while others are temporary requests,
repeated statements, outdated states, emotional ex-
pressions, or details that are only weakly relevant
to future personalization. If such information is
admitted into memory without sufficient control,
the memory store can gradually accumulate noisy,
redundant, or outdated entries. Figure 1 illustrates
this problem: transient requests and outdated pref-
erences may be stored together with useful mem-
ories and later retrieved, which can lead to noisy
memory injection and inconsistent personalization.
A memory system therefore needs to decide not
only which stored memories should be retrieved,
but also which information should be written into
memory in the first place and how it should interact
with existing records.

Retrieval filtering or post-hoc consolidation only
partly addresses this problem. Retrieval can select
stored memories for a particular query, but it cannot
remove the effect of low-value records that have
already been written into the memory store. Con-
solidation can merge or revise stored memories,
but when admission is weak, it may still operate
over a noisy candidate pool. A robust personal-
ized memory system therefore needs two coupled
writing-time capabilities. The first is admission
control, which filters low-value or non-personal in-
puts before storage. The second is relation-aware
memory update, which determines whether an ad-
mitted record should be stored as a new memory,
discarded as a duplicate, or fused into an updated
user state. These capabilities are particularly im-
portant in long-term personalized settings, where
preferences, plans, and personal states may change
over repeated interactions.

In this paper, we propose AMU: Admission and
Memory Update for Personalized Conversations,
a structured framework for writing-time memory
control in personalized conversations. AMU fo-
cuses on the memory writing stage and targets two
problems caused by passive memory accumulation:
low-value or non-personal information may enter
long-term memory, and repeated or evolving user
states may create redundant or outdated records. In
AMU, structured admission first determines which

user inputs are eligible for memory storage. A
small language model (SLM) is then used as a
lightweight controller to decide how each admit-
ted record should interact with existing memories.
Specifically, the SLM judges whether a candidate
memory should be stored separately, discarded as
a duplicate, or fused as an update to the current
reusable user state. The resulting memories are
kept as structured records and serialized into plain-
text memory context for downstream RAG-based
response generation.

Our contributions are summarized as follows:

• We introduce AMU, a structured framework
for writing-time memory control in personal-
ized conversations. AMU manages user mem-
ories before downstream retrieval by treating
memory construction as a controlled writing
process rather than passive accumulation.

• We propose structured admission for person-
alized memory writing. By parsing user in-
puts into typed memory records, AMU filters
low-value or non-personal information before
storage and uses structured fields to guide can-
didate selection and retrieval-time filtering.

• We propose SLM-guided memory update for
maintaining reusable and evolving user mem-
ories. A lightweight SLM determines whether
an admitted memory is duplicate, update, or
separate from existing memories, and update-
related records are fused into the current
reusable user state.

2 Related Work

Large language models (LLMs) have enabled
strong conversational and reasoning abilities, but
persistent personalization remains difficult when
user information must be maintained across long-
term interactions. Existing personalized dialogue
systems commonly condition responses on per-
sonas, user profiles, or dialogue histories to im-
prove consistency and user adaptation (Shuster
et al., 2022). Recent personalization benchmarks
further evaluate whether LLMs can use user pro-
files, preferences, and historical interactions when
generating responses (Salemi et al., 2024). How-
ever, these studies mainly focus on how user infor-
mation is used during generation, while the process
by which user utterances are admitted, filtered, up-
dated, or discarded before retrieval is less explicitly
studied.
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Personalized Memory. Early personalized dia-
logue work usually relies on static persona descrip-
tions or profile sentences. Personal Chat (Zhang
et al., 2018) introduced persona-grounded conver-
sations to evaluate whether models can produce
responses consistent with assigned personas. Di-
nan et al. (2020) further studied controllable and
persona-aware dialogue modeling in open-domain
conversations. More recent work explores longer-
term personalization and persistent memory man-
agement, where agents accumulate and maintain
user-specific information from interaction histo-
ries rather than relying only on predefined persona
statements. Mem0 maintains persistent memories
through explicit memory operations, A-MAC fo-
cuses on adaptive memory admission and conflict-
aware maintenance, and A-MEM organizes memo-
ries through structured linking and dynamic evolu-
tion (Chhikara et al., 2025; Zhang et al., 2026a; Xu
et al., 2025). These studies show that memory con-
struction and maintenance are increasingly impor-
tant for long-term personalized interaction. AMU
focuses specifically on writing-time control for per-
sonalized conversational memory, coupling struc-
tured admission with relation-aware decisions over
whether an admitted memory should be treated as
duplicate, update, or separate.

Retrieval-Augmented Memory. Retrieval-
augmented language models use external
knowledge or non-parametric memory to improve
factuality and task performance. REALM retrieves
external knowledge during pre-training and
downstream prediction (Guu et al., 2020), and
RETRO conditions generation on retrieved chunks
from a large-scale retrieval database (Borgeaud
et al., 2022). Retrieval augmentation has also been
applied to black-box and in-context language mod-
els, showing that retrieved evidence can improve
model outputs without changing model parameters
(Ram et al., 2023; Shi et al., 2023). In dialogue
and question answering, retrieval helps ground
responses and reduce unsupported generation
(Shuster et al., 2021; Komeili et al., 2022; Nakano
et al., 2022). More recent methods study adaptive
or self-reflective retrieval, deciding when retrieval
is needed and how evidence should be incorporated
(Asai et al., 2024; Jiang et al., 2023; Mallen et al.,
2023). However, these works mainly address how
to retrieve and use stored information at inference
time. They do not fully address how a personalized
memory store should be kept clean before retrieval.

AMU complements retrieval-augmented methods
by applying structured filtering during memory
writing and retrieval.

Memory Construction and Management.
Agent-oriented methods have shown that interme-
diate reasoning traces, feedback, and memory-like
states can improve long-horizon behavior. ReAct
combines reasoning with external actions in an
agent loop (Yao et al., 2023), Reflexion uses
verbal feedback as an episodic memory signal
for future decisions (Shinn et al., 2023), and
Self-Refine iteratively improves model outputs
through self-generated feedback (Madaan et al.,
2023). These methods demonstrate the usefulness
of model-generated judgments and feedback.
Nevertheless, personalized memory management
requires a different form of decision-making:
a system must decide whether a user utterance
should be stored, discarded as redundant, or used
to update an existing memory. AMU addresses
this issue through structured memory filtering
and SLM-guided storage management, where
candidate memories are explicitly judged as
duplicate, update, or separate before being written
back to the memory store.

3 Admission and Memory Update for
Personalized Conversations

This section describes AMU, an SLM-guided struc-
tured framework for personalized memory manage-
ment. §3.1 presents the overall framework. §3.2
describes structured memory filtering, §3.3 intro-
duces SLM-guided storage management, and §3.4
describes structured storage and RAG-based re-
trieval.

3.1 AMU Framework

AMU maintains personalized memories as struc-
tured and updateable records rather than an append-
only log of user utterances. As shown in Figure 2,
AMU consists of two coupled mechanisms: struc-
tured memory filtering and SLM-guided storage
management. Given a user input, AMU first con-
verts it into a typed memory record. The structured
fields are then used to determine whether the input
should enter memory processing, which existing
memories should be considered as candidates, and
which memory subset should be exposed during
retrieval. For admitted records, the SLM judges
whether the new record is duplicate, update, or
separate with respect to existing memories. Sep-

3
3



Figure 2: Overview of AMU. Structured fields guide memory admission and retrieval, while the SLM decides
whether an admitted record is duplicate, update, or separate before storage.

arate records are inserted, duplicate records are
discarded, and update-related records are fused
into the current reusable memory state. By decou-
pling memory management from the downstream
response LLM, AMU supports early exits and en-
ables the maintained memory store to be reused
across different LLM backends.

3.2 Structured Memory Filtering

Structured memory record. Structured memory
filtering begins with a typed memory record. Given
a user input, we use an SLM to produce

m = {a, i, p, e, s, v, c} (1)

where a denotes the memory aspect, i denotes
the communicative intent, p indicates reusable per-
sonal information, e contains salient entities, s
is an affect-neutral memory summary, v is sen-
timent, and c is confidence. The parsing process
first extracts structural fields, including aspect, in-
tent, reusable-personal flag, and entities, and then
formulates the memory summary, sentiment, and
confidence score. This step constructs the repre-
sentation used by subsequent filtering and storage
management.

Each user input is structured with two comple-
mentary labels: aspect for the type of user in-
formation and intent for the communicative func-

tion of the utterance. Aspect labels correspond
to common facets in user modeling and personal
information understanding, such as profile, re-
lationship, activity, health, and preference (Pu-
rificato et al., 2024; Tan et al., 2025), while in-
tent labels correspond to dialogue-act-style ab-
straction of utterance function (Vasselli et al.,
2025). Accordingly, we define the aspect set
as {personal_profile, social_relationship,
activity, health, preference, other}, and the
intent set as {inform, request, express, plan,
reflect, other}. These labels provide comple-
mentary structural views: aspect captures what the
memory is about, while intent captures how the
user presents it. The entity field anchors memory
formulation but is not used as a hard matching key.

The memory summary s is stored as an affect-
neutral statement that preserves one explicit, stable,
and reusable user fact, while sentiment v is stored
separately as {positive, neutral, negative}.
This separation keeps factual memory content dis-
tinct from affective tone. We use the confidence
score c as a lightweight reliability signal for the
generated memory record, corresponding to cali-
bration and self-evaluation in long-form generation
(Huang et al., 2024). Since model-generated confi-
dence is not necessarily calibrated, c is elicited with
a rubric over explicitness, stability, and ambiguity,
rather than treated as an unconstrained probability
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estimate.

Admission gate. Based on the structured record,
an admission gate determines whether the record
enters the memory writing pipeline. We formulate
memory admission as a writing-time control deci-
sion based on content type and persistence signals
in memory admission control (Zhang et al., 2026a).
Given m = {a, i, p, e, s, v, c}, the gate computes

G(x) = p · qa · qi · re · rs · c (2)

Here, p indicates reusable personal information,
qa filters fallback aspects, qi filters fallback in-
tents and purely task-oriented requests without
reusable personal content, and re and rs indicate
whether entities and memory summary are non-
empty. Since all terms except c are binary, the gate
implements a hard validity filter combined with a
confidence threshold. A record is admitted only
when G(x) ≥ τg.

Candidate filtering. For admitted records, struc-
tured labels restrict the candidate memory pool.
Existing memories with the same aspect-intent pair
are first retrieved. Because these labels are pre-
dicted fields, the lookup expands to compatible
intents under the same aspect when no exact-pair
candidates are found. The resulting candidate set
is further filtered by embedding similarity:

simj = sim(u, uj), simj ≥ τs (3)

where u and uj are embeddings of the current
record and candidate memory mj . The threshold
τs is used only during writing for duplicate/update
candidate filtering. This step limits later SLM judg-
ment to plausible duplicate or update candidates.

3.3 SLM-Guided Storage Management
After structured filtering, we perform SLM-guided
storage management over the retained candidates.
For each candidate, a compact comparison view
is constructed using entities, memory summary,
and sentiment. The SLM predicts the storage re-
lation between the current record and each candi-
date as one of three labels: duplicate, update, or
separate.

A duplicate record adds no reusable informa-
tion beyond an existing memory and is discarded.
An update record revises, narrows, contradicts, or
supersedes an existing memory and should replace
the old state. A separate record describes an-
other stable user fact and can coexist with existing

memories. This relational judgment turns mem-
ory writing from a binary store-or-drop decision
into a storage management process that supports
insertion, deletion, and update.

Deterministic actions are applied according to
the predicted relations. If all candidates are sepa-
rate, the current record is inserted as a new mem-
ory. If no update is found but at least one duplicate
exists, the current record is discarded as redun-
dant. If one or more update candidates are found,
memory fusion is performed. We treat update as
a storage-management relation for evolving user
states, where outdated preferences or states should
be revised rather than kept active (Sun et al., 2025).
Let d denote the current structured record and M
denote the list of candidate memories predicted
as update. The SLM fuses d and M into a new
memory record:

m∗ = SLMfuse(d,M).

Only update candidates are used for fusion; sepa-
rate candidates remain unchanged, and duplicates
are excluded. The fused memory m∗ represents
the current reusable state. Old update memories
are removed, and only m∗ is written back to the
memory store.

3.4 Structured Storage and RAG Retrieval

Accepted memories are stored as document-style
structured records, with memory_summary used as
the main retrieval text for vector indexing. Struc-
tured fields are also used as retrieval metadata to
filter candidate memories before vector retrieval, so
retrieval is performed over a more relevant subset
of the memory store. If no structured candidates are
available, retrieval falls back to the global memory
store.

During retrieval, the RAG backend uses the
current user query to retrieve relevant memories
and injects them as plain-text memory context.
We further filter the retriever’s top-k results with
a retrieval-time threshold τr, which suppresses
weakly related memories during inference. This
threshold differs from τs, which is used during writ-
ing for duplicate/update detection. Thus, structured
filtering is used at both writing time and retrieval
time: writing-time filtering controls which records
enter and update the memory store, while retrieval-
time filtering controls which maintained memories
are exposed for downstream use.
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4 Experiment

4.1 Dataset and Experiment Setup

Dataset. We use GPT-4o to construct a controlled
benchmark for memory writing and retrieval by
adapting LoCoMo-style long-term conversational
contexts into single-topic sessions with explicit ac-
tion labels and retrieval targets (Maharana et al.,
2024; Kim et al., 2025). This setup is motivated by
the privacy sensitivity and annotation difficulty of
real long-term personal memory logs. The bench-
mark simulates one to two months of theme-based
interactions, including stable preferences, evolv-
ing attitudes, repeated information, and preference
or plan updates. Each session is generated un-
der a specific theme with a guideline-constrained
prompt and a fixed JSON schema. We generate
20 sessions with different themes, and each ses-
sion contains 50 memory-writing turns followed
by 10 evaluation queries. The benchmark contains
1,000 memory-writing turns and 200 evaluation
queries in total. Each memory-writing turn is an-
notated with a construction-time action label, in-
cluding store, discard, update, or filter, and
each memory-bearing turn is assigned a slot-level
memory_id. Each evaluation query is associated
with expected memory ids for retrieval evaluation.

Experimental setting. Experiments are con-
ducted on the 20 sessions. For each session, the
first 50 turns are processed sequentially as memory-
writing inputs, and the last 10 queries evaluate re-
trieval against the expected slot-level memory ids.
All memory-based systems use the same Haystack-
based RAG backend and Qwen3-Embedding-0.6B
embedding model. The compared systems differ
in how memories are constructed, admitted, up-
dated, and maintained, while the downstream re-
trieval protocol is kept fixed for controlled eval-
uation. Qwen3.5-2B is used as the default SLM
for memory management unless otherwise speci-
fied. All experiments were conducted on a single
NVIDIA RTX 4070 GPU.

4.2 Manual Validation of Silver Labels

To assess the reliability of GPT-4o-generated sil-
ver annotations, the same subset of writing turns
and evaluation queries was independently reviewed
by multiple annotators. The subset was selected
through programmatic random sampling of item
IDs and contained 30 writing turns and 5 queries
from each session, corresponding to 600 of 1,000

writing turns (60%) and 100 of 200 evaluation
queries (50%). For writing turns, the annota-
tors judged whether the assigned action matched
the definitions of store, discard, update, and
filter. For evaluation queries, they verified
whether the expected memory_ids were traceable
to the corresponding writing turns and appropriate
for the query.

Table 1 reports the mean validity rates across the
independent annotations: 89.3% for action-label
validity and 94.1% for query-memory alignment.
These values measure manual annotation validity
rather than inter-annotator agreement.

Metric Validity (%)

Action label validity 89.3
Query-memory alignment 94.1

Table 1: Manual validation of silver annotations. Re-
ported values are mean validity rates across independent
annotations.

4.3 Experimental Results

Compared baselines. We compare AMU with
five baselines covering both simple memory-
retention strategies and existing long-term memory-
management methods. Full Compressed Mem-
ory compresses and stores all memory-writing in-
puts, representing summary- or compression-based
memory construction in long-term memory sys-
tems (Chen et al., 2025; Zhang et al., 2026b). Slid-
ing Window retains only recent memories and dis-
cards older ones, providing a recency-based ref-
erence under limited memory capacity. Mem0
(Chhikara et al., 2025) extracts salient information
from conversational history and maintains persis-
tent memories through explicit memory operations,
including addition, update, deletion, and no-op.
A-MAC (Zhang et al., 2026a) performs adaptive
memory admission using signals such as utility,
confidence, novelty, recency, and content type, to-
gether with conflict-aware memory maintenance,
providing a direct comparison for selective memory
writing and maintenance. A-MEM (Xu et al., 2025)
constructs structured memory notes and dynami-
cally links and evolves stored memories as new
information is incorporated. All methods are eval-
uated under the same slot-level retrieval protocol
to compare the quality of the maintained memory
stores.
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Method P@3 R@3 F1@3 HIT@3 Red.@3 ↓
Full Comp. 35.42 55.50 41.30 57.00 12.08
Sliding Window 24.42 29.50 25.87 29.50 11.75
Mem0 34.08 57.50 40.88 56.00 3.63
A-MAC 30.36 58.76 37.96 54.50 3.18
A-MEM 35.13 56.90 40.36 56.50 2.88
AMU(Ours) 37.33 63.50 44.47 57.50 2.83

Table 2: Main retrieval results. Red.@3 denotes Redundancy@3, where lower values are better.

Evaluation metrics. We evaluate top-3 retrieval
on memory-required queries. Retrieved memo-
ries are mapped to slot-level memory_ids and com-
pared with expected memory ids. We report P@3,
R@3, F1@3, and HIT@3, measuring precision,
recall, precision-recall balance, and whether at
least one expected memory slot is retrieved. Since
AMU targets cleaner memory maintenance rather
than retrieval coverage alone, we also report Re-
dundancy@3, defined as the percentage of top-
3 retrieved memories that repeat an already re-
trieved slot-level memory_id. Lower values indi-
cate cleaner retrieval. No-memory queries are used
only as a sanity check.

Results. As shown in Table 2, AMU achieves the
best overall retrieval performance while maintain-
ing the lowest redundancy. It obtains 37.33 P@3,
63.50 R@3, 44.47 F1@3, and 57.50 HIT@3, with a
Red.@3 of 2.83. Compared with Full Compressed
Memory, AMU improves both precision and recall
while reducing Red.@3 from 12.08 to 2.83. This in-
dicates that retaining all compressed memories pre-
serves useful information but also introduces sub-
stantial redundant memory traces. Sliding Window
performs substantially worse across retrieval met-
rics, showing that recency-only retention can dis-
card information required for long-term personal-
ization. Among the existing memory-management
methods, different approaches exhibit different
retrieval–redundancy trade-offs. Mem0 achieves
57.50 R@3 and 40.88 F1@3 while substantially
reducing redundancy relative to Full Compressed
Memory. AMU further improves its P@3, R@3,
and F1@3, while reducing Red.@3 from 3.63 to
2.83. A-MAC obtains the highest recall among
the compared existing methods at 58.76, but its
lower precision of 30.36 results in an F1@3 of
37.96. AMU improves both precision and recall
over A-MAC, indicating a stronger precision–recall
balance under our controlled memory-writing set-

ting. A-MEM achieves a Red.@3 of 2.88, which
is already close to AMU, but AMU increases R@3
from 56.90 to 63.50 and F1@3 from 40.36 to
44.47. This result is particularly important be-
cause AMU’s improvement cannot be explained
simply by producing a less redundant memory
store. Overall, the results show that AMU provides
a stronger balance between retrieval effectiveness
and memory cleanliness. Existing methods respec-
tively provide explicit memory operations, selec-
tive admission, or structured memory evolution, yet
AMU achieves the highest P@3, R@3, F1@3, and
HIT@3 together with the lowest Red.@3 in our
controlled setting. These results support combin-
ing structured admission with relation-aware dupli-
cate, update, and separate decisions for maintaining
reusable personalized memory before downstream
retrieval.

4.4 Component Verification
To verify AMU’s two main mechanisms, we con-
duct ablations with two variants. AMU w/o Struc-
tured Filtering removes structured filtering from
memory writing and retrieval. AMU w/o SLM
Storage Management keeps structured filtering
but removes SLM-guided relation judgment, so
duplicate, update, and separate relations are
no longer explicitly handled. We report F1@3, Re-
dundancy@3, and Action Acc., defined as the per-
centage of memory-writing turns whose predicted
action matches the gold action label.

As shown in Table 3, removing either mecha-
nism weakens AMU. Without structured filtering,
both F1@3 and Action Acc. decrease, indicat-
ing weaker noise filtering and retrieval alignment.
Without SLM storage management, F1@3 and Ac-
tion Acc. drop more substantially, showing that
explicit duplicate/update/separate judgment is im-
portant for memory maintenance. Although this
variant has lower Redundancy@3, the low redun-
dancy is accompanied by poor retrieval coverage
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Variant F1@3 Red.@3 ↓ Act. Acc.
w/o Struct. Filtering 34.30 2.25 65.40
w/o SLM Storage Mgmt. 25.62 0.25 34.50
AMU(Ours) 44.47 2.83 67.70

Table 3: Component verification of AMU. Red.@3 de-
notes Redundancy@3, where lower values are better.

Size F1@3 Red.@3 ↓ Act. Acc.
0.8B 13.90 0.31 26.40
2B 44.47 2.83 67.70
4B 41.78 3.08 81.00
9B 40.00 3.33 84.20

Table 4: Effect of SLM controller size.

and unreliable writing decisions. These results
show that structured memory filtering and SLM-
guided storage management are complementary:
the former selects records and candidates, while the
latter decides how admitted memories are stored,
discarded, or updated.

5 Analysis

We analyze how the size of the SLM controller
affects memory maintenance, focusing on the rela-
tion between writing-action accuracy and retrieval-
side behavior. As shown in Table 4, larger con-
trollers improve Action Acc., especially from 0.8B
to larger models, indicating that overly small con-
trollers are not stable enough for structured pars-
ing and storage decisions. However, after 4B, the
accuracy gain becomes limited, while F1@3 and
Red.@3 do not improve proportionally. This sug-
gests that stronger writing-action prediction does
not necessarily lead to better retrieval-side perfor-
mance, since retrieval is also affected by embed-
ding similarity, thresholds, and top-k ranking. The
results therefore indicate limited marginal gains
from further scaling in this setting, while showing
that Qwen3.5-2B is sufficient for AMU without re-
lying on a large response LLM for memory control.

6 Conclusion

In this paper, we presented AMU: Admission and
Memory Update for Personalized Conversations.
AMU combines structured memory filtering with
SLM-guided storage management. To conduct the
evaluation, we construct a controlled memory writ-
ing and retrieval benchmark to measure whether
systems can retrieve expected memory slots while
avoiding redundant memories. In addition, we
verify the potential of these components for im-
proving memory maintenance. The results demon-

strate the value of combining structured memory
filtering with SLM-guided storage management for
maintaining cleaner personalized memories before
downstream retrieval and response generation.

Limitations of the Work

Hardware-Dependent Running Time. All ex-
periments are conducted on a single NVIDIA RTX
4070 GPU, representing an accessible local evalua-
tion setting rather than a large-scale serving envi-
ronment. This hardware setting provides a practical
reference for evaluating AMU under local deploy-
ment constraints. However, the running time re-
ported in our experiments should be interpreted
together with this setup, since larger SLM con-
trollers may run faster on stronger accelerators or
optimized inference infrastructure.

SLM Guidance Dependence. AMU relies on
an SLM to extract structured memory records and
perform storage-management judgments. Its effec-
tiveness therefore depends on whether the chosen
SLM can follow structured prompts, produce sta-
ble fields, and distinguish duplicate, update, and
separate relations. Very small or poorly aligned
SLMs may generate unstable structures or unre-
liable relation judgments, which can affect both
memory writing and downstream retrieval.

Declaration on Generative AI

Generative AI tools were used solely for language
polishing during manuscript preparation, including
improvements to grammar, and clarity.

Ethics Statement

This work uses a controlled benchmark constructed
for memory writing and retrieval. The bench-
mark is generated and transformed with GPT-4o by
adapting textual contexts from LoCoMo-style long-
term conversations into AMU’s memory-writing
setting. It does not rely on real user conversations
or personally identifiable private data. The AMU-
specific annotations, including memory-writing ac-
tion labels, memory identifiers, update links, and
retrieval targets, are created for controlled evalua-
tion.

AMU is designed for personalized memory man-
agement, where stored memories may reflect user
preferences, plans, or states. In practical deploy-
ment, users should be informed when memory is
enabled and should be able to inspect, edit, or
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delete stored memories. Since AMU stores memo-
ries as structured records, selected memory entries
can be removed or updated when users request
deletion or correction.
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Appendix

A Additional Analysis

We provide more details on the behavior of AMU
under different settings. The additional analyses in-
clude downstream LLM use with different memory
settings, sensitivity to writing-time and retrieval-
time similarity thresholds, comparisons of embed-
ding models, comparisons of different SLM back-
bones for memory management, and session mix-
ing analysis with memories from multiple sessions.

A.1 Downstream LLM Judge Evaluation
To examine how the maintained memory affects
downstream personalized responses, we conduct a
response-level evaluation on sampled cases from
each session. For each session, we construct the
memory store from the memory-writing turns and
randomly sample 5 evaluation queries for response
generation. Responses are generated under three
settings: without memory, with full compressed
memory, and with AMU-maintained memory. The
response model is Gemma3-12B with quantized
inference, and AMU uses Qwen3.5-2B as the de-
fault SLM for memory management. GPT-4o is
used as the judge. For each case, the judge is given
the user query, the reference memory, the expected
behavior, and the assistant response, and assigns
an overall score from 1 to 5 based on memory use,
avoidance of irrelevant or outdated personal infor-
mation, and helpfulness.

As shown in Table 5, AMU receives the highest
overall score. No Memory lacks access to relevant
user information while Full Compressed Memory
provides only a modest improvement, suggesting
that unfiltered compressed memories may fail to
provide useful personalization when irrelevant or
redundant information is included. AMU provides
a cleaner maintained memory state, allowing the
downstream LLM to use relevant personal informa-
tion more effectively. This analysis is intended as a
small-scale response-level supplement rather than
a full end-to-end personalization benchmark.

Method Overall Score
No Memory 2.92
Full Compressed Memory 3.21
AMU 4.37

Table 5: Small-scale downstream response evaluation
with an LLM judge.

A.2 Threshold Sensitivity
We analyze the sensitivity of AMU to the writing-
time similarity threshold τs and the retrieval-time
similarity threshold τr. We set τs = 0.60 and
τr = 0.55 as the default thresholds, and vary one
threshold at a time to examine its effect on mem-
ory writing, retrieval quality, redundancy, and effi-
ciency.

τs F1@3 Red.@3 ↓ Acc. Time/Turn ↓
0.40 43.68 2.75 66.80 327.17
0.60 44.47 2.83 67.70 231.34
0.80 45.82 4.50 65.80 176.74

Table 6: Sensitivity to the writing-time threshold τs with
τr = 0.55. Red.@3 denotes Redundancy@3, where
lower values are better.

τr P@3 R@3 F1@3 Red.@3 ↓ HIT@3
0.40 36.00 64.25 43.75 2.83 58.00
0.55 37.33 63.50 44.47 2.83 57.50
0.70 45.33 51.25 46.33 2.00 44.50

Table 7: Sensitivity to the retrieval-time threshold τr
with τs = 0.60. Red.@3 denotes Redundancy@3,
where lower values are better.

Table 6 shows the effect of varying τs while fix-
ing τr = 0.55. A smaller τs retains more candidate
memories for SLM-guided storage management,
which increases the average processing time per
turn. As τs increases, fewer candidates enter rela-
tion judgment, reducing Time/Turn. However, a
larger τs also leaves fewer opportunities for dupli-
cate or update management, which can increase
redundancy. In this setting, τs = 0.60 provides
the highest Action Acc. and a balanced trade-off
between writing reliability, retrieval performance,
redundancy, and efficiency.

Table 7 shows the effect of varying τr while fix-
ing τs = 0.60. Increasing τr makes retrieval-time
filtering stricter, which improves P@3 and Redun-
dancy@3 by suppressing weakly related memories.
However, the stricter threshold also reduces R@3
and HIT@3, indicating that some useful memories
may be filtered out. Thus, τr mainly controls the
precision-recall trade-off during retrieval. We use
τr = 0.55 as the default retrieval-time threshold be-
cause it preserves higher recall and HIT@3 while
maintaining low redundancy.

A.3 Embedding Model Comparison
We compare three embedding models used in both
memory writing and retrieval: Qwen3-Embedding-
0.6B, BGE-M3, and Multilingual-E5-Large. For
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each setting, the same embedding model is used for
writing-time candidate filtering and retrieval-time
memory retrieval.

As shown in Table 8(a), changing the embed-
ding model leads to only small differences across
retrieval and writing-related metrics. The three em-
bedding models produce close P@3, R@3, F1@3,
HIT@3, Redundancy@3, and Action Acc. scores,
indicating that replacing the embedding model in
both writing-time candidate filtering and retrieval-
time memory retrieval does not substantially alter
AMU’s behavior. This suggests that AMU is not
tightly coupled to a specific retriever encoder, and
the structured memory filtering and SLM-guided
storage management pipeline remains stable across
the tested embedding choices.

A.4 SLM Choice for Storage Management
We compare different SLMs used for memory man-
agement to examine whether AMU is sensitive to
the choice of the SLM backbone. The compared
models include Qwen3.5-2B, Qwen3-4B, Gemma-
2B-IT, and Gemma4-E2B-IT. All other compo-
nents, including the embedding model, thresholds,
and retrieval pipeline, are kept unchanged.

As shown in Table 8(b), changing the SLM back-
bone leads to moderate differences but does not
substantially change the behavior of AMU. Mod-
els with larger parameter sizes generally provide
stronger results, especially in writing-action accu-
racy and retrieval metrics, while smaller models
show slightly weaker performance. However, the
differences across most settings remain within a
limited range, suggesting that AMU is not tightly
coupled to a specific SLM backbone. The struc-
tured memory filtering and SLM-guided storage
management pipeline remains effective across the
tested SLM choices.

A.5 Session Mixing Analysis
We further analyze whether AMU is affected when
memories from different sessions are mixed in the
same memory store. Sessions are randomly sam-
pled to construct single-session, two-session, and
three-session memory stores. Each setting is re-
peated over five random draws, and the reported
scores are averaged across runs.

As shown in Table 8(c), AMU remains stable
when memories from multiple sessions are mixed
in the same memory store. The retrieval metrics
stay close across the single-session and mixed-
session settings, and no consistent degradation is

observed as the number of mixed sessions increases.
This suggests that AMU can still select relevant
memories from a moderately mixed memory store,
which is consistent with the role of structured fil-
tering and storage management.
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Table 8: Additional analysis of embedding models, SLM backbones, and session mixing. Red.@3 and Red. denote
Redundancy@3, where lower values are better.

(a) Effect of different embedding models.
Embedding Model P@3 R@3 F1@3 Red.@3 ↓ HIT@3 Action Acc.
Qwen3-Embedding-0.6B 37.33 63.50 44.47 2.83 57.50 67.70
BGE-M3 36.83 63.00 43.97 2.92 57.00 67.10
Multilingual-E5-Large 36.58 62.75 43.68 2.75 56.50 66.90

(b) Effect of different SLM backbones used for memory management.
SLM Backbone P@3 R@3 F1@3 Red.@3 ↓ HIT@3 Action Acc.
Qwen3.5-2B 37.33 63.50 44.47 2.83 57.50 67.70
Qwen3-4B 37.33 66.00 45.27 2.83 59.00 78.70
Gemma-2B-IT 30.50 55.00 37.22 8.25 55.00 65.70
Gemma4-E2B-IT 37.67 66.75 45.73 1.67 61.50 64.10

(c) Effect of mixing memories from different sessions.
Setting P@3 R@3 F1@3 Red. ↓ HIT@3
Single 38.68 69.00 47.12 4.34 64.00
2-mix 38.00 66.00 45.98 2.66 60.00
3-mix 42.52 69.00 47.14 4.00 64.00
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