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Abstract

On-Policy Distillation (OPD) is emerging as
a promising alternative to reinforcement learn-
ing for LLM post-training, yet its effectiveness
in multilingual settings remains underexplored.
We study OPD and its advanced variant, On-
Policy Delta Distillation (OPD2), for mathemat-
ical reasoning in English, Korean, and Japanese.
OPD2 improves OPD by using the probabil-
ity gap between a post-trained teacher and its
base model as the learning signal. Experiments
with Qwen3 show that OPD2 consistently out-
performs the original OPD, with particularly
strong improvements in Korean and Japanese.
We further compare multilingual OPD with
English-only OPD to analyze the effect of mul-
tilingual training on OPD.

1 Introduction

The On-Policy Distillation (OPD) emerges as a
promising alternative for Reinforcement Learning
(RL) for LLM post-training. While RL evaluates
the score of the whole generated responses with
a single score that makes sequence-level supervi-
sion, OPD utilizes token-level supervision by in-
putting the student’s rollout into the teacher model
and getting token-level generation probabilities as
feedback. This process addresses the limited rep-
resentativeness of sequence-level supervision in
RL-based post-training, improving data and com-
putation efficiency. Based on this technique, recent
studies have either adopted OPD for model post-
training (Yang et al., 2025; Xiao et al., 2026) or
proposed improved variants of OPD (Yang et al.,
2026; Heo et al., 2026).

Recently, On-Policy Delta Distillation (OPD2)
(Heo et al., 2026) improves the performance of
OPD with the delta signal. Instead of the difference
between teacher and student logit probabilities in
the original OPD, OPD2 utilizes the gap between
the teacher and its base model as the learning signal
for OPD. Despite this simple modification, OPD2

substantially outperforms OPD on mathematical,
scientific, and coding reasoning tasks across the
Qwen3 model family.

Despite these advances, OPD remains under-
explored in multilingual settings. Existing OPD
studies have primarily focused on reasoning bench-
marks in English (Jin et al., 2026; Yang et al.,
2026; Song and Zheng, 2026; Heo et al., 2026).
Liu et al. (2026) recently extended on-policy self-
distillation to African languages, demonstrating its
potential for multilingual reasoning. However, their
study focuses on self-distillation, where the same
model serves as both the student and teacher, rather
than OPD with a separate, stronger teacher model.
Moreover, the effectiveness of teacher-based OPD
for East Asian languages, including Korean and
Japanese, remains largely unexplored. Ranaldi and
Pucci (2025) showed that self-training can improve
multilingual reasoning across diverse languages.
But it does not cover on-policy distillation training.

In this paper, we extend the study of OPD2 to
multilingual mathematical reasoning in Korean and
Japanese. Following Heo et al. (2026), we empiri-
cally investigate whether additional post-training
with OPD and OPD2 can further improve the mul-
tilingual reasoning capabilities of strong base mod-
els. Specifically, we address the following three
research questions:

1. Does OPD2 still outperform the original OPD
in multilingual settings?

2. Does OPD2 post-training help narrow the lan-
guage gap in reasoning performance?

3. How does EN-only OPD affect multilingual
reasoning and target-language generation?

Our experimental results show that OPD2 con-
sistently outperforms the original OPD in multi-
lingual settings. OPD2 post-training also tends to
reduce the performance gap between English and
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non-English languages, although this effect is not
consistent across all models and settings. Inter-
estingly, English-only OPD can still improve per-
formance on non-English benchmarks. However,
such gains do not necessarily indicate improved
reasoning ability in the target language, as the gen-
erated reasoning process often partially relies on
English even when the input problem is presented
in a non-English language. These findings provide
a broader understanding of multilingual OPD and
offer a useful foundation for future research on
extending OPD to languages beyond English.

2 On-Policy Distillation

We briefly explain the On-Policy Distillation (OPD)
mechanism with formulations. OPD is basically
used to replace the post-training process conducted
by RL. Thus, it also shares the on-policy nature
with RL post-training, such as GRPO (Shao et al.,
2024). Given a question x, the policy model πθ
(i.e., the student) first generates a response y from
its current policy. The generated question–response
pair is then fed into the teacher model π∗ to ob-
tain the teacher’s token-level probability over the
student-generated trajectory. The student is trained
to reduce the discrepancy between its output distri-
bution and that of the teacher. The OPD objective
can be written as

Ey∼πθ(·|x) [DKL (πθ(y | x) ∥π∗(y | x))] . (1)

Because the KL-divergence is computed at
each token, OPD provides token-level supervision
throughout the response. Moreover, the supervision
is applied to trajectories sampled from the current
policy. Note that the KL divergence is computed
only for the sampled tokens. Therefore, similar to
on-policy RL, OPD reduces the risk of the model
deviating from its current generation distribution.
It adjusts the relative probabilities of candidate to-
kens within the model’s current distribution.

Given this connection between OPD and RL, the
OPD objective can also be conveniently expressed
using a token-level reward. For a sampled token yt,
the OPD reward is defined as

Rt = log π∗(yt | x, y<t)− log πθ(yt | x, y<t).
(2)

Here, (x, y<t) denotes the question together with
the previously generated context, and π(yt | x, y<t)
denotes the next-token probability assigned to the

sampled token yt. Accordingly, OPD assigns posi-
tive rewards to tokens that are more strongly pre-
ferred by the teacher than by the student, while
assigning negative rewards to tokens to which the
teacher assigns relatively lower probability.

Using this token-level reward, OPD updates
the policy model πθ through the following policy-
gradient objective:

Ey∼πθ(·|x)

[
T∑

t=1

Rt∇θ log πθ(yt | x, y<t)

]
. (3)

2.1 OPD2

On-Policy Delta Distillation (OPD2) introduces a
delta signal as the reward function Rt for OPD
training. In general, LLMs are first trained with
next-token prediction on large-scale pre-training
data, resulting in a base model. The base model is
then post-trained with SFT and RL to acquire com-
plex reasoning capabilities. OPD2 focuses on this
post-training process and defines the difference be-
tween the teacher and its corresponding base model
as the delta signal. This signal is designed to iso-
late the capabilities acquired during post-training,
particularly reasoning ability, while reducing the in-
fluence of general preferences and stylistic patterns
already present in the base model.

Denoting the teacher’s base model by π∗
base, the

OPD2 reward is defined as

log π∗(yt | x, y<t)− log π∗
base(yt | x, y<t). (4)

Compared with Eq. 2, OPD2 simply replaces the
student model πθ in the second term with the
teacher’s base model π∗

base. Although this modifica-
tion is simple, it brings substantial improvements.

To resolve the convergence-point issue of the
delta signal, OPD2 introduces two additional com-
ponents: reward centering to obtain the advantage
and a conditioning criterion based on the original
OPD signal. We incorporate both components in
all our experiments, but omit their detailed formu-
lations due to space constraints. We refer readers
to Heo et al. (2026) for further details.

3 Experiments

We evaluate the improvements in mathematical rea-
soning achieved through OPD and OPD2 training.
We use instruction-tuned models and investigate
whether OPD remains effective in multilingual set-
tings. The complete results are provided in Ap-
pendix A. In the main paper, we present a repre-
sentative subset of the results to highlight the key
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Figure 1: Performance comparison for OPD and OPD2. The graph shows the mathematical reasoning benchmark
results for PolyMath and Global-MGSM in three languages. OPD and OPD2 substantially improve the performance
for all languages.
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Figure 2: English–Korean accuracy gap. The graph shows the math performance difference for English and Korean
in thinking mode. Multilingual OPD generally narrows the gap, although the effect varies across benchmarks.

performance trends across languages and bench-
mark categories.

3.1 Experiment settings

We construct a multilingual mathematics training
dataset containing 100K problems in total. It
consists of English, Korean, and Japanese prob-
lems sampled at a ratio of 1:1:1, with no over-
lapping problems across languages. The Ko-
rean and Japanese problems are randomly sam-
pled from the corresponding subsets of Nemotron-
SFT-Multilingual-v2 (NVIDIA, 2026), while the
English problems are sampled from Nemotron-
Math-v2 (Du et al., 2025), which serves as the
source dataset for the mathematical problems in
Nemotron-SFT-Multilingual-v2. We additionally
construct a separate English-only training set con-
taining 100K English problems sampled from
Nemotron-Math-v2. Since OPD does not require
reference reasoning traces or answers, we retain

only the question field from each example.

We conduct experiments using two models from
the Qwen3 family (Yang et al., 2025), Qwen3-1.7B
and Qwen3-8B, as student models. Qwen3-30B-
A3B-2507 is used as the teacher model for distil-
lation. We train and evaluate all models in both
thinking and non-thinking modes. We evaluate
the trained models on multilingual mathematical
reasoning benchmarks: PolyMath (Wang et al.,
2026) and Global-MGSM (Shi et al., 2022; Huang
et al., 2025) in English, Korean, and Japanese;
HRM8K (Ko et al., 2025) in English and Korean;
and MAWPS (Horio et al., 2023) in Japanese. We
otherwise follow the training recipe of OPD2 (Heo
et al., 2026). All models are trained for 100 opti-
mization steps using the same hyperparameters and
number of training examples across multilingual
and English-only settings.
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Figure 3: English-only OPD2 versus multilingual OPD2. We compare OPD2 performance for the English-only
dataset and the multilingual dataset. Surprisingly, English-only OPD2 also improves the KO and JA performance,
which is comparable to multilingual OPD2 in non-thinking mode.

3.2 Multilingual OPD

Figure 1 presents the average performance on Poly-
Math and Global-MGSM in non-thinking mode.
Both OPD and OPD2 improve mathematical rea-
soning across all models and languages. Moreover,
OPD2 consistently outperforms OPD, with partic-
ularly strong gains in Korean and Japanese. For
Qwen3-1.7B, OPD2 exceeds OPD by 3.1 and 4.0
points in Korean and Japanese, respectively; the
corresponding gains for Qwen3-8B are 3.3 and 3.1
points. This shows that the advantage of OPD2

transfers effectively to multilingual reasoning.

3.3 English–Korean Performance Gap

Figure 2 compares English and Korean accuracy
for Qwen3-1.7B in thinking mode. The base
model consistently favors English, with gaps of
13.4 points on Global-MGSM and 12.1 points on
HRM8K-GSM8K. OPD generally narrows this dis-
parity: for example, the gaps decrease from 6.4 to
4.4 points on PolyMath and from 13.4 to 8.6 points
on Global-MGSM. OPD2 also reduces them to 5.0
and 9.3 points, respectively. Although the gap does
not decrease in every benchmark, we observe that
multilingual post-training reduces the cross-lingual
disparity in many cases, suggesting that it often
benefits Korean reasoning more strongly than En-
glish reasoning.

3.4 Comparison with English-Only OPD2

Figure 3 compares multilingual and English-only
OPD2. Surprisingly, English-only OPD2 also im-
proves mathematical reasoning performance in Ko-
rean and Japanese. In non-thinking mode, it im-

proves their average scores from 40.9 to 52.6 and
from 37.2 to 53.4, respectively, achieving perfor-
mance comparable to multilingual OPD2.

However, accuracy alone does not fully reflect
the language used by the model. We measure the
target-language response rate as the proportion of
outputs whose generated text is identified as match-
ing the input language. In the English-only setting,
all intermediate reasoning traces in thinking mode
are generated in English. Therefore, we separately
examine the language of the final answer. On Poly-
Math, replacing multilingual training with English-
only training reduces the target-language response
rate of OPD2 from 90.5% to 48.3% in Korean and
from 90.9% to 29.6% in Japanese in non-thinking
mode. For the final answers in thinking mode, the
rates similarly decrease from 97.6% to 36.1% and
from 95.2% to 30.8%. English-only OPD2 can
therefore transfer reasoning performance, but mul-
tilingual data is important for preserving generation
in the target language.

4 Conclusion

We study OPD and OPD2 for mathematical rea-
soning in English, Korean, and Japanese. Both
methods improve multilingual performance, while
OPD2 consistently outperforms OPD and gener-
ally reduces the English–Korean performance gap.
English-only training can also transfer reasoning
accuracy to Korean and Japanese, but often shifts
the generated response toward English. These re-
sults demonstrate the effectiveness of OPD2 for
multilingual post-training and highlight the impor-
tance of evaluating response language.
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Limitation

Our multilingual evaluation is limited to English,
Korean, and Japanese. Thus, our experiments
do not cover the full typological diversity of hu-
man languages. In particular, it is unclear whether
OPD2’s cross-lingual transfer can be extended to
languages with substantially different morphology
or syntax. It is also not verified whether the ex-
perimental results extend to lower-resource lan-
guages with limited pretraining coverage. Evaluat-
ing OPD2 across a broader and more typologically
diverse set of languages is an important direction
for future work.
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A Full Experimental Results

We report the complete benchmark results for
Qwen3-1.7B and Qwen3-8B in both thinking and
non-thinking modes. The results are organized by
the language of the evaluation benchmark. For
English and Korean, we report PolyMath, Global-
MGSM, and the five subsets of HRM8K: GSM8K,
MATH, Omni, KSM, and MMMLU. For Japanese,
we report PolyMath, Global-MGSM, and MAWPS.
The average score is computed over all benchmarks
presented in each table.

Unless otherwise specified, OPD and OPD2 are
trained on the balanced multilingual dataset con-
taining English, Korean, and Japanese questions at
a ratio of 1:1:1. We additionally report an English-
only training ablation for Qwen3-1.7B. The base
rows correspond to the original instruction-tuned
models without additional OPD post-training.

A.1 Qwen3-1.7B with Multilingual Training

Tables 1–3 present the full results for Qwen3-1.7B
trained on the multilingual dataset. Both OPD
and OPD2 substantially improve the non-thinking
performance across all three languages. OPD2

achieves the highest average score in English, Ko-
rean, and Japanese, improving the corresponding
base model averages from 47.6 to 65.7, from 37.4
to 56.5, and from 55.5 to 65.4, respectively.

The improvements in thinking mode are smaller
because the base model already exhibits strong rea-
soning performance. Nevertheless, OPD2 consis-
tently improves the overall average, reaching 73.4
in English, 68.2 in Korean, and 71.2 in Japanese.
In comparison, the original OPD obtains 71.4, 66.2,
and 70.5, respectively. These results further sup-
port the consistent advantage of OPD2 over the
original OPD.

A.2 Qwen3-1.7B with English-Only Training

Tables 4–6 report the results of Qwen3-1.7B trained
using only English questions. In non-thinking
mode, English-only training transfers effectively
to Korean and Japanese benchmarks. In particu-
lar, English-only OPD2 improves the average score
from 37.4 to 59.3 in Korean and from 55.5 to 66.5
in Japanese. These scores are comparable to, and
in some cases higher than, those obtained using
multilingual training.

The behavior differs in thinking mode. English-
only OPD substantially degrades the average Ko-
rean score from 63.7 to 48.5, whereas OPD2 re-

tains and slightly improves the base performance,
reaching 65.1. On the English benchmarks, neither
English-only OPD nor OPD2 improves the overall
thinking-mode average over the base model. These
results indicate that the effect of English-only post-
training depends on both the distillation objective
and the generation mode.

As discussed in Section 3.4, strong benchmark
accuracy under English-only training does not nec-
essarily imply that the model reasons or responds in
the target language. Our response-language analy-
sis shows that English-only models frequently gen-
erate English text for Korean and Japanese Poly-
Math inputs, particularly after OPD2 training.

A.3 Qwen3-8B with Multilingual Training
Tables 7–9 provide the complete results for Qwen3-
8B. In non-thinking mode, OPD2 improves the
average score from 58.7 to 75.3 in English, from
55.4 to 72.2 in Korean, and from 70.2 to 75.2 in
Japanese. It also consistently outperforms the orig-
inal OPD in all three languages.

For thinking mode, the original OPD occasion-
ally reduces performance relative to the strong base
model. For example, its average score decreases
from 80.9 to 79.9 in English and from 78.0 to 75.7
in Korean. In contrast, OPD2 improves the corre-
sponding averages to 83.2 and 80.4. OPD2 also
obtains the best Japanese average of 78.9. These
results suggest that OPD2 provides a more reliable
post-training signal than the original OPD, espe-
cially when the initial model already has strong
reasoning capabilities.
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Table 1: English benchmarks for Qwen3-1.7B trained with multilingual OPD.

HRM8K-EN

Mode Model PolyMath-EN GMGSM-EN GSM8K MATH Omni KSM MMMLU Avg

Non-
Thinking

Qwen3-1.7B 25.5 84.8 80.1 74.4 29.1 21.6 17.9 47.6
+ OPD 32.2 90.7 87.3 88.0 44.0 42.7 47.0 61.7
+ OPD2 34.3 92.8 89.0 91.1 48.7 48.8 55.3 65.7

Thinking
Qwen3-1.7B 36.3 93.7 90.5 92.6 52.8 55.3 71.6 70.4

+ OPD 36.3 94.0 90.3 93.7 52.7 53.7 78.8 71.4
+ OPD2 37.7 95.1 91.2 94.9 55.3 61.2 78.1 73.4

Table 2: Korean benchmarks for Qwen3-1.7B trained with multilingual OPD.

HRM8K-KO

Mode Model PolyMath-KO GMGSM-KO GSM8K MATH Omni KSM MMMLU Avg

Non-
Thinking

Qwen3-1.7B 18.0 63.7 61.9 57.3 19.5 13.9 27.6 37.4
+ OPD 23.4 74.2 71.1 71.9 28.2 26.8 45.5 48.7
+ OPD2 26.5 77.2 73.9 81.0 37.9 36.5 62.4 56.5

Thinking
Qwen3-1.7B 29.9 80.3 78.4 87.8 47.2 52.0 70.5 63.7

+ OPD 31.9 85.4 81.1 88.8 48.8 53.4 74.2 66.2
+ OPD2 32.7 85.8 82.0 90.7 50.5 58.4 77.0 68.2

Table 3: Japanese benchmarks for Qwen3-1.7B trained with multilingual OPD.

Non-Thinking Thinking

Model PolyMath-JA GMGSM-JA MAWPS Avg PolyMath-JA GMGSM-JA MAWPS Avg

Qwen3-1.7B 16.3 58.2 92.2 55.5 30.5 80.9 94.2 68.5
+ OPD 22.7 73.3 92.8 62.9 31.4 85.1 95.0 70.5
+ OPD2 25.6 78.3 92.4 65.4 33.2 85.1 95.3 71.2

Table 4: English benchmarks for Qwen3-1.7B trained with English-only OPD.

HRM8K-EN

Mode Model PolyMath-EN GMGSM-EN GSM8K MATH Omni KSM MMMLU Avg

Non-
Thinking

Qwen3-1.7B 25.5 84.8 80.1 74.4 29.1 21.6 17.9 47.6
+ OPD 32.5 91.4 86.4 87.9 44.2 40.7 60.3 63.3
+ OPD2 34.3 91.7 88.7 91.5 49.5 51.1 61.8 66.9

Thinking
Qwen3-1.7B 36.3 93.7 90.5 92.6 52.8 55.3 71.6 70.4

+ OPD 34.4 92.9 90.0 92.2 49.4 49.9 77.2 69.4
+ OPD2 34.3 93.3 89.6 93.0 48.5 50.1 76.1 69.3

Table 5: Korean benchmarks for Qwen3-1.7B trained with English-only OPD.

HRM8K-KO

Mode Model PolyMath-KO GMGSM-KO GSM8K MATH Omni KSM MMMLU Avg

Non-
Thinking

Qwen3-1.7B 18.0 63.7 61.9 57.3 19.5 13.9 27.6 37.4
+ OPD 23.2 72.2 70.6 72.6 29.6 28.1 54.8 50.1
+ OPD2 26.9 78.4 75.1 81.6 40.4 43.4 69.1 59.3

Thinking
Qwen3-1.7B 29.9 80.3 78.4 87.8 47.2 52.0 70.5 63.7

+ OPD 22.8 72.3 69.0 67.7 26.9 24.4 56.5 48.5
+ OPD2 30.3 84.8 80.6 88.8 45.8 49.0 76.5 65.1
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Table 6: Japanese benchmarks for Qwen3-1.7B trained with English-only OPD.

Non-Thinking Thinking

Model PolyMath-JA GMGSM-JA MAWPS Avg PolyMath-JA GMGSM-JA MAWPS Avg

Qwen3-1.7B 16.3 58.2 92.2 55.5 30.5 80.9 94.2 68.5
+ OPD 24.6 72.2 91.9 62.9 29.8 83.5 94.5 69.3
+ OPD2 27.9 79.0 92.7 66.5 30.1 84.9 94.7 69.9

Table 7: English benchmarks for Qwen3-8B trained with multilingual OPD.

HRM8K-EN

Mode Model PolyMath-EN GMGSM-EN GSM8K MATH Omni KSM MMMLU Avg

Non-
Thinking

Qwen3-8B 31.6 93.9 88.1 87.0 42.6 38.7 28.8 58.7
+ OPD 41.2 98.4 93.3 95.2 63.9 67.2 58.9 74.0
+ OPD2 42.9 98.0 93.3 96.4 68.4 73.4 54.5 75.3

Thinking
Qwen3-8B 43.5 98.8 95.7 97.5 69.6 76.5 84.9 80.9

+ OPD 42.3 98.4 95.4 97.7 68.8 75.2 81.4 79.9
+ OPD2 44.5 98.3 95.7 98.2 72.8 79.1 93.9 83.2

Table 8: Korean benchmarks for Qwen3-8B trained with multilingual OPD.

HRM8K-KO

Mode Model PolyMath-KO GMGSM-KO GSM8K MATH Omni KSM MMMLU Avg

Non-
Thinking

Qwen3-8B 27.7 86.2 85.4 80.1 33.7 31.1 43.4 55.4
+ OPD 33.3 88.9 87.0 89.0 47.6 53.2 70.4 67.1
+ OPD2 38.3 90.4 88.2 92.5 61.4 70.8 63.9 72.2

Thinking
Qwen3-8B 41.2 92.8 91.6 95.5 67.2 75.6 82.1 78.0

+ OPD 39.4 92.1 91.5 94.9 64.6 74.8 72.7 75.7
+ OPD2 41.7 93.6 91.8 95.9 70.7 80.0 89.1 80.4

Table 9: Japanese benchmarks for Qwen3-8B trained with multilingual OPD.

Non-Thinking Thinking

Model PolyMath-JA GMGSM-JA MAWPS Avg PolyMath-JA GMGSM-JA MAWPS Avg

Qwen3-8B 26.9 87.3 96.4 70.2 39.9 96.5 96.6 77.7
+ OPD 33.5 90.2 96.4 73.4 40.5 96.4 96.1 77.6
+ OPD2 37.9 92.0 95.8 75.2 42.9 97.5 96.4 78.9
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