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Abstract

In this work we investigate the sociocultural val-
ues learned by large language models (LLMs).
We introduce CultureProbe, a novel open-
access dataset constructed from natural de-
bate statements using a multi-step methodol-
ogy. The dataset is synthetically annotated
with quantized sociocultural norms according
to the Hofstede cultural dimensions. We verify
the accuracy of the synthetic annotations us-
ing a crowdsourced human annotation experi-
ment conducted on a representative sample. We
conduct a comparative analysis between two
groups of LLMs developed in different coun-
tries (U.S. and China), and use as a comparative
baseline patterns observed in human measure-
ments. Using this new dataset and the analysis
above, we found that culturally-distinct LLMs
largely reflect the values and norms of the coun-
tries in which they were developed, highlight-
ing their inability to adapt to the sociocultural
backgrounds of their users.

Note: Our focus is on the identification of socio-
cultural biases in LLMs. It is not our intention
to compare cultures.

1 Introduction

Over the past few years, rapid advancements have
pushed the performance boundaries of large lan-
guage models (LLMs), driven by large-scale pre-
training and post-training alignment methods, such
as instruction tuning and reinforcement learning
from human feedback. These models are widely
used by hundreds of millions of people for a variety
of tasks (Chatterji et al., 2025).

However, as noted in prior work (Johnson et al.,
2022; Shen et al., 2024; Mihalcea et al., 2025;
Pawar et al., 2025), general-purpose AI systems
often fail to adapt to the diverse sociocultural back-
grounds and value systems of their users. This
creates the risk of imposing a set of ostensibly uni-
versal beliefs, potentially shaping and distorting

the sociocultural values and norms of their users
(Jakesch et al., 2023; Chawla et al., 2023). Despite
existing research advocating for multicultural an-
notation practices (Plank, 2022; Prabhakaran et al.,
2022), the development of LLMs continues to rely
predominantly on a single alignment paradigm.

Here, we quantify the extent to which LLM re-
sponses reflect the sociocultural norms of the coun-
tries in which they were developed. Our analysis
focuses on LLMs originating from two of the most
influential countries in current LLM development:
the United States and China. In particular, the con-
tributions of our paper are:

(1) We introduce CultureProbe, a dataset obtained
from naturally-occurring debates. These debate
statements were created by a wide set of inter-
national users of the Kialo debate platform1 on
universally-meaningful topics. We synthetically
annotate this dataset with quantized sociocultural
values grounded in Hofstede’s cultural dimensions
(Hofstede, 1991). We verify the quality of these
annotations using human quality control on a repre-
sentative sample. To our knowledge, CultureProbe
is substantially larger than prior datasets on Hof-
stede sociocultural norms, containing 985 distinct
debate statements, which expand into 2007 dimen-
sion annotations. The dataset is publicly available
(see Appendix A).

(2) Using CultureProbe, we assess the sociocultural
values expressed by multiple LLMs developed in
two countries (the U.S. and China) under a mul-
tilingual prompting setup (English and Chinese).
We perform comparative analyses across multiple
levels of granularity: (a) a comparison of aggre-
gated responses at the sociocultural group level; (b)
an examination of sociocultural biases at the indi-
vidual model level; and (c) an analysis of how the
prompting language influences the sociocultural
values expressed by each model.

1https://www.kialo.com
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Figure 1: Scoring of humans and LLMs according to the Hofstede dimensions. LLMs were prompted to agree or
disagree with a given statement, and each response was assigned a polarity score ranging from −2 to +2 along the
corresponding Hofstede dimension. These scores were then averaged and linearly mapped to a 0–100 scale for
readability. We observe that the LLMs largely follow the trends observed in human measurements across five out of
six dimensions. This figure is a summary of our complete results. Please see Appendix E for all results.

(3) We compare our results against a baseline de-
rived from human measurements, and highlight
important observations, grounded in social science
theory. For example, one of our main observations,
as illustrated in Figure 1, is that culturally-distinct
LLM groups follow trends similar to those ob-
served among people from the same culture, across
five of the six Hofstede dimensions. Moreover, we
observed no statistically significant differences in
the sociocultural values elicited when prompting
the same LLM in English and Chinese.

2 Related work

Motivated by the view that language is fundamen-
tally embedded in social and cultural context (Yang
et al., 2025; Shen et al., 2024), recent works try
to examine whether LLMs encode sociocultural
values as latent properties of model behavior. Anal-
yses of free-form generations in culturally salient
scenarios indicate that although LLMs exhibit cul-
turally patterned tendencies, these signals appear to
be weak, context-dependent, and internally incon-
sistent, often defaulting to dominant norms rather
than reflecting stable cultural value representations.

Several works ground cultural evaluation in es-
tablished social science frameworks, most notably
Hofstede’s cultural dimensions (Hofstede, 1991).
Kharchenko et al. (2025) introduces a large-scale
multilingual advice benchmark covering five Hof-
stede dimensions and 36 country–language pairs,
combining manually constructed (single annotator)
and LLM-generated prompts, persona condition-
ing, and multilingual translation. Although LLMs

distinguish opposing sociocultural values, they fail
to apply them consistently in advice, even under
explicit country personas, exposing a gap between
conceptual recognition and behavioral expression.
CultureProbe is built from naturally occurring de-
bate statements and supported by a substantially
stronger human validation procedure. It covers
all six Hofstede dimensions and contains 2,007
dimension-aligned statements per language, com-
pared to 250 prompts per language in prior work.
Moreover, assessing cultural alignment through
explicit nationality-based persona prompting may
conflate the elicitation of cultural knowledge with
underlying sociocultural representations. By con-
trast, we probe sociocultural values implicitly by
analyzing how LLMs evaluate the truthfulness of
natural statements aligned with Hofstede’s dimen-
sions. This indirect evaluation framework enables
the study of sociocultural value representations
in settings that more closely resemble real-world
LLM interactions, avoiding potential biases intro-
duced by explicit cultural conditioning.

Using a standardized survey-based approach,
Masoud et al. (2025) operationalize the Hofstede
VSM13 questionnaire to measure cultural align-
ment in LLMs. By varying persona prompts, decod-
ing parameters, and language-specific fine-tuning,
they show that cultural alignment is weak and un-
stable across models; while GPT-4 performs best,
results are highly sensitive to prompt and sampling
choices, indicating fragile rather than robust cul-
tural representations. In contrast, our work inves-
tigates whether sociocultural values emerge im-
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plicitly through model evaluations of natural state-
ments, rather than via explicit persona-based and
survey-driven cultural elicitation, while also rely-
ing on a substantially larger dataset of naturally
occurring, human-validated statements.

Finally, Ma et al. (2025) argue that closed-ended
evaluations underestimate LLMs’ social reasoning.
Drawing on survey methodology and qualitative
social science, they advocate for open-ended gen-
eration to better capture interpretability and het-
erogeneity in social simulation, while highlighting
open challenges in benchmarking, evaluation re-
liability, and ethical risks posed by plausible but
unverifiable outputs. Our work operationalizes sev-
eral principles advocated in this line of research by
reducing explicit cultural conditioning and improv-
ing ecological validity through the use of naturally
occurring discourse instead of rigid survey recon-
struction and persona-based prompting.

Complementing these research efforts, practi-
tioners have also conducted informal experiments
to assess AI’s cultural competence: the Culture Fac-
tor Group2 conducts an exploratory cultural audit
by manually designing a 42-question instrument
aligned with Hofstede’s 6 dimensions and prompt-
ing several LLMs (e.g. GPT-4, Gemini) with ex-
plicit national personas, with and without theory
priming, revealing substantial inconsistencies be-
tween expected and model-generated cultural pro-
files (The Culture Factor, 2024). Our framework
introduces a substantially larger and more system-
atically validated dataset based on naturally occur-
ring discourse, enabling implicit and ecologically
grounded probing of sociocultural values, without
relying on handcrafted persona-based prompting.

3 The Hofstede cultural dimensions

Our analysis relies on the Hofstede cultural dimen-
sions framework (Hofstede, 1991). For complete-
ness, we provide brief definitions of its dimensions
in Table 1, also specifying the traits of each polarity
(i.e., negative and positive).

4 Dataset construction and alignment

At a high-level, CultureProbe, our proposed
dataset, aligns natural debate statements with the
six Hofstede cultural dimensions. We collected de-
bate statements from the Kialo online debate plat-
form.1 These debate statements were created by a

2https://www.theculturefactor.com/

wide set of international Kialo users on universally-
meaningful topics; many statements are largely
relevant for one or more Hofstede dimensions.
For example, supporting the statement “Countries
should invest in renewable energies” indicates
strong alignment with the Long Term Orientation
(LTO) dimension. We synthetically annotate these
statements through a multi-step annotation pipeline.
Our annotations provide scores that can measure
the alignment of agreeing/disagreeing with a state-
ment to a certain Hofstede dimension. Figure 2
describes the dataset generation process, further
detailed below.

4.1 Statement extraction, filtering, and
translation

Kialo is a web platform designed for structured
debate and argument analysis, consisting of thou-
sands of individual debates on a broad area of sub-
jects: politics, philosophy, science, ethics, religion.
Each debate starts with a general statement (e.g.,

“Wealthy countries should provide citizens with a
universal basic income”); users may provide ar-
guments in favor or against that statement. A vot-
ing system ensures statement relevance and the
strength of the arguments in the debate process.

We construct our dataset by first scraping these
debates, from which we extract the initial state-
ments and the number of votes. This vote count is
then used as a filtering measure, to ensure the qual-
ity and relevance of the statement in our dataset.
That is, since statements with more votes reflect a
higher degree of user approval on their perceived
reliability, we ensure that we filter out content that
is potentially harmful or irrelevant. In particular,
in this work, we use debates that have at least one
vote. We include examples of the scraped state-
ments in Appendix A. We manually inspected a
sample of the downloaded statements and found no
instances of spam or other form of abuse.

We translated all statements into Chinese using
the googletrans library. A sample was verified by
a native Chinese speaker, who indicated that all
translations were correct.

4.2 Statement annotation
The selected statements undergo a multi-step syn-
thetic annotation process. In each step we aggre-
gate the responses of several culturally-different
LLMs (i.e., U.S. and Chinese), also prompting
each in two different languages: English and Chi-
nese. We used GPT, Llama, DeepSeek and Qwen

268

https://www.theculturefactor.com/


Dimension Definition Positive polarity Negative polarity
Power Distance Index (PDI) Evaluates the degree to which citizens tolerate unequal

power relationships between various groups.
acceptance of power
inequality

equalitarian values

Collectivism vs. Individualism
(IDV)

Evaluates the degree to which a country organizes people
into homogeneous groups that have specific duties and obli-
gations within the social structure.

individualistic pursuit greater good of
groups

Uncertainty Avoidance (UAI) Evaluates the extent to which the members of a culture feel
threatened by ambiguous or unknown situations.

high levels of risk
aversion

risks acceptance

Motivation towards Achievement
and Success (MAS)

Formerly Masculinity vs. Femininity, it evaluates societal
tendencies regarding gender roles, gender equality, and
traditional gender values.

goal-oriented behav-
ior, wealth accumula-
tion, clearly defined
gender roles.

collective quality of
life, and flexible gen-
der roles

Short-term vs. Long-term Orien-
tation (LTO)

Evaluates the degree to which a society acts to further short-
term objectives at the expense of long-term goals and vice
versa.

immediate gratifica-
tion

sacrifice of instant re-
sults for the greater
long-term good

Indulgence vs. Restraint (IND) Evaluates the degree to which a society allows free gratifica-
tion of basic and natural human desires related to enjoying
life, as opposed to restraining through strict social norms
and regulations.

life enjoyment, en-
tertainment, luxuries,
and showy displays of
socioeconomic status.

importance of mod-
esty, suppression, and
self-control.

Table 1: Hofstede dimensions definitions together with interpretations of response polarities.

as synthetic annotators. The models’ identifiers are
presented in subsection 6.1.

This “LLM-as-a-judge“ process is conducted in
parallel with a crowdsourced experiment on a repre-
sentative sample of statements, involving multicul-
tural human annotators. We use this multicultural,
multilingual evaluation approach in order to ac-
count for cultural and linguistic variability, which
allows us to obtain a cross-cultural collection of
human annotations for the same labeling tasks per-
formed by the LLMs. These annotations are then
used to assess the quality and reliability of the syn-
thetic labels. See subsection 4.3 for details.

These “wisdom-of-the-crowd” annotations are
designed to capture the central tendency for each so-
ciocultural dimension that applies to a given state-
ment. This allows us to inspect how polarized
individual models are (second part of this paper).3

Our two-step labeling pipeline is guided by the
following questions:

(1) Is a given statement relevant to a particular
Hofstede dimension?

Scraped statements have a wide variety with re-
spect to the societal aspects they address. More-
over, as the Hofstede dimensions are not mutu-
ally exclusive, some statements may be relevant
for more than one dimension, while other may
not meaningfully align with any of them. For
instance, agreement with the statement “Govern-
ments should make an effort to reduce the gender
pay gap” is informative for PDI and MAS, while
being unrelated to the IND and UAI dimensions.

To robustly annotate this non-trivial one-to-many
3Understanding the variation of individual human annota-

tors is another very interesting research direction, which we
leave for future work.

alignment between statements and Hofstede dimen-
sions, we decompose the annotation process into
a series of binary questions, i.e., is statement X
relevant for dimension Y ? The four LLMs previ-
ously mentioned are prompted in both English and
Chinese to answer the above question for each com-
bination of statement and dimension in our dataset.
We then aggregate the responses and keep only
pairs of statement/dimension that were labeled as
relevant in at least three of the eight predictions.

(2) Does agreeing with a statement indicate posi-
tive or negative polarity for a certain Hofstede
dimension?

Next, we quantify where agreement with a spe-
cific claim falls on a discrete polarity scale for a
given cultural dimension. For example, agreeing
with “Billionaires should be taxed at 100% on all
wealth over $999,999,999” strongly aligns with
the negative polarity of the IDV dimension.4

We employ a discrete scoring system with the
following possible values and interpretations (for
agreement with the statement):
−2: strong negative polarity

−1: slight negative polarity

+1: slight positive polarity

+2: strong positive polarity
Since statements are filtered for relevance in the

previous step, a score of 0 (neutral) is not permitted.
Scores produced by the multicultural and mul-

tilingual set of LLMs are aggregated into a single
statement-level score per relevant dimension by tak-
ing the median of the score distribution. We chose

4In this work, we consider disagreement with a statement
to have the opposite score as agreement. Initial experiments
with human annotators supported this assumption.
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Figure 2: The statement scoring pipeline based on the
six Hofstede dimensions. We collect natural debate
statements via web scraping and filter them based on
vote counts. Step 1 further removes statements that are
irrelevant to the Hofstede dimensions. Step 2 assigns a
score (−2 to +2), indicating how agreement with a state-
ment aligns with the negative or positive polarity of each
Hofstede dimension. To validate this process, we com-
pared the synthetic labels against human annotations
collected through a parallel crowdsourced experiment.

the median rather than the mean as it is less sensi-
tive to outliers, and it reflects the central tendency
of scores across culturally situated model outputs.

4.3 Validation against human annotations

To understand the quality of the synthetic anno-
tations, we repeated the two annotation steps on
a subsample of statements via a crowdsourcing
experiment. This experiment included human an-
notators from the two cultures (U.S. and China),

Humans vs. Models
Step 1 0.45
Step 2 (P) 0.78
Step 2 (PS) 0.52

Table 2: Kappa agreements between aggregated annota-
tors and aggregated models. Step 1 annotates the binary
relevance of a statement for a given dimension. Step 2
indicates the magnitude of the dimension. Step 2 (P)
uses three labels: −1, 0, 1; Step 2 (PS) uses five labels:
−2,−1, 0,+1,+2.

who were questioned in their native language (see
Appendix C for details).

The human annotated sample contains 40 state-
ments per Hofstede dimension. From these, half
(20) were considered by the LLMs as representative
for the respective dimension, while half were la-
beled as not relevant. We also selected four control
statements per dimension to measure the quality of
the human labels.

The first annotation step, i.e., relevance to a
given dimension, was conducted on a set of five
people from U.S. and five people from China. We
then selected the top three annotators per country,
by evaluating the responses on the control state-
ments and the needed time in seconds for each
prediction. We aggregated these annotations using
majority voting (i.e., a statement is considered rele-
vant for a given dimension if at least 3/6 humans
agreed).

The second annotation step, i.e., dimension po-
larity, considered only the statements marked as rel-
evant for the given dimension in the previous step,
i.e.: 24 samples for PDI, 26 for IDV, 21 for MAS,
30 for UAI, 19 for LTO and 21 for IND. Similar to
the previous step, we selected top 3 annotators per
country, and aggregated their responses using the
median result.

Table 2 shows the agreement between the ag-
gregated human and model labels for the two an-
notation steps. For the first step, the table shows
moderate agreement (0.42) between the aggregated
human and LLM labels. However, we observed
that models are biased towards higher precision
in their decisions: the LLMs had a precision of
79.63% relative to the human label. This indicates
that the examples marked as relevant by the LLMs
are considerably more likely to be correct than the
moderate agreement indicates.

For the validation of the second annotation step,
we considered two different settings: one in which
we analyze only the polarity (P) (i.e., positive or
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negative); and one where we also take into account
the polarity strength (PS) (i.e., slight or strong).
Table 2 indicates substantial agreement between
humans and models in the P setting and moderate
for the finer-grained PS one. For this step, we also
measured mean absolute error (MAE) between the
aggregated human labels and the LLM labels, on
a −1 to +1 scoring scale for the polarity setting,
and on a −2 to +2 scale for the strength-polarity
setting. The reported MAE is 0.15 for the first
setting, and 0.78 for the second setting. These
results indicate that the final scores generated by
LLMs are generally well aligned with the central
tendency of culturally diverse human annotations.

5 Evaluation Methodology

Our overall goal in this work is to measure the cul-
tural biases that LLMs may have in response to
prompts that test a variety of societal aspects. To
this end, we prompt each evaluated LLM in both
English and Chinese on whether it agrees or dis-
agrees with a given CultureProbe statement. The
prompts used are listed in Appendix D. Based on
the final responses, we compute an average score
per dimension, which tells us the model’s overall
position relative to each Hofstede dimension.

6 Experimental results

6.1 Settings

We used four LLMs from four different families,
two of which are developed in the United States,
while the others are representative of China. The
used models are GPT 5.4 (gpt-5.4-2026-03-05),
Llama 3 (llama-3-70b-instruct), and
DeepSeek-R1 (deepseek-r1-0528), and Qwen
2.5 (qwen-2.5-72b-instruct) respectively. Due
to the variability in model responses throughout
the entire labeling pipeline and evaluation, we
selected the most frequent predictions from five
different runs, using temperature 1.

6.2 Results and discussion

We present the scores of the four models when eval-
uated on the CultureProbe dataset. In our analysis,
we also use the empirically measured Hofstede val-
ues of the two nations5 (i.e., U.S. and China), de-
rived from human measurements, as a comparison
baseline. In the first two subsections we compare

5As measured by https://www.theculturefactor.com

the models when prompted in their “native” lan-
guages (i.e., English for GPT and Llama, and Chi-
nese for DeepSeek and Qwen). The third subsec-
tion presents the cultural differences that individual
models exhibit across different languages.

6.2.1 Comparing U.S. vs. Chinese LLMs
Figure 1 shows a comparison between the aggre-
gated responses from the Chinese models and the
U.S. models, when prompted in their “native” lan-
guages. The aggregated response is the median of
two LLMs per culture, where each LLM was run 5
times. We compare the aggregated LLM responses
with the actual (human) Hofstede values of the two
nations.5 To highlight the sociocultural differences
between the two LLM groups, we considered only
the statements where the two groups responded dif-
ferently for this experiment.6 To align the scale of
our experiments (−2 to 2) with the scale of the mea-
surements for the human sociocultural differences
(0 to 100), we then applied min-max scaling.7

As the figure shows, culturally-distinct LLM
groups follow trends similar to those observed
among people from the same culture across 5/6
Hofstede dimensions. For example, a higher PDI
that is present for both Chinese human measure-
ments and Chinese LLMs shows an acceptance for
hierarchical structures and authority. In contrast,
Western cultures with a lower PDI favor more egal-
itarian values. This is illustrated by the statement

“Unpaid internships should be banned”, with which
U.S. LLMs generally agree, while Chinese models
tend to disagree. To detail, the U.S. LLMs con-
sider unpaid internships as unequal treatment (thus,
showing a low PDI), while the Chinese LLMs ac-
cept hierarchical differences and see unpaid intern-
ships as a privilege granted by those with power
(i.e., higher PDI).

The most notable difference is observed for the
IND metric. For example, the two LLM groups had
contradictory predictions for the statement “Devel-
oped countries should reduce the working year.”;
the U.S. models agreed to the statement, while Chi-
nese models rejected it. This difference highlights
that the U.S. models reflect a sociocultural ten-
dency toward indulgence (as defined by Hofstede),

6Recent research showed that LLMs tend to converge to
similar outputs (Jiang et al., 2025). In this work, we focus
on understanding the remaining differences. Inspecting all
LLM outputs shows the same trends but attenuated by the
large output similarity. See Appendix E for details.

7We have adopted this scalability solely for readability. We
do not intend to directly compare the two measurements.
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(a) (b) (c)

(d) (e) (f)

Figure 3: Average scores across all Hofstede dimensions for each model when prompted in its “native” language.
The red bars represent Chinese models, while the blue bars represent U.S. models. Note that model outputs contain
values in the interval [−2,+2]; however we used [−0.75,+0.75] for the Y axis as it better fits the average scores.

whereas the Chinese models align more with values
of restraint. See Appendix B for more examples.

Overall, this comparison indicates that the mod-
els do, in fact, reflect the sociocultural values of
the countries in which they were developed. This
is an important observation, given that these mod-
els are designed for international use, where many
users come from cultures with different values and
norms. This disconnect strongly suggests a prag-
matic conclusion: a single builtin alignment model
is not sufficient; we need LLMs that can accom-
modate multiple forms of alignment, each suited to
the sociocultural context of their target users.

6.2.2 Comparing individual models on their
“native” languages

Figure 3 compares the models used in our experi-
ments when prompted in their respective “native”
languages. In this experiment, we aggregate the
scores from all statements relevant to each dimen-
sion, rather than focusing solely on the differences
(as in the previous subsection).

We observe several deviations from the trends
established by human measurements. For example,
in Figure 3a, DeepSeek’s PDI values are low and
closely resemble those of the U.S. models. This
contradicts the sociocultural values observed in
contemporary China (Hofstede, 1991), where hi-
erarchy is generally accepted and PDI scores are
consistently high. Another outlier appears in Fig-
ure 3c, where DeepSeek shows a low MAS score,

in contrast to the high score associated with Chi-
nese culture, which reflects goal-oriented behavior
and a clearer delineation of gender roles. DeepSeek
also diverges from cultural expectations for IND,
as shown in Figure 3f, where it exhibits a higher
level of indulgence, close to the U.S. models. Over-
all, these results indicate a misalignment between
DeepSeek’s predictions and the Hofstede values as-
sociated with Chinese culture. In contrast, Qwen’s
predictions closely align with the sociocultural val-
ues of China across all dimensions.

There are multiple possible interpretations for
the observed differences between Qwen and
DeepSeek. For example, Jin (2023) presents the
Chinese economic, social, and political model as
complex and difficult to categorize on the spectrum
between socialism and capitalism. The work char-
acterizes Chinese culture as a heterogeneous hybrid
system that combines socialism with Confucian
principles (for the social fabric of the Chinese soci-
ety), while also valuing traits typically associated
with capitalist systems such as “fierce” competition
and meritocracy (as the engine driving the coun-
try’s economical progress). This shows long-term
values with pressures for short-term optimizations
and rapid adaptations, which are specific to western
cultures. This may explain the misalignment seen
in Figure 1 for the LTO dimension.

Jin (2023) suggests that Western sociocultural
categorization systems (e.g., Hofstede dimensions)
should be context-dependent (e.g., along authority,
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family, market, or ideology axes). For example,
Qwen’s high PDI score may reflect Confucian val-
ues that remain prevalent in modern China in the
context of of family or formal authority. In con-
trast, a low PDI score could indicate the influence
of socialist ideology, which emphasizes equality.
Similar observations can be made for the other di-
mensions as well.

Considering these observations, it is likely that
the two Chinese models capture different, yet
equally valid, perspectives of Chinese culture.
A more mundane explanation is also possible:
DeepSeek may have been developed with a more
international user base in mind, where Western so-
ciocultural values are perceived as dominant. Nev-
ertheless, in aggregate, the two Chinese models
closely reflect Chinese sociocultural values.

Similar patterns are observed for the U.S. mod-
els. Llama exhibits sociocultural values that are
somewhat more left-leaning compared to GPT.
However, when considered in aggregate, both mod-
els align well with U.S. sociocultural values.

6.2.3 Comparing individual models across
different languages

Table 3 shows the average scores across all Hof-
stede dimensions for each model, when prompted
in English and Chinese. The cells in green present
cases where the cross-lingual sociocultural differ-
ences are statistically significant (p-values < 0.05
under a bootstrap8 resampling significance test).

This experiment enables us to assess whether
changing the prompt language influences the socio-
cultural values expressed by the model. We observe
moderate cross-lingual differences within individ-
ual models, particularly for Qwen and GPT, where
more statistically significant differences appear: for
GPT in MAS and IND, and for Qwen in all dimen-
sions except IDV. We consider this phenomenon
normal, as it may indicate that the models are some-
what differently aligned for the two languages and
the respective cultures.

In contrast, it is potentially concerning that for
most other dimensions and models, no statistically
significant differences are observed. This suggests
that these models may culturally align their outputs
to a common profile, regardless of differences in
users’ sociocultural backgrounds.

8We performed paired bootstrap resampling with 10,000
samples using a two-sided test.

Dim. Lang. GPT Llama DeepSeek Qwen

PDI
English -0.27 -0.41 -0.30 -0.05
Chinese -0.32 -0.40 -0.33 -0.15

IDV
English 0.14 0.18 0.07 -0.05
Chinese 0.09 0.13 0.05 -0.06

MAS
English -0.30 -0.62 -0.50 -0.13
Chinese -0.37 -0.47 -0.52 -0.25

UAI
English -0.45 -0.20 -0.28 -0.54
Chinese -0.42 -0.25 -0.29 -0.41

LTO
English 0.29 0.61 0.46 -0.08
Chinese 0.39 0.61 0.46 0.22

IND
English 0.55 0.49 0.41 0.30
Chinese 0.42 0.48 0.48 0.16

Table 3: Average scores across all Hofstede dimensions
for each model when prompted in both languages, eval-
uated on CultureProbe dataset. The scores represent
inclinations towards the positive or negative polarity of
the six dimensions. The green highlighting indicates
statistically significant differences.

6.3 Potential explanations

Our analysis indicates that the four models stud-
ied exhibit cultural patterns directionally consis-
tent with country-level differences in Hofstede’s
dimensions. This alignment may arise from two
main sources: pre-training and instruction tun-
ing/alignment. During pre-training, it is possible
that model developers bias the web-crawled data
toward their own language or sociocultural values.
However, given the scale and diversity of the web,
it is unlikely that pre-training datasets are deliber-
ately manipulated in a substantial way.

A more plausible explanation is that sociocul-
tural values are introduced during the instruction-
tuning and alignment phase, which remains largely
opaque. If this is the case, our findings underscore
the importance of greater transparency in instruc-
tion tuning, including openness about the instruc-
tion datasets used and the training procedures.

7 Conclusions

We investigated how LLMs encode the sociocul-
tural contexts of their human creators. We intro-
duced CultureProbe, a dataset constructed from nat-
ural debate statements using a multi-step method-
ology. The dataset includes synthetic labels that
quantify the Hofstede sociocultural dimensions re-
flected in LLM responses to these statements. We
conducted a comparative multilingual analysis of
two groups of LLMs developed in different coun-
tries (U.S. and China) and compared the results
with human sociocultural values.

Our results indicate a directional correspondence
of LLMs to the sociocultural values and norms of
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the countries in which they were developed. More-
over, in general, LLMs do not exhibit statistically
significant differences in sociocultural values when
the prompt language is changed. These findings
underscore the limited ability of current LLMs to
adapt to the sociocultural backgrounds of their in-
ternational users. This limitation should be a key
consideration in the development of future LLMs,
particularly during the alignment process. We an-
ticipate that our study will contribute to the devel-
opment of multiple culturally informed alignment
strategies, each tailored to the cultural context of
the target users.

Limitations

Our work quantifies and analyzes the sociocultural
values expressed by LLMs developed in two cultur-
ally distinct regions (the United States and China),
using the Hofstede dimensions as a reference frame-
work. Our analysis is limited to two models per
country when constructing aggregated predictions.
This constraint is driven by the large number of
model queries required for both dataset construc-
tion and evaluation and our limited academic bud-
get.

Specifically, dataset annotation was performed
using all four analyzed LLMs, each prompted in
two languages (English and Chinese), with five
runs per model–language combination. Starting
from approximately 2,500 statements, this process
resulted in roughly 500,000 model requests across
dataset creation and analysis. Expanding the study
to include additional cultural regions or a larger
number of models per region would substantially
increase the number of required requests and the
overall cost.

We employ the same models from the four fami-
lies in both the annotation and evaluation process.
The benchmark may reflect these models’ internal
biases and sociocultural interpretations. Although
manual annotation partially mitigates this concern,
it covers only a subset of the dataset due to the high
cost of human evaluation.

Ethics

This work analyzes the sociocultural values ex-
pressed by LLMs when responding to real-world
debate statements collected from an online plat-
form. Because these debates address complex soci-
etal issues, they may include sensitive or potentially
offensive content, such as references to drugs, sex-

uality, religion, or war. We intentionally did not
filter out such topics in order to preserve realism
and to measure the sociocultural values expressed
by LLMs as faithfully as possible. As the dataset is
used solely for analytical purposes and the models
are employed exclusively for inference, this work
neither introduces new harmful content nor mod-
ifies the models in any way that could increase
harm.

We use these cultures to identify sociocultural
biases in LLMs. It is not our intention to compare
cultures.

Acknowledgment

This work is supported by the project "Roma-
nian Hub for Artificial Intelligence-HRIA", Smart
Growth, Digitization and Financial Instruments
Program, MySMIS no. 334906.

References
Yong Cao, Li Zhou, Seolhwa Lee, Laura Cabello, Min

Chen, and Daniel Hershcovich. 2023. Assessing
cross-cultural alignment between ChatGPT and hu-
man societies: An empirical study. In Proceedings of
the First Workshop on Cross-Cultural Considerations
in NLP (C3NLP), pages 53–67, Dubrovnik, Croatia.
Association for Computational Linguistics.

Aaron Chatterji, Thomas Cunningham, David J Dem-
ing, Zoe Hitzig, Christopher Ong, Carl Yan Shan,
and Kevin Wadman. 2025. How people use chatgpt.
Working Paper 34255, National Bureau of Economic
Research.

Kushal Chawla, Weiyan Shi, Jingwen Zhang, Gale Lu-
cas, Zhou Yu, and Jonathan Gratch. 2023. Social
influence dialogue systems: A survey of datasets and
models for social influence tasks. In Proceedings
of the 17th Conference of the European Chapter of
the Association for Computational Linguistics, pages
750–766, Dubrovnik, Croatia. Association for Com-
putational Linguistics.

Geert H. Hofstede. 1991. Cultures and organizations:
Software of the mind. McGraw-Hill, London and
New York.

Maurice Jakesch, Advait Bhat, Daniel Buschek, Lior
Zalmanson, and Mor Naaman. 2023. Co-writing with
opinionated language models affects users’ views. In
Proceedings of the 2023 CHI Conference on Human
Factors in Computing Systems, CHI ’23, page 1–15.
ACM.

Liwei Jiang, Yuanjun Chai, Margaret Li, Mickel Liu,
Raymond Fok, Nouha Dziri, Yulia Tsvetkov, Maarten
Sap, Alon Albalak, and Yejin Choi. 2025. Artificial
hivemind: The open-ended homogeneity of language
models (and beyond). Preprint, arXiv:2510.22954.

274

https://doi.org/10.18653/v1/2023.c3nlp-1.7
https://doi.org/10.18653/v1/2023.c3nlp-1.7
https://doi.org/10.18653/v1/2023.c3nlp-1.7
https://doi.org/10.3386/w34255
https://doi.org/10.18653/v1/2023.eacl-main.53
https://doi.org/10.18653/v1/2023.eacl-main.53
https://doi.org/10.18653/v1/2023.eacl-main.53
https://doi.org/10.1145/3544548.3581196
https://doi.org/10.1145/3544548.3581196
https://arxiv.org/abs/2510.22954
https://arxiv.org/abs/2510.22954
https://arxiv.org/abs/2510.22954


Keyu Jin. 2023. The New China Playbook: Beyond
Socialism and Capitalism. Viking, New York.

Rebecca L Johnson, Giada Pistilli, Natalia Menédez-
González, Leslye Denisse Dias Duran, Enrico Panai,
Julija Kalpokiene, and Donald Jay Bertulfo. 2022.
The ghost in the machine has an american accent:
value conflict in gpt-3. Preprint, arXiv:2203.07785.

Julia Kharchenko, Tanya Roosta, Aman Chadha, and
Chirag Shah. 2025. How well do llms represent
values across cultures? empirical analysis of llm
responses based on hofstede cultural dimensions.
Preprint, arXiv:2406.14805.

Bolei Ma, Yong Cao, Indira Sen, Anna-Carolina Haen-
sch, Frauke Kreuter, Barbara Plank, and Daniel Her-
shcovich. 2025. Too open for opinion? embracing
open-endedness in large language models for social
simulation. Preprint, arXiv:2510.13884.

Reem Masoud, Ziquan Liu, Martin Ferianc, Philip C.
Treleaven, and Miguel Rodrigues Rodrigues. 2025.
Cultural alignment in large language models: An
explanatory analysis based on hofstede’s cultural di-
mensions. In Proceedings of the 31st International
Conference on Computational Linguistics, pages
8474–8503, Abu Dhabi, UAE. Association for Com-
putational Linguistics.

Rada Mihalcea, Oana Ignat, Longju Bai, Angana Borah,
Luis Chiruzzo, Zhijing Jin, Claude Kwizera, Joan
Nwatu, Soujanya Poria, and Thamar Solorio. 2025.
Why ai is weird and shouldn’t be this way: towards
ai for everyone, with everyone, by everyone. In Pro-
ceedings of the Thirty-Ninth AAAI Conference on Ar-
tificial Intelligence and Thirty-Seventh Conference on
Innovative Applications of Artificial Intelligence and
Fifteenth Symposium on Educational Advances in
Artificial Intelligence, AAAI’25/IAAI’25/EAAI’25.
AAAI Press.

Siddhesh Pawar, Junyeong Park, Jiho Jin, Arnav
Arora, Junho Myung, Srishti Yadav, Faiz Ghifari
Haznitrama, Inhwa Song, Alice Oh, and Isabelle Au-
genstein. 2025. Survey of cultural awareness in lan-
guage models: Text and beyond. Computational
Linguistics, 51(3):907–1004.

Barbara Plank. 2022. The “problem” of human label
variation: On ground truth in data, modeling and
evaluation. In Proceedings of the 2022 Conference
on Empirical Methods in Natural Language Process-
ing, pages 10671–10682, Abu Dhabi, United Arab
Emirates. Association for Computational Linguistics.

Vinodkumar Prabhakaran, Rida Qadri, and Ben Hutchin-
son. 2022. Cultural incongruencies in artificial intel-
ligence. Preprint, arXiv:2211.13069.

Siqi Shen, Lajanugen Logeswaran, Moontae Lee,
Honglak Lee, Soujanya Poria, and Rada Mihalcea.
2024. Understanding the capabilities and limitations
of large language models for cultural commonsense.
In Proceedings of the 2024 Conference of the North

American Chapter of the Association for Computa-
tional Linguistics: Human Language Technologies
(Volume 1: Long Papers), pages 5668–5680, Mexico
City, Mexico. Association for Computational Lin-
guistics.

The Culture Factor. 2024. Ai meets culture: Bridg-
ing the divide between technology and human
values. https://news.theculturefactor.com/
news/ai-meets-culture. Accessed: 2025-03-08.

Diyi Yang, Dirk Hovy, David Jurgens, and Barbara
Plank. 2025. Socially aware language technologies:
Perspectives and practices. Computational Linguis-
tics, 51:689–703.

275

https://arxiv.org/abs/2203.07785
https://arxiv.org/abs/2203.07785
https://arxiv.org/abs/2406.14805
https://arxiv.org/abs/2406.14805
https://arxiv.org/abs/2406.14805
https://arxiv.org/abs/2510.13884
https://arxiv.org/abs/2510.13884
https://arxiv.org/abs/2510.13884
https://aclanthology.org/2025.coling-main.567/
https://aclanthology.org/2025.coling-main.567/
https://aclanthology.org/2025.coling-main.567/
https://doi.org/10.1609/aaai.v39i27.35092
https://doi.org/10.1609/aaai.v39i27.35092
https://doi.org/10.1162/COLI.a.14
https://doi.org/10.1162/COLI.a.14
https://doi.org/10.18653/v1/2022.emnlp-main.731
https://doi.org/10.18653/v1/2022.emnlp-main.731
https://doi.org/10.18653/v1/2022.emnlp-main.731
https://arxiv.org/abs/2211.13069
https://arxiv.org/abs/2211.13069
https://doi.org/10.18653/v1/2024.naacl-long.316
https://doi.org/10.18653/v1/2024.naacl-long.316
https://news.theculturefactor.com/news/ai-meets-culture
https://news.theculturefactor.com/news/ai-meets-culture
https://doi.org/10.1162/coli_a_00556
https://doi.org/10.1162/coli_a_00556


A Dataset statistics and examples

We started with a set of 2,447 scraped debates,
1,380 of which remain after the automated vote-
count filtering process. After the first annotation
step, we identified 433 statements that are relevant
for PDI, 425 for IDV, 467 for MAS, 315 for UAI,
165 for LTO, and 202 for IND. Table 4 offers ex-
amples of relevant statements for each dimension,
associated with the assigned score. Even though
this dataset may be considered small in the age of
LLMs, it is considerably larger than existing work
in this space (Cao et al., 2023; The Culture Factor,
2024).

We release the CultureProbe dataset pub-
licly - https://github.com/vdorastie/
LLMs-Cultural-Values. Due to licensing issues,
we release statement ids (instead of the statement
texts) together with scrapping software, which
guarantees that our work is reproducible.

Statement Dim. Score
The Electoral College should be abol-
ished.

PDI -1

Organ donation should be mandatory. IDV -2
The primary focus of prisons should be
rehabilitation and reintegration, not pun-
ishment.

MAS -1

Health care providers should be man-
dated to get the flu vaccine.

UAI 1

Governments should push to implement
100% renewable energy.

LTO 2

Marijuana should be as legally accessi-
ble as alcohol.

IND 2

Table 4: Examples of statements that are relevant for
each Hofstede dimension, with their assigned score. In
case of agreement with the statement, a positive score
shows alignment with the positive polarity of the listed
dimension, while a negative score shows alignment with
the negative polarity of the dimension. Note that a
statement may be relevant for multiple dimensions.

We extract, via web scraping, a list of associated
subjects for each statement in the dataset. As ex-
plained in section 4, the statements cover a broad
area of domains. Figure 4 shows a histogram of 30
most frequent subjects in CultureProbe statements.

B Examples of sociocultural statements
and LLM responses

In this section we analyze multiple statements, for
different Hofstede dimensions, where the two LLM
groups (U.S. and Chinese) responded differently.

A statement where the two groups responded dif-
ferently is “Every human should have the right and

means to decide when and how to die”. The U.S.
LLMs’ agreement reflects a more individualistic
outlook, whereas the Chinese LLMs’ disagreement
aligns with the lower IDV score associated with
Chinese culture, in which individual decisions are
expected to consider the welfare of one’s group and
broader society.

For the statement “The UK should remain in
the EU if a hard Brexit is the only alternative op-
tion”, the U.S. models’ agreement aligns with a
higher UAI, emphasizing stability and predictabil-
ity, whereas the Chinese models’ disagreement in-
dicates a greater tolerance for uncertainty in pursuit
of potential long-term benefits.

C Human annotation experiment

The human annotation experiment was conducted
using Prolific (https://www.prolific.com/) for par-
ticipant recruitment and compensation. The survey
and annotation interface was created using Jatos
(https://www.jatos.org/).

The experiment consisted of two stages. In the
first stage, each annotator was required to deter-
mine whether a statement was relevant to a di-
mension, one dimension at a time. Therefore, the
annotation process was simplified to a series of
binary Yes/No questions. Before each new dimen-
sion, a brief explanation accompanied by examples
was given to familiarize the annotator with the spe-
cific dimension. The second stage followed the
same structure, but the annotators had 4 possible
responses, similar to the LLM step 2 annotation
process.

Participants were recruited directly through Pro-
lific using Nationality and Place of Birth screening
criteria (i.e., from U.S. and China). Each partic-
ipant was questioned in its native language. All
annotations were collected anonymously. Partic-
ipants received £9.00/hr., with an expected com-
pletion time of 1 hour and 20 minutes for the first
task, and 40 minutes for the second task. We re-
cruited five people from China and five people from
U.S. for the first stage, and five people from U.S.
and four people from China for the second stage.
In both stages, we used in our analysis only the
top three annotators from each culture, who were
chosen based on their performance on the control
statements. Table 5 presents the inter-annotator
average Kappa agreement for the two steps.
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Figure 4: Top 30 most frequent subjects in CultureProbe. Each statement may have one or multiple associated
subjects. We observe that the dataset is formed of general statements that cover a wide area of subjects of interest.

Figure 5: Scoring of humans and LLMs according to the Hofstede dimensions, considering all LLM outputs. LLMs
were prompted to agree or disagree with a given statement, and each response was assigned a polarity score ranging
from −2 to +2 along the corresponding Hofstede dimension. These scores were then averaged and linearly mapped
to a 0–100 scale to ensure comparability with human measurements. We observe that the LLMs largely follow the
trends observed in human measurements across five out of six dimensions.

D Prompts used for LLM evaluation

Figures 6 and 7 show the prompts used during
the evaluation methodology, where we ask LLMs
whether they agree or disagree with a given Cul-
tureProbe statement.

E U.S. vs Chinese LLMs on all datapoints

Figure 5 presents the differences between the hu-
mans of the two analysed cultures and the LLMs,
considering all LLM outputs, not only the differ-

Figure 6: English prompt used during the evaluation
experiment.
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Step Inter-annotator
Step 1 0.25
Step 2 (P) 0.59
Step 2 (PS) 0.33

Table 5: Average Kappa agreement between annotators
for all dimensions. Step 1 annotates the binary rele-
vance of a statement for a given dimension. Step 2
indicates the magnitude of the dimension. Step 2 (P)
uses three labels: −1, 0, 1; Step 2 (PS) uses five labels:
−2,−1, 0,+1,+2.

Figure 7: Chinese prompt used during the evaluation
experiment.

ent predictions of the LLMs. We observe that the
LLMs still follow the human trends for 5/6 Hofst-
ede dimensions, but the differences are attenuated.
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