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Abstract

Large Language Models (LLMs) are increas-
ingly serving as autonomous agents, and their
utilization of external tools via the Model Con-
text Protocol (MCP) is considered a future
trend. Current MCP evaluation sets suffer from
issues such as reliance on external MCP ser-
vices and a lack of difficulty awareness. To ad-
dress these limitations, we propose MCPAgent-
Bench, a benchmark based on real-world MCP
definitions designed to evaluate the tool-use
capabilities of agents. We construct a dataset
containing authentic tasks and simulated MCP
tools. The evaluation employs a dynamic sand-
box environment that presents agents with can-
didate tool lists containing distractors, thereby
testing their tool selection and discrimination
abilities. Furthermore, we introduce compre-
hensive metrics to measure both task comple-
tion rates and execution efficiency. Experi-
ments conducted on state-of-the-art LLMs re-
veal significant performance differences in han-
dling complex, multi-step tool invocations. All
code is open-source at (Github, 2026).

1 Introduction

Large Language Models (LLMs) (Vaswani et al.,
2017; Brown et al., 2020; DeepSeek-Al, 2025;
Yang et al., 2025) achieve breakthrough progress in
natural language processing and complex reasoning
tasks. To further advance capabilities, the research
community shifts focus toward Agent models (Park
et al., 2023; Wang et al., 2023; Xi et al., 2023;
Hong et al., 2023). The Model Context Protocol
(MCP) (Model Context Protocol Team, 2025; Hou
et al., 2025; Ehtesham et al., 2025; Lumer et al.,
2025) currently represents a crucial exploration
aimed at unifying the interaction modality between
Agents and external tools, defining a standard for-
mat for tool invocation. Agent utilization of MCP
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tools becomes a key approach for solving complex,
real-world tasks. Consequently, establishing a com-
prehensive evaluation benchmark that assesses the
planning and execution capabilities of Agents in
invoking MCP tools is essential.

However, existing MCP capability assessment
benchmarks (Luo et al., 2025; Gao et al., 2025; Fan
et al., 2025) suffer from several significant limi-
tations. Firstly, a stability and dependency issue
exists, as current benchmarks often rely on real,
remote MCP servers, where service stability and
availability heavily impact the reproducibility of
testing results. Secondly, these benchmarks exhibit
insufficient difficulty awareness, performing only
simple task categorization and lacking granular ob-
servation of the invocation complexity level. Most
importantly, models should be able to efficiently
complete tasks, while existing frameworks lack
metrics for task execution efficiency. To address
these challenges, a new evaluation benchmark must
incorporate: local MCP server deployment to en-
sure stability; comprehensive coverage of complex
invocation scenarios, including single-step, serial,
and parallel calls; and dedicated metrics for task
execution efficiency.

To achieve these goals, this paper proposes MC-
PAgentBench, an evaluation benchmark specifi-
cally designed to assess the efficiency of Agent
MCP tool invocation locally. This evaluation work
makes the following contributions:

* Local Deployment of MCP Servers Enabling
Easily Reproducible Evaluation: We collect
over 20,000 MCP Tools from sources includ-
ing MCP Marketplace (MCP Market, 2025)
and HuggingFace (MCPHackathon, 2025),
and then perform reconstruction of selected
tools into 141 locally maintained MCP servers
to provide controlled execution settings as
well as reproducible evaluation while preserv-
ing authentic tool definitions and protocol-
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compliant behavior.

* A Structured Task Suite Grouped by Invo-
cation Complexity: 841 raw tasks in total
are collected from datasets including Infinity-
Instruct (Infinity-Instruct, 2025) and Schema-
Guided Dialogue Dataset (Rastogi et al.,
2020). They are organized according to in-
vocation complexity and task characteristics,
allowing systematic analysis across different
categories of tool-use difficulty. 178 high-
quality tasks are finally constructed through
manual labeling and matching between tasks
and tools.

* Comprehensive Metrics for Accuracy and
Efficiency Evaluation: The Task Finish
Score (TFES), Task Efficiency Finish Score
(TEFS),Time Efficiency, and Token Efficiency
metrics adapt widely used agents’ evaluation
paradigms to MCP tool invocation, enabling
quantitative analysis of Agent’s planning cor-
rectness, execution timing, and resource con-
sumption under a unified protocol. This com-
patibility facilitates comparison with prior
agent evaluation while providing additional
insight into the efficiency of MCP-based tool
use.

2 Related Work

Recent advances in agentic large language mod-
els (LLMs) have shifted evaluation from pure text
generation toward tool-use reasoning, with a grow-
ing emphasis on when, how, and why agents in-
voke tools. The Model Context Protocol (MCP)
has emerged as a unified substrate for such evalua-
tion by enforcing schema-consistent communica-
tion and execution-grounded validation, enabling
reproducible and protocol-aligned assessment of
tool-augmented agents.

Before MCP, tool-use benchmarks were devel-
oped largely within heterogeneous API ecosystems.
API-Bank (Li et al., 2023) and ToolBench (Qin
et al., 2024) evaluated Plan—Retrieve-Call behav-
iors but lacked unified protocol abstraction and
execution-level guaranties. Earlier paradigms such
as ReAct (Yao et al., 2023), Auto-GPT (Richards,
2023), and GAIA (Mialon et al., 2023) explored the
interaction between reasoning and acting, though
often in synthetic or text-only environments. More
recent MCP-based benchmarks represent a clear
shift from simulated function calling to execution-

verified, protocol-consistent evaluation. MCP-
Universe (Luo et al., 2025) and MCP-Bench (Wang
et al., 2025) evaluate agents against live MCP
servers, MCP-RADAR (Gao et al., 2025) intro-
duces multi-dimensional evaluation metrics, MCP-
World (Yan et al., 2025) supports hybrid API-GUI
tasks, LiveMCPBench (Mo et al., 2025) evaluates
agents’ retrieval and multi-tool composition abili-
ties in large-scale MCP ecosystems, and MCPTool-
Bench++ (Fan et al., 2025) further scales evaluation
to thousands of MCP servers with a fine-grained
error taxonomy.

While these benchmarks substantially advance
the realism and coverage of MCP-based evaluation,
they primarily focus on task correctness and pro-
tocol compliance. In contrast, MCPAgentBench is
proposed as a complementary data set that targets
a more fine-grained and decision-centric aspect of
tool use: the efficiency with which agents select
and invoke MCP tools to complete tasks. In terms
of concreteness, MCPAgentBench differs from the
existing MCP benchmarks in several key aspects.
It employs an Autogen-based sandbox with locally
maintained MCP servers to ensure stable and repro-
ducible execution. Tasks are categorized according
to the complexity of MCP tool invocation and task
attributes, enabling structured analysis across dif-
ficulty levels. Moreover, MCPAgentBench uses
authentic definitions and parameters of the MCP
tool, building simulated MCP servers that strictly
follow the standard MCP protocol, while introduc-
ing realistic distractors that test the’ robustness of
agents in tool selection. Together, these design
choices position MCPAgentBench as a comple-
mentary benchmark that emphasizes task comple-
tion efficiency, task authenticity, and robustness to
interference, allowing fine-grained evaluation of
agent tool-invocation capabilities beyond correct-
ness alone.

3 MCPAgentBench Framework

This section introduces the architecture of MCPA-
gentBench, the benchmark construction process,
the evaluation process, task classification, and eval-
uation metrics.

3.1 Overview

MCPAgentBench employs a sandbox environment
built upon the Autogen framework (Wu et al.,
2023). For each task, the system dynamically loads
a corresponding MCP tool list via Autogen’s tool
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Figure 1: MCPAgentBench Overview.
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Figure 2: The Data Preprocess of MCPAgentBench.

interface to facilitate automated benchmark testing. ¢ Automated Evaluation Sandbox: A sandbox envi-

The overall architecture of the MCPAgentBench
framework, illustrated in Figure 1, comprises three
key components:

* MCP Tool Collection: A repository of authentic
MCP tools, collected and curated from GitHub
and various MCP collection websites. MCPA-
gentBench extracts structured information for
each tool, particularly its functional description
and parameters.

» Task Set: A diverse collection of tasks spanning
daily life and professional domains. These tasks,
originating from real-world datasets, have under-
gone meticulous manual review and curation to
ensure the uniqueness of each task’s solution.

ronment implemented using the Autogen frame-
work, designed for automated task execution and
evaluation.

The evaluation process leverages this sandbox en-
vironment. For each task 7', MCPAgentBench re-
trieves n corresponding correct tools () from the
main tool library and samples K — n "distractor
tools" (F') that are functionally unrelated or easily
confused. Together, these form a dynamic candi-
date list L containing K tools (e.g., K = 20, 30),
which MCPAgentBench provides to the agent un-
der test at runtime.

The agent (driven by the LLM under test) must
interpret task 7', select the correct tool(s) from the
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distractor-filled list L, and generate compliant call
parameters. The Autogen framework manages the
agent-tool interaction and records every tool call.
Finally, MCPAgentBench compares these captured
calls against the pre-defined, unique solution and
automatically computes a score based on the eval-
uation metrics. During comparison, MCPAgent-
Bench by default compares both the name of the
called MCP tool and the incoming parameters with
the solution. For tools where parameters are not
unique, MCPAgentBench only compares whether
the names are consistent.

This design not only tests the model’s fundamen-
tal tool-calling capabilities but also specifically as-
sesses its tool discrimination and anti-interference
abilities in a "needle in a haystack" scenario. Users
can initiate the fully automated evaluation simply
by providing an API key and model name in the
configuration file.

The Autogen-based sandbox provides a unified
environment for evaluation. The benchmarking pro-
cess utilizes 178 human-curated test cases, which
load sequentially into the sandbox for testing. Fur-
thermore, MCPAgentBench supports user-defined
test cases, allowing for the expansion of the eval-
uation scope by following the specified instance
format.

3.2 Data Preprocessing

The quality of the benchmark hinges on the authen-
ticity and rigor of its data. To construct high-quality
test cases, MCPAgentBench employs a four-step
data processing workflow designed to ensure task
authenticity, tool representativeness, and solution
uniqueness.

Step 1: Raw Data Collection. As shown in
Figure 2, the process begins by collecting raw
data from two primary public channels. For MCP
Tools, we gather authentic Model Context Protocol
servers and tool definitions from various websites,
including (Punkpeye, 2025), (MCP Market, 2025),
(MCP.so Community, 2025), and (MCPHackathon,
2025). These definitions typically exist in the form
of API documentation, JSON Schemas, or code
comments. After deduplication, we obtain def-
initions for 9714 MCP servers and over 20,000
MCP tools. For Tasks, we collect real-world user
queries and task descriptions from the Hugging
Face Datasets platform and other academic datasets
like (Infinity-Instruct, 2025) and Schema-Guided
Dialogue Dataset (Rastogi et al., 2020). These
tasks cover both daily and professional domains.

Step 2: Tool and Task Annotation. The collected
raw tools and tasks are functionally disparate. To
establish connections between them and ensure
label standardization, MCPAgentBench utilizes a
three-stage, LLM-based annotation process. First,
this stage leverages the open-ended generation ca-
pability of an LLLM to perform an initial, uncon-
strained, free-format annotation of all MCP tools
and tasks, allowing the model to generate multi-
ple descriptive labels for each item. Next, this is
followed by manual integration and filtering of all
generated tags. This process aims to merge syn-
onyms, remove ambiguous labels, and establish a
unified, standardized "Tag Set". Finally, an LLM is
utilized again, but constrained to select labels only
from this established Tag Set. The model selects
the most appropriate label(s) for each MCP tool
and task, ensuring consistent classification.

Step 3: Matching and Curation. This step is crit-
ical for constructing effective test cases. This step
identifies potential "Task-Tool" pairs by matching
similar tags. However, original task descriptions
and tool definitions seldom align perfectly. There-
fore, strict manual curation is performed, aiming
to align the Task and Tool to achieve a "unique
solution" with minimal modifications. 141 MCP
tools are finally selected and are reconstructed into
141 MCP servers with one tool in each server.

Step 4: MCP Tool Code Generation. Finally, to
enable automated evaluation in the sandbox, exe-
cutable mock code for the MCP tools is required.
LLM (e.g., GPT-40) automatically generate Python
stub functions based on the curated tool definitions
(including tool name, description, and parameters).
As automatically generated code may contain de-
fects, an expert team reviews and modifies each
function. This review ensures function signatures
are identical to the definitions, the logic is correct,
and the code executes safely within the sandbox.

This process yields a complete test case, which
comprises three core components: (1) the task de-
scription, (2) the MCP tool definition and its veri-
fied mock code, and (3) the unique solution for the
task. These test cases are stored locally in JSON
format, enabling dynamic loading within the sand-
box environment during the evaluation process.

3.3 Task Classification

To assess the model’s capabilities in various scenar-
ios, we classified all tasks based on their complex-
ity and domain specificity.

Task Domain: 1) Daily Tasks: Covers daily-life
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Figure 3: Evaluation Results of TFS and TEFS.

scenarios such as entertainment and office work.
2) Professional Tasks: Involves specific domains,
such as academic research or software engineering.

Invocation Complexity: 1) Single-Tool Invoca-
tion: The task can be resolved by invoking only
one MCP tool. This tests the Agent’s foundational
ability to understand and select the correct tool. 2)
Dual-Tool Parallel Invocation: The task requires
the Agent to plan and invoke two independent tools
concurrently. This assesses the Agent’s task de-
composition and parallel planning capabilities. 3)
Dual-Tool Serial Invocation: The task requires
the Agent to invoke tools in two sequential steps,
following a specific logical order. For example, the
tool invocation in the second step may depend on
the output from the first. This assesses the Agent’s
capabilities for multi-step reasoning, planning, and
state maintenance. 4) Multi-Tool Invocation: The
task requires the Agent to invoke tools in multi-
ple steps according to a logical sequence. This
may involve a combination of parallel and serial
invocations, representing a more complex tool-use
scenario.

Every Domain contains 30 tasks of Single-tool
Invocation, plus 20 tasks of each other complex
type of invocation (except the professional multi-
tool invocation, which contains 18 tasks), for a total
of 178 tasks.

4 Evaluation

4.1 Evaluation Metrics

To evaluate the Agent’s capabilities from multiple
dimensions, we define the following evaluation

metrics, which cover task completion, execution
efficiency, and resource consumption.

Let N be the total number of tasks in the test set,
and T; be the i-th task. Let (G; be the solution for
task 7;, defined as a sequence of n; standard tool
invocations. The weight of task T} is its number
of standard invocations, |G;| = n;. Let P; be the
tool invocation sequence actually generated by the
Agent for task 7;.

Task Finish Score (TFS): A task T; is consid-
ered "Finished" (IsFinished(7;) = 1) if and only if
the set of tool invocations generated by the Agent,
P;, is identical to the set of invocations in the
golden solution GG;. This requires an exact match
of all "tool names" and "parameters" (where appli-
cable), but does not consider the invocation order.
TES is the weighted average score across all tasks.

SN | IsFinished(T}) - |G|

iy |Gl

Task Efficiency Finish Score (TEFS): A
task T; is considered "Efficiently Finished"
(IsEfficientlyFinished(7;) = 1) if and only if two
conditions are met: (1) The task is "Finished"
(IsFinished(T;) = 1), and (2) The Agent’s gen-
erated tool invocation sequence P; exactly matches
the golden solution G; in its serial and parallel exe-
cution order. TEFS is the weighted average score
across all tasks.

SN | IsEfficientlyFinished(T}) - |G;]
N
> i1 |Gl
Resource Efficiency: We also record the
Agent’s resource overhead during task execution to

TFS =

TEFS =
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Table 1: TFS avg@4 by Task Category

Daily Professional

Models

Single Dual Serial Dual Parallel Multi Single Dual Serial Dual Parallel Multi
claude-sonnet-4.5 96.67 86.25 93.75 67.50  90.00 58.75 68.75 40.28
DeepSeek-V3.2 91.67 58.75 68.75 56.25 89.17 50.00 62.50 36.11
gemini-3-pro-preview 72.50 50.00 52.50 3875 67.50 40.00 48.75 37.50
glm-4.6 87.50 92.50 77.50 50.00 83.33 58.75 61.25 44.44
gpt-5 90.83 77.50 73.75 38.75 82.50 48.75 56.25 41.67
grok-4 93.33 55.00 67.50 40.00 83.33 43.75 62.50 37.50
kimi-k2-thinking 90.83 70.00 76.25 57.50 86.67 47.50 56.25 34.72
03 95.83 80.00 85.00 56.25 87.50 48.75 71.25 36.11
04-mini 93.33 72.50 70.00 37.50 91.67 57.50 65.00 13.89
qwen3-235b-a22b-instruct-2507  89.17 76.25 77.50 60.00 89.17 47.50 63.75 31.94
qwen3-235b-a22b-thinking-2507 94.17 40.00 80.00 3250  86.67 33.75 70.00 29.17
Average 91.04 70.73 75.10 49.90 85.90 47.71 61.98 34.95

Table 2: TEFS avg@4 by Task Category

Models Daily Professional

Single Dual Serial Dual Parallel Multi Single Dual Serial Dual Parallel Multi
claude-sonnet-4.5 96.67 51.25 93.75 55.00  90.00 33.75 68.75 15.28
DeepSeek-V3.2 91.67 58.75 22.50 12.50 89.17 48.75 13.75 26.39
gemini-3-pro-preview 72.50 28.75 48.75 20.00 67.50 17.50 47.50 5.56
glm-4.6 87.50 75.00 76.25 35.00 83.33 50.00 48.75 23.61
gpt-5 90.83 77.50 0.00 10.00  82.50 48.75 0.00 30.56
grok-4 93.33 31.25 67.50 27.50 83.33 20.00 62.50 5.56
kimi-k2-thinking 90.83 57.50 72.50 41.25 86.67 37.50 43.75 22.22
03 95.83 80.00 0.00 8.75 8750 48.75 0.00 25.00
04-mini 93.33 72.50 0.00 10.00 91.67 57.50 0.00 11.11
qwen3-235b-a22b-instruct-2507  89.17 66.25 73.75 25.00 89.17 37.50 60.00 20.83
qwen3-235b-a22b-thinking-2507 94.17 8.75 80.00 13.75 86.67 3.75 70.00 5.56
Average 91.04 57.81 47.08 24.06 85.90 36.77 36.46 17.59

evaluate its cost-effectiveness. The "Total Score" in
these metrics refers to the total weighted score (e.g.,
the numerator in the TFS formula: > IsFinished -
|Gi).

» Token Efficiency: Measures the score obtained
per 1k output tokens consumed.

Total Score

Token Efficiency = 5
> ;=1 Output Tokens,

* Time Efficiency: Measures the score obtained
per minute of execution time.

Total S
Time Efficiency = ol Seore

Zf\i 1 Time;

In subsequent tests, the "Total Score" used for
efficiency calculations is the total weighted score
derived from TEFS.

4.2 Main Results

We evaluate the performance of the following 11
mainstream models using the MCPAgentBench

benchmark: Claude Sonnet 4.5 (Anthropic, 2025),
DeepSeek V3.2 (DeepSeek-Al et al., 2025), Gem-
ini 3 Pro Preview (Google Al, 2025), gpt-5 (Ope-
nAl, 2025a), gpt-03 (OpenAl, 2025b), gpt-o4-mini
(OpenAl, 2025c¢), grok-4 (xAl, 2025), qgwen3-235b-
a22b-instruct-2507 (Yang et al., 2025), qwen3-
235b-a22b-thinking-2507 (Yang et al., 2025), kimi-
k2 (Bai et al., 2025), and glm-4.6 (ZhipuAl, 2025).
For the performance comparison experiments, the
number of tool invocation lists, IV, is set to 20.

Figure 3 presents the overall average TFS and
TEFS scores (avg@4) for 11 mainstream models
evaluated on MCPAgentBench. Under the TFS
metric, Claude Sonnet 4.5, 03, and glm-4.6 achieve
the top three scores of 71.6, 66.0, and 65.1, respec-
tively, demonstrating superior task completion. In
contrast, Gemini 3 Pro Preview records the low-
est score of 48.1. Assessment under the stricter
TEFS metric reveals that Claude Sonnet 4.5, glm-
4.6, and qwen3-235b-a22b-instruct-2507 secure
the top three positions in execution efficiency with
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Figure 5: Evaluation Results of Time Efficiency.

respective scores of 57.7, 54.4, and 51.8, while
Gemini 3 Pro Preview exhibits the lowest efficiency
score of 33.5.

Nearly all evaluated models exhibit a decline of
over 10 points in TEFS compared to TFS, with the
03 model recording the most significant drop of
28.5 points. This disparity indicates that current
MCP tool-use capabilities prioritize task resolu-
tion over execution efficiency. Such neglect of effi-
ciency results in substantial resource waste, specifi-
cally in terms of token consumption and execution
time.

Tables 1 and 2 present the scores across differ-
ent task categories. Since TFS does not account
for execution efficiency, it provides a more direct
reflection of inherent task difficulty. In both Daily
and Professional domains, average model scores
decline as the number of tool invocations increases,
showing that task difficulty scales from Single to
Multi-tool scenarios. From a domain perspective,

Professional tasks consistently exhibit higher diffi-
culty than Daily tasks.

Furthermore, the average TFS for Dual Parallel
tasks exceeds that of Dual Serial tasks, suggesting
that, from a logic and completeness standpoint, se-
rial tasks are more challenging to resolve. However,
transitioning to the TEFS metric reveals a sharp and
significant decline in Dual Parallel scores across
all models. This trend indicates a widespread de-
ficiency in correctly executing parallel tool calls.
This limitation is particularly prominent in OpenAl
series models (e.g., gpt-5), which record a TEFS of
0 for Dual Parallel tasks, failing to execute required
parallel operations efficiently or accurately.

Further observation of task-specific performance
reveals distinct differences in tool-invocation strate-
gies among models. OpenAl models adopt an ex-
treme serial approach, resulting in zero scores for
Dual Parallel tasks. Conversely, Claude Sonnet 4.5
prioritizes parallelization wherever possible; while
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Figure 6: The influence of model size and Tool Count on TEFS score

this leads to equivalent TFS and TEFS scores for
Dual Parallel tasks, the model incorrectly applies
parallel strategies to Dual Serial tasks, causing an
anomalous drop in its TEFS score. Other models
occupy an intermediate state between these two
strategic extremes.

Figure 4 illustrates the results for Token Effi-
ciency. qwen3-235b-a22b-instruct-2507 exhibits
the highest Token Efficiency, significantly higher
than Claude Sonnet 4.5 and glm-4.6, which rank
second and third, respectively. This leading perfor-
mance is attributed to qwen3-235b-a22b-instruct-
2507’s highest score under the TEFS metric com-
bined with its "NoThinking" design. Conversely,
gpt-5 records the lowest Token Efficiency, suggest-
ing that the excessive "thinking" tokens generated
by gpt-5 do not translate into effective scores.

Figure 5 illustrates the results for Time Effi-
ciency. Claude Sonnet 4.5 achieves the highest
Time Efficiency, which is consistent with the ear-
lier analysis of its aggressive parallel strategy selec-
tion. glm-4.6 and qwen3-235b-a22b-instruct-2507
rank second and third, respectively, while gpt-5
records the lowest Time Efficiency. These results
are subject to external factors such as network la-
tency and regional variations, which may lead to
discrepancies during reproduction. To ensure re-
sult stability, the evaluation utilizes official APIs
wherever possible.

Overall, the evaluated models demonstrate vary-
ing capabilities across different benchmarking met-
rics. Claude Sonnet 4.5 achieves the top ranking
in TFS, TEFS, and Time Efficiency, underscoring
its superior proficiency in MCP tool use. Specifi-
cally, its aggressive parallel tool-invocation strat-
egy yields distinct advantages in both execution
speed and performance on parallel tasks. Con-
versely, other models—most notably the OpenAl
series—exhibit a significant deficit in parallel tool-

use capability, resulting in substantial score reduc-
tions under the stricter TEFS evaluation dimension.

4.3 Performance Analysis

We further investigate the influence of model size
and the number of candidate tools on TEFS.

First, we examine the change in avg@4 TEFS
for different size models within the Qwen2.5 and
Qwen3 series, setting the number of candidate tools
to 10. As shown in Figure 6(a), TEFS generally ex-
hibits an upward trend as the model size increases.
However, a noticeable dip in performance occurs
at the Qwen 2.5 32B model, which may relate to
its specific training methodology.

Next, we evaluate the impact of varying the
number of candidate tools using Deepseek-V3.2,
Kimi-K2-Thinking and Qwen3-235B. Figure 6(b)
presents the results. Although Deepseek-V3.2
shows a slight upward trend when the number of
tools is 10 and 20, overall, as the number of alterna-
tive tools increases, the TEFS of all models show a
slight downward trend.

In summary, the TEFS score generally increases
with model scale and decreases as the number of
distractor tools grows.

5 Conclusion

In this paper, we propose MCPAgentBench, an
Autogen-based evaluation framework designed to
measure the efficiency of large language models’
MCEP tool invocation for task completion. The
framework constructs daily and professional tasks
covering single-tool, dual-tool (serial or parallel),
and multi-tool invocations by matching hundreds
of collected tasks with over 20,000 MCP tools. The
design of novel task completion efficiency metrics
achieves automated evaluation of model capabili-
ties. The relevant code is open-source.
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