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Abstract
Dimensional Aspect-Based Sentiment Analy-
sis (DimABSA) extends traditional ABSA by
predicting continuous sentiment intensity in
the Valence-Arousal space. To tackle the re-
gression subtasks (DimASR and DimStance),
we propose a Dual-Stream Syntax-Aware ar-
chitecture synergizing contextual semantics
with a Deep Syntax-Guided Graph Convolu-
tional Network (GCN). It utilizes a Context-
Aware Anchor for semantic filtering and post-
norm residuals to prevent oversmoothing. For
generative extraction, we apply Direct Pref-
erence Optimization (DPO) via a resource-
efficient, heuristic-based data perturbation strat-
egy to construct preference pairs without costly
LLMs. Across multilingual settings, our re-
gression model achieves top-5 rankings in nine
domains and obtains the best result on the
Chinese-Finance dataset. Empirical analysis
shows that explicit syntactic modeling consis-
tently improves continuous sentiment regres-
sion, while DPO provides modest but stable
gains for boundary-constrained extraction. Our
source code is publicly available in our GitHub
repository.

1 Introduction

Aspect-Based Sentiment Analysis (ABSA) iden-
tifies sentiments expressed toward specific enti-
ties. Although foundational psychological mod-
els represent affect in a continuous space (Rus-
sell, 1980), early ABSA approaches relied on
discrete rule-based and statistical methods (Hu
and Liu, 2004; Jiang et al., 2011). Neural
architectures-particularly attention-based RNNs
(Tang et al., 2016; Wang et al., 2016) and syntax-
aware Graph Convolutional Networks (Zhang et al.,
2019)-subsequently became dominant to capture
aspect-specific contexts and structural dependen-
cies. More recently, Transformers and Large Lan-
guage Models (LLMs) have enabled unified genera-
tive paradigms for structured extraction (Yan et al.,
2021; Wu et al., 2025).

Most existing ABSA approaches formulate senti-
ment prediction as a discrete classification problem

(e.g., positive, negative, neutral), which makes it
difficult to capture subtle variations in emotional
intensity. To address this limitation, the SIGHAN
2024 shared task (Lee et al., 2024b) introduced
Dimensional Aspect-Based Sentiment Analysis
(DimABSA) for Chinese, where sentiment is mod-
eled in a continuous ValenceArousal (VA) space.
Participating systems explored various strategies,
including integrating Pre-trained Language Models
(PLMs) with LLMs (Xu et al., 2024b), enhanc-
ing span-based extraction with contrastive learning
(Tong and Wei, 2024), and applying coarse-to-fine
in-context learning (Zhu et al., 2024).

Building on this line of work, SemEval-2026
Task 3 (Yu et al., 2026) extends the DimABSA
framework to multilingual and multidomain set-
tings, and unifies sentiment and stance prediction
under the same VA representation. The task is orga-
nized into three subtasks. Subtask 1 (Dimensional
Aspect Sentiment Regression - DimASR) focuses
on the continuous regression objective, requiring
systems to predict real-valued Valence-Arousal
(VA) scores for specific targets. This subtask is
evaluated across two distinct tracks: traditional con-
sumer reviews (Track A) and sociopolitical texts
(Track B), with the latter formally defined as the Di-
mensional Stance Analysis (DimStance). Subtask
2 (Dimensional Aspect Sentiment Triplet Extrac-
tion - DimASTE) moves to structured extraction,
where systems must identify (A,O, V A) triplets
that connect aspect terms and opinion expressions
with their corresponding scores. Subtask 3 (Dimen-
sional Aspect Sentiment Quadruple Prediction -
DimASQP) further increases the structural com-
plexity by requiring (A,C,O, V A) quadruplets,
adding aspect categories to the prediction targets.

To address these challenges, we introduce a com-
prehensive suite of models tailored to distinct sub-
tasks. The main contributions of this paper are
summarized as follows:

• We present a robust multilingual solution ad-
dressing all three subtasks of SemEval 2026
Task 3, successfully modeling fine-grained af-
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fect for both consumer feedback and public
discourse simultaneously.

• For the DimASR subtask, we propose a novel
Dual-Stream Syntax-Aware architecture. It
features a Context-Aware Anchor mechanism
with residual bilinear attention to filter se-
mantic noise, synergized with a Deep Syntax-
Guided GCN to capture long-range dependen-
cies without oversmoothing.

• For the generative extraction subtasks (Di-
mASTE and DimASQP), we empirically in-
vestigate the viability of Direct Preference
Optimization (DPO). We contribute a valu-
able negative finding regarding the intrinsic
limitations of preference-aligned LLMs learn-
ing method when handling highly constrained,
continuous-score tuple extraction.

2 Related Works

Structural Modeling for Continuous Regres-
sion Recent DimABSA frameworks frequently
approach continuous sentiment prediction through
sequential labeling or span-based modeling (Wang
et al., 2024; Tong and Wei, 2024). While effec-
tive, these paradigms tend to bypass explicit syn-
tactic structures or may introduce additional com-
putational overhead. Conversely, although tradi-
tional discrete ABSA has demonstrated that Graph
Convolutional Networks (GCNs) can help cap-
ture long-range aspect-opinion interactions (Zhang
et al., 2019; Wu et al., 2021; Du et al., 2021)
and mitigate contextual noise (Veyseh et al., 2020;
Meng et al., 2020; Sun et al., 2025), the poten-
tial of such explicit syntactic priors in continuous
Valence-Arousal regression remains relatively un-
derexplored.

Data Augmentation and Large Language Mod-
els Given the data-intensive nature of neural mod-
els, augmentation strategies are often employed
to improve generalization, particularly in low-
resource or domain-specific settings (Yu et al.,
2023; Zhang et al., 2024). The development of
Transformer-based models (Vaswani et al., 2023)
has further influenced ABSA research, ranging
from encoder-based fine-tuning approaches (De-
vlin et al., 2019; Zhang et al., 2022; Li et al., 2021)
to generative Seq2Seq frameworks (Zhang et al.,
2021; Lee et al., 2024a).

More recently, large language models have been
explored under zero-shot and few-shot in-context

learning settings. While prompting-based meth-
ods offer flexibility, several studies report that task-
specific fine-tuning remains competitive, particu-
larly for structured extraction tasks (Zhou et al.,
2024; Liu et al., 2024; Amin et al., 2023). These
observations suggest that explicit modeling and su-
pervised alignment continue to play an important
role in controlled dimensional sentiment extrac-
tion.

Direct Preference Optimization Framework.
Direct Preference Optimization (DPO) (Rafailov
et al., 2024) provides a reinforcement-learning-free
alternative to traditional RLHF by mapping reward
functions directly to optimal policies. This allows
models to be optimized over preference pairs using
a maximum likelihood objective with an implicit
Kullback-Leibler constraint. To address standard
DPO’s limitations, recent variants have introduced
reference-free architectures to reduce memory over-
head (e.g., CPO (Xu et al., 2024a), ORPO (Hong
et al., 2024)), alternative loss formulations to mit-
igate likelihood collapse (e.g., IPO (Azar et al.,
2023), DPOP (Pal et al., 2024)). Beyond foun-
dational alignment, DPO has been successfully
adapted for highly constrained, domain-specific
tasks such as ranking (Chen et al., 2024). However,
DPO’s performance remains heavily bottlenecked
by the costs of acquiring pairwise preference data,
which requires human annotation or LLMs.

3 Methods

This section describes our modeling approaches for
the three subtasks of SemEval-2026 Task 3.

3.1 Subtask: DimASR and DimStance
To jointly model contextual semantics and syntactic
dependencies of the target aspects, we introduce a
Dual-Stream Syntax-Aware framework. As shown
in Figure 1, the overall architecture consists of dual
encoding of the input text, context-aware semantic
filtering, syntax-guided graph convolution, and a
final feature fusion step for regression.

Dual Input and Shared Backbone Encoding To
explicitly decouple target semantics from contex-
tual noise, we formulate two parallel inputs: a
Context Stream (Xctx = 〈{wi}n, [SEP], {aj}m〉)
and an isolated Aspect Stream (Xasp = 〈{aj}m〉).
A shared FacebookAI/xlm-roberta-large back-
bone (Conneau et al., 2020) independently encodes
both streams to yield their respective hidden repre-
sentations, Hctx and Hasp.



Semantic Filtering via Context-Aware Anchor
To filter semantic noise and explicitly emphasize
target-relevant tokens, we introduce a residual bi-
linear attention mechanism. We first construct
a robust semantic anchor a = Mean(Hasp) +
γ · Mean(Hctx). Using this anchor, we com-
pute the importance weight for each context to-
ken hi ∈ Hctx via ei = h>

i Wbia and the nor-
malized attention score α = Softmax(e). Finally,
the context stream is reweighted through a resid-
ual connection to form the filtered representation
H̃ctx = Hctx + Dropout(Hctx � α), where Wbi

is a learnable weight matrix, γ is a tunable scaling
factor, and � denotes element-wise multiplication.

Deep Syntax-Guided GCN To capture long-
range dependencies, we parse the input via spaCy
(Montani et al., 2023) to construct a weighted ad-
jacency matrix A, where Aij = wtype · exp(−λ ·
dist(i, j)) explicitly integrates the dependency re-
lation weight wtype and the shortest path dis-
tance dist(i, j). Initialized with the filtered con-
text H̃ctx, we deploy an N -layer Graph Convo-
lutional Network (Kipf and Welling, 2016). To
mitigate oversmoothing in deep architectures, each
spectral convolution step G(l) is stabilized via a
learnable post-norm residual connection: H(l) =
LayerNorm(H(l−1) + β(l)G(l)), with β(l) serving
as a layer-specific scaling factor.

Feature Fusion and Prediction Finally, the
context-aware semantic outputs and the syntactic
graph representations are concatenated element-
wise. We perform aspect-weighted pooling on
these fused features - directly reusing the atten-
tion weights from the earlier semantic filtering step
- and feed the resulting representation into two sep-
arate linear heads to predict the continuous Valence
and Arousal scores.

3.2 Subtask: DimASTE and DimASQP
While the aforementioned Dual-Stream Syntax-
Aware framework excels at the regression subtasks
(DimASR and DimStance) by explicitly modeling
the syntactic dependencies required for continu-
ous sentiment scoring, the generative extraction
subtasks (DimASTE and DimASQP) present a fun-
damentally different challenge. Predicting complex
relational triplets and quadruplets alongside exact
span boundaries and continuous Valence-Arousal
dimensionsis an inherently sequence-to-sequence
problem that is poorly suited for discriminative
graph modeling. Large Language Models (LLMs)

are naturally equipped for this kind of structured
generation, but they frequently struggle to adhere
to strict boundary constraints and exact continu-
ous score formatting. We transition to a generative
approach, leveraging Preference Learning to explic-
itly align the model with the rigid structural and
dimensional demands of aspect extraction.

For DimASTE and DimASQP, in order to cap-
ture the intricate relational triplets and quadruplets
within the input text, we frame the extraction task
as a preference learning problem. As illustrated in
Figure 2, we employ a Direct Preference Optimiza-
tion (DPO) framework to align the LLM with the
strict boundary constraints and formatting require-
ments of dimensional ABSA. Our pipeline initial-
izes with Supervised Fine-Tuning (SFT) to estab-
lish foundational task comprehension, instruction-
following mechanics, and basic extraction logic.
The resulting SFT model serves as the reference
for the DPO phase, which actively penalizes com-
mon generative hallucinations to optimize bound-
ary precision and score calibration within a highly
constrained output space.

Negative Sample Generation Strategy The core
of our DPO methodology relies on constructing
high-quality preference pairs by applying specific
perturbations to gold standard data, which are de-
signed to address three recurring error patterns iden-
tified during the preliminary SFT stage. First, to
reduce exact-match errors, we apply Span Bound-
ary Perturbations, where multi-word aspect and
opinion phrases are randomly shortened or slightly
extended. This encourages the model to predict
the full and exact span instead of producing incom-
plete fragments. Second, VA Score Perturbations
manipulate continuous scores via polarity inversion
(shifting from 2.0#.70 to 7.0#2.0) or scalar noise
injection (e.g., shifting 2.0#7.0 to 2.35#6.75). This
teaches the LLM to capture fine-grained dimen-
sional nuances rather than relying on generalized
sentiment classification. Finally, for DimASQP,
Category Misalignment randomly replaces EN-
TITY or ATTRIBUTE labels, encouraging strict
semantic grounding over associative shortcuts.

4 Results

This section describes the dataset, evaluation met-
rics, and careful experiments we have conducted
for the three subtasks of Sem-Eval-2026 Task 3.
For DimASR and DimStance, we retain our official
leaderboard submissions; however, for DimASTE
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Figure 1: The proposed Dual-Stream Syntax-Aware Modeling framework for DimASR.
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Figure 2: The proposed workflow utilizing the Direct Preference Optimization framework for DimASTE and
DimASQP.

and DimASQP, we evaluate configurations trained
with adjusted hyperparameters for improvements.

4.1 Dataset

We evaluate our proposed architecture on the offi-
cial dataset of SemEval-2026 Task 3 (Yu et al.,
2026), which spans multiple domains and lan-
guages across two tracks. Track A (DimABSA)
(Lee et al., 2026) focuses on consumer reviews
in the Restaurant, Laptop, Hotel, and Finance do-
mains, covering six languages: Chinese, English,
Japanese, Russian, Tatar, and Ukrainian. Track B
(DimStance) (Becker et al., 2026) targets public-
issue discourse concerning Politics (in German,
Nigerian Pidgin, and Swahili) and Environmental
Protection (in English and Chinese).

For the generative extraction subtasks (Di-
mASTE and DimASQP), we focus exclusively on
the English Laptop and Restaurant datasets from
Track A. Preliminary data analysis revealed struc-
tural discrepancies between the training and evalu-
ation corpora, necessitating a strict preprocessing
pipeline. Specifically, we restored natural capi-
talization to the lower-cased training set to match
the evaluation formatting and aggressively filtered

out samples containing NULL targets to prevent
the model from overfitting to empty extractions.
Detailed preprocessing statistics and dataset distri-
butions are provided in Appendix 5.2.1.

4.2 Evaluation Metrics

Adopting the standard evaluation framework estab-
lished by Lee et al. (2026); Becker et al. (2026),
Subtask 1 is evaluated using the Root Mean Square
Error (RMSE) in the two-dimensional Valence-
Arousal (VA) space. Subtasks 2 and 3 employ the
continuous F1 (cF1) score, which unifies categori-
cal matching with continuous regression precision.
Specifically, a continuous True Positive (cTP ) ex-
tends the binary TP : upon an exact categorical
match, the score is penalized by the normalized
Euclidean distance between the predicted and gold
VA coordinates, bounded by Dmax =

√
128. The

final cF1 is the harmonic mean of continuous Pre-
cision and Recall derived from these aggregated
cTP values.

4.3 DimASR and DimStance results

Our evaluation shows that the Dual-Stream Syntax-
Aware architecture performs well on both subtasks.



As detailed in the official results (Table 1), our sys-
tem achieved highly competitive rankings, securing
top-tier positions for both Track A and Track B. For
Track A (DimASR), separating target-specific rep-
resentations from the global context and applying
a two-layer syntax-guided GCN helps reduce irrel-
evant context and oversmoothing. As reported in
Table 2, this design achieves a lower average error
than the zero-shot Kimi K2 Thinking baseline (1.08
vs. 1.87). Ablation results further indicate that in-
corporating dependency information is important
for modeling long-range opinion modifiers.

Track A: Dimensional Aspect-Based Sentiment Analysis

Language- eng jpn rus tat ukr zho
Domain lap rest fin hot rest rest rest fin lap rest

RMSE 1,411 1,275 0,830 0,639 1,308 1,82 1,354 0,484 0,666 0,960
Rank 16 12 5 5 3 6 3 1 3 5

Track B: Dimensional Stance Analysis

Language-
Domain deu-pol eng-env pcm-pol swa-pol zho-env

RMSE 1,4108 1,6899 1,4269 1,8713 0,5826
Rank 3 9 7 2 3

Table 1: Official evaluation results for Subtask 1.

Method eng jpn rus tat ukr zho AVG
lap rest fin hot rest rest rest fin lap rest

Baseline

Qwen3-14B 2.81 2.64 1.90 2.29 2.15 2.64 2.21 1.47 1.77 2.01 2.19
Kimi K2 2.19 2.15 1.64 1.76 1.78 1.94 1.78 1.97 1.64 1.90 1.87

Semantic Stream Analysis

Ctx Only 1.37 1.30 0.91 0.68 1.44 1.95 1.46 0.56 0.71 0.97 1.14
Asp Only 1.35 1.28 0.87 0.66 1.38 1.83 1.40 0.53 0.70 0.99 1.10

Syntax-Guided Graph Analysis

Semantic Only 1.39 1.34 0.97 0.70 1.55 2.03 1.57 0.52 0.71 0.94 1.17
GCN+Dep+Dist 1.41 1.36 0.93 0.64 1.45 1.90 1.46 0.52 0.67 0.97 1.13
GCN+Dep 1.40 1.31 0.91 0.66 1.44 1.98 1.46 0.50 0.65 0.95 1.13
GCN+Dist 1.41 1.36 0.85 0.65 1.44 1.99 1.47 0.49 0.66 0.98 1.13

GCN Depth Analysis

1-Layer 1.42 1.36 0.93 0.69 1.31 1.88 1.33 0.54 0.69 0.96 1.11
2-Layer 1.38 1.34 0.84 0.66 1.35 1.79 1.36 0.49 0.66 0.97 1.08
3-Layer 1.41 1.35 0.83 0.64 1.47 1.94 1.50 0.48 0.67 0.96 1.12
4-Layer 1.34 1.27 0.87 0.72 1.54 2.04 1.56 0.53 0.70 0.98 1.15

Table 2: Results of the DimASR (Track A), compared
against a one-shot Kimi K2 and a QLoRA fine-tuned
Qwen3-14B baseline trained independently on each
dataset (Lee et al., 2026).

Furthermore, the Track B results demonstrate
strong cross-domain transfer performance (Table
3). Initializing the model with weights learned
from Track A before fine-tuning on the sociopoliti-
cal datasets leads to the best overall performance.
This setting consistently outperforms the fine-tuned
Mistral-3 14B regressor, suggesting that represen-
tations learned from dimensional affect provide a
useful inductive signal for stance detection. For
more detailed experimental setup and discussion,
please refer in Appendix 5.1.1 and 5.1.2

Method deu-pol eng-env pcm-pol swa-pol zho-env AVG
Baselines

mBERT 1.667 2.005 1.732 2.054 0.747 1.641
Mistral-3 14B 1.591 1.643 1.739 2.299 0.740 1.602

Pretrain
1-Layer 1.520 1.757 1.504 1.967 0.660 1.481
2-Layer 1.505 1.690 1.427 1.887 0.651 1.432
3-Layer 1.488 1.760 1.382 2.036 0.602 1.454
4-Layer 1.489 1.774 1.427 1.893 0.665 1.450

Finetune
1-Layer 1.461 1.718 1.463 1.918 0.594 1.431
2-Layer 1.375 1.767 1.483 1.859 0.584 1.413
3-Layer 1.411 1.687 1.449 2.016 0.583 1.429
4-Layer 1.416 1.768 1.497 1.945 0.583 1.442

Table 3: Results of the DimASR (Track B), compared
against a fully supervised fine-tuned mBERT and a
QLoRA fine-tuned Mistral-3 14B (Becker et al., 2026).

Config.
DimASQP DimASTE

Config.
DimASQP DimASTE

Lap Res Lap Res Lap Res Lap Res

Baseline Field Perturbation

Qwen3-14B 0.153 0.267 0.383 0.448 w/o Aspect 0.306 0.601 - -
Kimi-K2
Thinking

0.280 0.375 0.442 0.492 w/o Opinion 0.293 0.567 0.4655 0.6381

BERT S2S 0.223 0.413 0.412 0.528 w/o Category 0.301 0.604 - -

Training Ablation w/o VA 0.258 0.5485 - 0.6477

SFT only 0.296 0.590 0.492 0.643 Data Preprocessing

SFT + DPO 0.302 0.594 0.521 0.650 w/o NULL filt. 0.229 0.553 0.4914 0.6209

Table 4: Ablation study of the proposed DPO frame-
work. Blank cells denote inapplicable fields (DimASTE
Category) or evaluation errors. Baseline results are from
the task paper (Lee et al., 2026).

4.4 DimASTE and DimASQP results

We evaluated our proposed DPO framework us-
ing Meta Llama 3.1 8B Instruct on the DimASQP
and DimASTE subtasks against original baselines:
Kimi-K2 Thinking (in-context learning), fine-tuned
Qwen3-14B, and our T5-Seq2Seq approach. As
shown in Table 4, our smaller model significantly
outperformed all baselines, demonstrating that scal-
ing parameters is not the only way to improve per-
formance on these subtasks. Training hyperparame-
ters and perturbation logic are detailed in Appendix
5.2.1.

Table 5 reports official evaluation results us-
ing identical settings in Appendix 5.2.1, however
we used five rejected samples per chosen sample
during the evaluation phase, which caused perfor-
mance degradation compared to using just one. We
attribute this to potential overfitting from frequent
exposure to chosen samples during DPO training,
causing the model to memorize the chosen samples.

Averaged over five random seeds for reliability,
our ablation studies assessed the training pipeline,
data perturbation, and preprocessing. While DPO



Subtask 2 Laptop Restaurant Subtask 3 Laptop Restaurant

cF1 0.5304 0.6391 cF1 0.2587 0.5871
Rank 11 7 Rank 12 7

Table 5: Official evaluation results on the English
datasets for Subtasks 2 and 3.

yielded only marginal gains over standard SFT
(maximum standard deviation <0.015), remov-
ing any preprocessing or perturbation component
clearly degraded overall performance. Extended
discussion, error analysis, and qualitative results
are in Appendix 5.2.2.

5 Conclusion

This study addresses DimABSA with two separate
designs. For regression (DimASR), we use a Dual-
Stream Syntax-Aware GCN to reduce oversmooth-
ing and better control contextual noise. For gen-
erative extraction (DimASTE and DimASQP), we
adopt a parameter-efficient DPO training pipeline
with simple data perturbation strategies. Explicit
use of dependency information leads to strong re-
sults, including state-of-the-art performance on the
Chinese-Finance dataset and top-5 rankings across
nine domains. However, our approach depends on
external dependency parsers, which may introduce
errors and limit applicability in low-resource set-
tings. Furthermore, rule-based perturbation cannot
capture natural linguistic variation, leaving room
for more advanced data perturbation techniques.

In future work, we plan to develop language-
specific morphosyntactic graph representations and
incorporate more flexible global attention mech-
anisms to address the locality constraints of stan-
dard GCNs. We also intend to investigate improved
alignment strategies for LLM-based extraction be-
yond the current DPO framework.
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Appendix

5.1 Dual-Stream Syntax-Aware Graph
Convolution Network

5.1.1 Experimental Details and
Hyperparameters

The detailed experimental configuration for syntac-
tic graph construction and model training is sum-
marized in Table 6. This includes parser selection,
graph construction strategy, and optimization set-
tings for both Track A and Track B.

Furthermore, to maintain rigorously controlled
variables across different ablation groups, specific
default configurations are applied: (1) Semantic
Stream and Syntax-Guided Graph evaluations
employ a fixed 3-layer GCN (except for the Se-
mantic Only configuration, which omits the GCN
entirely); (2) Syntax-Guided Graph and GCN
Depth Analysis utilize the dual-input semantic
stream (incorporating both context and aspect) as
the standard baseline.

Component Configuration Details
Syntactic Graph
Construction

Language-specific spaCy parsers:
en_core_web_sm (English, Nige-
rian Pidgin), zh_core_web_sm
(Chinese), ja_core_news_sm
(Japanese), ru_core_news_sm
(Russian), uk_core_news_sm
(Ukrainian), de_core_news_sm
(German). Low-resource
languages (Swahili, Tatar):
xx_sent_ud_sm. Adjacency
matrices with: Edge weights
(negation = 2.0); adjectival/clausal
complements = 1.6; others = 1.0.

Backbone & Op-
timization

FacebookAI/xlm-roberta-
large; AdamW optimizer; max
length = 128; dropout = 0.2;
weight decay = 0.05. Decoupled
learning rates for backbone and
regression head.

Track A (Foun-
dational Regres-
sion)

15 epochs; batch size = 25; back-
bone LR = 1 × 10−5; head LR =
5× 10−4; GCN depth = 14 layers;
initialization scale = 0.5.

Track B Pretrain
(Scratch)

Same configuration as Track A;
trained only on Track B data; GCN
depth = 14 layers; initialization
scale = 0.5.

Track B Finetune
(Transfer)

Initialized from best Track A
model; 5 epochs; batch size = 20;
backbone LR = 5 × 10−6; head
LR = 1× 10−4; GCN depth = 14
layers; initialization scale = 0.1.

Ablation Defaults Semantic/Syntax analyses: fixed 3-
layer GCN (except Semantic Only).
Syntax/Depth analyses: dual-input
semantic stream.

Table 6: Overall experimental configuration for syn-
tactic graph construction, training setups, and ablation
baselines across Track A and Track B.
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5.1.2 Discussion
To further elucidate the empirical success of the
proposed architecture, we critically analyze its in-
ternal mechanisms and variance across different
linguistic and domain contexts.

Synergy of Dual-Stream and Syntactic Rout-
ing As shown in Table 2, the Asp Only stream
forms a competitive baseline (1.10 AVG) by cap-
turing target-specific affective biases. However,
naively fusing it with the context stream (Seman-
tic Only) degrades performance (1.17 AVG), sug-
gesting that raw contextual integration introduces
semantic noise. Applying the Syntax-Guided GCN
to this dual-input representation reduces the error
to 1.08 AVG. This delta (1.17 → 1.08) indicates
that while the context stream provides essential
signals like long-range opinion modifiers, it relies
heavily on the GCN’s explicit syntactic routing to
filter noise and align these modifiers with the target
aspect.

Continuous Geometry vs. World Knowledge
in LLMs: Our GCN clearly surpasses the 120B
Kimi K2 baseline on Track A (1.08 vs. 1.87 AVG).
A possible reason is that LLMs generate discrete
tokens step by step, which may lead to unstable
calibration when predicting continuous Valence-
Arousal scores, while the GCN directly learns real-
valued outputs.

However, results on Track B show the limits
of this structural design. Transferring sentiment
representations from Track A helps in some lower-
resource settings (e.g., deu-pol), but the model falls
behind Mistral-3 14B on English environmental
data (eng-env). This suggests that although GCNs
are effective for structured sentiment modeling,
complex stance detection may rely more on broader
background knowledge, where large LLMs still
have an advantage.

Error Analysis To evaluate the robustness of our
architecture against long-range dependencies, we
analyze the Mean Signed Deviation (MSD) for Va-
lence and Arousal across varying sentence lengths.

Figure 3 shows a clear performance degradation
on the English dataset as sequence length increases.
Specifically, for sentences exceeding 25 tokens, a
systematic directional bias emerges: the model con-
sistently over-predicts Valence (producing positive
MSD up to +0.327) while under-predicting Arousal
(MSD down to -0.511). This indicates that in long
English texts, the GCN struggles to filter noise

from distant modifiers, resulting in predictions that
are overly positive but lack emotional intensity.

Conversely, Figure 4 demonstrates consistent sta-
bility on the Chinese dataset. The MSD remains
tightly bounded within ±0.08 across all lengths.
This cross-lingual discrepancy suggests that the
efficiency of the syntax-guided GCN heavily re-
lies on language-specific grammatical structures
and the underlying parser’s capability on long sen-
tences.

Figure 3: Mean Signed Deviation of Valence and
Arousal across varying sentence lengths for English.

Figure 4: Mean Signed Deviation of Valence and
Arousal across varying sentence lengths for Chinese.

5.2 Direct Preference Optimization
Framework

5.2.1 Experimental Details and
Hyperparameters

Dataset Preprocessing Table 7 details the
dataset distribution before and after our filtering
pipeline. Over half of the original training sam-
ples were discarded due to incomplete annotations
(NULL values). Furthermore, a substantial num-
ber of aspect and opinion terms required casing
synchronization to perfectly match the input text
formatting.

The detailed configuration for negative sample
construction and the traininginference setup is sum-



Domain Samples Labels Case Sync

Original Valid Original Valid Aspect Opinion

Laptop 4,076 2,284 5,773 3,277 263 313
Restaurant 2,284 1,448 3,659 2,430 176 224

Table 7: Dataset distribution and preprocessing statistics
for Laptop and Restaurant domains.

marized in Table 8. This table outlines the key
settings for data perturbation, LoRA adaptation,
optimization, and decoding.

Component Setting
Negative Sam-
ples

1:1 mapping (seed=36). Span: 50%
truncate/append. Category: 50% EN-
TITY/ATTRIBUTE swap. VA: ±4.0 in-
version or noise in [−1.5, 1.5].

LoRA All linear layers; R = 64, α = 64.
SFT 2 epochs; Batch size = 8; LR=2e−4.
DPO 1 epochs; Batch size = 8; β = 0.1.
Inference Temperature=0.1; Max length=600.

Table 8: LLM training and data construction setup.

5.2.2 Discussion
To evaluate the robustness of our proposed DPO
framework, we analyze our internal mechanisms
through ablation studies and error analysis and qual-
itative analysis.

Ablation Study Table 4 illustrates the contribu-
tion of each component within our DPO framework.
Incorporating the DPO learning phase after stan-
dard SFT yields only marginal performance gains.
However, data preprocessing proves to be a critical
step; bypassing the NULL triplet and quadruplet
filter causes a severe degradation in performance,
dropping the DimASQP-Lap score from 0.302 to
0.229. Within our field perturbation experiments,
removing perturbations for the Aspect, Opinion,
and Category fields results in only minor score fluc-
tuations. Surprisingly, omitting perturbations for
the Valence-Arousal (VA) field leads to a substan-
tial decrease, degrading the DimASQP-Res score
from 0.594 to 0.5485.

After the competition concluded, we conducted
additional experiments on the Chinese datasets. To
account for linguistic differences, we adapted our
perturbation strategy: instead of adding or remov-
ing whole words as we did for English, we modified
individual characters within the aspect and opinion
spans. Table 9 displays our latest results alongside
the hypothetical rankings we would have achieved.
All training and inference settings remain identical
to those detailed in Appendix 5.2.1.

Error Analysis We conducted a meticulous er-
ror analysis on the ablation experiments on the

Method Zho-Res Zho-Lap
Task: DimASTE

Qwen3-14B 0.2509 0.2099
Kimi-K2 Thinking 0.3529 0.2494
SFT + DPO 0.5116 0.4685
(Rank) 9/17 10/17

Task: DimASQP
Qwen3-14B 0.1605 0.1124
Kimi-K2 Thinking 0.2859 0.1900
SFT + DPO 0.4494 0.3910
(Rank) 11/15 7/15

Table 9: Evaluation results on the test set for DimASTE
and DimASQP for the Chinese datasets with our method.
The baseline model results are taken from the official
competition report (Lee et al., 2026).

Eng-Laptop DimASQP subtask in Figure 5. From
the result, we can observe that without our data
preprocessing logic, the model suffers from much
more hallucinated aspect / opinion predicted, and
wrong category attribute. For other components,
the results only have minor fluctuations with DPO
slightly better than SFT result.
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Figure 5: Error heatmap of common errors that appears
often when running evaluation. Each row corresponds
to the ablation setting in Table 4.

To further validate these findings beyond the
English-Laptop domain, we extended this granu-
lar error analysis across the remaining multilin-
gual datasets. Applying the same strict span-level
criteria for extraction errors (boundary, semantic,
and quantity) and the 1.5 absolute threshold for
Valence-Arousal deviations, we compared the er-
ror distributions of the foundational SFT model
against our full preference learning pipeline. To
quantify these occurrences, error counts are aggre-
gated at the sample level; if a given sample contains



at least one instance of a specific discrepancy, the
entire sample is flagged as having that extraction
or VA score error. Figure 6 illustrates the compara-
tive error frequencies across these diverse datasets.
The results consistently demonstrate that prefer-
ence learning actively reduces generative halluci-
nations and boundary mismatches. However, while
DPO successfully aligns the model to strict for-
matting constraints and improves overall extraction
precision, the reduction in both extraction and VA
score errors represents a slight improvement over
the SFT baseline, rather than a massive margin.

ENG-Laptop ZHO-Laptop ENG-Restaurant ZHO-Restaurant
Datasets
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Figure 6: Comparison of extraction and VA error fre-
quencies between the base SFT model and the SFT +
DPO pipeline across multiple datasets. While DPO con-
sistently reduces boundary and hallucination errors, the
overall margin of improvement remains modest.

Input: "The touchpad IS an issue , however"

Ground Truth (touchpad, MOUSE#GENERAL, issue, 3.75#6.25)

SFT only (touchpad, HARDWARE#USABILITY, IS an issue, 3.50#6.50)
SFT + DPO (touchpad, HARDWARE#GENERAL, IS an issue, 3.50#6.50)

Field Perturbation

w/o Aspect (touchpad, HARDWARE#GENERAL, IS an issue, 3.83#5.83)
w/o Category (touchpad, HARDWARE#USABILITY, issue, 3.50#6.50)
w/o Opinion (touchpad, HARDWARE#GENERAL, IS an issue, 3.50#6.00)
w/o VA (touchpad, HARDWARE#GENERAL, IS an issue, 3.50#6.50)

Data Preprocessing

w/o NULL filt. (touchpad, HARDWARE#GENERAL, NULL, 4.50#5.25)

Table 10: Qualitative comparison of quadruplet predic-
tions (Aspect, Category, Opinion, V#A) on a test instance
from the DimASQP laptop dataset.

Qualitative Analysis As shown in Table 10,
most variants misclassify the category label, likely
due to skewed class distributions. Notably, omit-
ting the NULL filter severely degrades both opin-
ion extraction and VA score calibration, empirically
validating our preprocessing strategy.
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