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Abstract

We study how to improve predictive typing via
per-user personalization of a pretrained large
language model (LLM). We evaluate person-
alization in a time-ordered setting, using each
user’s earlier messages for adaptation as we try
and predict their next message. We compare:
(1) personalization versus a non-personalized
base model, (2) differing amounts of left con-
text, (3) one-time adaptation versus making
small periodic updates, and (4) full fine-tuning
versus parameter-efficient fine-tuning. We find
both static and personalized LLMs significantly
outperform an n-gram language model. This in-
cludes when the n-gram was mixed with a user
model learned via prediction by partial match-
ing (PPM). Using long recent user-specific con-
text provided the largest personalization gains:
conditioning on up to 1024 previous characters
reduced the base model’s perplexity by 18%.
We found fine-tuning model weights provided
only a small additional gain.

1 Introduction

Typing can be slow and effortful for some people,
including those with motor impairments (Cai et al.,
2024), those facing situational constraints (e.g., typ-
ing on a mobile device while in motion), or those
writing in a language they are learning (Sarsen-
bayeva et al., 2017; Haake et al., 2024). Within
this space, Augmentative and Alternative Commu-
nication (AAC) provides a high-impact motivat-
ing case. AAC users often write letter-by-letter
using alternative input methods such as eye track-
ing or single-switch (Beukelman and Light, 2020).
Typical AAC text entry rates are 5—10 words per
minute, an order of magnitude slower than spoken
speech (Trnka and McCoy, 2008).

Text entry interfaces often try to reduce this bur-
den by using a language model to autocorrect noisy
input and by offering text predictions. However,
a language model is usually trained once on large

generic corpora and then deployed unchanged for
every user. This mismatch can be problematic for
text entry as users may want to write specific text
(e.g., names, contacts, or habitual phrases). Further,
the user’s language usage can drift over time.

Previous text entry research has shown the value
of personalization and using large language models
(LLMs) (Adhikary and Vertanen, 2023; Gaines and
Vertanen, 2025). We build on this work by studying
progressive per-user LLM personalization under a
chronological predict-then-update protocol.

We study progressive personalization of LLMs
on real email data from the Enron corpus (Klimt
and Yang, 2004). We ask how much text prediction
improves when we adapt an LLM to an employee’s
past messages. To measure prediction accuracy and
typing effort, we use per-character perplexity and
keystroke savings. Keystroke savings measures the
percentage reduction in key presses compared to
letter-by-letter typing in a text entry interface that
suggests the next word (Trnka and McCoy, 2008).

We consider two personalization settings. In one-
time personalization, we first adapt the model on
the first half of the sent emails of a user (an En-
ron employee). We leave the model frozen while
evaluating on the user’s second half of sent emails.
In progressive personalization, we periodically up-
date the model as we pass through the second half
of the emails. Progressive personalization aims to
adapt to ongoing changes in a user’s writing.

We make the following contributions:

1. We show an LLM without personalization out-

performs a strong statistical baseline model
adapted to a user’s writing.

2. We show that using large amounts of left con-
text provides effective personalization without
the need for updating the weights of an LLM.

3. We find parameter-efficient fine-tuning is
faster and matches the prediction performance
of full fine-tuning.
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2 Related work

Language model personalization has long been
recognized as a way to improve user-specific
predictions. Early adaptive language modeling
approaches included cache models (Kuhn and
De Mori, 1990; Jelinek et al., 1991) and Predic-
tion by Partial Matching (PPM) (Cleary and Wit-
ten, 1984). Later neural approaches used recur-
rent neural network language models (RNNLMs)
that updated model weights as test text was pro-
cessed (Mikolov et al., 2010).

Mikolov and Zweig (2012) conditioned an
RNNLM on topic information extracted from pre-
ceding text. Krause et al. (2018) adapted RNNLMs
based on long short-term memory (LSTM) net-
works during evaluation. The model first scores a
text segment, then updates its parameters using gra-
dient descent on that segment before predicting the
next segment. These studies examined adaptation
to recent text rather than individual-user predictive
typing.

For individual-user personalization, Wen et al.
(2013) fine-tuned RNNLMs using social-network
text from users and their friends, and investi-
gated user-oriented features for speech recognition.
King and Cook (2020) compared continued train-
ing, interpolation with user-specific models, and
recurrent-state priming based on users’ blog posts.

Fowler et al. (2015) studied personalization by
simulating touchscreen typing of time-ordered En-
ron email. They interpolated a background bigram
word language model with a user-specific unigram
cache. The unigram cache was initialized from
earlier emails and updated as typing progressed.
Personalization reduced word error rate for noisy
touch input compared to the background model
alone. Uniform and exponentially decaying caches
produced similar results. These caches captured
which words a user frequently used, but did not
model the contexts in which those words occurred.

Adhikary and Vertanen (2023) extended the
study of Fowler et al. (2015) by using character
n-gram background models and comparing uni-
gram caching with PPM and a character RNNLM
for rescoring candidate word predictions. They
evaluated typing of Enron email from 44 users,
with and without spatial touch noise. They used
fixed amounts of text per user for priming and eval-
uation, comparing primed models with flat-start
models that had not observed the seed text. In-
creasing the background model’s n-gram order im-

proved keystroke savings in both noise conditions,
while PPM-based adaptation provided further gains.
Combining PPM with the RNNLM achieved the
highest keystroke savings in both conditions.

Their RNNLM incorporated user history through
hidden-state persistence rather than user-specific
parameter updates. Adhikary and Vertanen (2023)
observed little benefit from priming the RNNLM
and suggested periodically updating neural model
parameters on recent writing. We investigate
these directions using one-time full-parameter fine-
tuning and one-time or progressive LoRA. We also
compare progressive conditions with and without
seed-set adaptation.

Recent AAC research has explored LLMs for
assistance beyond word prediction. KWickChat let
users provide a small set of keywords and used
an LLM to generate utterances based on those
keywords, user profile information, and the con-
versational partner’s previous turns (Shen et al.,
2022). Other work has studied Al-generated phrase
suggestions and abbreviation expansion (Valencia
et al., 2023; Cai et al., 2024).

For character-level AAC prediction, Gaines and
Vertanen (2025) developed a search algorithm for
obtaining next-character probabilities from sub-
word LLMs. With a domain-adapted OPT-350M
model (Zhang et al., 2022), their approach achieved
lower average per-character perplexity than the
evaluated n-gram, byte-level, and classifier-based
alternatives, although inference was slower. Com-
pared with the unadapted model, direct fine-tuning
reduced average per-character perplexity and in-
creased average simulated keystroke savings across
their test sets. However, their adaptation targeted
AAC-like language rather than individual users,
and training and evaluation used isolated sentences
without context from previous messages.

We extend past work by studying whether a
user’s previous text can improve an LLLM’s pre-
dictions. Specifically, we explore: 1) using previ-
ous text in the LLM’s left context, 2) performing
one-time parameter adaptation, and 3) performing
progressive parameter adaptation.

3 Dataset, procedures, and models

We used the Enron Personalization Validation Set.’
This dataset contains the sent emails of Enron em-
ployees split into 45 development and 44 test users.

1https: //github.com/google-research-datasets/
EnronPersonalizationValidation
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It was assembled by Fowler et al. (2015) to evalu-
ate language model personalization for touchscreen
typing. Adhikary and Vertanen (2023) further nor-
malized this dataset to evaluate PPM and recurrent
neural network language model (RNNLM) person-
alization.> We use this latter version.

We split each user’s time-ordered sent emails
into two equal-sized sets denoted seed (the first
50%) and evaluation (the second 50%). The seed
set was the only user-specific text available be-
fore evaluation. All results were on the evaluation
set. This approach follows Adhikary and Vertanen
(2023) who evaluated with and without adapting
on earlier messages (“primed” versus “flat start™).
In the progressive setting, we processed the evalu-
ation set in time-ordered chunks, scoring a chunk
before using the chunk to adapt the model.

We used 10 of the 45 development users (de-
noted DEV) for choosing LLM size, left context
length, and fine-tuning hyperparameters. We se-
lected 10 users representative of the distribution
over the per-user amount of email over the entire
dataset. After fixing all choices, we used 44 test
users (denoted TEST) for our final evaluation.

We lowercased all text, excluded phrases contain-
ing digits, and retained only the letters a—z, space,
and apostrophe. We computed per-character per-
plexity over this 28-character vocabulary using the
algorithm for subword-tokenized LLMs described
by Gaines and Vertanen (2025).

We computed keystroke savings as the percent-
age of keystrokes that a user making no typing
mistakes would save by making optimal use of the
offered word predictions. We simulated a keyboard
with three prediction slots. One slot was reserved
for the literal characters typed. Thus, our simu-
lated user could always obtain their desired text.
The other two slots extended the currently typed
text, searching for the most likely next words under
the language model. Our simulator had no explicit
word list, rather, we conducted a beam search under
the language model looking for sequences ending
in a space, comma, exclamation mark, question
mark, or period. We assume one keystroke was
required to select a prediction and produce any fol-
lowing space. Higher keystroke savings is better.

We tested LLMs from the OPT family (Zhang
et al., 2022) as Gaines and Vertanen (2025) found
it performed well compared to other model fami-
lies on conversational style text. As a non-LLM

Zhttps://osf.i0/45p3j/

Language model Perplexity | Seconds per char

OPT-125M 2.73 0.068
OPT-350M 2.66 0.083
OPT-1.3B 2.57 0.082
OPT-2.7B 2.54 0.092
OPT-6.7B 2.51 0.096
OPT-13B 2.50 0.115

Table 1: Per-character perplexity and inference time on
DEV for OPT language models of different sizes.

baseline, we used a 12-gram model with 408 M
parameters trained on 21 B characters.?

For approaches that fine-tuned an LLM, we
tuned hyperparameters on DEV. For all approaches,
we tuned the dropout rate, learning rate, weight
decay, and epochs. For LoRA (Hu et al., 2022)
approaches, we also tuned adapter rank and alpha.
For progressive personalization, we also tuned how
many phrases we processed between each model
adaptation. See Appendix C for details. The LoRA
adapter reduced the average fine-tuning time from
66.9 to 30.8 minutes per user using four NVIDIA
A100 GPUs.

4 Experiments

4.1 LLM model size

We first tested OPT LLMs of increasing size. We
computed the perplexity of the evaluation split set
for each user in the DEV set. The perplexity of
each phrase was computed in isolation (i.e. we
did not condition on previous phrases in a user’s
data). As expected, LLMs with more parameters
provided better predictions, though gains started to
plateau for larger models (Table 1). Based on this,
we decided to use the largest 13-billion-parameter
model for our remaining experiments.

4.2 Amount of left context

Next, we explored the impact of how much context
to use from a user’s previous emails. We retained
recent text from previous phrases and trimmed
it from the left to satisfy a specified left context
character limit, normally removing whole words.
The retained context could therefore begin partway
through a sentence. As shown in Table 2, increas-
ing the limit from O to 512 characters reduced per-
plexity from 2.50 to 2.05, a relative reduction of
approximately 18%. Increasing the limit to 1024
characters provided only a further 1.5% reduction,

*We used the Dec 2019 huge model from https://osf.
io/ajm7t/
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Left context char Perplexity | Seconds per char

0 2.50 0.115
64 2.33 0.119
128 2.20 0.125
256 2.11 0.144
512 2.05 0.185
1024 2.02 0.275

Table 2: Per-character perplexity and inference time on
DEV with increasing left context.

while inference time increased from 0.185 to 0.275
seconds per character. We therefore chose a left
context limit of 512 for the main experiments. Sec-
tion 4.8 compares context limits of 128, 256, 512,
and 1024 characters on TEST for the baseline OPT-
13B model without parameter adaptation (denoted
Base), one-time LoRA, and seed-initialized pro-
gressive LoRA.

4.3 Static models

Our main evaluation results on TEST are shown in
Table 3. We tested a static n-gram language model
and a pretrained LLM (OPT-13B). As expected, the
LLM performed substantially better, reducing per-
plexity from 3.00 to 2.05 and increasing keystroke
savings from 54.8% to 67.5%. The LLM was able
to condition on up to 512 characters from previous
emails versus only 11 characters for the n-gram
model. For comparison, the perplexity on TEST
using the LLM using no left context was 2.46. This
shows the LLM could leverage large amounts of
left context to provide improved user-specific pre-
dictions even without user-specific adaptation of
model parameters.

4.4 Mixture of n-gram + adaptive PPM

We compared LLM personalization with a statis-
tical baseline model. Our baseline combined a
fixed n-gram language model with an adaptive PPM
model, similar to the mixture used by Adhikary and
Vertanen (2023). PPM is an adaptive variable-order
language model originally developed for text com-
pression (Cleary and Witten, 1984). Similar to
an n-gram model, PPM predicts the next symbol
from recent context and uses lower-order contexts
to smooth its probability estimates. A PPM model
of order n conditions on the previous n symbols
(in contrast, an n-gram model conditions on the
previous n — 1 symbols). PPM maintains explicit
context-dependent symbol counts that can be up-
dated efficiently during use, making it straightfor-

ward to personalize and update continuously as
new text is observed.

We used the character 12-gram model to gener-
ate an n-best list of 100 candidate word comple-
tions based on a user’s current text context. We
then scored the n-best candidates using a user’s
PPM model. We used a PPM model of order 11,
which could condition on up to the previous 11
characters. For each model, we normalized the can-
didate probabilities to sum to one over the same
n-best list. We then linearly interpolated these prob-
abilities, assigning a weight of 0.75 to the n-gram
model and the remaining 0.25 to PPM. We used
the highest-ranked candidates under this mixture
in our keystroke savings simulation.

For each user, we initialized a new PPM model
and primed it on a user’s seed set. During evalua-
tion, n-best scoring did not modify the PPM model.
After each target word was committed, we updated
PPM once with the committed word and its fol-
lowing space. Thus, the n-gram component of the
mixture model remained static, whereas the PPM
component used seed-set personalization followed
by progressive adaptation on the evaluation set.

As shown in Table 3, compared to the static n-
gram model, the mixture model reduced perplexity
from 3.00 to 2.88. Keystroke savings also improved
from 54.8% to 56.7%. However, despite adapting
to a user’s text, the mixture model still performed
substantially worse than OPT-13B without parame-
ter adaptation. When conditioned on a user’s previ-
ous sent emails, OPT-13B achieved a perplexity of
2.05 and keystroke savings of 67.5%.

4.5 One-time personalization

We first tried full parameter fine-tuning of the LLM
on each user’s seed set. While this only reduced the
perplexity slightly, from 2.05 to 2.03, it did increase
the keystroke savings by 0.5%. We found a LoRA
adapter performed similar to full fine-tuning with
the same perplexity of 2.03 with a slight decrease
in keystroke savings from 68.0% to 67.9%.

4.6 Progressive personalization

We attempted to further improve the LoRA adapter
learned from the seed data by progressively fine-
tuning the adapter every 128 phrases during evalu-
ation. While this slightly reduced perplexity from
2.03 to 2.02, it provided only a small improvement
in keystroke savings.

To separate the contribution of progressive up-
dates from seed-set adaptation, we also evaluated

108



Adaptation

Language model method onseed? oneval? Perplexity |  Keystroke savings 1
12-gram none no no 3.00 £ 0.047 54.8 £ 0.5%
12-gram+PPM-11 PPM yes yes 2.88 £ 0.050 56.7 £ 0.5%
OPT-13B none no no 2.05 £ 0.038 67.5£0.6%
OPT-13B one-time full fine-tuning yes no 2.03 £ 0.039 68.0 £ 0.6%
OPT-13B one-time LoRA yes no 2.03 £ 0.038 67.9 +0.6%
OPT-13B one-time LoRA + progressive LORA yes yes 2.02 +£0.039 67.9 £ 0.6%
OPT-13B progressive LoRA(base-initialized) no yes 2.03 +0.039 67.8 = 0.6%
OPT-13B cumulative-reset LoRA (base-initialized) no yes 2.03 +£0.040 67.8 +0.6%

Table 3: Per-character perplexity and keystroke savings of different language models and adaptation approaches.
Results are means over the 44 TEST users. + denotes 95% nonparametric user-level bootstrap confidence intervals
and is the larger distance from the mean to either bootstrap endpoint. OPT-13B results conditioned on up to 512
characters of previous context. In the final row, each non-final block of 128 evaluation phrases was scored before

being used for further LoRA fine-tuning.

base-initialized progressive personalization. In this
approach, we started from the non-personalized
OPT-13B checkpoint and did not adapt on the seed
set. As with the normal progressive method, we up-
dated the LoRA adapter after every 128 evaluation
phrases. This did only slightly worse with a per-
plexity of 2.03 and a keystroke savings of 67.8%.
This shows it is possible to learn a useful LoRA
adapter even without a large amount of initial text.

4.7 Cumulative progressive personalization

We also evaluated a variant of the progressive
method in which we periodically relearned the
LoRA adapter from the cumulative set of all eval-
uation text seen thus far. The hope was that this
would allow more robust updates to the adapter as
the amount of text increased.

As in the base-initialized progressive condition
described in the previous subsection, we did not
adapt on the seed set, and the evaluation set was
processed chronologically in 128-phrase chunks.
The cumulative variant differed in how the adapter
was updated. After scoring each non-final chunk,
we reloaded the original non-personalized OPT-
13B checkpoint, initialized a new LoRA adapter,
and fine-tuned it on all evaluation phrases observed
up to that point. In contrast, the base-initialized pro-
gressive method continued fine-tuning the existing
adapter on only the newly scored chunk. Thus, the
cumulative adaptation sets contained 128 phrases,
256 phrases, 384 phrases, and so on.

The cumulative approach obtained a mean per-
character perplexity of 2.03 and mean keystroke
savings of 67.84% on TEST. These mean results
were similar to those of base-initialized sequential
progressive LoORA. Compared with seed-initialized

2.20 A
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—*— LoRA
2.154 Progressive
2
S
=, 2.10 1
£
)
[a W
2.05 1
2.00 -

128 256 512 1024

Left-context limit (characters)

Figure 1: Perplexity at left-context limits of 128, 256,
512 and 1024 characters. Results on TEST for OPT-13B
without fine-tuning (Base), personalized using a LoRA
adapter on the seed set (LoRA), and personalized using
a LoRA adapter on the seed set and updated during
evaluation (Progressive).

progressive LoRA, the cumulative approach had
higher mean perplexity and lower mean keystroke
savings. The cumulative approach was also slower.
Base-initialized progressive LoRA required an av-
erage of 38 seconds per fine-tuning update, while
the cumulative approach needed 233 seconds.

4.8 Left context influence

Despite trying a variety of parameter fine-tuning
approaches, we saw little gain beyond simply us-
ing the pretrained OPT-13B model conditioned on
512 characters. To investigate whether long left
context was really limiting the upside to model
parameter fine-tuning, we compared per-character
perplexity for Base, one-time LoRA, and one-time
LoRA + progressive LoRA at left context limits of
128, 256, 512, and 1024 characters. Base used pre-
trained OPT-13B without parameter adaptation at
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Figure 2: Per-user changes in per-character perplexity (PPL) relative to the non-personalized OPT-13B baseline
(Base) for the 44 TEST users. From top to bottom, the panels show full-parameter fine-tuning, one-time LoRA,
seed-initialized progressive LoRA, and base-initialized progressive LoORA. APPL denotes the method’s perplexity
minus that of Base; negative values indicate lower perplexity. Users are sorted independently from the largest to the

smallest improvement in each panel.

each context limit. The left-context limit controlled
how much text from previous phrases was supplied
during prediction, not the length of the training ex-
amples. For each user, one-time LoRA used the
same seed-trained adapter at all four context limits,
without further fine-tuning.

For progressive LoRA, we ran the chronolog-
ical predict-then-update procedure separately at
256 and 512 characters, using the same fine-tuning
settings and 128-phrase update interval. At 128
and 1024 characters, we re-evaluated the saved
adapter sequence from the 512-character run with-
out repeating the training. The first chunk used
the seed-trained adapter, and each later chunk used
an adapter updated only on earlier chunks. Thus,
no chunk was scored using an adapter trained on
that chunk. As shown in Figure 1, perplexity de-
creased as left context increased. Both personal-
ized models had lower mean perplexity than the
non-personalized model at every tested left-context
limit, and progressive LoRA had the lowest per-
plexity at all four context limits. At 1024 char-
acters, mean perplexity was approximately 2.02

for Base, 2.01 for one-time LoRA, and 2.00 for
progressive LoRA. Notably, with less left context,
the perplexity advantage of the approaches that
adapted model parameters increased. This suggests
that parameter-based personalization may still be
useful when shorter left context is desired to re-
duce inference costs or avoid retaining a user’s past
writing between text entry sessions.

4.9 Per-user variability

We also inspected per-user changes in perplexity
relative to the non-personalized OPT-13B baseline.
Full fine-tuning and LoRA reduced perplexity for
38 and 41 of the 44 users, respectively. Progressive
LoRA reduced perplexity for all users, while base-
initialized progressive LoRA reduced perplexity
for 43 of 44 users, with only a small increase for
one user (Figure 2).

Thus, the improvements we saw were broadly
distributed across users rather than being driven by
a small number of users with unusually large gains.
The base-initialized result also shows that chrono-
logical updates can provide broadly consistent per-
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sonalization gains even without adaptation on the
seed half, although progressive LoRA produced
the most consistent per-user improvements. Fig-
ure 4 in Appendix B shows per-user keystroke sav-
ings for Base and the three seed-adapted conditions.
Keystroke savings varied across users, whereas dif-
ferences among these methods for a given user
were generally small.

4.10 Paired comparisons between methods

We compared Base, one-time LoRA, one-time
LoRA + progressive LoRA, and progressive LoORA
(base-initialized). The one-time LoRA + pro-
gressive LoRA condition started from a seed-
trained adapter, whereas progressive LoRA (base-
initialized) started from Base without seed-set adap-
tation. These comparisons focused on the contri-
butions of seed-set adaptation and progressive up-
dates within LoRA, using Base as the reference.
We evaluated all six method pairs for perplexity
and keystroke savings, using a left context charac-
ter limit of 512. Comparisons with full fine-tuning,
the statistical baselines, and cumulative-reset per-
sonalization were outside the scope of this analysis.

For each method pair and metric, we calculated
the difference between method A and method B for
each of the TEST users, subtracting B from A. We
report the mean of these 44 differences. To estimate
a 95% percentile bootstrap confidence interval, we
generated 100,000 bootstrap samples. Each sample
contained 44 differences drawn with replacement
from the original 44 user differences. We calcu-
lated the mean of each sample and used the 2.5th
and 97.5th percentiles of these bootstrap means as
the interval endpoints (Efron and Tibshirani, 1986).

The mean differences and bootstrap confidence
intervals describe the size of the differences be-
tween methods and the uncertainty in these esti-
mates. We used two-sided Wilcoxon signed-rank
tests to assess the statistical significance of differ-
ences between methods (Wilcoxon, 1945). We cal-
culated exact conditional p-values, excluding zero
differences and assigning average ranks to tied ab-
solute differences. We report W as the smaller of
the rank sums for positive and negative differences,
and n as the number of nonzero paired differences.

We applied Holm’s step-down Bonferroni cor-
rection across all 12 signed-rank tests (six method
pairs for each of the two metrics) to control the
family-wise error rate at 0.05 (Holm, 1979). Statis-
tical significance was determined using the Holm-
adjusted p-values, not the bootstrap intervals. The

bootstrap intervals are unadjusted and should be
interpreted individually, not as providing simulta-
neous 95% coverage across all comparisons.

The signed-rank test assumes independent user
differences that are symmetric about zero under the
null hypothesis. It is not specifically a test of the
mean difference.

Table 4 reports the paired mean differences, con-
fidence intervals, comparison results, and per-user
improvement counts. 11 of the 12 signed-rank
comparisons were significant after Holm correc-
tion. The unadjusted bootstrap intervals showed a
consistent pattern: they excluded zero for the 11
statistically significant comparisons and included
zero for the remaining non-significant comparison.

All three adaptation conditions had lower mean
perplexity and higher mean keystroke savings
than Base. One-time LoRA + progressive LoRA
achieved the lowest mean perplexity and highest
mean keystroke savings among the four conditions.
Relative to one-time LoRA, it reduced mean per-
plexity by 0.00772 and increased mean keystroke
savings by 0.103%, improving perplexity for 34
users and keystroke savings for 36. Both compar-
isons were statistically significant, but the addi-
tional typing-effort benefit was small.

Progressive LoRA (base-initialized) also im-
proved over Base without seed-set adaptation.
Among the 12 comparisons at the 512-character
context setting, the only nonsignificant result was
its perplexity difference from one-time LoRA (ex-
act conditional two-sided Wilcoxon signed-rank
test: W = 349, n = 44, Holm-adjusted p =
0.0896). Its mean keystroke savings was 0.067%
lower than one-time LoRA (W = 285, n = 43,
Holm-adjusted p = 0.0450). All ten other com-
parisons had Holm-adjusted p < 0.001. Overall,
the paired analysis supports small additional bene-
fits from parameter adaptation beyond recent user-
specific context, rather than large improvements in
typing effort. All statistics were computed from
unrounded per-user scores.

5 Discussion

Our results separate the benefit of using a stronger
language model from the additional benefit of per-
user adaptation. The mixture of an n-gram model
with adaptive PPM improved both perplexity and
keystroke savings relative to the static 12-gram
model. This shows that a lightweight count-based
model can benefit from adapting to a user’s text.
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Metric  Method A Method B Mean A 95% CI Result Users: A vs. B
(Holm) Better Worse Tied
PPL| LoRA Base —0.016 [-0.020,—0.012] A better 41 3 0
PPL|  Progressive Base —0.024 [-0.028,—0.021] A better 44 0 0
PPL|  Progressive (base) Base —0.015 [-0.018,—0.012] A better 43 1 0
PPL|  Progressive LoRA —0.008 [—0.012,—0.004] A better 34 10 0
PPL]  Progressive (base) LoRA +0.002 [-0.003,40.005] Not sig. 19 25 0
PPL|  Progressive Progressive (base) ~ —0.009 [—0.012,—0.007] A better 41 3 0
KS?t LoRA Base +0.313  [4+0.269,40.357] A better 43 1 0
KSt Progressive Base +0.416  [4+0.363,40.468] A better 42 1 1
KST Progressive (base) Base +0.246  [4+0.197,40.297] A better 42 1 1
KSt Progressive LoRA +0.103  [4+0.072,40.135] A better 36 8 0
KS?t Progressive (base) LoRA —0.067 [-0.115,—0.021] B better 18 25 1
KSt Progressive Progressive (base)  +0.170  [4+0.134,+0.209] A better 42 0 2

Table 4: Paired comparisons of per-character perplexity (PPL) and keystroke savings (KS) over TEST users with a
512-character left-context. LORA denotes one-time adaptation; Progressive and Progressive (base) denote seed-
and base-initialized progressive LoRA. Differences are A minus B: negative PPL and positive KS differences
favor A. KS differences are percentage points. Cls are unadjusted 95% paired-bootstrap intervals. The result
identifies the method with the better observed mean for significant comparisons (two-sided Wilcoxon signed-rank
test, Holm-adjusted p < 0.05 across 12 tests). “Not sig.” denotes a nonsignificant comparison.

However, the adaptive mixture was still substan-
tially worse than the non-personalized OPT-13B
baseline. Thus, in our setting, a pretrained LLM us-
ing long recent context provided a larger improve-
ment than adapting the statistical language model.
Since OPT-13B also used a much longer left con-
text than the 12-gram model, this comparison re-
flects both the stronger pretrained model and its
ability to condition on more of a user’s recent text.

The context-length comparison in Figure 1
shows how left context and model parameter adap-
tation interact. Perplexity decreased as the left-
context limit increased for the baseline model,
the LoRA-adapted model, and the progressively
adapted LoRA model. The progressive LoRA
method had the lowest mean perplexity at 128, 256,
512, and 1024 characters of left context, but the gap
between the Base model and both adapted models
narrowed as more context became available. The
advantage of the progressive LoRA method over
one-time LoRA adaptation also became smaller at
the longer context limits, with the additional per-
plexity reduction halving between 512 and 1024
characters. This suggests that left context and
parameter adaptation provide partly overlapping
user-specific information. Adaptation was more
useful when less recent text was available to the
model, whereas long left context allowed the non-
personalized model to recover more of this infor-
mation without changing its parameters.

LoRA achieved predictive performance compa-
rable to full-parameter fine-tuning while requir-
ing less fine-tuning time. The progressive LORA
method, which updated the adapter every 128
phrases, further reduced mean perplexity and im-
proved all 44 TEST users. However, the additional
improvement in mean keystroke savings over one-
time LoRA adaptation was small. Perplexity mea-
sures the probability assigned across all characters,
whereas keystroke savings depend on whether the
desired word appears in one of the available pre-
diction slots. Small changes in the character proba-
bility distribution may therefore reduce perplexity
without changing the word completions offered.

The base-initialized progressive model also im-
proved over the non-personalized OPT-13B base-
line and reduced perplexity for 43 of 44 users, de-
spite receiving no adaptation on the seed set. This
shows that chronological updates can provide use-
ful personalization when earlier user data are not
available. In contrast, cumulative progressive per-
sonalization did not improve over the simpler pro-
gressive procedure. Reinitializing the adapter and
relearning it from all evaluation text observed thus
far provided no additional benefit. Although the
mean differences among the personalized OPT-13B
models were small, seed-initialized progressive
LoRA reduced perplexity for 34 of the 44 users
compared with one-time LoRA. Compared with
Base, it reduced perplexity for all 44 users.
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6 Conclusion

We evaluated non-personalized, one-time person-
alized, and progressively personalized language
models for predictive typing under a chronological
predict-then-update protocol. A non-personalized
OPT-13B model using long left context already out-
performed both the static 12-gram model and the
adaptive 12-gram + PPM mixture. Parameter adap-
tation provided smaller additional gains: LoRA
closely matched full-parameter fine-tuning, while
progressive LoRA obtained the lowest mean per-
plexity and the most consistent per-user improve-
ments. Its relative advantage was larger when the
available left context was shorter.

We also found that periodically updating the
pretrained model using a user’s new messages im-
proved predictions, even without first fine-tuning
it on a collection of that user’s earlier messages.
The limited change in keystroke savings among
the adapted OPT-13B models showed that lower
perplexity does not necessarily produce a compa-
rable reduction in simulated typing effort. This is
likely because small changes in a model’s predic-
tive ability (as measured by perplexity), may not
materially impact a keyboard’s top word predic-
tions. Taken together, these results identify long
recent user-specific context as the primary source
of improvement, with efficient progressive adapta-
tion providing a smaller, complementary benefit.

Limitations

Our work has a number of limitations. We used
one global set of hyperparameters selected on de-
velopment users and applied it to all TEST users,
even though users had very different amounts of
available text. Users with short, medium, and long
histories may benefit from different fine-tuning hy-
perparameters, such as learning rate, number of
epochs, and dropout.

We evaluated on a dataset containing sent emails
of Enron employees. This data is now quite dated
and may not reflect modern language usage. The
genre of business email may also not be representa-
tive of other predictive typing settings such as infor-
mal person-to-person conversations that might oc-
cur on mobile devices, social media, or be needed
in the everyday lives of AAC users. However, to
our knowledge, there are no similar datasets con-
taining the communications of a large number of
people over a long period of time.

Our progressive adaptation method used an up-

date frequency of 128 phrases based on experi-
ments we conducted on development data. But
we did not study the trade-off between update fre-
quency and computational cost in a deployed sys-
tem. It is possible a different chunk size might offer
a more acceptable end-user experience.

The LLM we tested had 13 B parameters and
required a powerful GPU for adaptation and in-
ference. The strong ability of left context to pro-
vide user personalization likely benefited from the
“emergent” in-context learning abilities of the large
model we used. Deploying such a large model on
auser’s device, as might be necessitated to main-
tain user privacy, may require advances in mobile
device hardware (e.g. GPU resources) and the soft-
ware infrastructure to efficiently deploy powerful
models on edge devices (e.g. model quantization).
Alternatively, it would be interesting to investigate
combining a large cloud-based model with an on-
device personalized model.

We used an OPT LLM released in 2022. While
past work showed the OPT family performed well
compared to a variety of other model families
(Gaines and Vertanen, 2025), there may be more
recent LLMs that perform even better. While OPT
performed well in English for our experiments, it
may not be the best choice for users who need to
write in other languages.

Our findings were based on simulating the
keystroke savings of a hypothetical perfect user.
This user made no typing mistakes and made opti-
mal use of offered word predictions. Actual real-
world user performance may differ and needs val-
idation by observing users writing a substantial
amount of text over a long period of time.

We did not systematically repeat the fine-tuning
experiments with different random seeds. Our
paired-bootstrap confidence intervals reflect uncer-
tainty from sampling users, not variability across
training runs. Repeating fine-tuning with different
seeds would help assess the stability of the adapta-
tion gains we saw in our experiments.
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A Enron dataset processing

We started with the version of the original En-
ron Personalization Validation Set provided by
Adhikary and Vertanen (2023). For each Enron
employee, the dataset has a time-ordered list of
phrases from the employee’s sent emails. We kept
only phrases that contained no digits. Each re-
tained phrase was then converted to lowercase and
filtered so that only letters, spaces, and apostrophes
remained. Table 5 summarizes the total amount
of data in the full DEV and TEST splits after our
preprocessing. As shown in Table 5, the amount
of text ranged widely between users. We split each
user’s chronological stream in half, using the first
half as seed data and the second half for evaluation.

Figure 3 shows the number of phrases remain-
ing after preprocessing for each user in the full
development and test partitions. To reduce the
time needed for hyperparameter search, we selected
DEV users from our full development set: dev03,
dev06, dev09, dev14, dev21, dev24, dev27, dev34,
dev36, and dev37. We used this subset for model
selection and hyperparameter tuning. Our TEST set
included all 44 users in the test partition.
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Partition Total Per-user words

Users  Phrases ‘Words Median Min. Max.
Development 45 109,696 1,069,532 13,585 2,581 177,216
Test 44 92,784 968,531 11,651 2,196 107,709

Table 5: Dataset statistics after preprocessing.
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Figure 3: Number of phrases available after preprocessing for each user in the full development partition (left) and
the TEST set (right). Users are ordered from most to fewest phrases. Asterisks and darker labels in the left panel
mark the 10 users selected for the DEV set used for model selection and hyperparameter tuning.
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B Per-user keystroke savings

Figure 4 shows per-user keystroke savings for the
non-personalized OPT-13B baseline and the three
seed-adapted conditions. Keystroke savings var-
ied substantially across users, whereas differences
among the methods for a given user were generally
small.
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Figure 4: Per-user keystroke savings on TEST for the Base, full-parameter fine-tuning, LoRA fine-tuning, and
progressive LoRA (Progressive). Higher values indicate a greater percentage reduction in keystrokes relative to
letter-by-letter typing. Users are shown in test-user ID order.

C Hyperparameter tuning

We tuned hyperparameters for full fine-tuning, one-
time LoRA, and seed-initialized progressive LoRA.
For each method, we selected the settings that gave
the lowest mean per-character perplexity across
our DEV set, drawn from the full partition of 45
development users. Each tuning trial ran on four
NVIDIA A100 GPUs with 40 GB of memory each.
We used DeepSpeed ZeRO stage 3 (Rajbhandari
et al., 2020) to reduce memory requirements on
each GPU. All trials used OPT-13B with up to 512
characters of left context. Hyperparameter tuning
used approximately two GPU-days per method. We
measured LLM inference latency using FP16 on a
single NVIDIA A100 GPU per evaluation process.

We varied the dropout rate, learning rate, weight
decay, and the number of training epochs. We
selected the learning rate from the candidate set [Se-
6, 7e-6, 8e-6, le-5, 1.3e-5, le-4, 3e-4, 3e-3]. The
learning-rate schedule had two additional tunable
parameters: the number of warmup steps, selected
from O to 10, and the stable fraction, selected from
0.00 to 0.80. The stable fraction controlled the
fraction of training steps for which the learning
rate was held fixed before decay.

The progressive LoORA method had a parameter
chunk size controlling how often we re-fine-tuned
the adapter. We started each of DEV users with a

model fine-tuned on their seed set using the best hy-
perparameters found for the non-progressive LORA
method. We then selected the chunk size from the
candidate set [64, 128, 256, 512, and 1024]. Table 6
shows the values of our tuned hyperparameters for
each of our methods.
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Chunk LoRA [oRA LR Warmup  Stable  Learning Weight

Adaptation size rank o Dropout  schedule steps fraction rate decay  Epochs
Full fine-tuning - - - 0.20 WSD 2 0.15 1x107°  0.05 2
One-time LoRA - 8 16 0.10 WSD 2 0.15 3x107*  0.00 2
Progressive LoORA

(seed-initialized) 128 8 16 0.10 WSD 2 0.15 3x 107" 0.00 1
Progressive LoORA

(base-initialized) 128 8 16 0.10/0.05*  Linear 2 - 3x107*  0.00 1
Cumulative

progressive LoORA 128 8 16 0.10 Linear 2 - 3x 107" 0.00 1

*Adapter dropout was 0.10 for the first update and 0.05 for subsequent updates.

Table 6: Hyperparameters used for the five OPT-13B personalization methods. Chunk size is measured in phrases.
For progressive methods, entries describe evaluation-stage updates and epochs are per update. LR denotes learning
rate; WSD denotes warmup—stable—decay, and Linear denotes linear decay after warmup. Dropout applies to the
model for full fine-tuning and to the adapter otherwise. Dashes indicate inapplicable settings.
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