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Abstract

Automated End-to-End test scripts are inher-
ently fragile. Modifications to the User Inter-
face (UI) cause automation test script failures,
imposing significant maintenance overhead.
Automated test script repair using Large Lan-
guage Model (LLM) has shown promise, but
existing approaches operate without real-time
access to the application under test. To the best
of our knowledge, no prior controlled study has
compared LLM-based test-script repair with
and without MCP-mediated live browser access
while keeping the remaining repair settings con-
sistent. Through a controlled experiment on a
web application, we inject 30 failure scenarios
across two categories of Ul modifications (loca-
tor changes and DOM structural changes) and
evaluate two LLM models (GPT 5.0 Mini and
Claude Haiku 4.5) with two conditions (with
and without MCP access). Configurations with
MCP achieve a correct patch rate of 65%, com-
pared with 25% without MCP. The plausible
patch rate reached 98% (vs. 87%), the failure
rate dropped from 13.3% to 1.7%, and MTTR
decreased by 31 seconds. These results sug-
gest that providing agents with MCP-mediated
live browser access primarily enhances repair
correctness rather than merely increasing re-
execution success rates.

1 Introduction

Automated End-to-End (E2E) testing has become
an important part of modern web development,
particularly within agile and continuous integra-
tion/continuous delivery (CI/CD) workflows (Niu
et al., 2025). By executing test cases automati-
cally through frameworks such as Playwright and
Selenium, teams can validate application behav-
ior across full user flows with reduced manual ef-
fort (Melyawati et al., 2024). However, a persis-
tent challenge undermines the long-term value of
automation testing which is test script fragility.
When front-end interfaces evolve, existing test
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scripts break and require significant maintenance
effort (Samad et al., 2021). Awad et al. (2024)
report that testers can spend approximately 40%
of their time updating and maintaining test suites
as applications evolve. Prior empirical studies
have consistently identified locator changes and
DOM structural modifications as the most domi-
nant causes of test script failure across multiple
frameworks (Parry et al., 2022; Di Meglio et al.,
2026). Even minor changes, such as renaming a
CSS class or altering an element’s position in the
DOM hierarchy, can cause complete script fail-
ure (Nass et al., 2023). These challenges are not
transient. Ul test automation will continue to face
long-term difficulties in script maintenance, stabil-
ity, and adaptation to interface changes (Nass et al.,
2021).

To reduce this maintenance effort, automated
test script repair mechanisms have been proposed
to detect, diagnose, and repair broken test scripts
with minimal manual intervention (Saarathy et al.,
2024). Existing approaches rely on techniques
such as heuristic-based locator matching, seman-
tic information from previous test executions, and
more recently, large language model (LLM)-based
autonomous agents to recover failed test scripts
(Grover and Sepuri, 2025; Qi et al., 2023; Bouzenia
et al., 2025). Despite these advances, existing test
repair approaches increasingly incorporate informa-
tion from the current state of the application under
test. Heuristic-based systems such as Healenium
use historical locator information together with
runtime information from the updated interface to
identify replacement elements (Grover and Sepuri,
2025). Recent Al-assisted approaches may also
use failure artifacts or information from the current
user interface to guide repair decisions (Biswas,
2026). However, these approaches are typically
evaluated as complete repair systems, making it
difficult to determine the specific contribution of
live and interactive browser context. Consequently,
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it remains unclear whether giving an LLM-based
repair agent direct access to the current browser
state actually improves the semantic correctness
of generated repairs, rather than merely increasing
the likelihood that the modified test script passes
execution. This distinction is important because
a passing repair may weaken, remove, or circum-
vent the original verification logic, thereby masking
genuine application regressions.

In this paper, we investigate whether MCP-
mediated live browser access improves the quality
of LLM-assisted test-script repair compared with
artifact-based repair alone. MCP is a standardized
protocol for exposing external tools and contextual
information to Al applications (Sudakara, 2025).
In this study, we use Playwright as the automation
framework for executing and validating end-to-end
web tests, together with the Playwright MCP Server.
This implementation exposes Playwright’s browser
interaction capabilities to the LL.M-based repair
agent, allowing it to navigate web pages, obtain
structured accessibility snapshots, interact with in-
terface elements, and observe the current browser
state during the repair process, as illustrated in Fig-
ure 1 (Hou et al., 2026).
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Figure 1: Implementation overview of Playwright MCP
with an Al agent. The MCP server bridges the static
LLM knowledge with browser context tools, allowing
the agent to observe the live DOM state during self-
healing.

We conduct a controlled experiment on a web
application by injecting 30 failure scenarios across
two categories, 15 scenarios related to locator
changes and 15 scenarios related to DOM struc-
tural changes. Each scenario is tested under four
configurations that combine two LLM models
(GPT 5.0 Mini and Claude Haiku 4.5) with two con-
ditions (with and without MCP access). Following
the Automated Program Repair (APR) evaluation
framework (Dikici and Bilgin, 2025), we measure
three metrics: plausible patch rate (proportion of
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repairs that restore test execution), correct patch
rate (proportion of repairs that match manually con-
structed ground truth), and Mean Time to Repair
(MTTR).

2 Related Work

Several approaches have been proposed to auto-
matically repair broken test scripts, broadly cate-
gorizable into heuristic-based, semantic-based, and
LLM-based methods. Grover and Sepuri (2025)
compare traditional Selenium frameworks with the
Healenium self-healing stack, which uses attribute-
similarity heuristics to find replacement locators
when the original locator fails. While Healenium
significantly reduces failures caused by locator
changes, it relies on syntactic matching without
understanding the functional purpose of the target
element. This creates a risk of regression masking,
where a repaired script passes execution but the
chosen element is functionally incorrect (Biswas,
2026). Similarly, Kim and Kouatly (2024) integrate
Selenium with the ChatGPT API for self-healing,
demonstrating improved maintenance efficiency,
though the approach still depends on static con-
text for repair decisions. Qi et al. (2023) propose
Semter, which captures semantic information from
test executions on an earlier application version and
uses semantic similarity to locate target elements
in updated versions. Semter achieves an average
repair ratio of 84% across six web applications
and can handle workflow changes caused by page
additions or removals. However, its effectiveness
depends on the quality of semantic information
from initial executions and degrades when inter-
face changes diverge substantially from the original
version. Pham et al. (2022) review Al-augmented
E2E testing tools and find that existing self-healing
features remain limited to element-level locator
matching, lacking the ability to handle complex
functional or structural changes. More recently,
LLM-based agents have shown promise for auto-
mated repair tasks. Bouzenia et al. (2025) introduce
RepairAgent, an autonomous LLM-based agent
for Automated Program Repair (APR) that suc-
cessfully fixes 164 bugs on the Defects4J dataset
through iterative reasoning. Although RepairA-
gent targets production code rather than test scripts,
its APR framework provides a rigorous evaluation
methodology applicable to code repair assessment.
Most closely related to our work, Biswas (2026)
implements an Al-assisted self-healing agent (Play-



wright Healer Agent) for E2E web testing, achiev-
ing a 73% reduction in false positives, 45% reduc-
tion in MTTR, and 91.3% test reliability. However,
this approach performs inference solely from the
LLM’s internal knowledge and static error logs,
without the ability to access or verify the live page
state, leaving it vulnerable to regression masking.

A common limitation across all prior automated
script repair approaches is the absence of real-time
interaction with the application under test during
the repair process. MCP addresses this gap by
standardizing how Al systems integrate with ex-
ternal tools, data sources, and environments (Hou
et al., 2026). MCP follows a client-server archi-
tecture where an MCP host (e.g., an IDE with an
Al agent) communicates with MCP servers that ex-
pose domain-specific capabilities (Sudakara, 2025).
LLM-based agents, which combine LLM reason-
ing with tool use, memory, and planning modules
(Chowa et al., 2026), are particularly well-suited
to leverage MCP’s capabilities. He et al. (2025)
demonstrate that modern LLMs’ planning and rea-
soning abilities enable agents to handle complex
tasks including code generation, testing, and script
maintenance autonomously. However, LLMs are
fundamentally reasoning engines rather than data
repositories. LLM knowledge is static and they
cannot directly observe live application state (Lee
et al., 2024). MCP bridges this gap by provid-
ing grounded, real-time context that enables more
informed repair decisions. Despite the concep-
tual promise of this integration, no prior work has
empirically evaluated MCP’s contribution to au-
tomated script repair in automated testing. Our
study addresses this gap through a controlled com-
parison of LLM-based repair with and without
MCP-mediated live browser access. The experi-
ment therefore evaluates the practical contribution
of adding MCP-enabled live interaction to an oth-
erwise comparable agent workflow.

3 Methodology

3.1 System Under Test

We conduct our experiments on a locally deployed
web-based information system for managing teach-
ing assistant recruitment. The application is devel-
oped in PHP using the Laravel framework. We fo-
cus on the student role, which involves a sequence
of functions, including completing a profile, up-
loading academic transcripts, browsing available
positions, registering for a vacancy, and managing
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offers. Such interactions are representative of the
user-oriented workflows typically evaluated in end-
to-end web testing, where tests navigate through
the application, perform user actions, and verify
observable outcomes. Full access to the source
code and local deployment environment enables
us to introduce controlled interface changes for
fault injection while preserving the application’s
underlying business functionality.

3.2 Test Design

We design 15 End-to-End (E2E) test cases (TCO1-
TC15) using Playwright with TypeScript, orga-
nized across five functional areas: profile manage-
ment (F1=4 TCs), transcript upload (F2=3 TCs),
vacancy registration (F3=3 TCs), registration veri-
fication (F4=3 TCs), and offer management (F5=2
TCs). All test scripts follow the Page Object Model
(POM) pattern, separating locator definitions, page
interaction logic, and test specifications into dis-
tinct layers. Baseline scripts are validated through
three consecutive executions with zero failures be-
fore experimentation.

3.3 Fault Injection

We inject 30 failure scenarios across two categories:
Locator changes and DOM structural changes. The
scenarios were designed to represent changes that
commonly occur during web application evolution
(Nass et al., 2023; Di Meglio et al., 2026). Exam-
ples of failure scenarios are shown in Table 1.

Locator changes (LC01-LC15). These scenar-
ios modify element attributes that test scripts use
for identification, such as changing data-testid
formats (e.g., kebab-case to camelCase), renam-
ing CSS classes, altering button text that affects
accessible names, or modifying XPath-dependent
text content. Each injection targets a different lo-
cator strategy to evaluate self-healing across vary-
ing fragility levels. The purpose was to evaluate
whether the repair agent merely updates a broken
locator value or identifies a more stable locator
strategy when one is available.

DOM structural changes (DC01-DC15). These
scenarios modify the HTML hierarchy or introduce
new interface elements, such as wrapping elements
in additional containers, adding confirmation steps
before form submission, introducing input valida-
tion, or disabling buttons based on application state.
DOM changes are generally more complex as they



ID
LCO03

Type
LC

Changes
testId
format:
kebab-case
—  camel-
Case

CSS class
renamed
Button text
changed
Element
wrapped in
new <div>
Confirmation
step added
Button
disabled on
state

Impact
Selector miss

LCO8 LC Class mismatch

LC10 LC Name mismatch

DCO01 DC Hierarchy break

DC10 DC Missing step

DC13 DC Logic change

Table 1: Representative examples from each category.
LC represents locator changes and DC represents DOM
changes. All injections are designed to reflect realistic
front-end changes encountered during application main-
tenance, not artificial scenarios targeting specific repair
strategies.

may require not only locator updates but also mod-
ifications to interaction logic.

3.4 Ground Truth Construction

For each of the 30 injection scenarios, we manu-
ally write the correct repair following Playwright’s
locator stability hierarchy: testId (most stable) >
role with accessible name > label > CSS/XPath
(most fragile). Repairs follow two patterns: (1)
value update which retains the baseline locator
strategy and adjusting only the changed value when
the strategy is already stable, or (2) strategy up-
grade by replacing a fragile locator strategy with
a more stable one. This produces 30 ground truth
repairs, each documented as a unified diff file in a
version-controlled repository.!

3.5 Experimental Configurations

We evaluate four configurations that cross two in-
dependent variables:

MCP condition— With MCP: the Al agent has
access to Playwright MCP Server, enabling real-
time browser navigation, accessibility snapshots,

'Repository:

com/self-healing-automation/
self-healing-automation-MCP

https://github.
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and live DOM interaction. Without MCP: the
Al agent operates solely from test scripts, failure
screenshots, error logs, and its internal knowledge.
This represents the current state of LLM-based self-
healing approaches without adding any external
capabilities.

LLM model- GPT 5.0 Mini: a thinking-
architecture model from the GPT-5 family with
a 400K token context window, optimized for deep
reasoning at reduced computational cost. Claude
Haiku 4.5: a speed-optimized model with 4-5x
lower latency than Claude Sonnet 4.5, designed for
high throughput with competitive accuracy.

Config MCP Model
GPT + MCP v GPT 5 Mini
GPT — MCP X GPT 5 Mini
Claude + MCP v Haiku 4.5
Claude — MCP X Haiku 4.5

Table 2: Experimental configurations. Each configura-
tion is tested on all 30 failure test scenarios (15 LC + 15
DO).

Both models are accessed through GitHub Copi-
lot Chat in Visual Studio Code operating in agent
mode, which enables autonomous file editing, com-
mand execution, and tool invocation. Table 2 sum-
marizes the experimental design.

3.6 Prompting Strategy

To promote consistency across experimental ses-
sions, we designed two standardized prompt vari-
ants corresponding to the MCP and non-MCP
conditions. Both variants assigned the agent the
same role as a QA automation engineer and spec-
ified an identical repair objective, technical con-
text, Run—Analyze—Investigate—Fix—Verify work-
flow, and hard constraints. These constraints pro-
hibited the agent from removing or weakening as-
sertions, skipping test steps, introducing arbitrary
waits, using forced interactions, or modifying au-
thentication fixtures. No scenario-specific repair
hints were included, and the same prompt variant
was reused across all sessions within each condi-
tion.

Both conditions allowed the agent to execute
and verify tests through Playwright and inspect
the resulting error output, stack traces, and failure
screenshots. They differed only in the investiga-
tion capabilities available to the agent. In the non-
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MCP condition, browser information was mediated
by the prescribed test execution and its generated
artifacts. In the MCP condition, the agent addi-
tionally had direct access to the running browser
through Playwright MCP, enabling agent-directed
navigation, accessibility snapshots, and interface
interaction during diagnosis.

Before each session, the test scripts were re-
stored to their baseline state using version control,
and a new agent session was initialized. The fault-
injected test was first executed to confirm the ex-
pected failure. The agent then performed the repair
workflow and was allowed up to three verification
cycles. A session was classified as failed when
the test remained unsuccessful after the third cycle.
The complete prompt variants are provided in the
appendix.

3.7 Evaluation Metrics

Following the APR evaluation framework (Dikici
and Bilgin, 2025; Bouzenia et al., 2025), we evalu-
ate repairs using three metrics:

Plausible patch rate. The proportion of scenar-
ios where the repaired script executes successfully:

Passing S i
|Passing Scenarios| « 100%

(D

Correct patch rate. The proportion of repairs
that match the ground truth, either identically or
through functional equivalence as determined by
manual evaluation (Le et al., 2019):

Plausible Rate =

|Total Scenarios|

|Ground Truth Matches|
|Total Scenarios|

x 100%
()

Mean Time to Repair (MTTR). The average
time from the start of the agent’s analysis to suc-
cessful verification:

Correct Rate =

> Repair Time
|Repaired Scenarios|

MTTR = 3)

Each repair is classified into one of four cate-
gories: Correct (C) indicates that the repaired test
passes and matches ground truth; Plausible Incor-
rect (PI) indicates that the repaired test passed but
differs from ground truth; Regression Masking
(RM) indicates that the test passes because asser-
tions or test logic have been removed, weakened, or
bypassed; and Fail (F) indicates that the test does
not pass after repair. Figure 2 illustrates these four
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outcomes in the context of the sequential End-to-
End execution flow. Each scenario is executed once
per configuration due to token quota constraints on
the Al agent platform, yielding 120 total sessions.
We acknowledge this limitation and discuss its im-
plications in Section 5.

4 Results and Discussion

Prior to evaluating repair performance, all 15 base-
line test cases were executed in three consecutive
validation runs and passed without any observed
flaky behavior. Each of the 30 fault-injection sce-
narios subsequently triggered the expected test
failure, confirming both the stability of the base-
line test suite and the effectiveness of the injected
changes.

Table 3 presents the aggregate results for each
configuration across all 30 scenarios. Configura-
tions with MCP consistently outperform their non-
MCP counterparts on both quality metrics.

Config Plaus. Correct Fail MTTR
GPT — MCP 83% 30% 17% 3:50
Claude — MCP  90% 20% 10% 1:34
GPT + MCP 97% 70% 3% 2:39
Claude + MCP  100% 60% 0% 1:39

Table 3: Per-configuration results across 30 scenarios.
Plaus. = plausible patch rate; Correct = correct patch
rate; Fail = failure rate; MTTR in min:sec.

The largest observed difference between the con-
dition "With MCP" and "Without-MCP" is in the
correct patch rate. GPT improves the correct patch
rate from 30% to 70% (+40pp) and Claude from
20% to 60% (+40pp). Plausible rate improvements
are comparatively modest (GPT: +14pp; Claude:
+10pp), indicating that the largest observed ben-
efit of the MCP-enabled condition lies in repair
correctness rather than merely in making scripts
pass.

Claude + MCP achieves the highest plausible
rate (100%) but a lower correct rate (60%) than
GPT + MCP (70%). In the observed repair traces,
Claude Haiku 4.5 more frequently applied an ini-
tially viable fix, whereas GPT-5 mini more fre-
quently inspected alternative locator strategies be-
fore applying a patch. These observations may help
explain the measured speed—correctness trade-off,
although the limited number of runs prevents gen-
eralizing these behavioral differences to the mod-
els as a whole. Figure 3 illustrates this trade-off
between repair speed and correctness across all
configurations.
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Figure 2: Visualization of the End-to-End self-healing execution flow.
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Figure 3: Efficiency diagram plotting MTTR against
Correct Patch Rate.

Table 4 presents MTTR disaggregated by injec-
tion type and MCP condition.

Condition Type Total Time MTTR
Without MCP  LC 61:51 2:03
With MCP LC 54:25 1:48
Without MCP  DC 100:49 3:21
With MCP DC 75:10 2:30

Table 4: MTTR by injection type and MCP condition
(min:sec). LC = locator change; DC = DOM change.

DOM changes require substantially longer repair
times than locator changes across both conditions,
reflecting their greater complexity. Total repair
time was 7 minutes 26 seconds lower for locator
changes and 25 minutes 39 seconds lower for DOM
changes in the MCP-enabled condition. Notably,
Claude without MCP records the lowest individual
MTTR (1:34 overall), as it skips browser interac-
tion and selects fixes more aggressively. However,
this speed comes at the cost of the lowest correct
rate (20%) and highest regression masking rate, il-
lustrating that repair efficiency must be evaluated
jointly with repair quality.
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With MCP. Agents navigate the SUT au-
tonomously, take accessibility snapshots of rele-
vant pages, and use live DOM data to inform lo-
cator selection. When navigating to an incorrect
page, agents self-correct by recognizing the mis-
match between expected and observed page con-
tent. For example, in scenario LC0O8, GPT + MCP
first identifies that the CSS class has changed, then
discovers a more stable data-testid attribute on
the same element, and selects the testId strategy—
matching the ground truth. This two-stage verifica-
tion process (identify change — evaluate alterna-
tives) is characteristic of the thinking-architecture
model as we can see from Figure 4.

Without MCP. Agents rely entirely on static
error logs, failure screenshots, and their internal
knowledge. Without the ability to verify assump-
tions against the live DOM, agents tend to make
more aggressive modifications, sometimes alter-
ing valid test logic or removing assertions to make
scripts pass. In scenario LC03, Claude without
MCP removes the file name verification step en-
tirely after failing to locate the element—producing
regression masking despite explicit prompt instruc-
tions prohibiting assertion removal. This pattern
explains the higher regression masking rate in non-
MCP configurations (7 instances vs. 1 with MCP).

Model differences. The two models exhibited
different observed trade-offs between repair time
and correctness. Claude Haiku 4.5 generally com-
pleted repairs faster, whereas GPT-5 mini achieved
a higher correct patch rate in both conditions. In
the inspected repair traces, GPT-5 mini more fre-
quently examined alternative locator strategies be-
fore applying a patch, while Claude Haiku 4.5 more
often applied an initial viable repair directly. Both
models showed the same 40-percentage-point in-
crease in correct patch rate when MCP was added,
reaching 70% for GPT-5 mini and 60% for Claude
Haiku 4.5.



getByTestId

Figure 4: Qualitative example of GPT + MCP on LCO08.
The agent uses live DOM context to identify a stable
data-testid alternative instead of only updating the
broken CSS class.

5 Conclusion

We present an empirical evaluation of MCP-
mediated live browser contribution to Al-agent-
based self-healing in automated End-to-End testing.
Through a controlled experiment with 120 sessions
across 30 fault injection scenarios and four config-
urations, we demonstrate that providing Al agents
with real-time browser context through MCP sub-
stantially contributes to improving repair quality.

Our key findings are twofold. First, the largest
difference between conditions occurs in repair cor-
rectness: the correct patch rate increases from 25%
to 65%, whereas the plausible patch rate increases
by 11 percentage points. Second, the MCP-enabled
condition also shows a lower failure rate (2% vs.
13%) and an average MTTR that is 31 seconds
shorter, with the largest time savings on complex
DOM structural changes (25 minutes 39 seconds
total).

These results suggest that the integration of struc-
tured environmental context through protocols like
MCP represents a promising direction for improv-
ing the reliability of Al-driven software mainte-
nance tools. Future work should extend this eval-
uation to multiple applications with diverse archi-
tectures, incorporate additional failure types (e.g.,
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business logic changes, flaky failures), add experi-
mental repetitions with statistical significance test-
ing, and explore the interaction between MCP and
higher-capability LLM models.

Limitations

Our study has several limitations that should be con-
sidered when interpreting the results. The observed
advantage of MCP is limited to a single locally de-
ployed web application and two interface-related
failure types: locator and DOM-structure changes.
Its effect may differ for business-logic changes,
API modifications, or non-deterministic failures.
Moreover, each scenario was executed once per
configuration due to GitHub Copilot quota and ses-
sion limits; therefore, the results reflect single-run
outcomes and do not capture run-to-run LLM vari-
ability or support statistical significance testing. An
important limitation concerns the interpretation of
the MCP comparison. The MCP-enabled condition
provides the agent with direct access to live ap-
plication information through browser navigation,
accessibility snapshots, and interface interaction,
whereas the non-MCP condition relies on infor-
mation available through test execution artifacts.
Therefore, the observed differences cannot be at-
tributed specifically to the structure of the MCP
protocol itself. An additional control condition
providing equivalent browser information without
MCP would be required to disentangle these fac-
tors.

Our work is conducted using Playwright MCP
Server (v0.0.7) and GitHub Copilot Chat (v0.37.9)
that are actively developed tools. The behavior may
change in future versions. Our results should be
interpreted in the context of the specific versions
used during experimentation.
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tools: ['playwright’]
mode: 'agent’

# Role
You are a QA automation engineer fixing one failing Playwright test.

# Context

Playwright Test (TypeScript), Page Object Model:
- “tests/® — spec files

- ‘pages/" — page classes

- “utils/” - locators

- “fixtures/® — setup (do not modify)
SUT: AssistLab at http://localhost:3000, pre-authenticated via fixtures.

# Investigation Approach

You have access to Playwright MCP browser tools. Use them to inspect
the running application directly — navigate to the relevant page,
capture accessibility snapshots, and read the actual DOM state before
proposing any fix. Runtime observation of the live application is

the primary source of evidence for this diagnosis. Also run the test
from the terminal as a QA engineer would. If a tool call fails with

a snapshot staleness error, capture a new snapshot and retry the
interaction.

# Task
Diagnose and fix one failing test in “{SPEC_PATH}
in order. Maximum 3 fix-verify cycles.

. Work in phases,

1. Run — execute "npx playwright test {SPEC_PATH}  and record the
exact error and failing step.

2. Analyze — read the spec and its dependencies; form an initial
hypothesis from the error

3. Investigate — navigate the browser to the relevant page and
capture a snapshot. Compare the actual DOM state (elements
attributes, data-testid) against what the locators in the code
expect. Report what you observed.

4. Fix — apply the smallest change that restores correctness,
grounded in the snapshot evidence.

5. Verify — re-run the failing test. If it still fails, return to
Investigate with new information. If the same approach fails
twice in a row, abandon that hypothesis and explore a different
angle — re-read the spec, check adjacent locators in the same
file, or inspect unrelated page sections that might have changed.

# Hard Rules

Violating any of these is unacceptable even if the test passes:
- No weakening or removing assertions

- No waitForTimeout or arbitrary sleeps

- No { force: true }

- No .skip, .only, or commenting out steps

- No changes to fixtures/ or auth setup

mode: ‘'agent’

# Role
You are a QA automation engineer fixing one failing Playwright test.

# Context

Playwright Test (TypeScript), Page Object Model:
- “tests/® — spec files

- ‘pages/’ — page classes

- ‘utils/® — locators

- ‘fixtures/® - setup (do not modify)
SUT: AssistLab at http://localhost:3000, pre-authenticated via fixtures.

# Investigation Approach

You do not have browser automation tools in this session. Diagnose
the failure through static code analysis — trace through the spec
page classes, and locator definitions, and reason carefully from
the error output. Read the files thoroughly: the specific locator
referenced in the error, the page class method that uses it, the
spec step that calls the method. Your diagnosis must be grounded
in concrete evidence from the code and terminal output. Also run
the test from the terminal as a QA engineer would, and read the
stack trace in full.

# Task
Diagnose and fix one failing test in ‘{SPEC_PATH} . Work in phases,
in order. Maximum 3 fix-verify cycles.

1. Run — execute 'npx playwright test {SPEC_PATH}  and record the
exact error and failing step.

2. Analyze — read the spec and its dependencies; form an initial
hypothesis from the error

3. Investigate — navigate the browser to the relevant page and
capture a snapshot. Compare the actual DOM state (elements,
attributes, data-testid) against what the locators in the code
expect. Report what you observed.

4. Fix — apply the smallest change that restores correctness
grounded in the snapshot evidence.

5. Verify — re-run the failing test. If it still fails, return to
Investigate with new information. If the same approach fails
twice in a row, abandon that hypothesis and explore a different
angle — re-read the spec, check adjacent locators in the same
file, or inspect unrelated page sections that might have changed.

# Hard Rules

Violating any of these is unacceptable even if the test passes:
- No weakening or removing assertions

- No waitForTimeout or arbitrary sleeps

- No { force: true }

- No .skip, .only, or commenting out steps

- No changes to fixtures/ or auth setup

Figure 6: Prompt for test script repair using LLM only
(without MCP)

Figure 5: Prompt for test script repair using LLM and
MCP
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