LLMs are Easily Startled:
Fragility Testing with Lookalike Character Noise

Peter deJonge! and Nathanael Chambers'?
1US Naval Academy, Annapolis MD
2Williams College, Williamstown MA
ncl9@williams.edu

Abstract

Language models are dependent on the char-
acter sets of the languages seen during train-
ing. Some languages use large character sets,
like Chinese and Korean, while others are very
small, like English. When the input during
inference diverges from the trained character
set, it can lead to unexpected behavior. While
many researchers have looked at using this
weakness for adversarial attacks, these studies
typically focus on extreme cases that lead to
model failure. But we don’t have a strong un-
derstanding of how brittle models are to more
casual and routine character substitutions. In
fact, many ‘known’ characters have Unicode
lookalikes that users enjoy using without mali-
cious purposes. This paper studies the fragility
of models when faced with such character
noise. When input contains innocuous char-
acter substitutions, do models robustly handle
the distortion? How does the tokenizer and
overall model size affect performance? This
paper presents analyses of tokenizers and a
series of fragility tests to answer these ques-
tions. We find that tokenization is not the
only stumbling block, and neither is a larger
model size the assured solution. We present a
formal benchmark, publicly release a Fragility
Scorer', and describe our experimental results
on a variety of open-source models. Implica-
tions and suggestions for improving fragility
are then presented.

1 Introduction

Language models are trained on sequences of to-
kenized text, and a wealth of research has shown
that input which contains unexpected formatting
that diverges from training formats can lead to
strange behavior. One particular kind of format-
ting is lookalike character substitution (p -> p).
These are used in a lighthearted manner on social
media, or for more intentional information hiding

"https://www.github.com/nchambers/fragility

purposes that humans easily read, but which fool
automated extractors. This paper studies what we
call the “fragility” of models when facing general
character distortion and manipulation. In particu-
lar, we look at how model size and its tokenizers
affect robustness.

A number of research efforts have focused on
manipulating model behavior by altering its input.
These include jailbreaking (Yi et al., 2024), ad-
versarial prompting (Chao et al., 2025), synonym
swapping (Li et al., 2024), gradient-based attacks
(Ren et al., 2025), and many others. Most of these
focus on an intentional goal of altering system be-
havior, thus proposing methods to discover inputs
to produce maximum impact. This paper, however,
broadens the aperture of study to the general per-
formance of models in the face of character ma-
nipulation. While a model might fail on a specific
attack, it could still be robust to 99% of manipula-
tions that occur in typical digital writing.

The goals of this work are partially motivated by
recent findings that large language models (LLMs)
struggle on simple character and word-level chal-
lenges. Efrat et al. (2023) created a series of
tests for word manipulation (e.g., ‘what word oc-
curs after “the” in the following sentence’) that
illuminated the struggle between model tokeniza-
tion and lexical manipulation that humans perform
with ease. Despite the many strengths of LLMs on
complex tasks, they struggle on ‘easy’ ones. We
thus look deeper into character-level changes and
how they might affect downstream complex tasks.

Several societal challenges also motivate the im-
portance of understanding model fragility. We
take inspiration from human trafficking prevention
where Unicode character swapping is observed in
illegal online advertisements. Phone numbers are
sometimes masked with digit lookalikes (e.g., ()
not 0). Again, the malicious actor isn’t trying to
break a model per se, but instead just hopes to
hide the digits. Can LLMs still extract informa-
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tion from text that diverges from its trained char-
acter set? How fragile are today’s models? Does
model size correlate with fragility? We investigate
these questions through a series of fragility tests.

The main contributions of this work include: (1)
A carefully chosen set of character swapping tests
to evaluate model fragility, (2) Fragility scores
from 7 families of open-source models across 24
size variants, (3) Results from a variety of prompt-
ing approaches, from few-shot to the inclusion of
unicode mappings (e.g., telling the model that «
is a), (4) The first analysis of how Unicode sub-
stitutes are represented by tokenizers in compari-
son to their ASCII lookalikes, (5) A task for phone
number extraction motivated by the domain of hu-
man trafficking, and (6) Release of the Fragility
Scorer software to test future models.

In summary, this paper provides analyses
on how Unicode lookalikes are represented in
Transformer-based models, how noise affects per-
formance, how model size affects fragility, and
how today’s models compare to each other.

2 Related Work

Research into adversarial attacks on LLMs is re-
lated to this paper, but tends to focus more on in-
puts that achieve specific behavior. Jailbreaking
manipulates the prompt to circumvent model in-
structions. A variety of helpful survey papers are
available (Knowlton et al., 2026; Yi et al., 2024,
Tian et al., 2025; Das et al., 2025). Gradient-based
attacks access model parameters to discover input
tokens that most affect the final distribution (Li
et al., 2018, 2020; Zou et al., 2023; Ren et al.,
2025), crafting attacks that alter model output.
Many attacks add instructions to the prompt (Liu
et al., 2024; Chao et al., 2025), some using multi-
lingual substitutions (Deng et al., 2024). One ap-
proach that is a bit closer to this paper is synonym
swapping: searching for input tokens to replace for
maximum effect (Li et al., 2024; Wang et al., 2024;
Zheng et al., 2025b). A first look at homoglyph at-
tacks on encoders came from Boucher et al. (2022).
We differ from the bulk of attack-based research in
that we are not trying to break systems nor are we
trying to find the best attack, but rather we seek
to measure overall fragility of models when facing
general character manipulation, some of which is
innocuous and unintentional.

Most relevant to this paper is prior work on
character substitutions. There is a nice thread

of recent work on how traditional classifiers (not
LLM generation) are affected by Unicode or other
character substitutions. Edman et al. (2024) pro-
posed a series of character tasks for LLMs to
perform, such as swapping letters and reversing
words. CharBench is a similar set of tasks for char-
acter analysis (Uzan and Pinter, 2026). Yuan et
al. (2024) study character cipher substitutions. A
number of people have looked at LLM awareness
of substrings (Ciaccio et al., 2025; Uzan and Pin-
ter, 2026). Some have studied tokenization and
how breaking up tokens in English (Zheng et al.,
2025a) and Chinese (Haslett, 2025) affects LLM
performance. Zhang et al. (2021) was one of the
first studies of how BERT-based classifiers per-
form when training/testing with character substi-
tutions. They found that performance was poor,
but could be improved with training data augmen-
tation. This is obviously not an option for today’s
largest models without direct access to computa-
tional resources beyond most researchers.

Finally, work on visual models proposes new ar-
chitectures that use CNNs to build the input char-
acters’ visual embeddings (Liu et al., 2017; He
et al., 2018; Summers et al., 2023), thus learn-
ing to identify Unicode and ASCII similarity more
like a human’s eye (Eger et al., 2019; Salesky
et al., 2021; Rust et al., 2023). The idea is not to
use character (or token) embeddings as the input,
but visual images that are transformed by CNNs.
While an interesting research area, this paper does
not focus on CNN architectures or building cus-
tom LLM frameworks, but instead on the standard
Transformer of today’s most used models.

3 Fragility Tests

This section describes our series of fragility tests
to stress-test language models for robustness in
character noise. We separate these into three types
of tests: letters, digits, and broader language un-
derstanding. The digit tests are grounded in the
extrinsic task of phone number identification. The
letter tests are grounded in word identification, and
understanding uses a common Q&A benchmark
that tests language understanding ability.

3.1 Lookalike Dataset

For all experiments in this paper, we use the open-
source homoglyph dataset®. Specifically, we use
its raw character clusters that represent lookalike

2www.github.com/codebox/homoglyph
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MMLU
MMLU lookalike

Answer this question: ... (A) possible answer ...

MMLU

Answer this question: ... (A) possible answer ...

What is char What is the ASCII letter most similar to this? i

Char blanks What is this word: p_zz_s

Char lookalike What is this word: pizzas

Word Filler What is this word: p..izz**as

Characters

Word Filler+look | What is this word: p..izz**as

What is sent What is this sentence: The Aorse jumped over the fence.
What is char What is the ASCII digit most similar to this? 3
Middle digit What is this phone number: 4108763843

2| Multiple digits What is this phone number: 4108763843

g Digit Spelling What is this phone number: 41zero876three843
Number Filler What is this phone number: 41..08-76,,3843

Num Filler+look | What is this phone number: 41..08-76,,3843

Figure 1: The subtasks in the Fragility Score.

Unicode characters based on the ASCII digits 0-9
and letters a-z and A-Z. Its creators constructed
this dataset by manually identifying all of the
lookalikes they could find. We did not augment
or alter the dataset, protecting from any bias from
this paper’s authors. An example of the q character
lookalikes is shown here:

49949 9 9999999999999

3.2 Baseline Character Identification

We start with a baseline fragility test that asks
in the most straightforward manner, what is this
character? We query the LLM to identify which
ASCII character is most similar (and visual) to the
given Unicode character. We include two sepa-
rate baseline tests that instead specifically ask for
a digit or a letter, as appropriate. For instance:

What ASCII digit is most similar
to this unicode character: 3

The correct answer is obviously 3. We provide
three examples as a few-shot prompt so smaller
models (and models without instruction tuning)
have their best chance to demonstrate its learned
character set knowledge. See Appendix A.1 for
more prompts.

3.3 Letter Understanding

Identify the Word with Blanks: This baseline
test evaluates a model’s ability to "fill in the
blanks" when given a word with missing letters.

p_zz_s — pizzas

This basic test sets the stage for the next evalua-
tion that inserts Unicode lookalikes into the blanks.

A model’s performance on this blank test mea-
sures a model’s ability to identify a partial word
with no extra information.

We selected 300 English words of length 6 at
random. Two of the characters are randomly re-
moved and replaced with underscore characters.
This word length was chosen to balance rarity
(longer words are easier to guess) with having a
good mix of visible and hidden characters.

Identify the Word with Lookalikes: This test
uses the same words as above, but instead of un-
derscore characters, Unicode lookalikes are substi-
tuted into the underscore locations:

pizzas — pizzas

If a model has a learned representation of looka-
like character usage, it should perform better on
this test than the prior underscore test.

Identify the Word with Noise: This test uses the
same 300 words in the above tests, but with all
the original ASCII. The test then inserts punctua-
tion between randomly selected characters in the
words, testing a model’s ability to understand a
word in the presence of confounding noise.

We created two versions of this test. One plain
test with just ASCII and noise, and the other
uses the Lookalikes test above with added noise.
The former is called Word Noise, and the latter
Noise+Look.

Identify the Sentence with Lookalikes: While
the word tests above give the most straightforward
insight into model understanding of letters in con-
text, the sentence-level test gives the model more
context by allowing the surrounding words to as-
sist the LLM. This test is given a sentence with
lookalike character swaps, and the model must re-
peat the sentence in ASCII form. To provide the
optimal environment for success, we also provide
three few-shot examples in the prompt. One exam-
ple sentence is here:

The Aorse jumped over the fence.

A correct answer is a generation of the sentence
(case-insensitive) with only ASCII characters. The
scorer does not penalize for extra whitespace.

3.4 Digit Understanding

The fragility tests for digit recognition are
grounded in a real-world task, rather than generic
digit prompts. We chose the task of phone num-
ber extraction, motivated by its applicability to
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downstream applications. One noteworthy appli-
cation area is human trafficking prevention where
phone numbers are the strongest indicator for link-
ing online advertisements (Hundman et al., 2018;
Rodriguez Diaz, 2021; Vajiac et al., 2023; Saxena
et al., 2023). Phone numbers also serve well as an
evaluation because LLMs are thus primed to gen-
erate 10 digits.

Number Recognition: Middle Digit This first
test provides a phone number where the middle
digit has been replaced with a Unicode lookalike
character. We prompt the LLM to generate the
original phone number from this perturbed input
in its entirety. This allows us to evaluate not just
that the middle digit is recovered, but also that the
model does not confuse the generation of the sur-
rounding ASCII digits either.

Number Recognition: Multiple Digits This test
randomly substitutes 33% of the digits with a
lookalike character. We run several versions of
this test with increasing percentages.

Number Recognition: Noise This test evaluates
the fragility of models when the input is not ‘prop-
erly’ formatted, but instead contains extra whites-
pace and punctuation between characters, such as
in ‘4=1..0-93,485 31".

Number Recognition: Semantic Substitution
This test replaces digits with spelled out versions
(3 — three), including a random choice of lower-
case and uppercase characters (3 — tHReE). Dif-
ferent from the prior tests, only ASCII charac-
ters are used, but this test measures the fragility
of models when forced to sequentially understand
character sequences as digits (four5one vs 451).

Combinations Finally, the fragility tests can cre-
ate combinations of the above, such as a test that
includes both Multiple Digits and Noise. We
present results on this at different percent likeli-
hoods in the data.

3.5 Language Understanding

While the above tests evaluate word-level han-
dling, they don’t evaluate broader understanding
and they don’t directly measure how semantic un-
derstanding is affected by character noise.

Our goal is to measure model performance on
common Q&A benchmarks before and after looka-
like substitutions are made. However we do not
perturb the benchmark text in its entirety, but
rather keep the questions untouched, allowing the

The surface of Planet Earth loses
energy to outer space due mostly to

A. conduction.
B. convection.
C. radiation.

D. radioactivit

Figure 2: Example MMLU question whose answers
contain Unicode noise. The question is unchanged.

model to fully understand the question. This
fragility evaluation only alters the multiple-choice
answers, keeping the question clear. We test a
model’s ability to extract information from it. See
Figure 2 for an example.

We evaluate fragility of Q&A using the 57 sub-
ject MMLU benchmark (Hendrycks et al., 2021).
For each LLM, we measure its current accuracy
without text changes, and then again but with 20%
of the characters in the answers swapped with
lookalike substitutes. The score is computed as
(1 — acc20/acc). If a model struggles to generate
the answer in an extractable format, it is marked in-
correct, but the ratio only penalizes on the noise’s
effect. See Appendix A.5 for more details.

3.6 Chain of Dictionary

Recent work in machine translation experimented
with the idea of prompting models with transla-
tion equivalents (Lu et al., 2024). For instance,
insert ‘casa means house‘ into the prompt. We
adopt this idea, called chain of dictionary (CoD),
for lookalikes with the homoglyph replacements
in the prompt: ‘I is 1’ if the character ‘I’ appears
in the phone number. The digit tests in Figure 1 are
duplicated, but with CoD hints, and we separately
record their CoD accuracy scores.

4 Tokenizer Analysis

Before the input to an LLM is transformed through
its neural layers, the immediate effect of noisy in-
put is observed in how the model’s tokenizer splits
the text. When unknown characters are in the in-
put, a sentence that might normally be tokenized
into a few tokens can expand into 20+ tokens even
if just a few Unicode characters are present. An ex-
ample with Gemma’s tokenizer is shown in Figure
3.

Our initial experiments are a set of exploratory
tokenization and token embedding measurements
to develop an assessment of each tokenizer that
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The Little Thoughts:
The Little Thoughts

Little Thoughts
: The Lit 772%ughts

Figure 3: Gemma’s tokenizer: altering 3 characters re-
sults in 12 tokens vice 3. Question marks show where
the 4 bytes in unicode ‘o’ are tokenized separately.

can then be compared to actual fragility perfor-
mance. A tokenizer that requires more tokens than
another is not necessarily worse off; its network
layers could recover meaning from a fragmented
input. This analysis measures the correlation be-
tween tokenization and performance.

We analyze tokenizers from Llama (also Vi-
cuna), Qwen (also Deepseek), Mistral, Gemma, &
OLMo. Our focus is along three dimensions:

» Token recognition: what percent of Unicode
lookalikes appear in the tokenizer?

* Embedding similarity: are Unicode embed-
dings (as tokens) similar to their nearest-
neighbor ASCII characters?

e Fertility: how does tokenization increase
with character substitutions?

For token recognition, we counted how many
Unicode lookalikes appear in the tokenizer as stan-
dalone tokens or with a whitespace prefix. Fig-
ure 4 shows the percent found in the tokenizer
(blue bars). There is a clear and noticeable dif-
ference in tokenization, with Gemma and Qwen
(Deepseek uses Qwen) representing 50% of them
while the others are less than 10%. We then mea-
sured embedding similarity of these tokens to
see if their embeddings capture ASCII similarity
(i.e., is the Unicode character similar to its visual
ASCII equivalent?). We find the Top 3 most simi-
lar other tokens using cosine similarity, and see if
the ASCII lookalike is among them. The orange
bar shows that Gemma and Qwen have learned
this similarity, but interestingly, Deepseek’s fur-
ther training of Qwen drastically reduced it.

Finally, we measured the fertility of tokenizers
that experience tokenization explosion when an in-
put contains lookalikes (Figure 4 shows how one
example affects Gemma). This experiment took
2000 examples from the MMLU benchmark, and
tokenized them with and without 20% of the char-
acters replaced with Unicode lookalikes. We com-
pute the average number of tokens with and with-
out. Figure 5 shows the averages from each tok-
enizer. The dark shaded interior shows that they
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Unicode Lookalikes as Tokens
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. In Tokenizer
Similar to ASCII
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% Lookalikes Recognized
s

Figure 4: Percent of unicode lookalikes that appear in
tokenizers as a standalone token (blue+orange). The
orange bar indicates how many known tokens have an
embedding similar to its ASCII lookalike. Qwen and
Deepseek(Qwen-based) use the same tokenizer, but
their embeddings are different.

Model Sizes Tested
Gemma 3 1B, 4B, 12B, 27B
Llama 3.2 1B, 3B, 70B
OLMo 2 1B, 7B, 13B, 32B
Vicuna 1.5 7B, 13B
Deepseek R1-Qwen 1.5B, 7B, 14B, 32B
Qwen 3 .6B, 1.7B, 4B, 8B, 14B
Mistral-Small 23B
Mixtral-8x7B 7B/56B
GPT-4.1,5.4,5.5,

4.1mini, 4omini, unknown

5.4mini, Smini

Table 1: Models scored by the Fragility Benchmark.

are similar on regular ASCII text, but lookalike
noise causes varying amounts of tokenization ex-
plosion. Vicuna and Mistral experience the most
drastic expansion requiring 250% more tokens.

We discuss this tokenizer analysis in context of
the fragility results after the next section.

S Experimental Setup
5.1 Models

Table 1 lists the open-source models and sizes
used in our experiments. We include both small
and medium-sized models to assess how size may
or may not affect a Transformer architecture’s abil-
ity to handle character substitutions.

We also include several models from the Ope-
nAl suite to provide a general comparison against
mini and large closed-source models. Other closed
LLMs exist, but this work is not an engineering ex-
periment to stress-test black box models. Regret-
tably, the labs and corporations behind these mod-
els have not recently released their latest model ar-



Number of Tokens by Tokenizer
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gemma
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Figure 5: Visualization of how many tokens are pro-
duced on normal text (dark shaded) and when 20% is
replaced with Unicode lookalikes (lighter). Vicuna and
Mistral produce over 250% more tokens.

chitecture changes, training data, nor training pro-
cedures. Since few meaningful conclusions from
their performance can be drawn without an open
release of their architecture, we do not expend
computational resources beyond these models. As
will be seen, flagship closed-source models also
struggle with fragility.

5.2 Fragility Tests and Prompting

We prompt each model (in Table 1) for each test
within the Fragility Score (in Section 3) and report
individual results for the main tests, as well as one
aggregate fragility score.

The prompt templates for each test were chosen
based on author experimentation using general in-
struction language. We altered the prompts with
more instructions until generation was reliable in
format across the models. Most importantly, we
created these prompts using several different mod-
els during initial development. The final prompts
used for each test are provided in appendix A.1.

The Fragility Score (FS) is a linear combination
of accuracies over the three subsets of test types:

FS = X\ Letter + \pDigit + \y NLU (1)

where the lambda weights sum to one and the
sub-scores are themselves linear combinations of
individual test accuracies (each accuracy ranges
[0,100]). We report with A\, = 0.3, A\p = 0.3,

Ay = 0.4, but this formulation allows for adjust-
ing the weights to any task balance.

6 Results

All model Fragility Scores can be seen in Figures
6 and 7. At a high-level, there is a trend of an im-
proved fragility score as model size increases, but
it is not consistent across all model types. There
is a noticeable cluster of models that have fewer
parameters yet display much more robustness in
the fragility score than the others (circled in the
scatterplot). Gemma and Qwen stand out as more
robust starting at the ~4B model size. Qwen has
a straight line of performers no matter the model
size, as does Gemma. You can also see 14B
Deepseek in the circle, and its larger 32B model
doesn’t improve further. Model size is clearly not
the sole factor determining fragility. See Appendix
A.3 for establishing confidence in these scores.

Figure 6 provides more insight into the differ-
ent fragility components. We see the Qwen family
as the strongest set of models on overall Fragility.
Its small 4B model shines amidst the other top
performers with larger 14-32b sizes. Gemma is
not far behind. But not all models are consistent
across the subparts. Several are fragile on digits
despite being more robust on letters. The OLMo
32b model is one of the bigger models, and ar-
guably the best on NLU/text, but it struggles as
an outlier on digit handling.

Are lookalike characters always disruptive?
We compared the two ‘what is this word’ tests
(underscores versus Unicode) to better understand
how the model makes its predictions. Interestingly,
the Unicode results are substantially higher than
the underscore results across all of the models,
often with 2x the accuracy. This illustrates how
lookalikes are not purely noise, and are more infor-
mative than blanks. Appendix A.4 provides more
details. We also analyze the effects of punctua-
tion noise in appendix A.6. The median change in
phone number prediction from 20% to 80% added
noise is a 47% accuracy drop.

How is NLU affected? The MMLU benchmark
subscore is with 20% character replacement, but
we also tested 40% and 60% in Figure 8. Mis-
tral and Vicuna see the largest drops, effectively
breaking their NLU capability. The best tokeniz-
ing models do better, but it’s not consistent. Qwen
drops almost 50% on NLU, despite it outperform-
ing on other tasks. It’s clear that tokenization is

172



gemma27b 6N T
mistral_small_in S0 79 A 66
gemmal2b- 74 (MMM 65
deepseek32b - 75 g9 63

qwen14b 68 65
qwendb - [ 80 58
oimo520 IR N VA 37 67
qwensb {73 67 60 66
deepseekldb 17474 52 65
gemmadb O 73 49 65
mistral_small — 49 66 64
qwenl.7b - 65 38 50
mixtral7b - 51 55 44
olmol3b - 54 68 13 42
llama70b - 39 A i a1
deepseek7b - 46 40
qwen0.6b - 34 61 36
gemmalb - 41 49
vicunal3b - 46
olmo7b - 43
deepseekl.5b
lama3b - 47
vicuna7b -
olmolb
lamalb
phi2 - 260 [ S N | S
|

1 ]
Letters NLU Digits Overall Score

Figure 6: Model scores on individual components of the Fragility Score. [0-1] shown as [0-100] for readability.

Fragility Scores
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Figure 7: Fragility score for each model, comparing model size (in billions) to its score. The circle indicates
outliers that outperform despite having fewer parameters. Qwen and Gemma are less fragile even in smaller sizes.
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MMLU with Lookalikes
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Figure 8: MMLU accuracy at different amounts of char-
acters in the answers replaced with Unicode lookalikes.

not the only piece relevant to handling noise.

Frontier Model Comparison. With both
"small" and large GPT models, these results
are not truly comparable because we don’t have
knowledge of additional "reasoning" that the mod-
els generate behind the scenes. Some of them
are also known to have post-generation classifiers
and re-generation, so their algorithms cannot be
compared. However, it can help identify possible
ceiling scores on Fragility. Figure 9 shows GPT
fragility. The largest models are less fragile in the
80’s with the “small” GPT models in the 70’s, sim-
ilar to the best open-source small models. We in-
clude Gemma-12b for comparison. This is signif-
icant because the small GPT models are assumed
to be larger than these open-source sizes, yet we
see similar fragility in them.

Tokenization vs Model Size. To help deter-
mine if tokenization (Figure 4) or model (log)
size can predict fragility score, we ran a regres-
sion analysis. Individually, each shows weak cor-
relation with R? = 0.26 and 0.42 respectively.
However, both predictors in a multiple regression
model reveal a strong relationship with fragility:
R? =0.73,F(2,24) = 33.3,p < .001.

7 Discussion

What is the core driver of model fragility? Our re-
sults reveal that both tokenization and model size
are key, but its both together that are most predic-
tive of fragility performance.

Our tokenization studies, illustrated in Figure
5, show that input recognition is important where
Gemma’s and Qwen’s tokenizers are clear win-

GPT Fragility Scores

gpt5.5
gpt5.4
gpt5.4_mini
gpt4.1

gpt5_mini 1‘

~ © © ©
> >

GEMMA12B - 74 65 75

gpt4.1_mini - 76 55 72

gpt4o_mini 81 40 62
Letters NLU Digits Overall Score

Figure 9: GPT Fragility with Gemma for comparison.
Mini models are unknown sizes and are likely MoE.

ners, performing better on fragility despite fewer
parameters. Their tokenizers simply contain more
of the lookalikes than the other models. How-
ever it’s clear that training differences also mat-
ter. We see this in Deepseek’s Qwen-based tok-
enizer: while they share tokenization, Deepseek’s
further training has shifted their embeddings away
from ASCII lookalikes, worsening fragility. Fu-
ture work should investigate why/how.

We also found through statistical tests that the
added parameterization within larger models, such
as Mistral and OLMo-32b, can allow for recon-
struction of a scattered input into a meaningful in-
ternal representation. The 32b variant of OLMo,
which is also the tokenizer with the fewest recog-
nized Unicode characters, has a similar fragility
score to the smaller Qwen-4b. Qwen’s tokenizer
clearly gives it an initial boost to model fragility,
but larger parameterization is also capable of
catching up later. Our R? results confirm this.

These results show that tokenizer recognition of
lookalikes is important, and model size can com-
pensate some for missing representation. How-
ever, the statistical analysis shows that the two to-
gether are most crucial. We recommend intention-
ally adding Unicode lookalikes to tokenizers as a
first step, but urge the need for future research in
how to fine-tune for this noise.

We hope this paper leads to further studies in
broad fragility, not just for adversarial attacks.
Since our Fragility Score is a linear combination
of a diversity of tests, it can be customized to
different task needs. The Fragility Scorer for
LLMs is available with tokenizer analysis code at
github.com/nchambers/fragility.
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Limitations

Unicode character sets are very large and con-
tinually expanding with new versions. Our set
of hand-identified Unicode lookalike characters is
likely not complete, and so these experiments may
have missed some characters that would alter the
fragility score. However, we intentionally used an
external dataset for our experimental set of looka-
likes to avoid author bias in what should be in-
cluded.

This comparison of model fragility does not in-
clude all of the closed-source models that are avail-
able at the time of writing. Closed-source models
are trained on unknown datasets, most privately
owned, and architectures are generally not commu-
nicated to the scientific community. It is possible
that these models contain fundamental advances
to assist in character understanding, but determin-
ing how or what contributes is not possible by the
research community. We include in our results the
evaluation of several GPT models, large and small,
as data points for the curious reader.

The weighted factors that make up the Fragility
Score are chosen to balance character, digit, and
overall NLU performance, but these weights are
not an empirically motivated decision. Other
weights may be more appropriate for any given
task, and we believe this flexibility within the
Fragility Score is a positive feature.

Ethical Considerations

This paper is a study of how and why LLMs
are affected by noisy input at the character level.
While much research has focused on the Zow, such
as through intentional adversarial attacks, this pa-
per focuses more on the why through analysis
of model size and tokenization. While identify-
ing these weaknesses carries a risk of dual-use
exploitation, a better understanding of these fail-
ure modes is essential for building defensive safe-
guards. We hope that this work is a net benefit
to research in assistive systems and more resilient
models.

Our study of phone numbers did not intention-
ally include real numbers, but instead were ar-
tificially generated with a random process con-
strained by the rules of US-based numbers. No
human data was used. However, given the satura-
tion of the phone number space, it is possible, even
likely, that real numbers were randomly generated
and included in the dataset.
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I will give you a unicode character which looks similar to
an ASCII letter a-z or A-Z. Your task is to determine what
ASCII letter the unicode character most likely resembles.
The letter I give is case-sensitive.

Question:  What ASCII character is most similar to
this unicode character: [EXAMPLE A]

Answer: A

Question:  What ASCII character is most similar to
this unicode character: [EXAMPLE f]

Answer: f

Question:  What ASCII character is most similar to

this unicode character: [CHARACTER]
Answer:

Table 2: Prompt used for "What is" letter questions. A
similar prompt is used for digits.

You are a phone number decoder. A phone number has been
corrupted with unicode characters and punctuation. Your
task is to recover just the numerical digits of that phone
number. Only respond with the digits of the phone number
and no other symbols. Here are a few examples.

Q: What are the digits of this phone number:
PLE 1]

A: 2144357735

Q: What are the digits of this phone number: [EXAMPLE 2]
A: 7754263233

Q: What are the digits of this phone number: [EXAMPLE 3]
A: 5677381287

Q: What are the digits of this phone number [PHONEWITH-
UNICODE]

A:

[EXAM-

Table 3: Prompt used for all phone number questions.
The examples are mixed with varying digits that have
Unicode replacements and/or punctuation noise added,
dependent on the specific test.

A Appendix

A.1 Prompts

The prompt templates that we used for the tests
in the Fragility Score are presented in Tables 2-6.
Several tests have variants that use different num-
bers of replaced characters or likelihood of noise,
but they share the same template prompt. The
MMLU baseline test and the MMLU perturbed
test, for instance, have the same prompt and just
differ in the options text that is presented in the
possible answers.

These templates were developed to maximize
proper output format and tested across multiple
model families to ensure equal opportunity for suc-
cess.
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You are a sentence decoder. Your task is to recover the
original sentence from a given string that contains unicode
characters that look similar to standard ASCII letters. Only
respond with the decoded sentence.

Q: What is this sentence: [EXAMPLE 1]

A: The horse jumped over the fence.

Q: What is this sentence: [EXAMPLE 2]

A: Running is really good for your health!

Q: What is this sentence: [EXAMPLE 3]

A: I enjoy playing video games.

Q: What is this sentence: [QUERY SENT W/ UNICODE]
A:

Table 4: Prompt used for sentence questions.

You are a sentence decoder. Your task is to recover the
original sentence from a given string that contains unicode
characters that look similar to standard ASCII letters. Follow
these three steps: First, break apart the given sentence into
individual characters. Second, replace any lookalike unicode
characters with their ASCII letters, keeping all others the
same. Third, print the sentence in ASCII only.

What is this sentence: [QUERY SENTENCE W/UNICODE]

Table 5: Prompt used for sentence questions with chain-
of-thought.

Below is a multiple-choice question. Answer the question
with just the letter of the correct answer.

Question: [MMLU QUESTION TEXT]
A.[OPTION A]

B. [OPTION B]

C. [OPTION C]

D. [OPTION D]

Answer:

Table 6: Prompt used for the MMLU tests. The OP-
TIONS are perturbed or not depending on the test.

A.2 Model Versions and API Usage Cost

The core models evaluated in this work are open-
source. We ran the models on two local A100
GPUs, so do not list costs associated with running
them. The closed-source GPT models used Ope-
nAlD’s API interface with the following cost per
model to run all tests on the Fragility Score:

Model Version API Cost
GPT-4.1 2025-04-14 $8.25
GPT-5.4 2026-03-05 $9.44
GPT-5.5 2026-04-23  $222.25
4.1-mini  2025-04-14 $1.73
4o-mini  2024-07-18  $60.24
5.4-mini  2026-03-17 $2.90
5-mini 2025-08-07  $29.60

These API costs change over time, but are listed
as the cost to us at the time of running the experi-
ments.

A.3 Model Scores and Consistency

All scores reported in the main Table 1 are from
one run using the Fragility Scorer’s static test
set. However, to show that the scorer’s tests are
not tuned to certain performance, we ran Gemma-
1b 12 times with different seeds to generate the
data. Gemma-1b across the runs averaged an
overall fragility score of 36.3 (matching its re-
ported 36) and a standard deviation of 0.7 (95%
CI [35.8,36.8], range [35.5,37.8]). There are over
17k tests in the overall fragility score, so this low
variance shows that small changes in tests have lit-
tle effect on the score.

The number of tests in each of the sub-scores
of the Fragility Score are given in Table 7. Each
row provides the number of tests for a single test
set type, but there are multiple variants of some of
them to add up to a total of 17k tests.

A.4 Unicode compared to Blanks

The test for ‘what is this word’ that uses under-
scores (p_zz_s) is compared to the test with looka-
like characters in those same positions. Figure 10
shows the accuracy improvement across all mod-
els. Most models show very significant improve-
ment on identifying the word when a lookalike
character is given. This shows that models do have
the capability of using noisy Unicode, despite its
noise hurting other tasks. Performance is worse
with Unicode than if it was all plain ASCII, but it’s
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Type of Test # of Tests
MMLU 2400
What is this digit? 334
What is this letter? 1099
What is this word? 300
What is this sentence? 299
Phone Number Single 334
Phone Number Multi 200
Phone Number Noise 500

Table 7: The number of tests in each type of sub-score
within the Fragility Score.

What is this word?

deepseek1db
deepseek15b ===

deepseek7b
gemmat2b
gemmatb

o
gemmadb
llama1b
llama1b_in
llama3b
llama3b_in
mistral_small
mixtral7b
oimo13b
olmo1b
olmo32b
omo7b
qwen0Bb mmr
qwen14b
qwen1.7b
qwendb
qwensb === With Unicode
vicuna13b S Underscores

aTh  —

0 20 40 60 80 100
Accuracy (%)

Figure 10: Comparison between the two tests for ‘what
is this word?’. The first blue bar shows word pre-
diction when Unicode lookalike characters are in the
word. The second orange bar uses underscores instead
of lookalikes. Most models show significant gain when
lookalikes are included.

clear that the lookalike characters provide some in-
formation above just treating them as blanks.

A.5 MMLU Experiment Details

We randomly sampled 2400 questions from the
57 subject MMLU benchmark (Hendrycks et al.,
2021) for the LLM tests. For the fragility score
itself, we measure MMLU accuracy on the 2400
questions without text changes, and then again but
with 20% of the characters in the answers swapped
with Unicode lookalike substitutes in the answer
options. The score is computed as (1 —accag/acc).
If a model struggles to generate the answer in
an extractable format, it is marked incorrect, but
the ratio assures the score only penalizes on the
noise’s effect.

For further analysis, we varied the percent
of characters beyond just the 20% used in the
fragility score. We also randomly replaced by 40,
and 60%. These results per model are shown in
Figure 11. There is a general trend that the models

Model ‘ Score H Unrec ‘ Unrec-20
OLMo 32b 87 0.2% 2.9%
Gemma27b | 81 1.4% 22.2%
Qwen 4b 80 8.0% 11.5%

Table 8: Unrec=Unrecognized Format. Three of the
high-scoring models on the MMLU fragility score are
listed here to show their percent of output that was an
unrecognized format. These models did not always
generate a letter A-D for multiple choice. The Unrec
columns show the percent of responses that were un-
recognized. Unrec-20 is when 20% of the characters
were permuted.

experience a big drop when 20% noise is added,
and then continual (but not as large) drops with
each 40% and 60% after that.

One potential concern is that the MMLU an-
swers are multiple choice letters A-D, and a model
may not immediately generate one of the letters.
The prompt that we use is given in Table 6. We
structured it in a clear Q/A format that is common
to text corpora and used in other MMLU work.
We did observe models generating explanations
instead of letters, or no answer at all. However,
the goal is to measure noise effects, so if a model
generates unrecognized formats 20% of the time,
that’s not of concern to this study. We then mea-
sure how noise changes that 20% as well as the
correct-to-incorrect flips. A few models and their
% blank numbers are given in Table 8. You can see
that the small Qwen model actually scores quite
high despite an initial high 8% of bad format.

A.6 Punctuation Noise

We include tests for filler noise that does not in-
clude Unicode, but instead confounding ASCII
punctuation. For phone numbers, this looks like
41..05-575-38,53. These tests help compare how
model size handles general noise, so that the Uni-
code lookalike numbers can be better understood
in context of a model’s overall capability of rep-
resenting the data. Figure 12 shows each model
with different amounts of noise between charac-
ters, ranging from 20 to 100%. The 100% value
means each character has some filler noise added
immediately after it.

The reduction in performance is visible across
all models, but the amount of reduction differs. A
few of the models are incomplete because the ex-
tra tokenization required expands the input context
too far to fit on GPUs.
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MMLU Performance with Lookalike Noise
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Figure 11: MMLU benchmark results with varying amount of characters replaced by their Unicode lookalikes.
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Figure 12: Model results with different amounts of punctuation noise added after each phone number digit.
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Figure 13: Phone number identification results with chain-of-dictionary (CoD) hints added to the prompts. For
each Unicode character in the phone number, its lookalike mapping (‘« is a’) is added to the prompt. The three
bars indicate (1) plain prompt, (2) chain-of-dictionary prompt, and (3) chain-of-dictionary with chain-of-thought
prompting. Most models see large jumps with CoD and no additional gains (or even hindrance) from CoT.

A.7 Chain-of-Dictionary Effect

The fragility score includes a subcomponent with
a small amount of weight that tests the model’s
ability to use chain-of-dictionary (CoD) informa-
tion in the context. If you prompt the model with
the gold mapping from lookalike Unicode to its
ASCII character, can the model make correct use
of the information? We include this in the phone
number identification test and Figure 13 shows the
per-model improvement with CoD clues added to
the prompt. Most models see large jumps with
CoD, with the exception of the smallest (1b, 3b,
etc.). This suggests that most models have the
capacity to understand lookalikes, but they don’t
have the token representation nor proper training.
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