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Abstract

Sign Language Translation (SLT) is a key ac-
cessibility technology for Deaf communities.
Although recent years have seen rapid progress
in SLT, Indian Sign Language (ISL) and other
sign languages of under-resourced regions re-
main under-researched and overshadowed by
sign languages with a longer research history
and stronger infrastructure. In this direction,
we present ISLiM (ISL in Miniature), a com-
pact end-to-end keypoint-based gloss-free SLT
architecture that maps body-pose landmark se-
quences directly to spoken-language text. At
its core, a stack of temporal convolutional lay-
ers captures low-level pose motion patterns,
a Transformer-based encoder models higher-
order kinematic interactions and sign-level tem-
poral ordering, and a pretrained T5-small de-
coder with a prior grasp of the target language
performs the semantic heavy-lifting of gener-
ating fluent text. We further explore comple-
mentary loss functions that sustain training on
small datasets, and alternative qualitative eval-
uation metrics tailored to the particular chal-
lenges of SLT. ISLiM achieves a BLEU-4 score
of 5.85 on iSign, establishing state-of-the-art
results among reported keypoint-based models
on the only large-scale ISL dataset. We also
show promising transferability to German Sign
Language on Phoenix-2014-T through modular
decoder swap, pointing toward cross-lingual
extensibility where both sign and spoken lan-
guages can be swapped independently. A pre-
liminary mobile deployment study confirms
that the full keypoint-based model runs on a
consumer Android smartphone with ∼384 ms
mean inference latency on CPU, demonstrat-
ing a practical path toward offline, accessi-
ble assistive tools for the Deaf community
in India and the world. Code is available at
https://github.com/ahmedshoaib/ISLiM.

1 Introduction

Sign languages are the primary mode of communi-
cation for over 70 million Deaf people worldwide
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Figure 1: Parameter efficiency on iSign. ISLiM (75M,
red star) improves reported keypoint SOTA by 71%
(5.85 vs. 3.43). Keypoint-based methods shown as
circles/squares; video-based SpaMo/SpaMo-OF as tri-
angles/diamonds (SpaMo/SpaMo-OF only tested on 10k
subset)

(WHO, 2026). India alone is home to roughly 7 mil-
lion Deaf (ISLRTC, 2024a) and hard-of-hearing
individuals, around 10% of the global population,
yet only about 300 registered interpreters serve this
community nationwide (ISLRTC, 2024b). This
chronic shortage leaves most Deaf Indians without
equitable access to education, employment, health-
care, and broader civic participation.

Recent advances in deep learning try to fill this
shortage through Sign Language Translation (SLT),
the task of mapping sign videos to spoken-language
text. Large-scale SLT corpora such as iSign (Joshi
et al., 2024), PHOENIX-2014-T (Camgoz et al.,
2018a), How2Sign (Duarte et al., 2021), Ope-
nASL (Shi et al., 2022), BOBSL (Albanie et al.,
2021), and Multi-VSL (Dinh et al., 2025) have pow-
ered strong SLT systems. ISL, however, has just
one large-scale dataset, iSign, reflecting a broader
asymmetry: ISL and other sign languages of under-
resourced regions remain under-researched and
overshadowed by sign languages with longer re-
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search history and far larger datasets (Ni et al.,
2026).

Existing SLT methods have evolved along two
main branches. Earlier work relies on gloss-level
supervision (Camgöz et al., 2020; Yin and Read,
2020; Zhou et al., 2021; Chen et al., 2022; Al-
varez et al., 2022), which provides a structured
intermediate target but is costly to annotate, a par-
ticular burden for low-resource settings such as
ISL where few glossed resources or qualified inter-
preters exist. A gloss-free approach learns a direct
mapping from signed utterances to text (Zhou et al.,
2023; De Coster and Dambre, 2022; Li et al., 2025)
by leveraging pretrained vision-language encoders
and language models. Keypoint-based approaches
further improve practicality: pose landmarks are
privacy-preserving, lightweight to extract, and offer
an explicit geometric encoding of body-part loca-
tions that are central to sign language conveyance
(Lin et al., 2023). More recently, large language
models have entered the SLT space (Gong et al.,
2024; Wong et al., 2024; Chowdhury and Sanyal,
2025) and promise strong translation quality, but
their training and inference are compute-heavy and
typically assume continuous network access, as-
sumptions that do not hold for many Indian users
with limited connectivity and low-end devices (Ku-
mar et al., 2022).

We address these constraints with ISLiM (ISL in
Miniature), a compact end-to-end keypoint-based
gloss-free SLT architecture. ISLiM pairs a small
visual encoder with a pretrained T5-small (Raf-
fel et al., 2020) decoder that already understands
English structure and supplies much of the se-
mantic heavy-lifting the encoder alone cannot pro-
vide. Each frame’s landmark vector passes through
stacked 1D temporal convolutions (Lea et al., 2017)
that capture local pose-motion patterns, then a
multi-layer self-attention Transformer (Vaswani
et al., 2017) integrates higher-order kinematic inter-
actions and resolves sign-level temporal ordering
before the frame-level representations flow into
T5 cross-attention, which produces autoregressive
English output. This division of labor lets the
lightweight encoder (14.5M of 75M total param-
eters) focus on visual feature extraction while the
pretrained decoder handles fluency and word or-
dering, keeping the model compact enough for
edge deployment. Figure 1 visualizes the parame-
ter–quality trade-off for iSign: it attains BLEU-4
5.85 on our maintained split, against a published
3.43 for the prior keypoint-based state of the art at a

comparable parameter scale. Because the baselines
were evaluated under their own undisclosed splits,
the comparison is indicative.

ISL presents a unique set of challenges as com-
pared to other Sign languages, each of which in-
forms a specific design choice in our architecture.
Its vocabulary exhibits significant regional varia-
tion, emerging from a patchwork of local educa-
tional traditions (Jayachandran*, 2026). Conse-
quently, the encoder must remain robust to mul-
tiple valid signs of the same gloss. We there-
fore employ a Transformer encoder, whose self-
attention mechanism operates over temporally or-
dered frame-level representations rather than indi-
vidual keypoint tokens; this allows the encoder to
model long-range temporal dependencies directly,
without the neighbourhood-constrained message
passing of graph-based encoders (Yan et al., 2018),
complementing the local motion patterns captured
by the temporal convolutions that precede it. ISL
distinguishes many signs using subtle contact loca-
tions on the face and torso (Sinha, 2018). To pre-
serve these distinctions, each frame is represented
using an expanded set of 94 landmarks, includ-
ing 46 facial landmarks, together with estimated
depth (z) and landmark visibility. This richer rep-
resentation captures facial expressions, head pose,
and mouth movements, which encode grammatical
information such as negation, interrogatives, and
topicalization that cannot be inferred from hand tra-
jectories alone. Crucially, ISL belongs to the SOV
family while English follows SVO order (Napoli
and Sutton-Spence, 2014; Sugandhi et al., 2020):
verbs, question markers, and negation appear late
in a signed utterance but must reorder to earlier En-
glish positions (Ghosh and Mamidi, 2022). A faith-
ful gloss-free translation therefore cannot be pro-
duced incrementally as the video plays; the model
must observe the entire sign sequence before com-
mitting to any word of the English output. Our
Transformer-based encoder layers learn this non-
monotonic alignment (e.g., “I school go” becomes
“I go to school”; “Your name what?” becomes
“What is your name?”) before any English token is
emitted, motivating a global-attention architecture
over a recurrent or frame-by-frame approach.

Our main contributions are:

• We introduce ISLiM, a compact 75M-
parameter keypoint-based gloss-free end-to-
end SLT architecture, achieving a test BLEU-
4 score of 5.85 and establishing a new state
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Figure 2: ISLiM architecture overview. The sequence of 128 frame-level representations is passed through the TCN
and Transformer Encoder to the T5-small model, whose decoder generates the English translation autoregressively

of the art on iSign among reported keypoint-
based models.

• We show that a cross-lingual transfer setup
achieves promising results on Phoenix-2014-
T (German Sign Language) at BLEU-4 14.99,
pointing toward a modular architecture sup-
porting multi-lingual support.

• We propose a multi-loss objective training
strategy that combines cross-entropy with
CLIP contrastive, semantic similarity, and
entropy-regularization losses, preventing the
collapse observed with single-loss baselines
on smaller iSign subsets.

• We conduct a preliminary on-device deploy-
ment study on a consumer Android smart-
phone, reporting 384 ms mean CPU inference
latency, confirming offline feasibility without
cloud connectivity for keypoint-based models.

2 Related Work

2.1 Gloss-Based Sign Language Translation

Traditional SLT systems have relied on an inter-
mediate gloss representation, either as a necessity
(Camgöz et al., 2020; Yin and Read, 2020; Zhou
et al., 2021) or a desirable (Chen et al., 2022; Al-
varez et al., 2022). However, manual gloss anno-
tation is costly, and gloss vocabularies often vary

across sign languages, datasets, and annotation con-
ventions, limiting their reuse (Colonna et al., 2026).
These challenges have motivated end-to-end gloss-
free SLT approaches, especially for low-resource
sign languages such as ISL, where obtaining large-
scale gloss annotations is impractical due to the
limited availability of annotated datasets and ex-
pert sign language annotators.

2.2 Gloss-Free Sign Language Translation

Gloss-free SLT, also called end-to-end SLT, learns
a direct mapping from sign video to spoken lan-
guage text without requiring intermediate gloss la-
bels (Zhou et al., 2023; De Coster and Dambre,
2022; Li et al., 2025). While the annotations in this
mode are weaker than their Gloss-based counter-
parts (Ye et al., 2024), this paradigm has gained mo-
mentum as large-scale datasets and video-language
models have become available.

Video-Based Gloss-Free Models Several recent
gloss-free systems (Ye et al., 2024; Mao et al.,
2026) employ large video encoders pretrained on
massive vision-language corpora, combined with
powerful frozen language model decoders. These
approaches typically use architectures such as
CLIP (Contrastive Language-Image Pre-Training)
(Radford et al., 2021; Jiang et al., 2024) and Video
Masked Auto Encoder (VideoMAE) (Tong et al.,
2022; Chowdhury and Sanyal, 2025) to encode
sign video frames, then condition a pretrained text
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decoder on the visual features through adapter mod-
ules or cross-attention (Asasi et al., 2025; Hwang
et al., 2025).

Keypoint-Based Gloss-Free Models An alterna-
tive approach uses skeletal keypoints rather than
raw video as the input modality (Lin et al., 2023).
Keypoint-based approaches extract body pose land-
marks from each video frame using standard pose
estimation tools, then process the resulting coordi-
nate sequences with lightweight neural networks.
This paradigm offers several advantages for de-
ployment: keypoints are compact, more privacy-
preserving than storing or processing raw video,
and can be computed efficiently on-device. The cur-
rent state of the art (Joshi et al., 2025) on the iSign
benchmark uses a keypoint-based architecture with
a standard transformer (Vaswani et al., 2017) oper-
ating on two-dimensional joint coordinates. Hybrid
methods that combine keypoints with image crops
have also been explored (Jang et al., 2026). Our
work extends the keypoint-only direction by incor-
porating additional keypoint channels (depth and
visibility) and leveraging a stronger pretrained de-
coder, while maintaining a focus on computational
efficiency and mobile deployability.

3 Methodology

This section presents the architecture and train-
ing methodology of ISLiM. We begin by formaliz-
ing the SLT problem, then describe the input data
and pre-processing steps, followed by the encoder-
decoder design. The overall architecture of the
proposed framework is shown in Figure 2.

3.1 Problem Definition

SLT, unlike conventional Machine Transla-
tion, translates a given Sign Language Video
into Spoken Language Text. More formally,
given a sequence of T video frames V =
{frame1, frame2, frame3, . . . , frameT }, we
attempt to generate a spoken-language translation
S = {word1, word2, word3, . . . , wordn} in the
target language.

3.2 Input Pre-processing

We use Mediapipe Holistic (MediaPipe) to extract
94 upper-body landmarks per frame (see Figure 3
for a comparison with the 76-keypoint represen-
tation used by PoseStitch-SLT) (21 per hand, 6
body-pose joints, 46 face points), each with (x, y,
z, visibility), forming a 376-dimensional vector.

Sequences are normalized per-axis to [0, 1] and
padded or sub-sampled to 128 frames.

All reference translations and inferred transla-
tions are processed according to the criteria de-
fined in the PoseStitch paper (Joshi et al., 2025) in-
cluding: lowercasing, contraction expansion, punc-
tuation removal, digit-by-digit number splitting,
person name anonymization, and replacing words
with fewer than 3 occurrences with <UNK>. Pre-
processing is applied to all input references and
outputs generated by the model to maintain unifor-
mity when comparing. The rare-word dictionary
is computed on the training split only and applied,
frozen, to the validation and test references.

3.3 Encoder
The encoder transforms keypoint sequences into
contextualized representations in two stages. The
visual encoder focuses purely on pose feature ex-
traction

Temporal Convolution Each frame’s 376-
dimensional vector is passed through two stacked
1D convolutional layers (kernel size 5 along the
time axis), reducing dimensionality to 256. For
mean-duration videos (∼5 seconds at 25 fps, sub-
sampled to 128 frames), the kernel spans approx-
imately 200 ms of signing; for longer videos the
effective span is wider due to subsampling. These
layers capture short-range motion patterns, while
longer-range temporal dependencies are handled
by the transformer encoder that follows.

Self-Attention Transformer The convolution
output is projected to 512 dimensions, combined
with learned positional embeddings, and processed
by a 4-layer transformer encoder. Self-attention en-
ables the non-monotonic SOV-to-SVO alignment
without imposing a strict ordering prior on the en-
coder.

3.4 Decoder
We fine-tune a pretrained T5-small (Raffel et al.,
2020) model as the decoder. We pass the full 128-
frame representation sequence into the T5 model,
which conditions on the temporally aligned frames
through cross-attention rather than compressing
them into a single vector. This design offloads
the temporal alignment and translation burden to
the pretrained decoder. For cross-lingual transfer
to German, we initialize from the iSign-trained
checkpoint, swap the decoder for a German T5 (S
et al., 2022) and fine-tune on Phoenix-2014-T.

21



Sparse 11-point
Face landmarks

Dense 46-point
 Holistic face

mesh

2D Hand
keypoints

3D Hand
keypoints

PoseStitch/GloFE
KPS

ISLiM (Ours)
KPS

Figure 3: Keypoint comparison of PoseStitch-SLT (76×2D) and ISLiM (94×4D). Left: 76 landmarks (33
full-body pose incl. legs/feet (including 11 face), 42 hands, 1 face reference), x,y only, no depth or visibility. Right:
94 landmarks (6 upper-body pose, 42 hands, 46 face mesh points capturing lips, eyes, and eyebrows), plus estimated
z-depth and per-landmark visibility scores. Same signing frame shown on both sides.

3.5 Multi-Loss Training Strategy

On subsets of iSign smaller than approximately
15K samples, CE-only training regularly collapses:
the decoder converges to outputting one or two
high-frequency tokens for every input, and once
this happens, the gradient signal from CE is too
weak to recover. We address this with three aux-
iliary losses, each mitigating a different aspect
of the collapse. A CLIP contrastive loss aligns
pose and text embeddings in a shared latent space,
forcing the encoder to produce distinct represen-
tations for different inputs rather than collapsing
to a single point. A Semantic Similarity Loss
compares the decoder’s hidden state to a Sentence-
BERT (Reimers and Gurevych, 2019; Hamidullah
et al., 2024) reference embedding, providing a gra-
dient signal even when token-level overlap (Pap-
ineni et al., 2002) is zero. Entropy Regularization
penalizes the output distribution when it becomes
too peaked too early, keeping the decoder in an ex-
ploratory regime for longer. Detailed formulations,
weights, and ramping schedules are provided in
Section 4.2.

4 Implementation Details

4.1 Dataset

The iSign dataset (Joshi et al., 2024) contains
127,237 parallel ISL-to-English samples collected
from Deaf signers and interpreters across India,
covering news, daily conversation, and educational
domains. We apply the PoseStitch (Joshi et al.,
2025) text preprocessing pipeline to all references
and create our own 90/5/5 random split (seed =
42) as the PoseStitch data split is not available.
The split is per-clip, as iSign provides no signer-

level metadata; the sample identifiers, which en-
code each clip’s source video, are released with the
code.

The iSign 10K subset, introduced in SpaMo-OF
(Chowdhury and Sanyal, 2025), is a curated 10,000-
sample subset used for controlled small-data exper-
iments. Phoenix-2014-T provides German weather-
forecast translations used for cross-lingual transfer
experiments; its constrained vocabulary makes it
a dramatically easier benchmark, as discussed in
Section 5.2.

4.2 Training Objectives and Hyperparameters

Primary objective : Cross-Entropy (CE) Stan-
dard next-token prediction with label smoothing
(ϵ = 0.1). This is the sole training objective when
sufficient data is available (full iSign, 113K training
samples).

Multi-loss Configuration Each auxiliary loss
contributes to the combined objective.

The CLIP contrastive loss aligns mean-pooled
encoder features V ∈ RB×d with mean-pooled
decoder text embeddings T ∈ RB×d:

S = (V · T⊤) · τ,

LCLIP = −1

2

(∑

i

log
eSii

∑
j e

Sij

+
∑

i

log
eSii

∑
j e

Sji

)

where τ = exp(2.6592) ≈ 14.3 is a learnable
temperature. The computation is performed in
float32 to prevent an observed float16 drift in
the similarity matrix.
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The Semantic Similarity loss guides the de-
coder output toward the reference in Sentence-
BERT embedding space:

Lsem = 1− cos
(
proj(hdec), eref

)

where proj is a learned linear layer
512 → 384 followed by ℓ2 normalization,
and eref is a precomputed embedding from
all-MiniLM-L6-v2 (Reimers and Gurevych,
2019). For German Phoenix, the multilingual vari-
ant paraphrase-multilingual-MiniLM-L12-v2
(Reimers and Gurevych, 2020) replaces it.

Entropy regularization penalizes overconfident
per-token distributions:

H = −
∑

v

pv log pv,

Lent =
1

N

N∑

t=1

max(0, 3.0−Ht)
2

masked over non-padding positions.
The combined objective is:

L = LCE + 1.0 · LCLIP + 0.05 · Lsem + 0.01 · Lent

CLIP and semantic weights ramp linearly from
0 to their final values over the first 10 epochs.
The weights are determined empirically: a CLIP
weight of 1.0 is required to prevent encoder col-
lapse (lower values 0.1–0.5 are insufficient), while
semantic and entropy weights are kept low to serve
as regularizers rather than dominant objectives.

Optimization. We use AdamW (Loshchilov and
Hutter, 2019) (β1 = 0.9, β2 = 0.999, weight de-
cay = 0.01), following standard practice for fine-
tuning Transformer-based language models. The
learning rate follows a linear warmup to stabilize
early training, then decays via a cosine schedule,
providing a smooth annealing trajectory without
abrupt drops at epoch boundaries. We train with a
per-device batch size of 4 and gradient accumula-
tion over 4 steps, yielding an effective batch size of
16; the small per-step allocation keeps peak VRAM
below 5 GB, making full-dataset training feasible
on a single consumer GPU or a small shared cloud
instance. Automatic mixed precision (float16)
further reduces memory and accelerates tensor-
core operations, with the CLIP loss computed in
float32 to avoid an observed stability drift in the

similarity matrix. Under this configuration, train-
ing on the full 113K iSign samples requires approx-
imately 90 GPU-hours.

4.3 Experimental Setup

iSign full-dataset training. For iSign full-dataset
training, the visual encoder is initialised at ran-
dom and the T5-small from pretrained weights;
training proceeds on the 113K-sample PoseStitch-
preprocessed split with CE-only loss. Training
runs for 142 epochs; we observed convergence
by epoch 103, with negligible improvement there-
after. The best checkpoint is selected by validation
BLEU4.

Small-data (iSign 10K (from SpaMo-OF)).
The full 4-loss objective is trained for 500 epochs
under the same initialization scheme.

Cross-lingual transfer (Phoenix-2014-T). The
ISLiM checkpoint trained on full iSign is fine-
tuned on Phoenix-2014-T (German) for 163
epochs. The T5-small decoder is replaced with
GermanT5-efficient-small; encoder weights
transfer directly.

Keypoint normalization. Each of the three spa-
tial channels (x, y, z) is independently min-max
normalized to [0, 1] per video on a per-axis basis.
Normalization is applied after keypoint extraction
and before padding or temporal subsampling to
128 frames. This per-video normalization removes
dependence on signer position, camera distance,
and frame resolution.

Evaluation metrics. We report multiple BLEU
variants across experiments, each serving a dif-
ferent comparison purpose. Two scoring func-
tions are used: (i) PoseStitch BLEU (PS-B4)
(originally from (Camgoz et al., 2018b)), the
compute_bleu() implementation from PoseStitch
with add-1 smoothing and 4-gram precision (words
tokenized by str.split()), and (ii) SacreBLEU
(Post, 2018), the standard corpus-level BLEU
with tokenize=’13a’ and exp smoothing. On
iSign, the primary metric is PS-B4, matching the
PoseStitch-SLT evaluation protocol exactly. On
SpaMo-OF, we use SacreBLEU to align with the
SpaMo-OF paper. We additionally report BLEU-
1 through BLEU-3 (sacrebleu), ROUGE-L (Lin,
2004) (Google rouge_score with Porter stemmer),
METEOR (Banerjee and Lavie, 2005)(NLTK),
chrF++ (sacrebleu, word_order=2), semantic sim-
ilarity (SentenceTransformer all-MiniLM-L6-v2
cosine).
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We find several different BLEU implementa-
tions that differ in smoothing (add-1 vs. exp vs.
none), tokenization, and aggregation (corpus vs.
per-sentence). We discuss the empirical impact of
these choices in Section 5.2 alongside the results.

5 Results

5.1 Comparison with Prior Work

Table 1 compares ISLiM against prior work across
three SLT benchmarks. GloFE and PoseStitch-
SLT report results obtained under their own splits;
ISLiM is evaluated on our released 90/5/5 split
(seed = 42), with references and outputs processed
identically. ISLiM attains a BLEU-4 of 5.85 on
iSign, exceeding the published PoseStitch-SLT re-
sult (3.43) at a comparable parameter scale (75M
vs. 54M); since the protocols differ, the compari-
son is indicative, and the controlled contribution is
the preprocessing ablation, which shows the iden-
tical baseline already exceeds the published value
(2.24 to 4.10) when evaluated under the PoseStitch
pipeline (Section 5.2). The bootstrap 95% con-
fidence interval for sacreBLEU-4 is [5.53, 6.15]
(1,000 resamples over test examples), indicating
stability of the estimate with respect to test sam-
pling. Training seed variability is not reported. No
large-scale visual or video pretraining is employed.
Figure 1 plots the parameter-efficiency trade-off. A
per-metric breakdown is given in Appendix A.

On the iSign 10K subset (SpaMo-OF), IS-
LiM’s 75M keypoint-based model achieves BLEU-
4 of 4.12, below the 8.58 of the 3.6B video-
based SpaMo-OF but substantially higher than the
SLT(GF) and GFSLT-VLP video baselines pre-
sented in the paper (Chowdhury and Sanyal, 2025).
For cross-lingual transfer, ISLiM is first trained
on full iSign (English ISL), then fine-tuned on
Phoenix-2014-T (German DGS) with only the de-
coder swapped for a German T5. The fine-tuned
75M model achieves BLEU-4 14.99 vs. SpaMo-
OF’s reported 14.72, performing comparably to the
3.6B SpaMo-OF on Phoenix with a 48× parameter
disadvantage. This suggests that keypoint features
capture enough language-agnostic signing structure
to transfer across unrelated sign languages. We also
note that video-based models are not yet bench-
marked on the full iSign dataset; even the SLT
(GF) baseline degrades sharply on the full iSign
set (BLEU-4 0.32, per SpaMo-OF’s results), re-
flecting the greater difficulty of the broader-domain
benchmark.

5.2 Dataset Quality and Metric Reliability

Dataset quality The iSign dataset covers a broad
range of topics: topic modeling reveals over 1,700
distinct themes spanning news, sports, education,
entertainment, health, and cultural content. It in-
cludes content related to Deaf education and ac-
cessibility. Like many large-scale sign language
datasets, it exhibits a long-tail vocabulary distribu-
tion: 48.2% of unique words appear exactly once,
and 77.6% appear five or fewer times. With 68,029
unique words across 113K training samples, this
distribution reflects the diversity of the domain
rather than a data quality issue. For the SLT task,
this means that some evaluation references con-
tain vocabulary that is inherently difficult to model
from limited occurrences, contributing to the ob-
served 20–21% zero-BLEU rate. This highlights
an opportunity for future dataset efforts to consider
vocabulary coverage and multiple references per
video, which would support more reliable model
evaluation.

The iSign-10K subset in SpaMo-OF provides
a useful controlled setting for small-data experi-
ments and multi-loss ablation, enabling compar-
isons that would be computationally prohibitive on
the full dataset. We note that its topic distribution
skews more towards education and learning rela-
tive to the full iSign dataset, and it contains some
near-duplicate sentences across train and test splits.
These characteristics are worth considering when
interpreting cross-dataset comparisons and point
toward the value of designing future evaluation sub-
sets with explicit coverage targets and controlled
overlap (Alkain et al., 2026).

In general, many large-scale SLT datasets are
constructed by chopping long, continuous sign-
ing videos into shorter clips. While pragmatic,
such segmentation can sever contextual cues.
Tanzer et al. (Tanzer et al., 2024) caution against
over-reliance on sentence-segmented references
as ground truth. We align with this caution and
treat sentence-segmented references as a practical,
though imperfect, training and evaluation target
rather than as a gold standard of signing intent.

Because SLT datasets typically consist of sin-
gle video-sentence pairs rather than conversational
chunks, we find sentence-level BLEU (sent-BLEU)
more informative than corpus BLEU for detect-
ing collapse in our setting. We also observe that
Semantic Similarity (SemSim) provides a comple-
mentary signal by evaluating meaning preservation
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Method KP-dim KP Video BLEU-4 ROUGE-L Params

iSign (full) Dataset
GloFE 2D ✓ 0.55 9.08 42M
PoseStitch-SLT 2D ✓ 3.43 12.50 54M
ISLiM (ours) 4D ✓ 5.85 20.12 75M

iSign 10K Subset (SpaMo-OF) Dataset
SLT (GF) – ✓ 0.73 9.08 ∼40M
GFSLT-VLP – ✓ 1.93 9.24 ∼680M
SpaMo – ✓ 7.35 16.23 ∼3.6B
SpaMo-OF – ✓ 8.58 18.98 ∼3.6B
ISLiM (ours) 4D ✓ 4.12 12.66 75M

Phoenix-2014-T Dataset
SpaMo-OF – ✓ 14.72 33.52 ∼3.6B
ISLiM (ours) 4D ✓ 14.99 35.06 75M

Table 1: ISLiM vs. prior work. Numbers from (Chowdhury and Sanyal, 2025) except iSign GloFE/PoseStitch
from (Joshi et al., 2025). KP-dim = keypoint dimensionality; KP = keypoint-based; Video = video-based. ISLiM
improves previously reported iSign keypoint SOTA by 71% and matches the 3.6B SpaMo-OF on Phoenix-14T at
48× fewer parameters. Bootstrap 95% CIs (1,000 resamples): iSign sacreBLEU-4 5.84 [5.53, 6.15].

independently of exact n-gram overlap, particularly
valuable in our setting where hapax words or syn-
onym choice can inflate zero-BLEU rates. How-
ever, SemSim has its own weakness: risk of mod-
erate similarity to generic English sentences. In
our experiments, combining sent-BLEU and Sem-
Sim formed a practical evaluation kit: sent-BLEU
captures lexical overlap, while SemSim captures
semantic adequacy.

Mobile feasibility. Preliminary deployment on a
standard Android phone shows promising results:
the model achieves translation quality compara-
ble to desktop beam-search decoding with 384 ms
mean inference latency (see Appendix D for de-
tails).

6 Conclusion

We present ISLiM, a compact keypoint-based gloss-
free SLT architecture that achieves state-of-the-
art results among reported keypoint-only models
on iSign. Our findings underscore three practical
lessons: careful text preprocessing can dominate
reported BLEU scores and must be rigorously con-
trolled for fair comparison; pretrained language
models supply syntactic fluency that would be im-
practical to learn from sign-language data alone;
and lightweight keypoint-based models can run
on consumer smartphones at acceptable latency.
Cross-lingual transfer to German Sign Language on

Phoenix-2014-T further demonstrates that a shared
visual encoder paired with language-specific de-
coders is a viable path toward multilingual SLT.

6.1 Future Work
Key directions include: (i) new ISL datasets with
controlled vocabulary coverage and multiple refer-
ences per video; (ii) SLT-specific evaluation proto-
cols that account for high hapax rates and single-
sentence settings; (iii) encoder pretraining on large-
scale keypoint corpora from other sign languages
or general body-motion data; and (iv) identifying
robust metric settings or a combination of metrics
that capture lexical overlap, semantic adequacy,
and fluency in a single reliable evaluation frame-
work for SLT.

7 Limitations

• Single-reference evaluation. iSign provides
one reference per video; multi-reference eval-
uation would allow more reliable assessment
when multiple valid translations exist.

• No human evaluation. All improvements are
measured by automatic metrics, which may
over-reward fluent but factually incorrect out-
put. Human judgment is needed to confirm
that measured gains correspond to genuine
quality improvements.

• Keypoint fidelity. MediaPipe Holistic may
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lose some non-manual markers that carry
grammatical information in ISL.

• Failure mode taxonomy. Zero-BLEU pre-
dictions include a mix of collapse and para-
phrases; a quantitative breakdown is left to
future work.

8 Ethical Considerations

• Data consent. The iSign dataset is collected
from ISL signers and interpreters in India. We
rely on the dataset creators’ assurances regard-
ing consent.

• Privacy. Our model uses MediaPipe key-
points rather than raw video, discarding iden-
tifiable pixel content. Keypoint sequences
may nevertheless retain identifying informa-
tion such as body proportions, facial geometry,
and signing style, and no formal privacy guar-
antee is claimed.

• Intended use. ISLiM is a research tool, not a
replacement for human interpreters.

• Dialect coverage. ISL has regional variation
across India. The iSign dataset may not repre-
sent all dialects equally.
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A Full ISLiM Metric Matrix on iSign

Metric Val Test

Corpus BLEU (sacrebleu, tokenize=’13a’)
BLEU-1 22.53 22.33
BLEU-4 6.19 5.84

Sentence BLEU (sacrebleu, effective_order=True)
BLEU-1 (sent avg) 18.95 18.86
BLEU-4 (sent avg) 7.71 7.76

PoseStitch BLEU (add-1 smoothing, str.split())
PS-B1 22.54 22.33
PS-B4 6.19 5.85

Other metrics
ROUGE-L 20.28 20.12
METEOR 16.91 16.72
chrF++ 20.44 20.48
Semantic similarity 33.69 32.92
Sent zero-BLEU rate 20.3% 21.3%

Table 2: Comprehensive ISLiM metrics on iSign (val
6,302 / test 6,304).

B Qualitative Examples

Table 3 presents representative validation-set trans-
lations illustrating recurring success and failure
modes.

C Input Channel Sensitivity

We evaluate ISLiM on the iSign test set with key-
point channels zeroed at inference time on a model
trained with the full input, shown in Table 4. Re-
moving z-depth causes a modest drop, while ze-
roing visibility or face landmarks collapses the
model.

D Mobile Deployment Feasibility Study

Model weights are exported from the training
checkpoint (best_ps.pt) using PyTorch’s mo-
bile optimization module and converted to Torch-
Script format via the torch.jit.trace API. The
traced modules were then serialized using the
optimize_for_mobile utility, which applies oper-
ator fusion, constant folding, and dead-code elimi-
nation for efficient on-device execution. Six mod-
ules were traced:

The test device is a Google Pixel 6a (Google Ten-
sor, 6 GB RAM, Android 16). Models are loaded
via LiteModuleLoader and inference is performed
on CPU with greedy decoding (argmax per step,
max 64 tokens).

Inference latency and quality. Table 6 sum-
marises the on-device evaluation over 57 keypoint-
based test samples: mean latency is 398 ms (min
208, max 789). The mobile greedy decode slightly
exceeds the desktop beam-search PS-BLEU-4
(6.77 vs. 5.85), which is within sampling variance
due to the restricted subset size. Latency covers
neural-network inference only (pose encoder and
greedy T5 decoding); camera acquisition and on-
device keypoint extraction are excluded.

Memory: All decoder, embedding, and lm-head
modules are resident simultaneously during de-
coding (on-device model size in Table 6). Under
android:largeHeap="true", the app completes
the subset evaluation and does not crash until after
the evaluation completed.

E SacreBLEU Signatures

All corpus and sentence-level scores are computed
with sacreBLEU v2.4.2. The canonical signatures
for each metric configuration are listed below for
reproducibility.

• Corpus BLEU (BLEU corpus_score, tok-
enize=’13a’, exp smoothing):
nrefs:1|case:lc|eff:no|tok:13a|smoo
th:exp|version:2.4.2

• Sentence BLEU (BLEU sentence_score with
effective_order=True):
nrefs:1|case:lc|eff:yes|tok:13a|smoo
th:exp|version:2.4.2

• chrF++ (CHRF corpus_score, word_order=2):
nrefs:1|case:lc|eff:yes|nc:6|nw:2|sp
ace:no|version:2.4.2

The PoseStitch BLEU (PS-BLEU) score
is computed with a separate implementation
(compute_bleu() with add-1 smoothing and
str.split() tokenization) and does not have a
sacreBLEU signature.

F Multi-Loss Training Dynamics

Figure 4 plots validation BLEU-4 across training
for the SpaMo-OF 10K subset, comparing CE-only
training against the full 4-loss configuration. CE-
only training either collapses to near-zero (BLEU-4
< 0.3 after 24 epochs) or plateaus at ∼3 even af-
ter 325 epochs. The 4-loss configuration climbs
steadily past 5, reaching a maximum validation
BLEU-4 of 5.44 at epoch 500 before mild overfit-
ting. Validation BLEU-4 uses sentence-averaged
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Case Reference ISLiM output

(a) Clean there were 6 8 passengers and 4 crew mem-
bers onboard in all there were 7 2 people

there were 6 6 passengers and 4 crew mem-
bers onboard the flight

(b) Clean (al-
most)

sushant singh rajput s father krishna kishore
singh has filed a case in the delhi high court

sushant singh rajput s parents filed a case in
the delhi high court

(c) Paraphrase they said the plane was at a very high speed
which is why it went off the runway

this is because of the aircraft s failure on the
runway

(d) Collapse their internet is very slow the person person
(e) Halluc. his family has said once the covid outbreak

ends
covid 1 9 has spread all over the world

Table 3: Qualitative validation-set examples. (a–b) Clean predictions preserving numerical and entity detail. (c)
Partial semantic match with low BLEU. (d) Collapse on a short reference with hapax vocabulary. (e) Topical
hallucination that semantic-similarity metrics over-reward.

Condition BLEU-4 ∆ Zero%

Full (94×4D) 5.84 — 21.3
− z-depth 5.33 –0.51 22.9
− visibility 2.21 –3.63 33.1
− face (46 kp) 0.37 –5.47 37.7
Hand-only (42 kp) 0.21 –5.63 36.0

Table 4: Inference-time input-channel sensitivity (6,304
test samples). Zeroing visibility or face landmarks col-
lapses the model. As channels are removed from a
fully trained model, these results indicate sensitivity to
feature removal under distribution shift rather than the
isolated contribution of each channel; retraining-based
ablations are left to future work

Module Size

encoder_traced.ptl 56 MB
t5_encoder.ptl 73 MB
t5_decoder_first_step.ptl 159 MB
t5_decoder_step.ptl 147 MB
t5_shared_embed.ptl 63 MB
t5_lm_head.ptl 63 MB

Total 561 MB

Table 5: Sizes of the exported TorchScript artifacts
(.ptl files) for mobile deployment; the on-device model
footprint is reported in Table 6.

scoring; the corresponding corpus-level test set
BLEU-4 at the selected checkpoint is 4.12 (Ta-
ble 1).

G Parameter Efficiency on
Phoenix-2014-T

Figure 5 shows the parameter efficiency of IS-
LiM, SpaMo, and SpaMo-OF on the Phoenix-14-T
dataset.

Quantity Value

Evaluation samples 57
Model size (on-device) 495.7 MB
Peak RAM (heap) 38.8 MB
CPU cores 8
Latency (mean) 398 ms
Latency range (min–max) 208–789 ms
PS-BLEU-1/2/3 24.3 / 13.81 / 9.19
PS-BLEU-4 6.77

Table 6: On-device evaluation of the keypoint-to-
English pipeline (57 iSign test samples, Google Pixel
6a, CPU-only greedy decoding).

H Qualitative Analysis of Multi-Loss
Setup

Table 7 summarizes, qualitatively, how each auxil-
iary loss contributed in our SpaMo-OF 10K train-
ing.

Loss Prevents Collapse Improves BLEU Improves Fluency

CE only No Baseline Good (when stable)
CE + CLIP Yes Strong Moderate
CE + Semantic Partial Moderate Strong
CE + Entropy Yes Slight No

Table 7: Qualitative contribution of each auxiliary loss.
CLIP contrastive loss is the primary driver of BLEU
improvement; semantic similarity and entropy regular-
ization act as stabilizers.

I Effect of Sentence Length on
Translation Quality

We examine whether translation quality degrades
with increasing sentence length. Table 8 reports
mean and median BLEU-4 and ROUGE-L on the
full iSign test set (6,304 sentences), binned by ref-
erence word count.

Sentence length has a negligible effect on trans-
lation quality. Mean BLEU-4 remains stable at
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Figure 4: Validation BLEU-4 on iSign 10K. CE-only
runs either collapse (orange dotted, stuck <0.3) or
plateau at ∼3 (grey dashed, 325 ep). The 4-loss config-
uration (orange solid, 600 ep) reaches 5.44, demonstrat-
ing that auxiliary losses, not architecture, are the source
of the gain.
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Figure 5: Parameter efficiency on Phoenix-2014-T.
ISLiM (75M, red star) matches the 3.6B SpaMo-OF
at 48× fewer parameters (BLEU-4 14.99 vs. 14.72).
Keypoint-based ISLiM appears as a star; video-based
methods as triangles/diamonds.

approximately 7 across the 5-25 word range that
covers 93% of the test set, dropping only to 5.6 for
the small number of sentences exceeding 25 words
(n = 46). Mean ROUGE-L increases slightly with
length (16.4 to 22.5), indicating that surface-level
word overlap remains consistent even when higher-
order n-gram matches become more challenging.

The only notable pattern is in very short sen-
tences (1–4 words): this bucket has the highest
mean BLEU (13.84) but a median of zero, mean-
ing more than half of these sentences score no n-
gram matches at all while the remainder score high.
This bimodality reflects the reduced redundancy
of short targets, suggesting that there is no margin
for partial credit, so the model either matches the
reference exactly or receives no n-gram overlap.

Predicted sentence length slightly lags the ref-

Words #Sent. Mean B4 Median B4 Mean RL Pred. Len

1–4 662 13.84 0.00 18.28 5.2
5–7 1021 7.21 4.20 16.42 7.8
8–10 1323 7.26 4.46 19.32 9.9
11–13 1211 7.31 4.07 20.63 11.7
14–16 974 6.99 3.65 21.02 13.0
17–20 734 6.76 3.60 21.20 14.6
21–25 324 6.02 3.89 21.00 16.0
26–30 46 5.61 3.81 22.46 16.6

Table 8: BLEU-4 and ROUGE-L by reference sentence
length on the full iSign test set. Mean BLEU-4 is stable
at approximately 7 for sentences of 5–25 words, with
only a mild drop for longer sentences. Short sentences
(1–4 words) show high variance: mean 13.84 but median
0.00, indicating a bimodal distribution where the model
either translates them correctly or fails entirely.

erence length as sentences grow longer (e.g., 27.2
vs. 16.6 words for the 26–30 word bucket), a com-
mon length bias in neural machine translation.
However, sacreBLEU’s brevity penalty largely
compensates for this effect, as evidenced by the
flat BLEU-4 trend. Overall, the model’s translation
quality is independent of sentence length for the
vast majority of test examples.
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