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Introduction

Welcome to the Second Workshop on Sign Language Processing (WSLP-2026), held in Budapest, Hun-
gary, on 29 October 2026, co-located with the Conference on Empirical Methods in Natural Language
Processing (EMNLP 2026). WSLP brings together researchers, linguists, practitioners, and members
of Deaf and Hard-of-Hearing communities working at the intersection of natural language processing,
computer vision, and sign linguistics. Sign languages are not visual encodings of the surrounding spoken
language. They are independent natural languages in which handshape, orientation, movement, and loca-
tion combine with facial expression, eye gaze, and torso shift, often at the same time. That simultaneity
is linguistically ordinary and computationally inconvenient: most of the modelling toolkit inherited from
spoken-language NLP assumes a linear token stream. More than 430 million people worldwide live with
disabling hearing loss, and for a large part of the Deaf and Hard-of-Hearing community, sign languages
are the primary means of communication. The workshop exists to give under-resourced sign languages a
dedicated computational venue, and to treat sign language processing as a set of related problems: tran-
slation, recognition, spotting, corpus design, transfer, and evaluation, rather than as a single translation
benchmark.

The 2026 edition of the WSLP workshop at EMNLP widens the geographic range of the main pro-
gram while keeping Indian Sign Language as the shared-task language. Topics of interest this year
included sign language translation for low-resource and underrepresented languages; continuous and
gloss-free methods; multilingual, cross-modal, and zero-shot transfer; cultural and dialectal variation;
corpus creation and annotation practice; fairness, bias, and ethics; fingerspelling and isolated recognition
under sparse labels; and applications that support Deaf communities in low-resource settings.

In this edition, we accepted archival long papers (up to eight pages plus references) and short papers
(up to four pages plus references), reviewed double-blind through OpenReview, for publication in the
EMNLP 2026 workshop proceedings. We received 40 submissions and accepted 22 papers, an accep-
tance rate of 55%. Fifteen of the accepted papers are main-workshop research contributions; the rest are
official shared-task system descriptions. Main workshop papers proposes new corpora and first baselines
for Catalan, Uruguayan, Icelandic, Russian, and Bangla sign languages; compact gloss-free translation
under realistic compute budgets; isolated recognition and fingerspelling; and a cluster of diagnostic stu-
dies on what actually transfers when a checkpoint is moved from a high-resource sign language to a
low-resource one, on how annotation budgets should be spent, and on whether automatic metrics and
multimodal models are measuring the signed signal at all.

In addition to the research track, WSLP-2026 hosted three shared tasks on Indian Sign Language:
sentence-level translation from video or pose into English, isolated recognition over a large one-shot
vocabulary, and word/sign presence prediction in continuous sentence video. Public training data were
released on Hugging Face; official scoring was hosted on Codabench. Fifty-eight teams registered across
the three tracks and 19 submitted official systems (translation: 23 registered, 5 submitted; presence pre-
diction: 13 registered, 5 submitted; isolated recognition: 22 registered, 9 submitted). On the lexical
tracks, the systems that report usable official scores treat the problem as retrieval or temporal alignment
in a pose-embedding space. Translation submissions almost uniformly map pose sequences into a pre-
trained T5 decoder and obtain fluent English more readily than scores that can be trusted at the current
accuracy level. We thank every participating team. The shared-task overview and the accepted system
papers are included in these proceedings.

WSLP-2026 is a one-day workshop. Accepted papers are scheduled as oral presentations or posters
by the programme committee. The programme further includes the shared-task session.
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Abstract

We organized the Second Workshop on
Sign Language Processing (WSLP-2026), co-
located with EMNLP 2026 in Budapest, Hun-
gary, on 29 October 2026. The workshop con-
tinues the programme begun at WSLP 2025:
to give under-resourced sign languages a ded-
icated computational venue, and to treat sign
language processing as a set of related prob-
lems rather than a single translation bench-
mark. We received 40 submissions and ac-
cepted 22 papers. This overview concentrates
on the 15 accepted main-workshop research
papers. Those papers cover new corpora for
Catalan, Uruguayan, Icelandic, Russian, and
Bangla sign languages; compact gloss-free
translation; isolated recognition and finger-
spelling; and a cluster of diagnostic studies on
what actually transfers when a model is moved
from a high-resource sign language to a low-
resource one. As part of the workshop, we
hosted three shared tasks on Indian Sign Lan-
guage, namely translation, isolated recogni-
tion, and word/sign presence prediction, which
together attracted 58 registered teams, and 19
teams actively participated. The open ques-
tions have shifted from whether sign languages
can be modeled at all to how annotation bud-
gets should be allocated, which parts of a pre-
trained checkpoint are worth transferring, and
how to evaluate systems when automatic met-
rics remain only weakly correlated with gram-
matical correctness.

1 Introduction

Sign languages are not visual encodings of the
surrounding spoken language. Manual articula-
tors such as handshape, orientation, movement,
and location, combined with non-manual mark-
ers such as facial expression, eye gaze, and torso

shift, often occur simultaneously (Brentari, 2019;
Sinha, 2017). That simultaneity is linguistically
ordinary and computationally inconvenient. Sign
languages are fully developed natural languages
with their own grammars, structures, and socio-
cultural contexts (Zeshan, 2003; Sinha, 2017). Yet
sign language processing (SLP) remains substan-
tially less developed than NLP for written and
spoken languages. This is despite the fact that
more than 430 million people worldwide live with
disabling hearing loss (World Health Organiza-
tion, 2026), and for a large part of the Deaf and
Hard of Hearing (DHH) community, sign lan-
guages serve as the main mode of communica-
tion. There are several reasons for limited re-
search, including the complexity of modeling sign
language, the limited availability of corpora and
benchmarks for sign languages (von Agris and
Kraiss, 2010; Hilzensauer and Krammer, 2015;
Ko et al., 2018; Adaloglou et al., 2021; Albanie
et al., 2021; Camgöz et al., 2021; Duarte et al.,
2021; Dal Bianco et al., 2022; Shi et al., 2022;
Joshi et al., 2023, 2024). Although studies on ASL
(Lin et al., 2023), DGS (Forster et al., 2012), CSL
(Zhou et al., 2020), ISL (Joshi et al., 2023, 2024),
and a few other languages have begun to appear,
the volume of work remains modest. Surveys such
as (Liang et al., 2023; Núñez-Marcos et al., 2023)
provide a broader view of current advances and
highlight the remaining gaps. There is still a lot
of research attention that has not been distributed
evenly across sign languages.

The First Workshop on Sign Language Pro-
cessing (WSLP 2025), co-located with IJCNLP-
AACL 2025 at IIT Bombay, was organized in that
setting (Singh et al., 2025; Hasanuzzaman et al.,
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2025). It accepted 10 papers, including 2 offi-
cial shared-task system descriptions, and ran 3
public Indian Sign Language tasks on translation,
isolated recognition, and word-presence predic-
tion. The second edition moves the workshop to
EMNLP 2026 in Budapest and widens the geo-
graphic range of the main program while keeping
Indian Sign Language as the shared-task language.

In this workshop, we received 40 papers and ac-
cepted 22 papers. Fifteen of those accepted pa-
pers are main-workshop papers; the rest are offi-
cial shared-task system papers. The main focus of
this paper is new resources, new languages, and
a noticeable turn toward the analysis of transfer,
annotation, and evaluation.

2 WSLP and Sign Language Processing

Sign languages are independent natural languages.
Meaning is produced through the hands together
with the face, head, and torso, and reference is of-
ten placed in signing space rather than named in
sequence (Brentari, 2019; Yin et al., 2021). Clas-
sifier constructions, role shift, and non-manual
grammar are ordinary parts of the system, not dec-
orative extras. Computational work has had to
learn this the hard way: pipelines borrowed from
speech and text can be trained on signed video, but
they do not automatically acquire the structure that
makes a signed utterance grammatical.

For a long stretch the field organised itself
around a short list of public corpora and a short
list of tasks. RWTH-PHOENIX-Weather 2014T
made continuous German Sign Language transla-
tion a standard test (Camgöz et al., 2018); CSL-
Daily did similar work for Chinese Sign Language
(Zhou et al., 2021); How2Sign and related col-
lections gave American Sign Language a large
continuous video resource (Duarte et al., 2021).
Isolated recognition grew up in parallel, usually
as large-vocabulary classification on citation-form
clips. Fingerspelling, sign spotting, and text-to-
sign generation appeared as satellite problems.
Surveys of this period are consistent on two points:
progress on the few well-instrumented languages
was real, and most of the world’s sign languages
were left outside the comparison (Núñez-Marcos
et al., 2023; Yin et al., 2021).

The last few years changed the modelling recipe
more than they changed that imbalance. Gloss in-
termediates, once almost obligatory, are now op-
tional; many systems map video or pose straight

to spoken-language text. Skeleton keypoints have
become a common input because they reduce
compute and strip some signer-identifiable appear-
ance, at the cost of dropping most facial grammar
(Moryossef et al., 2020; Joshi et al., 2025). On the
text side, pretrained decoders from the T5 fam-
ily (Raffel et al., 2020) are widely reused. Self-
supervised visual encoders trained on one high-
resource sign language are beginning to be tested
on others. None of these choices is settled. A flu-
ent decoder can raise BLEU or chrF without a firm
link to the signed input; a pose tracker can miss a
hand for long stretches of a clip; a checkpoint that
looks transferable may be carrying its gain in the
output projection rather than in the visual encoder.
Those are empirical questions, and they show up
across languages, not only in one setting.

What remains thin is the surrounding infrastruc-
ture: comparable corpora for smaller signing com-
munities, annotation protocols, and evaluation that
a fluent signer would recognize as linguistically
correct. WSLP was set up to put those pieces in
the same venue.

The 2025 edition used Indian Sign Language for
its shared tasks and drew on public ISL resources
such as iSign and CISLR (Joshi et al., 2024, 2022).
That choice supplies a reproducible measurement
point; it is not the scope of the workshop. The
2026 main program, as the later sections show,
is organized around many sign languages and
around problem transfer, annotation budgets, fin-
gerspelling, domain corpora, and model diagnos-
tics that are not tied to any single language.

3 WSLP-2026: Workshop Scope and
Organization

WSLP-2026 is a one-day workshop co-located
with the 2026 Conference on Empirical Meth-
ods in Natural Language Processing in Budapest,
Hungary, and held on 29 October 2026. The
call for papers asked for work on low-resource
and underrepresented sign languages; continuous
and gloss-free translation; multilingual and zero-
shot transfer; dialectal and cultural variation; cor-
pus creation and annotation; fairness and ethics;
and applications that support Deaf communities
in low-resource settings. We accepted archival
long papers (up to eight pages plus references) and
short papers (up to four pages plus references),
reviewed double-blind through OpenReview, for
publication in the EMNLP 2026 workshop pro-
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Item Count

Papers submitted 40
Papers accepted 22
Accepted main-workshop research papers 15

SLT teams registered / participated 23 / 5
WPP teams registered / participated 13 / 5
ISLR teams registered / participated 22 / 9

Table 1: Official WSLP-2026 statistics. Participation
figures count teams that submitted to a shared task, not
papers.

ceedings. Non-archival extended abstracts were
also permitted; they do not appear in the proceed-
ings and are not part of the statistics. The orga-
nizing committee spans India, Ireland, the United
Kingdom, the Czech Republic, and Argentina.

4 Submission and Acceptance Statistics

Table 1 records the official workshop figures.
Forty papers were submitted, and 22 were ac-
cepted. Those 22 papers include both main-
workshop research papers and official shared-task
system descriptions. This overview discusses the
15 accepted main workshop papers cataloged for
the research track.

The gap between registration and participation
is large, especially in translation. We do not treat
that gap as a quality judgment. Training continu-
ous translation systems on video or pose still costs
more than most workshop participants can spend.
Isolated recognition drew the most completed sub-
missions, which matches the relative maturity of
retrieval and classification recipes for that task.

Compared with WSLP 2025, the 2026 main
programme is larger and less centred on a single
language. The first edition’s eight main papers
were weighted toward Indian Sign Language re-
sources, multilingual pose translation, and gloss-
ing. The 2026 main papers still include ISL
work, but Catalan, Icelandic, Uruguayan, Rus-
sian, Bangla, Taiwan, Turkish, and Chinese sign
languages all appear as primary objects of study
rather than transfer targets mentioned in passing.

5 Research Themes of WSLP-2026

The 15 accepted main papers fall into five overlap-
ping groups. Table 2 gives a compact view; Sec-
tion 6 discusses the papers themselves.

New corpora and domain-specific resources.
Several papers release data rather than architec-

tures. LSC-CARE is an annotated medical cor-
pus of Catalan Sign Language. LSU-446 is a cu-
rated glossed dataset of Uruguayan Sign Language
discourse. Bukva (Kvanchiani et al., 2024) and
Znaki address isolated and continuous Russian fin-
gerspelling. These resources matter because they
change what the next paper on the same language
can measure.

Isolated recognition in low-resource conditions.
Icelandic Sign Language recognition is studied
from dictionary video with public frameworks.
A phonological canonicalization method improves
few-shot cross-lingual isolated recognition. Zero-
shot handshape recognition is attempted from
American Sign Language supervision to Catalan
Sign Language. The common constraint is sparse
labels, often one example per type, and pose track-
ers that fail more often than papers usually admit.

Fingerspelling. HandReader (Korotaev et al.,
2025) reports strong results on ChicagoFSWild
and ChicagoFSWild+. Bukva and Znaki supply
the missing Russian resources for the same prob-
lem. Fingerspelling is a small corner of signing,
but it is where proper names and new vocabulary
live, and it exposes temporal modelling problems
that isolated lexical recognition can hide.

Gloss-free and compact translation. ISLiM is
a compact keypoint-to-text model evaluated on
iSign. SpaMo-BdSL adapts a spatial-and-motion
translation recipe to Bangla Sign Language under
a single-GPU budget. Both papers treat decoder
choice and hardware limits as first-class design
constraints rather than afterthoughts.

Transfer, annotation, and evaluation diagnos-
tics. This is the theme that most clearly sep-
arates 2026 from 2025. One paper asks what
part of a Uni-Sign (Li et al., 2025) checkpoint
actually moves when the target is Taiwan Sign
Language. Another decomposes articulator-level
transfer from American and Chinese Sign Lan-
guage into Indian Sign Language. A third tests
whether articulatory coverage is a good rule for
spending an annotation budget. A fourth asks
whether video multimodal large language models
use the hands at all when they answer questions
about Chinese signs. These papers are not com-
peting for a leaderboard. They are trying to stop
the field from over-interpreting scores.

3



Theme Papers Languages / resources

Corpora and domain
data

LSC-CARE; LSU-446; Bukva; Znaki;
annotation-selection study

LSC, LSU, RSL; PHOENIX14T,
Isharah

Low-resource ISLR Icelandic ISLR; phonological few-shot transfer;
zero-shot handshapes

ITM, TID and six transfer targets;
ASL→LSC

Fingerspelling HandReader; Bukva; Znaki ASL, RSL
Gloss-free / compact
SLT

ISLiM; SpaMo-BdSL; SHuBERT-to-TID ISL/iSign, BdSL, TID

Transfer and diagnos-
tics

Output-projection study; articulator-level trans-
fer; annotation selection; video MLLM study

TSL; ASL/CSL→ISL; DGS/SSL;
CNSL

Table 2: Research themes in the accepted WSLP-2026 main-workshop papers. A paper may belong to more than
one theme.

6 Accepted Main-Workshop Papers

We discuss the accepted main papers by the
themes above. Table 3 lists the fifteen papers for
reference.

6.1 Corpora, Domains, and Annotation

LSC-CARE is the first annotated Catalan Sign
Language dataset built for medical communica-
tion. It contains 2,784 signed segments, about
4.5 hours, produced by 11 deaf native signers on
ten emergency-care topics. Segments carry time-
aligned ID-glosses from a deaf native linguist and
written Catalan translations from an LSC inter-
preter, following LSC SignBank conventions. The
modelling experiments in the paper are as impor-
tant as the release. A recognition-then-translation
cascade beats a gloss-free video-to-text model, re-
mains statistically invariant to signer identity.

Recognizing Uruguayan Sign Language
Glosses in Continuous Discourse releases LSU-
446: 17,793 sign instances over 446 glosses,
drawn from interpreted discourse rather than
citation-form recording. Average sign duration
is 403 ms, coarticulation is heavy, and there
were no prior computational models of LSU.
SPOTER (Boháček and Hrúz, 2022) and MSG3D
are compared as first isolated-recognition base-
lines; MSG3D reaches 32.7% Top-1 over 446
classes and degrades more slowly as the vocabu-
lary grows. A separate spotting experiment on a
held-out video from an unseen signer and domain,
with 33.8% out-of-vocabulary items, compares a
segmenter pipeline with a sliding window under
a protocol that separates temporal detection from
lexical recognition. The paper is a reminder that
“low-resource” is not only a matter of hours.
Interpreted news and citation-form laboratory
video are different languages of recording, and
baselines built on the latter travel poorly to the

former.

Bukva and Znaki fill two gaps in Russian fin-
gerspelling. Bukva is an isolated dactyl dataset:
3,757 videos, more than 100 samples per Rus-
sian alphabet sign including dynamic letters, col-
lected from 155 deaf and hard-of-hearing experts
through crowdsourcing. A Temporal Shift Mod-
ule baseline reaches 83.6% top-1 accuracy with
CPU-only real-time inference. Znaki is a con-
tinuous fingerspelling corpus: 37,252 recordings
(35.4 hours) of 1,593 sequences from 16 domain
categories, produced by 68 native RSL signers af-
ter a two-stage qualification procedure. Letter fre-
quencies are matched to the Russian National Cor-
pus. Squeezeformer and Fingerspelling-PoseNet
baselines reach character-level accuracies of 0.932
and 0.886 respectively. Together the two datasets
make Russian fingerspelling experimentally ac-
cessible at both the letter and the name-spelling
granularity.
Coverage Is Not Enough paper asks a different re-
source question: given a fixed annotation budget,
which clips should be labelled first? The study
is retrospective on PHOENIX14T (Camgoz et al.,
2018) and Isharah (Alyami et al., 2025), across
gloss recognition and translation, multiple bud-
gets, and three seeds. Geometric, active-learning,
pose-derived articulatory, and privileged selectors
are compared with random sampling. Articula-
tory coverage is generally weak and rarely beats
random. A privileged gloss-diversity oracle also
performs poorly. Facility-location representative-
ness is the strongest feasible selector in three of
four largest-budget settings. The result is uncom-
fortable for anyone who assumed that “cover more
handshapes” or “cover more gloss types” is an au-
tomatic improvement. As operationalised in this
paper, those proxies are not reliable guides to an-
notation utility.
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Paper Focus

ISLiM: A Compact End-to-End Sign Language Translation Framework Gloss-free keypoint SLT on iSign
What Actually Transfers? Diagnosing Output-Projection Initialization Checkpoint analysis for Taiwan SL
LSC-CARE: An Annotated Dataset for Medical Catalan Sign Language Medical LSC corpus and SLT baselines
Isolated Sign Language Recognition for Icelandic Sign Language (Ingimundar-
son et al., 2026)

First ITM ISLR baselines

Using Sign Phonology to Improve Few-Shot Cross-Lingual Transfer Dominance canonicalization for ISLR
Recognizing Uruguayan Sign Language Glosses in Continuous Discourse LSU-446 corpus and spotting baselines
Coverage Is Not Enough: Annotation Selection for Low-Resource SL Annotation-budget study
Bukva: Russian Sign Language Alphabet Isolated RSL dactyl dataset
Cross-Lingual Transfer of Self-Supervised Representations SHuBERT adapted to TID
SpaMo-BdSL: Gloss-Free Bangla Sign Language Translation Compact BdSL translation
Zero-Shot Cross-Lingual Recognition of Sign Language Handshapes (Granero-
Moya et al., 2026)

ASL→LSC phonological handshapes

HandReader: Efficient Fingerspelling Recognition ASL fingerspelling architectures
Znaki: A Russian Fingerspelling Recognition Dataset Continuous RSL fingerspelling corpus
Articulator-Level Cross-Lingual Transfer in SLT ASL/CSL→ISL transfer analysis
Testing Video MLLM Sensitivity to Hand-Localized Visual Detail CNSL video-MLLM diagnostic

Table 3: Accepted WSLP-2026 main-workshop research papers. Official shared-task system papers are excluded.

6.2 Isolated Recognition and Phonological
Transfer

Isolated Sign Language Recognition for Icelandic
Sign Language is a first-systems paper in the best
sense. The data come from ITM SignWiki, a
bilingual dictionary resource. OpenHands and
SPOTER are evaluated under several configura-
tions. SPOTER is stronger, simpler to set up, and
cheaper; the best OpenHands result takes more
than twice as long. Within SPOTER, MediaPipe
keypoints outperform the other pose estimators
tried. OpenHands benefits from a multilingual
training configuration. The paper does not claim a
new architecture. It documents what current pub-
lic tools actually do on a language that had no pre-
vious ISLR numbers, which is the measurement
the next Icelandic paper will need.

Using Sign Phonology to Improve Few-Shot
Cross-Lingual Transfer Learning starts from a
concrete modelling mistake. Pose graphs treat the
two hands as left and right. Which hand leads is a
fact about the signer, not about the sign. The paper
canonicalizes dominance by mirroring clips whose
left hand carries more motion energy, then trains
donors on Turkish Sign Language and transfers to
six other sign languages. Canonicalized donors
gain +6.01 accuracy points under full fine-tuning
and +5.19 with frozen features; every canonical-
ized donor beats every standard one on the re-
ported sign test. The same paper is unusually hon-
est about tracker failure: across seven corpora,
0.12–65.1% of clips never have a hand detected,
and up to 80.7% of apparently one-handed clips
are tracking artifacts. That observation belongs in

more recognition papers than currently contain it.
Zero-Shot Cross-Lingual Recognition of Sign

Language Handshapes tries a different transfer
route. Instead of moving a whole-sign embed-
ding, it decomposes handshapes into five phono-
logical features shared by American and Catalan
Sign Language: selected fingers, flexion, spread,
thumb position, and thumb contact, and decodes
LSC handshapes from predicted features with
a composite phonological distance. MLP, SL-
GCN , and SHuBERT (Gueuwou et al., 2025)
models trained on PopSign and Sem-Lex are
tested on a 37-handshape LSC benchmark. Af-
ter recording-format differences are harmonized,
zero-shot transfer reaches 80.0% phonological-
feature accuracy and 54.5% expected handshape
accuracy. The practical claim is modest and use-
ful: phonological feature inventories can serve as
an annotation-light bridge when the target lan-
guage has no handshape labels.

6.3 Fingerspelling Recognition

HandReader is the high-resource counterpart to
Bukva and Znaki. It introduces three architec-
tures: an RGB model with a Temporal Shift-
Adaptive Module, a keypoint model with a Tem-
poral Pose Encoder that treats keypoints as ten-
sors for 2D and 3D convolution, and a joint RGB-
plus-keypoint encoder. On ChicagoFSWild and
ChicagoFSWild+, the models are the strongest
among methods trained on a single training set, in-
cluding a new state-of-the-art result on ChicagoF-
SWild+. Read next to the Russian papers, Han-
dReader shows what fingerspelling recognition
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looks like once the dataset problem is no longer
the main constraint: temporal operators, modality
fusion, and careful handling of variable-length se-
quences.

6.4 Gloss-Free and Compact Translation
ISLiM (ISL in Miniature) is a compact keypoint-
based gloss-free translator. Temporal convolu-
tions capture local motion, a Transformer en-
coder (Vaswani et al., 2017) models longer kine-
matic structure, and a pretrained T5-small decoder
generates English. On iSign it reports a BLEU-
4 (Papineni et al., 2002) of 5.85, described as state
of the art among keypoint-based models on that
corpus. A decoder-swap experiment on Phoenix-
2014-T is used to argue that the sign-side and text-
side modules can be exchanged independently. A
mobile study reports 384 ms mean CPU latency on
a consumer Android phone. We view the paper
less as a claim about the best possible ISL system
and more as a claim about the design space WSLP
has been trying to keep open since 2025: pose in-
put, small decoders, and deployment constraints
treated as part of the research problem (Joshi et al.,
2024, 2025).

SpaMo-BdSL adapts the SpaMo spatial-and-
motion recipe to Bangla Sign Language. Two
findings are emphasised. A 247M-parameter
BanglaT5 (Bhattacharjee et al., 2023) decoder
matches the translation quality of 3.7B-parameter
mT0-XL on the authors’ Bangla data, while trans-
lating the test set in 40 seconds rather than 2 min-
utes 43 seconds. Simple training changes, sug-
gested by a large language model and used to fit
the system on one consumer GPU, are reported as
part of the method rather than hidden in a footnote.
The paper is explicit about its polemic: the as-
sumption that bigger multilingual decoders are au-
tomatically better excludes both underrepresented
sign languages and the groups that work on them.

Cross-Lingual Transfer of Self-Supervised Rep-
resentations for Sign Language Translation asks
whether SHuBERT, a self-supervised encoder
trained on American Sign Language, can be
reused for Turkish Sign Language on the open-
domain BUTID benchmark. Frozen SHuBERT
matches a raw-feature setting that uses DI-
NOv2 (Oquab et al., 2023) crops and pose; fine-
tuning reaches 7.15 BLEU-4, 1.62 above a pose
baseline. The conclusion is appropriately narrow.
A high-resource self-supervised encoder is usable
for low-resource SLT, but not as a frozen feature

extractor taken off the shelf.

6.5 What Transfers, What Models See, and
What We Should Annotate

What Actually Transfers? works on Taiwan Sign
Language by recombining Uni-Sign checkpoints
from CSL-to-Chinese and ASL-to-English. Un-
der an untouched mT5-base, the released CSL-
Daily visual state changes content-word accuracy
by−0.5 points; with the CSL-Daily mT5 state it is
worth 15.0 points. Follow-up interventions locate
much of that sensitivity in the large untied output
projection. On How2Sign, an mT5-base projec-
tion raises content-word accuracy by 25.0 points
and wrong-clip sensitivity by +14.7 points. The
authors are careful: absolute translation quality re-
mains low, so the paper is diagnostic rather than a
competitive TSL system. We think that caution
is the contribution. Released sign-to-text check-
points entangle visual pretraining with language-
model state, and intact-checkpoint comparisons
are easy to over-read.

Articulator-Level Cross-Lingual Transfer fine-
tunes a pose-based model from American Sign
Language to Indian Sign Language and then splits
the effect across encoder, decoder, and articulator
streams. The matched ASL encoder-decoder pair
reaches 3.61 BLEU-4 on ISL; either piece alone is
close to training from scratch. Content-word recall
shows a sharp frequency effect: frequent content
improves with data and training, rare and unseen
content stays near zero even after twenty epochs
and a 49% increase in training data. Comparing
ASL and Chinese Sign Language sources, the ap-
parent source-language gap shrinks when the out-
put language is controlled. The authors treat resid-
ual articulator differences as suggestive rather than
causal because the source checkpoints also differ
in pretraining domain. Transfer, in this account,
supplies a coupled starting point. It does not in-
vent the long tail of the target language.

Testing Video MLLM Sensitivity to Hand-
Localized Visual Detail uses 150 front-view iso-
lated signs from NationalCSL-DP. A hand-target
condition blurs tracked hand regions; a same-arm
control applies the same operator to nearby arm
regions. Four video multimodal large language
models answer the same four-choice question in
each condition. Mean accuracy is 38.17% on orig-
inal video, 33.50% on hand-blurred video, and
36.67% on the arm control. The pre-specified
control-versus-target contrast is +3.17 points with
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a confidence interval that includes zero and an
item-cluster p of 0.08172. The authors call the ev-
idence directional rather than confirmatory. That
is the right register. Benchmark accuracy on sign-
language video questions does not, by itself, show
that a model is using the hands.

7 Shared Tasks at WSLP-2026

WSLP-2026 introduced three Indian Sign Lan-
guage tasks, with public training data on Hugging
Face and official scoring on Codabench.

Task 1 is sentence-level translation from ISL
video or pose into English. Public training comes
from iSign (Joshi et al., 2024). Evaluation uses
a hidden translation set. The official metrics are
BLEU, ROUGE (Lin, 2004), and chrF (Popović,
2015). Task 2 is isolated sign recognition over a
large ISL vocabulary under extreme one-shot con-
ditions. Public training is drawn from CISLR and
the official recognition set (Joshi et al., 2022). The
target inventory used by system papers is on the
order of 4,361 classes, with a 526-clip blind test.
Metrics are accuracy and top-k accuracy. Task 3 is
word/sign presence prediction introduced in (Joshi
et al., 2024): given a sentence video and a query
word, decide whether the corresponding sign oc-
curs in the sentence. Metrics are accuracy, preci-
sion, recall, and F1.

Twenty-three teams registered for translation,
and five participated. Thirteen teams registered
for presence prediction, and five participated.
Twenty-two teams registered for recognition, and
nine participated.

We leave architectures, official scores, and com-
parisons among system papers to the companion
shared-task overview. Two high-level observa-
tions belong here because they affect how the main
program should be read. First, the shared tasks
keep ISL as a public, reproducible benchmark,
while the main workshop spans many languages;
that division of labor is intentional. Second, sev-
eral major papers use public iSign or CISLR data
without adhering to the official hidden-split proto-
col. Those papers are research contributions, not
unofficial leaderboard entries, and we have kept
them in Section 6 for that reason.

8 Community and Research Trends

Looking across the main papers, we observe four
trends.

The first is geographic spread: several ac-
cepted papers are on low-resource sign languages,
such as Indian Sign Language, Catalan Medical
Sign, Uruguayan Interpreted Discourse, Icelandic
Dictionary Video, Russian Dactyl and Continu-
ous Fingerspelling, Bangla Translation, Taiwanese
and Turkish Transfer Settings, and Chinese Iso-
lated Signs, all of which receive dedicated papers.

The second is a shift from architecture propos-
als toward measurement. The WSLP 2025 main
papers introduced resources and models. The
2026 papers still do that, but a larger fraction of
the program is about failures of common practice:
annotation heuristics that do not beat random sam-
pling, checkpoints whose gains live in the text pro-
jection, transfer that does not help rare content,
and multimodal models whose sign-video answers
may not depend on the hands.

The third is the continued dominance of
pose, retrieval, and small text decoders. Graph
and keypoint models, nearest-exemplar retrieval,
SPOTER-style transformers, and T5-family de-
coders appear throughout. RGB and video-
backbone systems are present in HandReader, and
the MLLM study is the obvious case, but they are
no longer the default. Privacy and computing are
the usual reasons given, and they are good reasons.
The cost, documented in the phonological transfer
paper and implicit in several others, is the absence
of facial grammar and brittle hand tracking.

The fourth is a more cautious use of large lan-
guage models. In WSLP 2025, LLM paraphras-
ing was used as a data augmentation technique. In
WSLP 2026, language models appear as decoders,
as adjudication modules in recognition ensembles
(in the shared tasks). They are not treated as a
general solution to data scarcity. SpaMo-BdSL’s
comparison between BanglaT5 and mT0-XL is the
clearest statement of that caution in the main pro-
gram.

9 Discussion and Future Directions

Several limitations in the current literature recur
and should shape the next edition.

Automatic metrics remain a weak proxy for
signed grammaticality. BLEU, chrF, and top-k
accuracy are the only metrics we can compute.
None of them tells us whether a translation used
signing space correctly, whether a recognizer dis-
tinguished two phonologically close signs that a
fluent signer would never confuse, or whether a
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medical cascade produced an utterance a patient
would accept. LSC-CARE’s oracle gap and the
translation papers’ own warnings about fluent but
weakly grounded decoders point in the same di-
rection. Native-signer evaluation is still rare.

Non-manual features are still mostly missing.
Pose pipelines that drop the face cannot represent
questions, negation, or role shift as first-class sig-
nals. Until facial and torso channels are modeled
or until papers that omit them say so in the evalua-
tion, continuous translation numbers will continue
to understate the linguistic problem.

The phonological transfer paper quantifies
missing hands; the presence-prediction shared
task, discussed in the companion paper, indepen-
dently finds that isolated query clips lose hand
detections far more often than sentence clips.
Any claim about one-handed signs, dominance, or
spotting has to survive that artifact.

Transfer is not a substitute for target-language
content. The Taiwanese projection study and the
ISL articulator study agree on the unglamorous
part: coupled encoder-decoder initialization helps,
rare lexical items do not appear by magic, and
source-language identity is easy to confound with
the pretraining domain and the output-side lan-
guage model state. Future shared tasks could make
this easier to study by releasing frozen encoder-
only features alongside full checkpoints.

Annotation policy needs the same scrutiny as ar-
chitecture. If representativeness beats articulatory
coverage on two standard corpora, then collection
protocols that chase “hard” or “diverse” clips by
pose geometry should be treated as hypotheses,
not best practice.

Finally, community participation in dataset de-
sign is still thinner than the workshop’s aims. Sev-
eral 2026 corpora were produced with Deaf sign-
ers, interpreters, and linguists in the loop. LSC-
CARE, Bukva, and Znaki are explicit about this.
That is progress relative to scraped-only collec-
tions. It is not yet a co-design of tasks and eval-
uation. We continue to see partnership with insti-
tutions such as ISLRTC and Ashray Akruti, and
with regional Deaf associations, as a requirement
rather than an acknowledgment.

10 Conclusion

WSLP-2026 is the second edition of a workshop
that began in 2025 as a venue for under-resourced
sign languages. Held at EMNLP 2026 in Budapest

on 29 October, the conference received 40 submis-
sions and accepted 22 papers. The 15 main work-
shop research papers range from new corpora in
Catalan, Uruguayan, and Russian sign languages
to compact ISL and Bangla translation and to a set
of diagnostic studies on transfer, annotation, and
multimodal evaluation.

The shared tasks keep a public ISL measure-
ment point for translation, isolated recognition,
and sign presence. The main program does some-
thing different: it shows what the wider commu-
nity is actually working on once a few large Eu-
ropean, American, and East Asian corpora are no
longer the only respectable test beds.

We do not think the field has solved continu-
ous translation, and the papers do not claim to
have. What we do see is a clearer research agenda.
Spend annotation budgets on purpose. Measure
which part of a checkpoint moved. Do not trust a
decoder’s fluency as evidence of visual grounding.
Treat pose tracking failures as part of the linguistic
dataset. And keep building corpora in languages
that still have none.
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Abstract
WSLP-2026 hosted three shared tasks on In-
dian Sign Language: sentence-level transla-
tion from video or pose into English (SLT),
isolated recognition over a large one-shot vo-
cabulary (ISLR), and word/sign presence pre-
diction in continuous sentence video (WPP).
Shared tasks were hosted on Codabench.
Twenty-three teams registered for translation
and five submitted; thirteen registered for WPP
and five submitted; twenty-two registered for
recognition and nine submitted. On the lexical
tracks, the systems that report usable official
scores treat the problem as retrieval or tempo-
ral alignment within a pose-embedding space,
often with an external exemplar bank. Trans-
lation submissions almost uniformly map pose
sequences into a pretrained T5 decoder. They
obtain fluent English more readily than scores
that can be trusted at the current accuracy
level: official BLEU can sit at zero, while
chrF remains small and sensitive to output
length. The edition shows that ISL can be
measured by automatic evaluation metrics, but
that current scores still say more about re-
trieval recipes and decoder fluency than about
signed grammar. A later edition should mark
pose-tracker failures and place native-signer
judgments alongside BLEU and chrF.

1 Introduction
Sign languages (SL) are the primary means of
communication for Deaf and Hard-of-Hearing
communities. SLs are not a gestural code for the
surrounding spoken language. Handshape, move-
ment, location, and orientation combine with fa-
cial expression, eye gaze, and body posture into
a simultaneous signal, and much of the grammar
is carried by that simultaneity rather than by lin-
ear word order (Brentari, 2019; Yin et al., 2021;

Sinha, 2017; Núñez-Marcos et al., 2023). Video
is expensive to store and to annotate; fluent an-
notators are scarce; pose estimators drop the face
and sometimes the hands; and automatic met-
rics borrowed from text translation say little about
whether a system used signing space, classifiers,
or non-manuals correctly (Moryossef et al., 2020;
Joshi et al., 2025; Müller et al., 2023).

A second difficulty is uneven infrastructure.
Continuous translation became a standard exper-
iment once corpora such as RWTH-PHOENIX-
Weather 2014T and CSL-Daily were available
(Camgöz et al., 2018; Zhou et al., 2021). Isolated
recognition and fingerspelling followed a similar
path on a handful of high-resource languages (Li
et al., 2020; Sincan and Keles, 2020). Most other
sign languages entered the literature late, with
smaller public splits and few agreed test sets (Yin
et al., 2021). Without a shared evaluation proto-
col, research or systems in the same language can
be impossible to compare, and it is hard to tell
whether a reported gain is an architectural result
or a change in data hygiene.

We organized the WSLP shared tasks to put
one such protocol on the table for Indian Sign
Language (ISL). ISL is widely used in the In-
dian subcontinent, yet until recently it lacked pub-
licly available sentence-level resources at a scale
sufficient to make translation experiments repro-
ducible (Joshi et al., 2024, 2022). The shortage of
certified interpreters makes automated tools both
practically relevant and scientifically interesting
(Joshi et al., 2023, 2024). The 2026 edition of
the shared task, hosted at the Second Workshop on
Sign Language Processing at EMNLP 2026 in Bu-
dapest (29 October), following the inaugural edi-
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tion (Singh et al., 2025), hosted three problems on
the public training resources.

Sentence-level translation (SLT) asks a system
to produce English text from continuous ISL sign
videos. Isolated sign language recognition (ISLR)
asks it to name a short citation-form clip when
the target vocabulary is large and almost every
class has a single training example. Word/sign
presence prediction (WPP) asks whether a queried
sign occurs anywhere inside a continuous sen-
tence video. Taken together, they cover the lexi-
cal, grounding, and sentence levels that a working
sign-language system actually needs. Public train-
ing data come from iSign for translation and for
word/sign presence prediction (Joshi et al., 2024),
and from CISLR for isolated recognition (Joshi
et al., 2022). This paper is the shared-task report.
Here, we present the task designs, document offi-
cial participation, and compare the submitted sys-
tem papers.

2 Task Design
Table 1 summarises the three tracks. Tables 2, 3,
and 4 report the official test-phase rankings on
translation, isolated recognition, and word/sign
presence prediction. Eleven system papers were
submitted in the shared-task catalog: six were ac-
cepted into the program, and five were not in-
cluded. In this paper, we will discuss all the papers
and technical reports submitted.

2.1 Formal task definitions
We denote a signed input as a variable-length se-
quence x = (x1, . . . , xT ), where each xt is either
an RGB frame or a pose vector (body, hand, and,
when available, face landmarks). Both modalities
were released; participants were free to use either
or both. Let X be the space of such sequences, Y
the space of English strings, and V a finite inven-
tory of word or gloss labels.
Sign language translation. Given a continuous
sentence-level sequence x ∈ X , the system must
generate a token sequence ŷ = (ŷ1, . . . , ŷM ) ∈ Y .
The intended mapping is

fSLT : X → Y, ŷ = fSLT(x). (1)

Training pairs (x, y) come from iSign (Joshi et al.,
2024). At test time x is drawn from a hidden
collection of source videos that is disjoint from
the public training set. Official scores are corpus-
level BLEU, ROUGE, and chrF between ŷ and En-
glish reference y (Papineni et al., 2002; Lin, 2004;
Popović, 2015).

Isolated sign language recognition. Given a
short citation-form clip x ∈ X that contains one
lexical sign, the system must return a label v̂ ∈ V ,

fISLR : X → V, v̂ = fISLR(x). (2)

The natural decision rule is nearest-exemplar re-
trieval in an embedding space (Joshi et al., 2022;
Selvaraj et al., 2022). Evaluation is top-k accuracy
on a 526-clip blind test.
Word/sign presence prediction. Given a con-
tinuous sentence sequence x ∈ X and a query
word w ∈ W drawn from the official presence set
built on iSign sentence video (Joshi et al., 2024),
the system must decide whether the corresponding
sign occurs anywhere in x:

fWPP : X ×W → {0, 1}, ẑ = fWPP(x,w).
(3)

The official metrics are accuracy, precision, recall,
and F1 on ẑ against a binary label z.

The three maps are related but not interchange-
able. ISLR names an isolated clip; WPP asks
whether that lexical item is realized inside a longer
utterance; SLT requires a fluent spoken-language
string for the whole utterance. A system that
solves one does not automatically solve the others.

3 Translation
Two single-task translation papers were cataloged,
plus one multi-task paper that reports a translation
number.

Shared-Encoder Contrastive Grounding
projects pose sequences into a pretrained T5
encoder–decoder and, during training, encodes
the target sentence with the same T5 encoder.
An auxiliary contrastive loss aligns pose and
text representations beside the usual translation
objective. Clip-level normalization is used to
reduce scale artifacts. On a video-held-out iSign
development split (Joshi et al., 2024), contrastive
grounding raises chrF (Popović, 2015) from 0.102
to 0.121, and normalization takes it to 0.128. The
official submission reports chrF 0.16. The same
paper shows that official chrF moves with output
length and with English content that does not
depend on the input.

Investigating Temporal Motion Features feeds
pose through a lightweight encoder into T5-small,
T5-base, and T5-large (Raffel et al., 2022), and
adds a T5-small variant that explicitly models
frame-to-frame pose differences. T5-small is
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Task Input → output Public data Metrics

SLT ISL video/pose → English sentence iSign (118k pairs) + hidden set BLEU, ROUGE, chrF
ISLR isolated clip → word label CISLR + official recognition set Accuracy, top-k
WPP (sentence video, word) → present/absent official presence set Accuracy, P/R/F1

Table 1: WSLP-2026 shared tasks. Official scoring was hosted on Codabench.

# Team chrF

1 slp_sign 0.17
2 gyanendra312 0.16
3 anhnamxtanh 0.15
4 thekraken 0.14
5 manav_dhamecha 0.13

Table 2: SLT test phase, ranked by chrF.

# Team Top-1

1 slp_sign 0.728
2 Wazz 0.700
3 varaprabha 0.683
4 ijsboy 0.671
5 Noob_Squad 0.671
6 WSLP-Task2 0.662
7 anhnamxtanh 0.656
8 gauandjosh 0.574
9 iiitdmk-nlp 0.196

Table 3: ISLR test phase, ranked by Top-1 accuracy.

strongest on BLEU and ROUGE among spatial-
only models; T5-large is strongest on chrF; mo-
tion features give the largest BLEU gain in the au-
thors’ development study. On the official test set,
the submitted system reports chrF 0.13, ROUGE-
L 0.07, and BLEU-4 0.00, and states a fifth-place
leaderboard finish. A BLEU-4 of zero with non-
zero chrF is evidence that n-gram overlap with the
references is vanishingly rare.

Different Scales, Different Signals (multi-task)
uses a language-conditioned generator for transla-
tion and reports chrF 0.17. The technical report
proposes separate pathways for recognition, spot-
ting, and translation rather than a single pooled
representation.

Observations: Every translation system we re-
ceived is pose-to-T5. No submitted paper de-
scribes a competitive RGB video translator on
the official hidden split. Motion features and
contrastive grounding are the two concrete at-
tempts to stop the decoder from ignoring the sign
stream. Both help on development data. Nei-
ther produces translation quality that the authors
themselves treat as reliable. We therefore read
SLT 2026 as a diagnostic year: the task is well
specified, participation is thin relative to registra-
tion, and the main result is that current automatic
scores sit in a range where ranking systems are
fragile.

# Team F1

1 slp_sign 0.980
2 apurbo57 0.720
3 anhnamxtanh 0.669
4 Yaswitha 0.605
5 thekraken 0.546

Table 4: WPP test phase, ranked by macro-F1.

4 Isolated Recognition
Whitening and Fine-Tuning Are Substitutes uses
MediaPipe keypoints (MediaPipe, 2023), a graph-
attention backbone pretrained on a different ISL
corpus, PCA whitening, and nearest-exemplar co-
sine retrieval against an enriched gallery. The of-
ficial scores reported in the paper are 0.6825 top-
1 (3rd) and 0.7357 top-10 (2nd). The analytical
claim is sharper than the ranking. PCA whitening
of a frozen cross-corpus encoder is worth +18.85
points on a leave-one-out gallery evaluation; end-
to-end fine-tuning is worth about the same; the
two do not add. Once the encoder is fine-tuned,
whitening contributes +0.38. Fifteen other inter-
ventions are reported as null or harmful, with Mc-
Nemar tests (McNemar, 1947) on a 2,030-query
held-out split. The authors argue that the 526-clip
official test set is too small for the comparisons
participants want to make on it.

Metric-Learning Retrieval for Cross-Signer
ISLR pretrains a metric encoder on multi-signer
American Sign Language, then fine-tunes on every
responsible cross-signer ISL recording the authors
can add. Multiple performances inside one record-
ing are split into separate samples. A missing-
keypoint interpolation method, originally devel-
oped for classification, is adapted here for re-
trieval. Official test scores in the paper are 67.11%
top-1, 69.20% top-5, and 70.34% top-10.

CARE (Coverage-Aware Retrieval Ensemble)
keeps a complete local visual dictionary and adds
a CISLR (Joshi et al., 2022) reference bank for
labels that exist in both vocabularies. A frozen
Video-Swin encoder (Liu et al., 2022) ranks local
labels; frozen I3D (Carreira and Zisserman, 2017)
and SignRep encoders supply external evidence
after orthogonal Procrustes alignment on shared-
class centroids. External evidence is masked to
supported labels. No target-specific backbone
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fine-tuning and no large-vocabulary classification
head are used. CARE reports 74.31/76.15/76.15
on the validation split and 65.59/67.11/68.25 on
the official test split. CARE’s authors read the
8.72-point top-1 drop as a caution against model
selection on only 109 validation queries.

SignaFusion establishes a primary vision pre-
diction, then calls auxiliary appearance, pose,
and vision-language experts only when the pri-
mary model is uncertain. A disagreement-gated
Qwen2.5-VL (Bai et al., 2025) module is one of
those auxiliaries. Fusion variants are combined
with reciprocal rank fusion. Official blind-test
scores in the paper are 66.16% top-1, 72.43% top-
5, and 73.19% top-10.

ContextVQ-Mamba trains a pose-only discrete
tokenizer (articulator-aware graph encoder, bidi-
rectional Mamba blocks (Gu and Dao, 2023),
EMA codebook) and then recognises with frozen
representations only. Because almost every offi-
cial class is a singleton, the authors build a 25-
class multiplicity-aware probe from the few labels
that have genuine repeats. Token-plus-canonical-
pose fusion reaches 28.57% top-1 on that probe.
The paper is an analysis of functions as an analy-
sis of representation complementarity rather than
a full-vocabulary official submission.

Spatiotemporal CNN Ensembles compare Me-
diaPipe kNN with pretrained R3D-18, R(2+1)D-
18, and MC3-18 RGB networks. Landmark kNN
obtains 4.56% top-1; R3D-18 reaches 16.54%; en-
sembles reach 17.68–18.63%. The strongest zero-
shot submission compares MediaPipe kNN (Me-
diaPipe, 2023) with pretrained R3D-18, R(2+1)D-
18, and MC3-18 RGB networks (Tran et al.,
2018).

The multi-task paper reports 0.7281 top-1 for
isolated recognition, with protocol notes intended
to separate visual transfer from gallery overlap.

Observations: The working ISLR systems in
this edition are retrievers, not 4,361-way classi-
fiers. External data, another ISL corpus, ASL pre-
training, and CISLR as a reference bank are used
by every accepted paper. Appearance and vision-
language experts help when they are gated; they
do not replace pose or local galleries. We also ob-
serve a spread in reported official top-1 roughly
from the high teens (RGB ensembles without tar-
get adaptation) to the high 60s (adapted retrieval).
That spread is large enough to be informative even
if the 526-clip test set is too small for fine rank-

ings.

5 Word/Sign Presence Prediction
Multiple-Instance Contrastive Alignment is a
2.86M-parameter pose Siamese encoder. Isolated
query and sentence clip are embedded in one
space, a frame-to-frame cosine map is formed,
and multiple-instance pooling reduces the map
over temporal windows. Training combines bi-
nary cross-entropy with MIL-NCE (Miech et al.,
2020). The paper reports 72.69 accuracy and
71.95 macro-F1 on the blind test set, an improve-
ment over the pose baseline’s 61.66 accuracy and
58.42 macro-F1 on the same data. Ablations at-
tribute the gain to contrastive alignment: with-
out MIL-NCE the two clips do not share a metric
space. The same paper documents a label-balance
property of the released splits that, on the authors’
analysis, fixes 76.3% of blind-test labels without a
model, and asks future editions to change the split
construction.

Active-Frame Filtering and Cross-Architecture
Ensembling starts from a diagnostic: isolated
query videos miss a hand detection in 49.3%
of cases against 2.8% for continuous sentence
videos. The system filters to active frames and en-
sembles a recurrent encoder with a cross-attention
Transformer. Official test macro-F1 is 60.51%.
Two of four cumulative design decisions are statis-
tically robust on the authors’ validation split; two
are not, and the paper reports both.

The multi-task paper reports 0.9801 macro-F1
for presence prediction and flags evaluation iden-
tities that can inflate that number if protocols are
not separated.
Observations: WPP is the task where prepro-
cessing and split design matter as much as the en-
coder. Missing hands on isolated queries, not sen-
tence video, dominate one diagnostic. Label bal-
ance in the released splits dominates another. A
lightweight pose aligner with an explicit similar-
ity map outperforms a generic sequence classifier
in the accepted paper, which is consistent with the
retrieval view that already governs ISLR.

6 Cross-Task Analysis
Two patterns cut across tracks. 1) Pose is the de-
fault input; appearance is an expert, not a base
model. Translation and WPP systems in the cata-
log are pose-first. Recognition systems that score
well on the official vocabulary use pose or mixed-
gallery settings and call RGB or vision-language
models only for uncertain queries or for lexically
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matched external references. The RGB ensem-
ble that stays within generic video pretraining re-
mains far below that of adapted pose retrieval. 2)
Alignment objectives beat pooled classification
when supervision is thin. Contrastive grounding
in SLT, cosine retrieval in ISLR, and MIL-NCE in
WPP are the same idea at three timescales: put
the signed input and the linguistic target in one
space, then read a similarity rather than a 4,361-
way or open-vocabulary softmax. Where teams
kept a standard classification or generation head
and hoped scale would help, official numbers are
weaker or, in translation, hard to trust.

Participation itself is uneven. Recognition pro-
duced the most completed systems; translation
produced the fewest relative to registrations. We
believe that reflects compute and data movement
more than community interest.

7 Lessons and Future Directions
The three tasks were meant to serve as a point of
measurement, not a complete account of Indian
Sign Language. What the submissions actually re-
turned, once the leaderboard rank is set aside, is
a short list of places where the measurement itself
got in the way, and a longer list of linguistic prob-
lems that no official metric touched.

Start with translation. Several systems could
produce English that reads as English. That is
not the same as reading the signed sentence. A
pretrained decoder will happily finish a fluent
clause from a few content words, or from habits
it learned on text, and BLEU-4 (Papineni et al.,
2002) near zero with a non-zero chrF (Popović,
2015) is what that looks like on a hidden test
set. If we run SLT again, the official suite has to
stop treating decoder fluency as success. Length-
controlled chrF (Popović, 2015) and content-word
recall would already make small ranking gaps less
theatrical. A small public subset scored by native
signers would do something the automatic num-
bers cannot: say whether the output is an utter-
ance a signer would accept, not only a string that
shares characters with a reference. Until that ex-
ists, we should treat SLT scores as diagnostic, not
as a claim that sentence-level ISL translation has
been solved.

In recognition, a 4,361-class problem with al-
most one clip per class cannot be tuned on 109
validation queries and then ranked, to two deci-
mal places, on 526 test clips. A larger public de-
velopment gallery, or a frozen-encoder track with

the backbone held fixed, would let the argument
shift toward retrieval design whitening, galleries,
and external references rather than overfitting the
smallest split.

Presence prediction exposed the release as
much as the models. If label balance can settle
most of the blind-test items before a frame is read,
the split is doing part of the classification. Isolated
query clips and sentence clips also do not arrive
in the same condition under current pose estima-
tors (MediaPipe, 2023; Cao et al., 2019): hands
are far more often missing in the queries. Ship-
ping detection-quality flags with the data is not a
courtesy. Without them, a spotting paper cannot
tell a one-handed sign from a tracker failure, and
a linguistic claim about dominance or classifiers
is not available to make. Future WPP splits should
be balanced so that the video is necessary, and they
should mark when the pose is simply not there.

In the next edition, it should look less like three
isolated contests and more like a small map of that
grammar. Keep pose; do not pretend it is the whole
signal. Give rare lexical items and productive con-
structions a place in the evaluation, not only the
frequent content words that a decoder can guess.

8 Conclusion

The 2026 WSLP hosted three shared tasks on In-
dian Sign Language: Translation, Recognition,
and word/gloss presence prediction. Fifty-eight
registrations produced nineteen official submis-
sions. Translation is still expensive to finish;
recognition is the track most teams can com-
plete. The system papers and technical reports,
in the program, tell a consistent story about the
method. ISLR and WPP work when the signed in-
put and the linguistic target are placed in one space
and read by similarity: nearest-exemplar retrieval,
coverage-aware galleries, frame-to-frame maps,
multiple-instance contrastive loss. SLT work in
this edition feeds the pose modality into T5 (Raf-
fel et al., 2022), using contrastive grounding or ex-
plicit motion as the main attempt to prevent the de-
coder from ignoring the hands. The official trans-
lation numbers remain in a range where the rank-
ing systems are fragile. Pose is still the right de-
fault input for privacy and cost. It is not a full lin-
guistic representation, and the official data should
say so: mark tracker failures, keep non-manual
channels in view, and put a small native-signer
study next to BLEU and chrF.

15



Acknowledgments

We thank the reviewers for their comments and
suggestions, the WSLP-2026 programme commit-
tee, the authors of the accepted papers, and the
teams that took part in the shared tasks. Workshop
travel and related costs for the IIT Kanpur organiz-
ers were supported in part by the Research-I Foun-
dation of the Department of Computer Science and
Engineering, IIT Kanpur, and in part by the Anu-
sandhan National Research Foundation (ANRF)
under Grant No. ANRF/ARG/2025/009207/ENS.
We gratefully acknowledge the financial support
of the Science Foundation Ireland ADAPT Centre
for Digital Content Technology under Grant No.
13/RC/2106. The ADAPT Centre’s grant is co-
funded under the European Regional Development
Fund. The organizers affiliated with the University
of West Bohemia in Pilsen have been exclusively
supported by the grant of the University of West
Bohemia, Project No. SGS-2025-011.

References
Shuai Bai, Keqin Chen, Xuejing Liu, Jialin Wang,

Wenbin Ge, Sibo Song, Kai Dang, Peng Wang, Shi-
jie Wang, Jun Tang, Humen Zhong, Yuanzhi Zhu,
Mingkun Yang, Zhaohai Li, Jianqiang Wan, Pengfei
Wang, Wei Ding, Zheren Fu, Yiheng Xu, and 8
others. 2025. Qwen2.5-vl technical report. arXiv
preprint arXiv:2502.13923.

Diane Brentari. 2019. Sign Language Phonology. Key
Topics in Phonology. Cambridge University Press.

Necati Cihan Camgöz, Simon Hadfield, Oscar Koller,
Hermann Ney, and Richard Bowden. 2018. Neural
sign language translation. In IEEE Conference on
Computer Vision and Pattern Recognition, Salt Lake
City, UT.

Z. Cao, G. Hidalgo Martinez, T. Simon, S. Wei, and
Y. A. Sheikh. 2019. Openpose: Realtime multi-
person 2d pose estimation using part affinity fields.
IEEE Transactions on Pattern Analysis and Machine
Intelligence.

Joao Carreira and Andrew Zisserman. 2017. Quo
vadis, action recognition? a new model and the ki-
netics dataset. In proceedings of the IEEE Confer-
ence on Computer Vision and Pattern Recognition.

Albert Gu and Tri Dao. 2023. Mamba: Linear-time se-
quence modeling with selective state spaces. arXiv
preprint arXiv:2312.00752.

Abhinav Joshi, Susmit Agrawal, and Ashutosh Modi.
2023. ISLTranslate: Dataset for translating Indian
Sign Language. In Findings of the Association
for Computational Linguistics: ACL 2023, Toronto,
Canada. Association for Computational Linguistics.

Abhinav Joshi, Ashwani Bhat, Pradeep S, Priya Gole,
Shashwat Gupta, Shreyansh Agarwal, and Ashutosh
Modi. 2022. CISLR: Corpus for Indian Sign Lan-
guage recognition. In Proceedings of the 2022 Con-
ference on Empirical Methods in Natural Language
Processing, pages 10357–10366, Abu Dhabi, United
Arab Emirates. Association for Computational Lin-
guistics.

Abhinav Joshi, Romit Mohanty, Mounika Kanakanti,
Andesha Mangla, Sudeep Choudhary, Monali Bar-
bate, and Ashutosh Modi. 2024. iSign: A bench-
mark for Indian Sign Language processing. In
Findings of the Association for Computational Lin-
guistics: ACL 2024, pages 10827–10844, Bangkok,
Thailand. Association for Computational Linguis-
tics.

Abhinav Joshi, Vaibhav Sharma, Sanjeet Singh, and
Ashutosh Modi. 2025. PoseStitch-SLT: Linguisti-
cally inspired pose-stitching for end-to-end sign lan-
guage translation. In Proceedings of the 2025 Con-
ference on Empirical Methods in Natural Language
Processing, pages 13834–13853, Suzhou, China.
Association for Computational Linguistics.

Dongxu Li, Cristian Rodriguez, Xin Yu, and Hong-
dong Li. 2020. Word-level deep sign language
recognition from video: A new large-scale dataset
and methods comparison. In Proceedings of the
IEEE/CVF winter conference on applications of
computer vision.

Chin-Yew Lin. 2004. ROUGE: A package for auto-
matic evaluation of summaries. In Text Summariza-
tion Branches Out, Barcelona, Spain. Association
for Computational Linguistics.

Ze Liu, Jia Ning, Yue Cao, Yixuan Wei, Zheng Zhang,
Stephen Lin, and Han Hu. 2022. Video swin trans-
former. In Proceedings of the IEEE/CVF Confer-
ence on Computer Vision and Pattern Recognition
(CVPR), pages 3202–3211.

Quinn McNemar. 1947. Note on the sampling error
of the difference between correlated proportions or
percentages. Psychometrika, 12(2):153–157.

MediaPipe. 2023. MediaPipe Holistic.

Antoine Miech, Jean-Baptiste Alayrac, Lucas Smaira,
Ivan Laptev, Josef Sivic, and Andrew Zisserman.
2020. End-to-end learning of visual representations
from uncurated instructional videos. In Proceedings
of the IEEE/CVF Conference on Computer Vision
and Pattern Recognition (CVPR), pages 9879–9889.

Amit Moryossef, Ioannis Tsochantaridis, Roee Aha-
roni, Sarah Ebling, and Srini Narayanan. 2020.
Real-time sign language detection using human pose
estimation. In European Conference on Computer
Vision. Springer.

Mathias Müller, Zifan Jiang, Amit Moryossef, Annette
Rios, and Sarah Ebling. 2023. Considerations for
meaningful sign language machine translation based

16

https://doi.org/10.1017/9781316286401
https://doi.org/10.18653/v1/2023.findings-acl.665
https://doi.org/10.18653/v1/2023.findings-acl.665
https://doi.org/10.18653/v1/2022.emnlp-main.707
https://doi.org/10.18653/v1/2022.emnlp-main.707
https://doi.org/10.18653/v1/2024.findings-acl.643
https://doi.org/10.18653/v1/2024.findings-acl.643
https://doi.org/10.18653/v1/2025.emnlp-main.698
https://doi.org/10.18653/v1/2025.emnlp-main.698
https://doi.org/10.18653/v1/2025.emnlp-main.698
https://openaccess.thecvf.com/content_WACV_2020/papers/Li_Word-level_Deep_Sign_Language_Recognition_from_Video_A_New_Large-scale_WACV_2020_paper.pdf
https://openaccess.thecvf.com/content_WACV_2020/papers/Li_Word-level_Deep_Sign_Language_Recognition_from_Video_A_New_Large-scale_WACV_2020_paper.pdf
https://openaccess.thecvf.com/content_WACV_2020/papers/Li_Word-level_Deep_Sign_Language_Recognition_from_Video_A_New_Large-scale_WACV_2020_paper.pdf
https://aclanthology.org/W04-1013
https://aclanthology.org/W04-1013
https://github.com/google/mediapipe/blob/master/docs/solutions/holistic.md
https://link.springer.com/chapter/10.1007/978-3-030-66096-3_17
https://link.springer.com/chapter/10.1007/978-3-030-66096-3_17
https://doi.org/10.18653/v1/2023.acl-short.60
https://doi.org/10.18653/v1/2023.acl-short.60
https://doi.org/10.18653/v1/2023.acl-short.60
https://doi.org/10.1016/j.eswa.2022.118993
https://doi.org/10.1016/j.eswa.2022.118993


on glosses. In Proceedings of the 61st Annual Meet-
ing of the Association for Computational Linguistics
(Volume 2: Short Papers), Toronto, Canada. Associ-
ation for Computational Linguistics.

Adrián Núñez-Marcos, Olatz Perez de Viñaspre, and
Gorka Labaka. 2023. A survey on sign language
machine translation. Expert Systems with Applica-
tions, 213:118993.

Kishore Papineni, Salim Roukos, Todd Ward, and Wei-
Jing Zhu. 2002. Bleu: a method for automatic eval-
uation of machine translation. In Proceedings of the
40th Annual Meeting of the Association for Com-
putational Linguistics, Philadelphia, Pennsylvania,
USA. Association for Computational Linguistics.
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Abstract

Sign Language Translation (SLT) is a key ac-
cessibility technology for Deaf communities.
Although recent years have seen rapid progress
in SLT, Indian Sign Language (ISL) and other
sign languages of under-resourced regions re-
main under-researched and overshadowed by
sign languages with a longer research history
and stronger infrastructure. In this direction,
we present ISLiM (ISL in Miniature), a com-
pact end-to-end keypoint-based gloss-free SLT
architecture that maps body-pose landmark se-
quences directly to spoken-language text. At
its core, a stack of temporal convolutional lay-
ers captures low-level pose motion patterns,
a Transformer-based encoder models higher-
order kinematic interactions and sign-level tem-
poral ordering, and a pretrained T5-small de-
coder with a prior grasp of the target language
performs the semantic heavy-lifting of gener-
ating fluent text. We further explore comple-
mentary loss functions that sustain training on
small datasets, and alternative qualitative eval-
uation metrics tailored to the particular chal-
lenges of SLT. ISLiM achieves a BLEU-4 score
of 5.85 on iSign, establishing state-of-the-art
results among reported keypoint-based models
on the only large-scale ISL dataset. We also
show promising transferability to German Sign
Language on Phoenix-2014-T through modular
decoder swap, pointing toward cross-lingual
extensibility where both sign and spoken lan-
guages can be swapped independently. A pre-
liminary mobile deployment study confirms
that the full keypoint-based model runs on a
consumer Android smartphone with ∼384 ms
mean inference latency on CPU, demonstrat-
ing a practical path toward offline, accessi-
ble assistive tools for the Deaf community
in India and the world. Code is available at
https://github.com/ahmedshoaib/ISLiM.

1 Introduction

Sign languages are the primary mode of communi-
cation for over 70 million Deaf people worldwide
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Figure 1: Parameter efficiency on iSign. ISLiM (75M,
red star) improves reported keypoint SOTA by 71%
(5.85 vs. 3.43). Keypoint-based methods shown as
circles/squares; video-based SpaMo/SpaMo-OF as tri-
angles/diamonds (SpaMo/SpaMo-OF only tested on 10k
subset)

(WHO, 2026). India alone is home to roughly 7 mil-
lion Deaf (ISLRTC, 2024a) and hard-of-hearing
individuals, around 10% of the global population,
yet only about 300 registered interpreters serve this
community nationwide (ISLRTC, 2024b). This
chronic shortage leaves most Deaf Indians without
equitable access to education, employment, health-
care, and broader civic participation.

Recent advances in deep learning try to fill this
shortage through Sign Language Translation (SLT),
the task of mapping sign videos to spoken-language
text. Large-scale SLT corpora such as iSign (Joshi
et al., 2024), PHOENIX-2014-T (Camgoz et al.,
2018a), How2Sign (Duarte et al., 2021), Ope-
nASL (Shi et al., 2022), BOBSL (Albanie et al.,
2021), and Multi-VSL (Dinh et al., 2025) have pow-
ered strong SLT systems. ISL, however, has just
one large-scale dataset, iSign, reflecting a broader
asymmetry: ISL and other sign languages of under-
resourced regions remain under-researched and
overshadowed by sign languages with longer re-
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search history and far larger datasets (Ni et al.,
2026).

Existing SLT methods have evolved along two
main branches. Earlier work relies on gloss-level
supervision (Camgöz et al., 2020; Yin and Read,
2020; Zhou et al., 2021; Chen et al., 2022; Al-
varez et al., 2022), which provides a structured
intermediate target but is costly to annotate, a par-
ticular burden for low-resource settings such as
ISL where few glossed resources or qualified inter-
preters exist. A gloss-free approach learns a direct
mapping from signed utterances to text (Zhou et al.,
2023; De Coster and Dambre, 2022; Li et al., 2025)
by leveraging pretrained vision-language encoders
and language models. Keypoint-based approaches
further improve practicality: pose landmarks are
privacy-preserving, lightweight to extract, and offer
an explicit geometric encoding of body-part loca-
tions that are central to sign language conveyance
(Lin et al., 2023). More recently, large language
models have entered the SLT space (Gong et al.,
2024; Wong et al., 2024; Chowdhury and Sanyal,
2025) and promise strong translation quality, but
their training and inference are compute-heavy and
typically assume continuous network access, as-
sumptions that do not hold for many Indian users
with limited connectivity and low-end devices (Ku-
mar et al., 2022).

We address these constraints with ISLiM (ISL in
Miniature), a compact end-to-end keypoint-based
gloss-free SLT architecture. ISLiM pairs a small
visual encoder with a pretrained T5-small (Raf-
fel et al., 2020) decoder that already understands
English structure and supplies much of the se-
mantic heavy-lifting the encoder alone cannot pro-
vide. Each frame’s landmark vector passes through
stacked 1D temporal convolutions (Lea et al., 2017)
that capture local pose-motion patterns, then a
multi-layer self-attention Transformer (Vaswani
et al., 2017) integrates higher-order kinematic inter-
actions and resolves sign-level temporal ordering
before the frame-level representations flow into
T5 cross-attention, which produces autoregressive
English output. This division of labor lets the
lightweight encoder (14.5M of 75M total param-
eters) focus on visual feature extraction while the
pretrained decoder handles fluency and word or-
dering, keeping the model compact enough for
edge deployment. Figure 1 visualizes the parame-
ter–quality trade-off for iSign: it attains BLEU-4
5.85 on our maintained split, against a published
3.43 for the prior keypoint-based state of the art at a

comparable parameter scale. Because the baselines
were evaluated under their own undisclosed splits,
the comparison is indicative.

ISL presents a unique set of challenges as com-
pared to other Sign languages, each of which in-
forms a specific design choice in our architecture.
Its vocabulary exhibits significant regional varia-
tion, emerging from a patchwork of local educa-
tional traditions (Jayachandran*, 2026). Conse-
quently, the encoder must remain robust to mul-
tiple valid signs of the same gloss. We there-
fore employ a Transformer encoder, whose self-
attention mechanism operates over temporally or-
dered frame-level representations rather than indi-
vidual keypoint tokens; this allows the encoder to
model long-range temporal dependencies directly,
without the neighbourhood-constrained message
passing of graph-based encoders (Yan et al., 2018),
complementing the local motion patterns captured
by the temporal convolutions that precede it. ISL
distinguishes many signs using subtle contact loca-
tions on the face and torso (Sinha, 2018). To pre-
serve these distinctions, each frame is represented
using an expanded set of 94 landmarks, includ-
ing 46 facial landmarks, together with estimated
depth (z) and landmark visibility. This richer rep-
resentation captures facial expressions, head pose,
and mouth movements, which encode grammatical
information such as negation, interrogatives, and
topicalization that cannot be inferred from hand tra-
jectories alone. Crucially, ISL belongs to the SOV
family while English follows SVO order (Napoli
and Sutton-Spence, 2014; Sugandhi et al., 2020):
verbs, question markers, and negation appear late
in a signed utterance but must reorder to earlier En-
glish positions (Ghosh and Mamidi, 2022). A faith-
ful gloss-free translation therefore cannot be pro-
duced incrementally as the video plays; the model
must observe the entire sign sequence before com-
mitting to any word of the English output. Our
Transformer-based encoder layers learn this non-
monotonic alignment (e.g., “I school go” becomes
“I go to school”; “Your name what?” becomes
“What is your name?”) before any English token is
emitted, motivating a global-attention architecture
over a recurrent or frame-by-frame approach.

Our main contributions are:

• We introduce ISLiM, a compact 75M-
parameter keypoint-based gloss-free end-to-
end SLT architecture, achieving a test BLEU-
4 score of 5.85 and establishing a new state
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Figure 2: ISLiM architecture overview. The sequence of 128 frame-level representations is passed through the TCN
and Transformer Encoder to the T5-small model, whose decoder generates the English translation autoregressively

of the art on iSign among reported keypoint-
based models.

• We show that a cross-lingual transfer setup
achieves promising results on Phoenix-2014-
T (German Sign Language) at BLEU-4 14.99,
pointing toward a modular architecture sup-
porting multi-lingual support.

• We propose a multi-loss objective training
strategy that combines cross-entropy with
CLIP contrastive, semantic similarity, and
entropy-regularization losses, preventing the
collapse observed with single-loss baselines
on smaller iSign subsets.

• We conduct a preliminary on-device deploy-
ment study on a consumer Android smart-
phone, reporting 384 ms mean CPU inference
latency, confirming offline feasibility without
cloud connectivity for keypoint-based models.

2 Related Work

2.1 Gloss-Based Sign Language Translation

Traditional SLT systems have relied on an inter-
mediate gloss representation, either as a necessity
(Camgöz et al., 2020; Yin and Read, 2020; Zhou
et al., 2021) or a desirable (Chen et al., 2022; Al-
varez et al., 2022). However, manual gloss anno-
tation is costly, and gloss vocabularies often vary

across sign languages, datasets, and annotation con-
ventions, limiting their reuse (Colonna et al., 2026).
These challenges have motivated end-to-end gloss-
free SLT approaches, especially for low-resource
sign languages such as ISL, where obtaining large-
scale gloss annotations is impractical due to the
limited availability of annotated datasets and ex-
pert sign language annotators.

2.2 Gloss-Free Sign Language Translation

Gloss-free SLT, also called end-to-end SLT, learns
a direct mapping from sign video to spoken lan-
guage text without requiring intermediate gloss la-
bels (Zhou et al., 2023; De Coster and Dambre,
2022; Li et al., 2025). While the annotations in this
mode are weaker than their Gloss-based counter-
parts (Ye et al., 2024), this paradigm has gained mo-
mentum as large-scale datasets and video-language
models have become available.

Video-Based Gloss-Free Models Several recent
gloss-free systems (Ye et al., 2024; Mao et al.,
2026) employ large video encoders pretrained on
massive vision-language corpora, combined with
powerful frozen language model decoders. These
approaches typically use architectures such as
CLIP (Contrastive Language-Image Pre-Training)
(Radford et al., 2021; Jiang et al., 2024) and Video
Masked Auto Encoder (VideoMAE) (Tong et al.,
2022; Chowdhury and Sanyal, 2025) to encode
sign video frames, then condition a pretrained text

20



decoder on the visual features through adapter mod-
ules or cross-attention (Asasi et al., 2025; Hwang
et al., 2025).

Keypoint-Based Gloss-Free Models An alterna-
tive approach uses skeletal keypoints rather than
raw video as the input modality (Lin et al., 2023).
Keypoint-based approaches extract body pose land-
marks from each video frame using standard pose
estimation tools, then process the resulting coordi-
nate sequences with lightweight neural networks.
This paradigm offers several advantages for de-
ployment: keypoints are compact, more privacy-
preserving than storing or processing raw video,
and can be computed efficiently on-device. The cur-
rent state of the art (Joshi et al., 2025) on the iSign
benchmark uses a keypoint-based architecture with
a standard transformer (Vaswani et al., 2017) oper-
ating on two-dimensional joint coordinates. Hybrid
methods that combine keypoints with image crops
have also been explored (Jang et al., 2026). Our
work extends the keypoint-only direction by incor-
porating additional keypoint channels (depth and
visibility) and leveraging a stronger pretrained de-
coder, while maintaining a focus on computational
efficiency and mobile deployability.

3 Methodology

This section presents the architecture and train-
ing methodology of ISLiM. We begin by formaliz-
ing the SLT problem, then describe the input data
and pre-processing steps, followed by the encoder-
decoder design. The overall architecture of the
proposed framework is shown in Figure 2.

3.1 Problem Definition

SLT, unlike conventional Machine Transla-
tion, translates a given Sign Language Video
into Spoken Language Text. More formally,
given a sequence of T video frames V =
{frame1, frame2, frame3, . . . , frameT }, we
attempt to generate a spoken-language translation
S = {word1, word2, word3, . . . , wordn} in the
target language.

3.2 Input Pre-processing

We use Mediapipe Holistic (MediaPipe) to extract
94 upper-body landmarks per frame (see Figure 3
for a comparison with the 76-keypoint represen-
tation used by PoseStitch-SLT) (21 per hand, 6
body-pose joints, 46 face points), each with (x, y,
z, visibility), forming a 376-dimensional vector.

Sequences are normalized per-axis to [0, 1] and
padded or sub-sampled to 128 frames.

All reference translations and inferred transla-
tions are processed according to the criteria de-
fined in the PoseStitch paper (Joshi et al., 2025) in-
cluding: lowercasing, contraction expansion, punc-
tuation removal, digit-by-digit number splitting,
person name anonymization, and replacing words
with fewer than 3 occurrences with <UNK>. Pre-
processing is applied to all input references and
outputs generated by the model to maintain unifor-
mity when comparing. The rare-word dictionary
is computed on the training split only and applied,
frozen, to the validation and test references.

3.3 Encoder
The encoder transforms keypoint sequences into
contextualized representations in two stages. The
visual encoder focuses purely on pose feature ex-
traction

Temporal Convolution Each frame’s 376-
dimensional vector is passed through two stacked
1D convolutional layers (kernel size 5 along the
time axis), reducing dimensionality to 256. For
mean-duration videos (∼5 seconds at 25 fps, sub-
sampled to 128 frames), the kernel spans approx-
imately 200 ms of signing; for longer videos the
effective span is wider due to subsampling. These
layers capture short-range motion patterns, while
longer-range temporal dependencies are handled
by the transformer encoder that follows.

Self-Attention Transformer The convolution
output is projected to 512 dimensions, combined
with learned positional embeddings, and processed
by a 4-layer transformer encoder. Self-attention en-
ables the non-monotonic SOV-to-SVO alignment
without imposing a strict ordering prior on the en-
coder.

3.4 Decoder
We fine-tune a pretrained T5-small (Raffel et al.,
2020) model as the decoder. We pass the full 128-
frame representation sequence into the T5 model,
which conditions on the temporally aligned frames
through cross-attention rather than compressing
them into a single vector. This design offloads
the temporal alignment and translation burden to
the pretrained decoder. For cross-lingual transfer
to German, we initialize from the iSign-trained
checkpoint, swap the decoder for a German T5 (S
et al., 2022) and fine-tune on Phoenix-2014-T.
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full-body pose incl. legs/feet (including 11 face), 42 hands, 1 face reference), x,y only, no depth or visibility. Right:
94 landmarks (6 upper-body pose, 42 hands, 46 face mesh points capturing lips, eyes, and eyebrows), plus estimated
z-depth and per-landmark visibility scores. Same signing frame shown on both sides.

3.5 Multi-Loss Training Strategy

On subsets of iSign smaller than approximately
15K samples, CE-only training regularly collapses:
the decoder converges to outputting one or two
high-frequency tokens for every input, and once
this happens, the gradient signal from CE is too
weak to recover. We address this with three aux-
iliary losses, each mitigating a different aspect
of the collapse. A CLIP contrastive loss aligns
pose and text embeddings in a shared latent space,
forcing the encoder to produce distinct represen-
tations for different inputs rather than collapsing
to a single point. A Semantic Similarity Loss
compares the decoder’s hidden state to a Sentence-
BERT (Reimers and Gurevych, 2019; Hamidullah
et al., 2024) reference embedding, providing a gra-
dient signal even when token-level overlap (Pap-
ineni et al., 2002) is zero. Entropy Regularization
penalizes the output distribution when it becomes
too peaked too early, keeping the decoder in an ex-
ploratory regime for longer. Detailed formulations,
weights, and ramping schedules are provided in
Section 4.2.

4 Implementation Details

4.1 Dataset

The iSign dataset (Joshi et al., 2024) contains
127,237 parallel ISL-to-English samples collected
from Deaf signers and interpreters across India,
covering news, daily conversation, and educational
domains. We apply the PoseStitch (Joshi et al.,
2025) text preprocessing pipeline to all references
and create our own 90/5/5 random split (seed =
42) as the PoseStitch data split is not available.
The split is per-clip, as iSign provides no signer-

level metadata; the sample identifiers, which en-
code each clip’s source video, are released with the
code.

The iSign 10K subset, introduced in SpaMo-OF
(Chowdhury and Sanyal, 2025), is a curated 10,000-
sample subset used for controlled small-data exper-
iments. Phoenix-2014-T provides German weather-
forecast translations used for cross-lingual transfer
experiments; its constrained vocabulary makes it
a dramatically easier benchmark, as discussed in
Section 5.2.

4.2 Training Objectives and Hyperparameters

Primary objective : Cross-Entropy (CE) Stan-
dard next-token prediction with label smoothing
(ϵ = 0.1). This is the sole training objective when
sufficient data is available (full iSign, 113K training
samples).

Multi-loss Configuration Each auxiliary loss
contributes to the combined objective.

The CLIP contrastive loss aligns mean-pooled
encoder features V ∈ RB×d with mean-pooled
decoder text embeddings T ∈ RB×d:

S = (V · T⊤) · τ,

LCLIP = −1

2

(∑

i

log
eSii

∑
j e

Sij

+
∑

i

log
eSii

∑
j e

Sji

)

where τ = exp(2.6592) ≈ 14.3 is a learnable
temperature. The computation is performed in
float32 to prevent an observed float16 drift in
the similarity matrix.
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The Semantic Similarity loss guides the de-
coder output toward the reference in Sentence-
BERT embedding space:

Lsem = 1− cos
(
proj(hdec), eref

)

where proj is a learned linear layer
512 → 384 followed by ℓ2 normalization,
and eref is a precomputed embedding from
all-MiniLM-L6-v2 (Reimers and Gurevych,
2019). For German Phoenix, the multilingual vari-
ant paraphrase-multilingual-MiniLM-L12-v2
(Reimers and Gurevych, 2020) replaces it.

Entropy regularization penalizes overconfident
per-token distributions:

H = −
∑

v

pv log pv,

Lent =
1

N

N∑

t=1

max(0, 3.0−Ht)
2

masked over non-padding positions.
The combined objective is:

L = LCE + 1.0 · LCLIP + 0.05 · Lsem + 0.01 · Lent

CLIP and semantic weights ramp linearly from
0 to their final values over the first 10 epochs.
The weights are determined empirically: a CLIP
weight of 1.0 is required to prevent encoder col-
lapse (lower values 0.1–0.5 are insufficient), while
semantic and entropy weights are kept low to serve
as regularizers rather than dominant objectives.

Optimization. We use AdamW (Loshchilov and
Hutter, 2019) (β1 = 0.9, β2 = 0.999, weight de-
cay = 0.01), following standard practice for fine-
tuning Transformer-based language models. The
learning rate follows a linear warmup to stabilize
early training, then decays via a cosine schedule,
providing a smooth annealing trajectory without
abrupt drops at epoch boundaries. We train with a
per-device batch size of 4 and gradient accumula-
tion over 4 steps, yielding an effective batch size of
16; the small per-step allocation keeps peak VRAM
below 5 GB, making full-dataset training feasible
on a single consumer GPU or a small shared cloud
instance. Automatic mixed precision (float16)
further reduces memory and accelerates tensor-
core operations, with the CLIP loss computed in
float32 to avoid an observed stability drift in the

similarity matrix. Under this configuration, train-
ing on the full 113K iSign samples requires approx-
imately 90 GPU-hours.

4.3 Experimental Setup

iSign full-dataset training. For iSign full-dataset
training, the visual encoder is initialised at ran-
dom and the T5-small from pretrained weights;
training proceeds on the 113K-sample PoseStitch-
preprocessed split with CE-only loss. Training
runs for 142 epochs; we observed convergence
by epoch 103, with negligible improvement there-
after. The best checkpoint is selected by validation
BLEU4.

Small-data (iSign 10K (from SpaMo-OF)).
The full 4-loss objective is trained for 500 epochs
under the same initialization scheme.

Cross-lingual transfer (Phoenix-2014-T). The
ISLiM checkpoint trained on full iSign is fine-
tuned on Phoenix-2014-T (German) for 163
epochs. The T5-small decoder is replaced with
GermanT5-efficient-small; encoder weights
transfer directly.

Keypoint normalization. Each of the three spa-
tial channels (x, y, z) is independently min-max
normalized to [0, 1] per video on a per-axis basis.
Normalization is applied after keypoint extraction
and before padding or temporal subsampling to
128 frames. This per-video normalization removes
dependence on signer position, camera distance,
and frame resolution.

Evaluation metrics. We report multiple BLEU
variants across experiments, each serving a dif-
ferent comparison purpose. Two scoring func-
tions are used: (i) PoseStitch BLEU (PS-B4)
(originally from (Camgoz et al., 2018b)), the
compute_bleu() implementation from PoseStitch
with add-1 smoothing and 4-gram precision (words
tokenized by str.split()), and (ii) SacreBLEU
(Post, 2018), the standard corpus-level BLEU
with tokenize=’13a’ and exp smoothing. On
iSign, the primary metric is PS-B4, matching the
PoseStitch-SLT evaluation protocol exactly. On
SpaMo-OF, we use SacreBLEU to align with the
SpaMo-OF paper. We additionally report BLEU-
1 through BLEU-3 (sacrebleu), ROUGE-L (Lin,
2004) (Google rouge_score with Porter stemmer),
METEOR (Banerjee and Lavie, 2005)(NLTK),
chrF++ (sacrebleu, word_order=2), semantic sim-
ilarity (SentenceTransformer all-MiniLM-L6-v2
cosine).
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We find several different BLEU implementa-
tions that differ in smoothing (add-1 vs. exp vs.
none), tokenization, and aggregation (corpus vs.
per-sentence). We discuss the empirical impact of
these choices in Section 5.2 alongside the results.

5 Results

5.1 Comparison with Prior Work

Table 1 compares ISLiM against prior work across
three SLT benchmarks. GloFE and PoseStitch-
SLT report results obtained under their own splits;
ISLiM is evaluated on our released 90/5/5 split
(seed = 42), with references and outputs processed
identically. ISLiM attains a BLEU-4 of 5.85 on
iSign, exceeding the published PoseStitch-SLT re-
sult (3.43) at a comparable parameter scale (75M
vs. 54M); since the protocols differ, the compari-
son is indicative, and the controlled contribution is
the preprocessing ablation, which shows the iden-
tical baseline already exceeds the published value
(2.24 to 4.10) when evaluated under the PoseStitch
pipeline (Section 5.2). The bootstrap 95% con-
fidence interval for sacreBLEU-4 is [5.53, 6.15]
(1,000 resamples over test examples), indicating
stability of the estimate with respect to test sam-
pling. Training seed variability is not reported. No
large-scale visual or video pretraining is employed.
Figure 1 plots the parameter-efficiency trade-off. A
per-metric breakdown is given in Appendix A.

On the iSign 10K subset (SpaMo-OF), IS-
LiM’s 75M keypoint-based model achieves BLEU-
4 of 4.12, below the 8.58 of the 3.6B video-
based SpaMo-OF but substantially higher than the
SLT(GF) and GFSLT-VLP video baselines pre-
sented in the paper (Chowdhury and Sanyal, 2025).
For cross-lingual transfer, ISLiM is first trained
on full iSign (English ISL), then fine-tuned on
Phoenix-2014-T (German DGS) with only the de-
coder swapped for a German T5. The fine-tuned
75M model achieves BLEU-4 14.99 vs. SpaMo-
OF’s reported 14.72, performing comparably to the
3.6B SpaMo-OF on Phoenix with a 48× parameter
disadvantage. This suggests that keypoint features
capture enough language-agnostic signing structure
to transfer across unrelated sign languages. We also
note that video-based models are not yet bench-
marked on the full iSign dataset; even the SLT
(GF) baseline degrades sharply on the full iSign
set (BLEU-4 0.32, per SpaMo-OF’s results), re-
flecting the greater difficulty of the broader-domain
benchmark.

5.2 Dataset Quality and Metric Reliability

Dataset quality The iSign dataset covers a broad
range of topics: topic modeling reveals over 1,700
distinct themes spanning news, sports, education,
entertainment, health, and cultural content. It in-
cludes content related to Deaf education and ac-
cessibility. Like many large-scale sign language
datasets, it exhibits a long-tail vocabulary distribu-
tion: 48.2% of unique words appear exactly once,
and 77.6% appear five or fewer times. With 68,029
unique words across 113K training samples, this
distribution reflects the diversity of the domain
rather than a data quality issue. For the SLT task,
this means that some evaluation references con-
tain vocabulary that is inherently difficult to model
from limited occurrences, contributing to the ob-
served 20–21% zero-BLEU rate. This highlights
an opportunity for future dataset efforts to consider
vocabulary coverage and multiple references per
video, which would support more reliable model
evaluation.

The iSign-10K subset in SpaMo-OF provides
a useful controlled setting for small-data experi-
ments and multi-loss ablation, enabling compar-
isons that would be computationally prohibitive on
the full dataset. We note that its topic distribution
skews more towards education and learning rela-
tive to the full iSign dataset, and it contains some
near-duplicate sentences across train and test splits.
These characteristics are worth considering when
interpreting cross-dataset comparisons and point
toward the value of designing future evaluation sub-
sets with explicit coverage targets and controlled
overlap (Alkain et al., 2026).

In general, many large-scale SLT datasets are
constructed by chopping long, continuous sign-
ing videos into shorter clips. While pragmatic,
such segmentation can sever contextual cues.
Tanzer et al. (Tanzer et al., 2024) caution against
over-reliance on sentence-segmented references
as ground truth. We align with this caution and
treat sentence-segmented references as a practical,
though imperfect, training and evaluation target
rather than as a gold standard of signing intent.

Because SLT datasets typically consist of sin-
gle video-sentence pairs rather than conversational
chunks, we find sentence-level BLEU (sent-BLEU)
more informative than corpus BLEU for detect-
ing collapse in our setting. We also observe that
Semantic Similarity (SemSim) provides a comple-
mentary signal by evaluating meaning preservation
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Method KP-dim KP Video BLEU-4 ROUGE-L Params

iSign (full) Dataset
GloFE 2D ✓ 0.55 9.08 42M
PoseStitch-SLT 2D ✓ 3.43 12.50 54M
ISLiM (ours) 4D ✓ 5.85 20.12 75M

iSign 10K Subset (SpaMo-OF) Dataset
SLT (GF) – ✓ 0.73 9.08 ∼40M
GFSLT-VLP – ✓ 1.93 9.24 ∼680M
SpaMo – ✓ 7.35 16.23 ∼3.6B
SpaMo-OF – ✓ 8.58 18.98 ∼3.6B
ISLiM (ours) 4D ✓ 4.12 12.66 75M

Phoenix-2014-T Dataset
SpaMo-OF – ✓ 14.72 33.52 ∼3.6B
ISLiM (ours) 4D ✓ 14.99 35.06 75M

Table 1: ISLiM vs. prior work. Numbers from (Chowdhury and Sanyal, 2025) except iSign GloFE/PoseStitch
from (Joshi et al., 2025). KP-dim = keypoint dimensionality; KP = keypoint-based; Video = video-based. ISLiM
improves previously reported iSign keypoint SOTA by 71% and matches the 3.6B SpaMo-OF on Phoenix-14T at
48× fewer parameters. Bootstrap 95% CIs (1,000 resamples): iSign sacreBLEU-4 5.84 [5.53, 6.15].

independently of exact n-gram overlap, particularly
valuable in our setting where hapax words or syn-
onym choice can inflate zero-BLEU rates. How-
ever, SemSim has its own weakness: risk of mod-
erate similarity to generic English sentences. In
our experiments, combining sent-BLEU and Sem-
Sim formed a practical evaluation kit: sent-BLEU
captures lexical overlap, while SemSim captures
semantic adequacy.

Mobile feasibility. Preliminary deployment on a
standard Android phone shows promising results:
the model achieves translation quality compara-
ble to desktop beam-search decoding with 384 ms
mean inference latency (see Appendix D for de-
tails).

6 Conclusion

We present ISLiM, a compact keypoint-based gloss-
free SLT architecture that achieves state-of-the-
art results among reported keypoint-only models
on iSign. Our findings underscore three practical
lessons: careful text preprocessing can dominate
reported BLEU scores and must be rigorously con-
trolled for fair comparison; pretrained language
models supply syntactic fluency that would be im-
practical to learn from sign-language data alone;
and lightweight keypoint-based models can run
on consumer smartphones at acceptable latency.
Cross-lingual transfer to German Sign Language on

Phoenix-2014-T further demonstrates that a shared
visual encoder paired with language-specific de-
coders is a viable path toward multilingual SLT.

6.1 Future Work
Key directions include: (i) new ISL datasets with
controlled vocabulary coverage and multiple refer-
ences per video; (ii) SLT-specific evaluation proto-
cols that account for high hapax rates and single-
sentence settings; (iii) encoder pretraining on large-
scale keypoint corpora from other sign languages
or general body-motion data; and (iv) identifying
robust metric settings or a combination of metrics
that capture lexical overlap, semantic adequacy,
and fluency in a single reliable evaluation frame-
work for SLT.

7 Limitations

• Single-reference evaluation. iSign provides
one reference per video; multi-reference eval-
uation would allow more reliable assessment
when multiple valid translations exist.

• No human evaluation. All improvements are
measured by automatic metrics, which may
over-reward fluent but factually incorrect out-
put. Human judgment is needed to confirm
that measured gains correspond to genuine
quality improvements.

• Keypoint fidelity. MediaPipe Holistic may

25



lose some non-manual markers that carry
grammatical information in ISL.

• Failure mode taxonomy. Zero-BLEU pre-
dictions include a mix of collapse and para-
phrases; a quantitative breakdown is left to
future work.

8 Ethical Considerations

• Data consent. The iSign dataset is collected
from ISL signers and interpreters in India. We
rely on the dataset creators’ assurances regard-
ing consent.

• Privacy. Our model uses MediaPipe key-
points rather than raw video, discarding iden-
tifiable pixel content. Keypoint sequences
may nevertheless retain identifying informa-
tion such as body proportions, facial geometry,
and signing style, and no formal privacy guar-
antee is claimed.

• Intended use. ISLiM is a research tool, not a
replacement for human interpreters.

• Dialect coverage. ISL has regional variation
across India. The iSign dataset may not repre-
sent all dialects equally.
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A Full ISLiM Metric Matrix on iSign

Metric Val Test

Corpus BLEU (sacrebleu, tokenize=’13a’)
BLEU-1 22.53 22.33
BLEU-4 6.19 5.84

Sentence BLEU (sacrebleu, effective_order=True)
BLEU-1 (sent avg) 18.95 18.86
BLEU-4 (sent avg) 7.71 7.76

PoseStitch BLEU (add-1 smoothing, str.split())
PS-B1 22.54 22.33
PS-B4 6.19 5.85

Other metrics
ROUGE-L 20.28 20.12
METEOR 16.91 16.72
chrF++ 20.44 20.48
Semantic similarity 33.69 32.92
Sent zero-BLEU rate 20.3% 21.3%

Table 2: Comprehensive ISLiM metrics on iSign (val
6,302 / test 6,304).

B Qualitative Examples

Table 3 presents representative validation-set trans-
lations illustrating recurring success and failure
modes.

C Input Channel Sensitivity

We evaluate ISLiM on the iSign test set with key-
point channels zeroed at inference time on a model
trained with the full input, shown in Table 4. Re-
moving z-depth causes a modest drop, while ze-
roing visibility or face landmarks collapses the
model.

D Mobile Deployment Feasibility Study

Model weights are exported from the training
checkpoint (best_ps.pt) using PyTorch’s mo-
bile optimization module and converted to Torch-
Script format via the torch.jit.trace API. The
traced modules were then serialized using the
optimize_for_mobile utility, which applies oper-
ator fusion, constant folding, and dead-code elimi-
nation for efficient on-device execution. Six mod-
ules were traced:

The test device is a Google Pixel 6a (Google Ten-
sor, 6 GB RAM, Android 16). Models are loaded
via LiteModuleLoader and inference is performed
on CPU with greedy decoding (argmax per step,
max 64 tokens).

Inference latency and quality. Table 6 sum-
marises the on-device evaluation over 57 keypoint-
based test samples: mean latency is 398 ms (min
208, max 789). The mobile greedy decode slightly
exceeds the desktop beam-search PS-BLEU-4
(6.77 vs. 5.85), which is within sampling variance
due to the restricted subset size. Latency covers
neural-network inference only (pose encoder and
greedy T5 decoding); camera acquisition and on-
device keypoint extraction are excluded.

Memory: All decoder, embedding, and lm-head
modules are resident simultaneously during de-
coding (on-device model size in Table 6). Under
android:largeHeap="true", the app completes
the subset evaluation and does not crash until after
the evaluation completed.

E SacreBLEU Signatures

All corpus and sentence-level scores are computed
with sacreBLEU v2.4.2. The canonical signatures
for each metric configuration are listed below for
reproducibility.

• Corpus BLEU (BLEU corpus_score, tok-
enize=’13a’, exp smoothing):
nrefs:1|case:lc|eff:no|tok:13a|smoo
th:exp|version:2.4.2

• Sentence BLEU (BLEU sentence_score with
effective_order=True):
nrefs:1|case:lc|eff:yes|tok:13a|smoo
th:exp|version:2.4.2

• chrF++ (CHRF corpus_score, word_order=2):
nrefs:1|case:lc|eff:yes|nc:6|nw:2|sp
ace:no|version:2.4.2

The PoseStitch BLEU (PS-BLEU) score
is computed with a separate implementation
(compute_bleu() with add-1 smoothing and
str.split() tokenization) and does not have a
sacreBLEU signature.

F Multi-Loss Training Dynamics

Figure 4 plots validation BLEU-4 across training
for the SpaMo-OF 10K subset, comparing CE-only
training against the full 4-loss configuration. CE-
only training either collapses to near-zero (BLEU-4
< 0.3 after 24 epochs) or plateaus at ∼3 even af-
ter 325 epochs. The 4-loss configuration climbs
steadily past 5, reaching a maximum validation
BLEU-4 of 5.44 at epoch 500 before mild overfit-
ting. Validation BLEU-4 uses sentence-averaged
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Case Reference ISLiM output

(a) Clean there were 6 8 passengers and 4 crew mem-
bers onboard in all there were 7 2 people

there were 6 6 passengers and 4 crew mem-
bers onboard the flight

(b) Clean (al-
most)

sushant singh rajput s father krishna kishore
singh has filed a case in the delhi high court

sushant singh rajput s parents filed a case in
the delhi high court

(c) Paraphrase they said the plane was at a very high speed
which is why it went off the runway

this is because of the aircraft s failure on the
runway

(d) Collapse their internet is very slow the person person
(e) Halluc. his family has said once the covid outbreak

ends
covid 1 9 has spread all over the world

Table 3: Qualitative validation-set examples. (a–b) Clean predictions preserving numerical and entity detail. (c)
Partial semantic match with low BLEU. (d) Collapse on a short reference with hapax vocabulary. (e) Topical
hallucination that semantic-similarity metrics over-reward.

Condition BLEU-4 ∆ Zero%

Full (94×4D) 5.84 — 21.3
− z-depth 5.33 –0.51 22.9
− visibility 2.21 –3.63 33.1
− face (46 kp) 0.37 –5.47 37.7
Hand-only (42 kp) 0.21 –5.63 36.0

Table 4: Inference-time input-channel sensitivity (6,304
test samples). Zeroing visibility or face landmarks col-
lapses the model. As channels are removed from a
fully trained model, these results indicate sensitivity to
feature removal under distribution shift rather than the
isolated contribution of each channel; retraining-based
ablations are left to future work

Module Size

encoder_traced.ptl 56 MB
t5_encoder.ptl 73 MB
t5_decoder_first_step.ptl 159 MB
t5_decoder_step.ptl 147 MB
t5_shared_embed.ptl 63 MB
t5_lm_head.ptl 63 MB

Total 561 MB

Table 5: Sizes of the exported TorchScript artifacts
(.ptl files) for mobile deployment; the on-device model
footprint is reported in Table 6.

scoring; the corresponding corpus-level test set
BLEU-4 at the selected checkpoint is 4.12 (Ta-
ble 1).

G Parameter Efficiency on
Phoenix-2014-T

Figure 5 shows the parameter efficiency of IS-
LiM, SpaMo, and SpaMo-OF on the Phoenix-14-T
dataset.

Quantity Value

Evaluation samples 57
Model size (on-device) 495.7 MB
Peak RAM (heap) 38.8 MB
CPU cores 8
Latency (mean) 398 ms
Latency range (min–max) 208–789 ms
PS-BLEU-1/2/3 24.3 / 13.81 / 9.19
PS-BLEU-4 6.77

Table 6: On-device evaluation of the keypoint-to-
English pipeline (57 iSign test samples, Google Pixel
6a, CPU-only greedy decoding).

H Qualitative Analysis of Multi-Loss
Setup

Table 7 summarizes, qualitatively, how each auxil-
iary loss contributed in our SpaMo-OF 10K train-
ing.

Loss Prevents Collapse Improves BLEU Improves Fluency

CE only No Baseline Good (when stable)
CE + CLIP Yes Strong Moderate
CE + Semantic Partial Moderate Strong
CE + Entropy Yes Slight No

Table 7: Qualitative contribution of each auxiliary loss.
CLIP contrastive loss is the primary driver of BLEU
improvement; semantic similarity and entropy regular-
ization act as stabilizers.

I Effect of Sentence Length on
Translation Quality

We examine whether translation quality degrades
with increasing sentence length. Table 8 reports
mean and median BLEU-4 and ROUGE-L on the
full iSign test set (6,304 sentences), binned by ref-
erence word count.

Sentence length has a negligible effect on trans-
lation quality. Mean BLEU-4 remains stable at
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at 48× fewer parameters (BLEU-4 14.99 vs. 14.72).
Keypoint-based ISLiM appears as a star; video-based
methods as triangles/diamonds.

approximately 7 across the 5-25 word range that
covers 93% of the test set, dropping only to 5.6 for
the small number of sentences exceeding 25 words
(n = 46). Mean ROUGE-L increases slightly with
length (16.4 to 22.5), indicating that surface-level
word overlap remains consistent even when higher-
order n-gram matches become more challenging.

The only notable pattern is in very short sen-
tences (1–4 words): this bucket has the highest
mean BLEU (13.84) but a median of zero, mean-
ing more than half of these sentences score no n-
gram matches at all while the remainder score high.
This bimodality reflects the reduced redundancy
of short targets, suggesting that there is no margin
for partial credit, so the model either matches the
reference exactly or receives no n-gram overlap.

Predicted sentence length slightly lags the ref-

Words #Sent. Mean B4 Median B4 Mean RL Pred. Len

1–4 662 13.84 0.00 18.28 5.2
5–7 1021 7.21 4.20 16.42 7.8
8–10 1323 7.26 4.46 19.32 9.9
11–13 1211 7.31 4.07 20.63 11.7
14–16 974 6.99 3.65 21.02 13.0
17–20 734 6.76 3.60 21.20 14.6
21–25 324 6.02 3.89 21.00 16.0
26–30 46 5.61 3.81 22.46 16.6

Table 8: BLEU-4 and ROUGE-L by reference sentence
length on the full iSign test set. Mean BLEU-4 is stable
at approximately 7 for sentences of 5–25 words, with
only a mild drop for longer sentences. Short sentences
(1–4 words) show high variance: mean 13.84 but median
0.00, indicating a bimodal distribution where the model
either translates them correctly or fails entirely.

erence length as sentences grow longer (e.g., 27.2
vs. 16.6 words for the 26–30 word bucket), a com-
mon length bias in neural machine translation.
However, sacreBLEU’s brevity penalty largely
compensates for this effect, as evidenced by the
flat BLEU-4 trend. Overall, the model’s translation
quality is independent of sentence length for the
vast majority of test examples.
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Abstract

We describe our submission to the WSLP 2026
shared task on Isolated Sign Language Recog-
nition. The task is one-shot retrieval over
4,361 Indian Sign Language word classes with
roughly one training clip per class. Our final
system placed 3rd on top-1 accuracy at 0.6825
and 2nd on top-10 at 0.7357. The system is de-
liberately simple. It combines MediaPipe key-
points, a graph attention backbone pretrained
on a different ISL corpus, PCA whitening, and
nearest-exemplar cosine retrieval against an en-
riched gallery. Our main finding concerns how
two very differently priced interventions relate.
PCA whitening of the frozen cross-corpus en-
coder is worth +18.85 points on a leave-one-
out gallery evaluation. Fine-tuning that encoder
end-to-end is worth a comparable amount. The
two do not compose. Once the encoder has
been fine-tuned, whitening adds +0.38 points,
an interaction of −18.5. Whitening and fine-
tuning act as substitutes because both correct
the same embedding anisotropy, and a trans-
form that is fitted in seconds captures most of
what a day of GPU training buys. We also
report fifteen interventions that produced no us-
able gain: twelve indistinguishable from zero
and three actively harmful. These were eval-
uated with McNemar tests on a 2,030-query
held-out split with a minimum detectable ef-
fect of 1.23 points. We argue that the 526-clip
official test set is too small to support the com-
parisons participants routinely make with it.

1 Introduction

Indian Sign Language (ISL) serves a large signing
population. It is supported by a small fraction of
the annotated data available for the sign languages
that drive most published progress. The WSLP
2026 Isolated Sign Language Recognition shared
task confronts this shortage directly (WSLP 2026
Shared Task Organisers, 2026). Participants receive
roughly 4,398 training clips spanning about 4,361

word classes. That is approximately one example
per class.

This is not a low-data variant of a standard classi-
fication problem. At a mean of 1.01 clips per class,
it is a one-shot retrieval problem. Any method
whose gains depend on gradient signal per class is
structurally disadvantaged.

Our approach was shaped by an early observa-
tion. We applied a graph attention backbone (Patra
et al., 2024), pretrained on FDMSE-ISL, to WSLP
data without adaptation. Under plain cosine re-
trieval it scored 0.2510 top-1. This falls far below
what the encoder’s in-domain performance would
predict. The natural diagnosis is that the features
are out of domain and need fine-tuning. That diag-
nosis turned out to be substantially wrong. The fea-
tures were largely intact. Their geometry was not.
A few high-variance directions dominated every co-
sine comparison. A single closed-form whitening
transform moved the system from 0.2510 to 0.6198
on the official test split without touching a model
weight.

This paper reports that result and what followed
from it. We make five contributions.

1. A shared task system reaching 3rd place at
0.6825 top-1 and 2nd on top-10, built from
four components and no ensemble of conve-
nience.

2. An ablation isolating the whitening gain to
the variance term rather than to the removal
of nuisance axes. Whitening strength moves
accuracy by tens of points, while the num-
ber of discarded leading components is nearly
irrelevant at the operating point.

3. A 2× 2 analysis showing that whitening and
fine-tuning act as substitutes. Whitening is
worth +18.85 points on the pretrained en-
coder and +0.38 on the fine-tuned one, an
interaction of −18.5.
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4. Evidence that the graph attention backbone de-
pends architecturally on arm geometry. Mask-
ing the input to hands alone collapses its ac-
curacy, where an equivalently trained tempo-
ral convolutional network is essentially unaf-
fected.

5. Fifteen negative results at stated statistical
power, together with an argument that the of-
ficial test set is too small to adjudicate them.

2 Task and Data

2.1 Task definition

Given a query video of a single isolated sign, a sys-
tem predicts the word class. Submissions provide
a ranked list of ten candidates per query. Scoring
is by top-1 accuracy, with top-5 and top-10 also
reported.

2.2 Splits

The organisers provide approximately 4,398 train-
ing clips over 4,361 classes, 109 validation clips,
and 526 test clips. The validation split is far too
small to gate decisions. A single clip is worth 0.92
points. We did not use it for model selection.

2.3 Gallery enrichment

The task is retrieval rather than classification. Ad-
ditional labelled clips can therefore be added to the
gallery at inference time without retraining. With
organiser sanction we added clips from CISLR
(Joshi et al., 2022). These contributed 3,758 ad-
ditional prototypes, taking the gallery from 4,398
to 8,156 clips. We verified that no uid overlapped
between the added clips and either the validation
or the test split. Even after enrichment, 53.4% of
classes remain singletons.

3 Related Work

Indian Sign Language has seen steady growth in
corpora but remains thin relative to ASL or DGS.
INCLUDE (Sridhar et al., 2020) covers a small vo-
cabulary at high depth. CISLR (Joshi et al., 2022)
covers roughly 4,700 words at approximately 1.5
videos per word, which makes it explicitly a one-
shot resource. FDMSE-ISL (Patra et al., 2024)
inverts the trade-off with 2,002 words recorded by
20 signers. iSign (Joshi et al., 2024) assembles a
broader benchmark suite. Closest to our setting,
Vandendriessche et al. (2025) treat one-shot ISLR
as a retrieval problem and argue that sign-level

representations are what make such systems func-
tional, which is the framing we adopt here. The
WSLP 2026 task sits at the CISLR end of this spec-
trum. The methods that succeed there differ accord-
ingly from those developed on depth-rich corpora
such as WLASL (Li et al., 2020) or PHOENIX14T
(Camgoz et al., 2018).

Skeleton-based recognition avoids the appear-
ance overfitting of RGB pipelines and is the dom-
inant approach for low-resource sign languages.
HWGAT (Patra et al., 2024) applies windowed
graph attention over an upper-body skeleton graph
and reports gains over prior keypoint models across
several corpora. Temporal convolutional networks
(Bai et al., 2018) remain a strong and considerably
simpler baseline. Our fusion results reinforce that
point.

The degradation of cosine similarity under un-
even embedding variance is well established out-
side sign language work. PCA whitening is stan-
dard in image retrieval (Jégou and Chum, 2012).
Removing dominant directions improves word vec-
tors (Mu and Viswanath, 2018). Contextual en-
coders are known to occupy narrow cones (Etha-
yarajh, 2019; Su et al., 2021). Our contribution is
not the technique. It is the magnitude of the effect
in the cross-corpus one-shot setting, and the find-
ing that whitening substitutes for fine-tuning rather
than compounding with it.

4 System

4.1 Keypoint extraction

We extract pose, hand and face landmarks with
MediaPipe Holistic (Lugaresi et al., 2019), us-
ing model_complexity=2 and detection and
tracking thresholds of 0.1. We retain the 29 key-
points used by the backbone’s transform chain and
resample every clip to 192 frames.

Two practical details cost us time. Detection
thresholds of 0.0 produce a degenerate matrix and
crash the legacy mp.solutions API, so 0.1 is
the safe floor. We also pin MediaPipe to version
0.10.14, because landmark conventions are not sta-
ble across releases.

The cached tensor layout is (N, 192, 64, 2). This
is four windows of 16 keypoints with duplication,
not 29 independent keypoints. The four windows
are head with right arm and right hand, head with
left arm and left hand, head with right arm and left
hand, and head with left arm and right hand. Hori-
zontal flip augmentation therefore requires swap-
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ping the first two windows, swapping the second
two, and swapping the eyes. Negating the x co-
ordinate alone yields anatomically invalid poses.
We flag this because the failure is silent. Training
proceeds and loss decreases. We verified our per-
mutation empirically, as described in Section 10.

4.2 Backbone and fine-tuning
We use HWGAT (Patra et al., 2024), a hierarchical
window-based graph attention network pretrained
on FDMSE-ISL. We fine-tune end-to-end with an
ArcFace objective (Deng et al., 2019) for 12 epochs
at batch size 8 with gradient accumulation 8 and
horizontal flip probability 0.5. Training ran on a
single RTX 5060, with peak memory of 7.67 GB
out of 8.5 GB and 5 to 8 minutes per epoch.

One methodological point deserves emphasis.
ArcFace loss fell steeply during fine-tuning, from
6.87 to 2.14, while held-out retrieval accuracy
moved by fractions of a point. At approximately
1.87 clips per class after enrichment, the margin ob-
jective is easy to satisfy in ways that do not improve
retrieval. Loss is not a usable proxy for retrieval
quality at this data scale. Every promotion decision
in this work was gated on held-out top-1 alone.

4.3 PCA whitening
Let X ∈ RN×D be the gallery embeddings. We
compute the mean µ and the principal directions V
of the centred matrix by SVD. We drop the leading
d components, retain the next k, and rescale each
retained axis by λ

−α/2
i , where λi is the variance of

that axis and α is the whitening strength. The trans-
form z = (x−µ)W , followed by L2 normalisation,
is applied to both gallery and query embeddings.
The construction follows standard practice in im-
age retrieval (Jégou and Chum, 2012) and sentence
representation learning (Su et al., 2021).

Two properties matter for the analysis that fol-
lows. First, the fit is computed on the gallery side
only and then frozen. We never refit on test queries.
Second, α is a continuous knob. At α = 0 the
transform is a pure rotation and leaves cosine simi-
larity unchanged. At α = 1 every retained axis is
mapped to unit variance. This lets us attribute the
gain in Section 7.

4.4 Retrieval
We score a query against every gallery clip by co-
sine similarity. For each word class we then take
the maximum similarity over that class’s proto-
types, rather than the similarity to their centroid.

This is nearest-exemplar matching rather than pro-
totype matching (Snell et al., 2017). Class-max
outperformed centroid averaging consistently.

The interpretation is straightforward. Prototypes
for a class come from different signers with dif-
ferent execution styles. Averaging heterogeneous
exemplars produces a centroid that resembles none
of them. Under one-shot conditions with multi-
signer galleries, the nearest exemplar is the right
query.

4.5 Score fusion

Our final submission fuses the fine-tuned HW-
GAT with a temporal convolutional network (Bai
et al., 2018) trained from scratch on the same key-
points. Fusion is by z-normalised score averaging
at weight 0.6. Section 9 explains why this addition
moved the score when six others did not, and what
that movement is worth.

5 Evaluation Protocol

The official test set contains 526 clips. Throughout,
we write accuracies as percentages and differences
between them as points. One clip is worth 0.19
points. The binomial standard error at p = 0.68
is approximately 2.03 points. Paired comparisons
are more sensitive than that marginal figure sug-
gests, but even under McNemar a difference below
roughly 2.4 points is not detectable at n = 526 for
systems as similar as ours. Many of the interven-
tions we wanted to test have true effects well inside
that band. Gating on the leaderboard would have
meant promoting noise.

We therefore constructed a held-out split from
the enriched gallery. Every class with at least two
gallery clips donates one clip to a held-out query
set. This yields 2,030 queries against a remain-
ing 6,126-clip gallery. Whitening is fitted on the
gallery side only, mirroring the submission pipeline
exactly.

We compare systems with McNemar’s test (Mc-
Nemar, 1947) on paired per-query outcomes. This
is the appropriate test for two classifiers evaluated
on the same items (Dietterich, 1998), and it is far
more sensitive than comparing marginal accuracies.
We state the sensitivity explicitly, since it is quoted
throughout. Writing d for the discordant-pair rate
between two systems, the difference detectable at
α = 0.05 and 80% power is 2.80

√
d/n. The rate

varies with how similar the two systems are. Our
seed-varied models are the most similar pair we
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Instrument n Primary use

Official test 526 Table 2, fusion
Held-out split 2,030 ablations, McNemar tests
Leave-one-out 8,156 Table 3, Fig. 1

Table 1: The three evaluation instruments used in this
paper. Accuracies from different instruments are not
comparable. Leave-one-out figures are the lowest of the
three because the full gallery is dense with singleton
classes, which is why whitening is worth 36.9 points on
the official test but 18.9 points under leave-one-out.

System top-1 top-5 top-10

Frozen HWGAT, raw cosine 0.2510 0.3441 0.3821
+ PCA whitening 0.6198 0.6958 0.7262
+ ArcFace fine-tune 0.6711 0.7205 0.7357
+ TCN score fusion 0.6825 0.7243 0.7357

Table 2: Official test leaderboard progression. Our final
system ranked 3rd on the official leaderboard by top-
1 accuracy, and 2nd by top-10 accuracy. The system
ranked 2nd by top-1 reached 0.7319 on top-10.

compare, agreeing on 96.1% of held-out queries,
which gives d ≈ 0.039 and a minimum detectable
effect of 1.23 points at n = 2,030. Comparisons be-
tween genuinely different systems have higher dis-
cordance. Across the pairs in this paper d reaches
roughly 0.12, which raises the threshold to 2.15
points. We quote 1.23 as the best case available to
us rather than a figure that applies uniformly, and
the corresponding floors are 2.41 points on the 526-
clip test split and 0.61 points under leave-one-out.

The instrument tracked the leaderboard closely.
It gave 62.81% against an actual 61.98%, and
66.70% against an actual 67.11%. This gives us
reasonable confidence that a null on the held-out
split is also a null on the test set, rather than an
artefact of a different distribution.

Table 1 names the three instruments and states
which results depend on each. We flag one contam-
ination case for honesty. A model trained on all
8,156 clips has seen every held-out query. Held-
out numbers for that model are inflated and are not
comparable to the rest of the table. We judge that
model on the leaderboard alone.

6 Results

Table 2 gives the progression on the official test
split. Two interventions produced gains the offi-
cial test split can resolve, and a third, score fusion,
was adopted for our submission but falls inside that
split’s noise band, as Section 9 sets out. Fifteen

others produced no usable gain. Twelve were indis-
tinguishable from zero and three were harmful, as
Section 10 sets out.

One feature of our final standing is worth draw-
ing out. Our top-1 of 0.6825 placed 3rd, but our
top-10 of 0.7357 placed 2nd, ahead of the system
that beat us on top-1 by 1.7 points. The spread
between our top-1 and top-10 is 5.3 points. For the
winning system it is 2.1. Our retrieval surfaces the
correct class within ten candidates about as reliably
as the best submission, and loses ground specifi-
cally in ordering the top of that list. This is what
one would expect if the residual limitation is fine-
grained ranking among near neighbours rather than
gross representational failure. It is consistent with
the whitening analysis in Section 7. Correcting
global variance restores coarse retrieval, but the
one-shot prototypes remain noisy enough that the
top of the ranking stays unstable.

The three interventions we adopted share a prop-
erty. Each changed the representation. Whitening
changed its geometry, fine-tuning changed the en-
coder, and the TCN introduced a second architec-
ture with different failure modes. Every inference-
side method that reused an existing representation
returned zero, regardless of sophistication. That set
includes CSLS, query expansion, reranking, test-
time augmentation, and alternative inference rules.
We return to this pattern in Section 11.

7 Variance Equalisation

Whitening the frozen cross-corpus encoder moved
test top-1 from 0.2510 to 0.6198. This section asks
what the transform is actually correcting, and how
its contribution relates to the contribution of fine-
tuning.

7.1 Rescaling versus axis removal

The obvious explanation is that whitening removes
a handful of nuisance directions. Signer identity,
framing and lighting all plausibly dominate the
leading principal components of a keypoint en-
coder. That explanation is wrong here, and the
whitening grid says so (Figure 1). Sweeping the
whitening strength α at fixed d moves leave-one-
out top-1 by 29.0 points. Sweeping d at the operat-
ing point of α = 1.0 moves it by 0.4 points, with
d = 2, d = 4 and d = 8 falling within 0.08 points
of each other.

The one regime where discarding components
does matter is α = 0, a pure rotation with no rescal-
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Figure 1: Leave-one-out top-1 against whitening strength α, with one line per number of discarded leading
components d. Dashed line is the unwhitened baseline. On the pretrained encoder (a) the curves rise steeply with α
and converge, so rescaling rather than deletion carries the gain, and the exception at α = 0 is where deletion is the
only correction available. On the fine-tuned encoder (b) whitening is flat until it becomes harmful, which is the
substitution effect of Section 7.2 seen directly. Both encoders collapse under over-whitening.

ing, where moving from d = 0 to d = 8 is worth
16.7 points. This is the exception that confirms the
rule. When no rescaling is applied, deleting the
dominant axes outright is the only available way to
stop them from controlling the inner product. Once
α is large enough to rescale them, deleting them
adds almost nothing.

The pathology is therefore global scale imbal-
ance across the whole space, rather than a few
contaminated axes. This mirrors the anisotropy
reported for contextual word embeddings (Etha-
yarajh, 2019), where a small number of dominant
directions likewise distort cosine geometry and can
be corrected by removing or rescaling them (Mu
and Viswanath, 2018). Cosine similarity implicitly
assumes comparable variance across dimensions.
When a cross-corpus encoder has a steep variance
spectrum, a small number of directions dominate
every inner product. The remaining dimensions
carry the lexical distinctions, and they are effec-
tively ignored. Equalising variance restores their
contribution.

Over-whitening is harmful, and sharply so. Ac-
curacy peaks at α = 1.0 on the pretrained encoder
and then falls away, reaching 20.3 points at α = 1.5
and 14.7 at α = 2.0, well below the unwhitened
baseline of 24.8. Pushing genuinely low-variance
noise axes to unit scale amplifies them. The same
collapse appears on the fine-tuned encoder, and at
a lower threshold. Reducing dimensionality to 256
or 128 also costs 2 to 3 points, which confirms that
the discriminative signal is distributed rather than

Encoder no whitening whitening gain

Pretrained 24.84 43.69 +18.85
Fine-tuned 46.67 47.05 +0.38

Table 3: Leave-one-out top-1 (%) over the 8,156-clip
gallery. Whitening is worth +18.85 points on the pre-
trained encoder and +0.38 on the fine-tuned one, an
interaction of −18.5. The fine-tuned row is inflated by
training contamination and should not be read as a clean
estimate of the effect of fine-tuning.

concentrated.

7.2 Substitution with fine-tuning

If whitening and fine-tuning correct the same
anisotropy, they should not compose. We tested this
with a 2×2 over pretrained and fine-tuned encoders
crossed with whitening, evaluated throughout by
leave-one-out retrieval over the 8,156-clip gallery
so that every cell comes from one instrument (Ta-
ble 3).

Whitening is worth +18.85 points on the pre-
trained encoder and +0.38 points on the fine-tuned
one. The interaction is −18.5. Practically the
whole value of the transform disappears once the
encoder has been fine-tuned. Panel (b) of Figure 1
shows the same result as a nearly flat line. Across
every setting of d and every α up to 1.0, whitening
moves the fine-tuned encoder by well under a point,
so the shallow optimum reported below sits inside
a band that is immaterial in practice.

We are deliberately careful about what this table
does and does not license. The two within-row
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comparisons are clean, because each contrasts an
encoder with itself. The across-row comparison is
not, because the fine-tuned model was trained on
these gallery clips and has seen every query. Its row
is inflated by an unknown amount. We therefore
make no claim that either intervention has the larger
main effect. Our claim is about their relationship,
which the within-row contrasts establish on their
own: the marginal value of whitening collapses by
98% once fine-tuning has been applied.

We should be explicit about the alternative read-
ing this leaves open. A model that has memorised
the gallery depends less on cosine geometry for
retrieval, and would therefore show a flat whiten-
ing response whether or not its embedding space
is still anisotropic. The flat fine-tuned row is thus
consistent with substitution and with saturation by
memorisation, and this table cannot separate the
two. The decisive experiment is a fine-tuned en-
coder evaluated on queries it has never seen, on
the official test split or on a held-out split withheld
from training. We regard that as the first thing to
run in any extension of this work.

The point can be put more strongly. On the in-
strument that produced it, the +0.38 residual sits
below the 0.61-point detection floor derived in Sec-
tion 5. Whitening the fine-tuned encoder does not
merely help less. It produces no difference this
evaluation can resolve. The contrast with the pre-
trained row is stark, since +18.85 clears the same
floor by a factor of thirty.

The direction of the asymmetry is what makes
this practically useful. Both interventions correct
the same pathology, but they cost very different
amounts. The whitening transform is a single SVD
fitted in seconds on cached embeddings. The fine-
tune is roughly an hour of GPU time in our setup
and considerably more on larger backbones. When
two interventions substitute for each other, the ra-
tional order is to try the cheap one first and measure
before paying for the expensive one.

A dose-response pattern in the optimal whiten-
ing strength corroborates the substitution account,
though for reasons given below it is not indepen-
dent evidence for it. The pretrained encoder prefers
aggressive correction at d = 4 and α = 1.0.
The fine-tuned encoder peaks milder, at d = 0
and α = 0.75, and tolerates over-whitening far
worse. A model trained on all 8,156 clips prefers
milder correction again. The optimum moves to-
ward weaker correction as the encoder acquires
in-domain data, which is what a better-conditioned

embedding space would produce. We note that
the middle point of this gradient is not resolvable
on this instrument, since the fine-tuned encoder’s
curve is shallow enough over α ≤ 1.0 that the lo-
cation of its peak sits inside the same band as the
residual itself. The gradient therefore rests on its
endpoints.

We state the limit of this argument rather than
leaving it to be found. All three optima are mea-
sured by leave-one-out over the gallery, and across
these three encoders the amount of in-domain train-
ing data and the degree of contamination with
respect to that evaluation increase together. An
encoder that has memorised more of the gallery
depends less on cosine geometry and would also
prefer a milder correction, so the gradient on this
instrument is consistent with the substitution ac-
count and with contamination alike. Separating
them would require sweeping α on the official test
split, whose queries no encoder trained on. We
did not run that sweep. We therefore present the
gradient as consistent with the substitution account
rather than as independent support for it.

8 Input Masking and Arm Geometry

Sign phonology decomposes signs into handshape,
location, movement and orientation. We asked
which of these the backbone actually relies on. To
do so we restricted the input to hand keypoints
alone and fine-tuned under that mask.

HWGAT collapsed, losing approximately 20
points as recorded in Table 5. A TCN trained from
scratch on identical masked inputs was essentially
unaffected.

One confound must be stated before this compar-
ison can be read. HWGAT was pretrained on full-
body skeletons and then fine-tuned under the mask,
whereas the TCN was trained from scratch under
it. A model trained from scratch shapes its filters
around whatever inputs exist, while a pretrained
model arrives with an attention structure organised
around groupings it no longer receives. The con-
trast may therefore be measuring pretrained-then-
deprived against trained-under-deprivation rather
than architectural dependence as such. Separat-
ing the two would require training HWGAT from
scratch under the mask, which we did not have the
compute budget to add.

Subject to that caveat, we read the result as a
statement about the architecture rather than about
ISL. The windowed graph attention structure is
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built around groupings of head, arm and hand. The
arm keypoints are not merely informative features.
They are the scaffolding that the attention mecha-
nism is organised around. Remove them and the
inductive bias is not degraded but invalidated. The
TCN treats keypoints as undifferentiated channels
and simply routes around the missing input.

This bears on transfer to other sign languages.
An architecture whose performance is contingent
on a specific articulator grouping will transfer un-
predictably to corpora with different framing con-
ventions, different use of signing space, or seated
rather than standing capture. We encourage report-
ing masked-input results as a routine robustness
check in sign language recognition papers. The
check is cheap and it is diagnostic.

9 Score Fusion

We attempted seven fusions and exactly one im-
proved the score (Table 4). Whether that improve-
ment is real is the subject of the closing paragraph
of this section. The predictor of success was not
architecture family, not individual member accu-
racy, and not fusion weight. It was pairwise top-1
agreement between members.

Members agreeing on 88 to 92% of queries con-
tributed nothing or hurt. They fail on the same
clips, so averaging their scores mostly averages
their noise. The TCN agreed on 60 to 64% of
queries and was worth +1.14 points.

Diversity alone is not sufficient either. Trans-
formers agreeing on only 48 to 52% added noth-
ing. Those members were both diverse and weaker.
Score fusion cannot extract signal from a member
that is wrong in novel ways without also being right
in novel ways.

The useful summary is that ensemble headroom
saturated after one architecturally distinct member.
Fusion weight was insensitive across the range 0.6
to 0.9, which is itself evidence that the fused signal
was not delicately balanced.

One consequence of Section 5 should be stated
plainly rather than left for a reader to derive. The
+1.14 point fusion gain was measured on the of-
ficial test split, whose detection floor we put at
2.41 points. The fusion we adopted for our final
submission therefore sits inside the noise band of
the instrument that selected it. We report it be-
cause it is what we submitted, not because we can
demonstrate that it helped. This is an uncomfort-
able illustration of the argument we make about the

526-clip split, and it applies to our own decisions
as readily as to anyone else’s. The 1.7-point gap
between our top-1 and the second-placed system
falls inside the same band.

10 Negative Results

Table 5 lists them. Five deserve comment.

10.1 The largest observed differences
An ArcFace head trained on frozen features gained
+0.69 points and proxy classification lost 0.54
points. These are the largest differences we ob-
served among the null interventions, and both are
smaller than the 1.23-point minimum detectable
effect derived in Section 5, so neither is distin-
guishable from zero on this instrument. We report
them separately for transparency rather than be-
cause they were detected. We note that the two
quantities are not interchangeable. A minimum
detectable effect states what a design would catch
four times in five at a given power. Whether a
particular observed difference reaches significance
depends on the discordant-pair counts, and under
McNemar a difference of this size can fall either
side of the threshold. We therefore report both
differences without asserting either outcome, and
release the paired per-query outcomes so that the
test can be recomputed. Neither changed a decision
we made and we shipped neither.

10.2 Post-hoc similarity methods
CSLS (Conneau et al., 2018), alpha query expan-
sion (Radenović et al., 2019) and rank fusion (Cor-
mack et al., 2009) all reweight or reproject the same
similarity structure. Once whitening had corrected
the geometry, there was nothing left for them to
correct. Their usual gains in the retrieval literature
may be partly gains against uncorrected anisotropy.
If so, they are redundant with whitening rather than
additive to it.

10.3 Flip test-time augmentation
Mirrored queries scored 67.09% against 67.04%
for originals, a difference of 0.05 points. The en-
coder is essentially handedness-invariant, so no
residual variance remains for test-time augmenta-
tion to average away. This follows directly from
training with flip probability 0.5.

The result also verifies the window-aware permu-
tation described earlier. An incorrect permutation
would produce anatomically invalid poses and a
collapsed score, not parity.
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Fusion agreement Instrument ∆ top-1

HWGAT seed variants (3) 88–92% test −0.19
HWGAT + full-data HWGAT not measured test −0.19
Pretrained + fine-tuned not measured held-out 0.00
+ from-scratch TCN 60–64% test +1.14

+ 3 TCNs, 2 transformers 48–52% test 0.00
+ restricted-view spec. not measured test 0.00

Table 4: Fusion outcomes, ordered by when they were attempted. Only the first architecturally distinct member
improved the score, and that improvement sits below the test split’s detection floor (Section 9).

Intervention Instrument ∆ top-1

CSLS hubness correction (k=5,10,20) LOO +0.02
Alpha query expansion (k=2,3,5) LOO ≤ +0.02
Whitening re-sweep, fine-tuned feats LOO 0.00
Extended fine-tuning (12→15+ ep) held-out +0.15
Two-encoder fusion held-out 0.00
Flip TTA held-out +0.05
Retrain on all 8,156 clips test ≈ 0.00
Seed-varied HWGAT ensemble test −0.19
Nine-model ensemble vs. four test 0.00
Fusion weight 0.6 → 0.9 test 0.00

Largest observed differences, still below threshold
ArcFace head on frozen features held-out +0.69
Proxy classification vs. retrieval held-out −0.54

Harmful
Hand-only HWGAT fine-tune held-out ≈ −20
Dimensionality reduction (256, 128) LOO −2 to −3
Over-whitening (α 1.25–2.0) LOO −2 to −3

Table 5: Interventions producing no usable gain, with the instrument each was measured on. Every difference in the
first block is smaller in magnitude than the minimum detectable effect on the instrument that measured it, so none is
distinguishable from zero. Those effects are 1.23 points on the held-out split, roughly 2.4 points on the official test
split, and 0.61 points under leave-one-out over the 8,156-clip gallery. The two entries in the second block are the
largest differences observed and remain below threshold. Failing to detect an effect is not evidence that no effect
exists.

10.4 Train and gallery allocation

Training on all 8,156 clips rather than the 6,126-
clip split produced no leaderboard change. The
2,030 held-out clips contributed about as much
sitting in the gallery as they would have as training
examples. For one-shot retrieval at this scale, the
allocation of a clip between training and gallery is
close to immaterial.

10.5 Coverage

Leave-one-out over the enriched gallery, bucketed
by class depth, gave 33.2% top-1 for classes with
one remaining example and 38.8% for classes with
five or more. The ceiling at high depth is low and
the relation is non-monotonic, with classes hold-
ing two examples scoring below classes holding
one. That inversion is counterintuitive, since more
examples per class should help, and we attribute
it to the confound set out next rather than to any

property of the retrieval rule.

We read this as consistent with the representa-
tion rather than data quantity being the binding
constraint, and we stop short of asserting it. Class
depth is not randomly assigned. How many clips a
word appears in reflects how common, how short
and how canonical its sign is, so difficulty is con-
founded with depth and a shallow gradient cannot
isolate representation quality on its own. The non-
monotonic dip is most likely a symptom of the
same confound, since the classes that happen to
hold exactly two clips are not a random sample
of the vocabulary. Establishing the causal claim
would require holding class difficulty fixed while
varying depth, which the available annotations do
not support.
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11 Discussion

A pattern runs through the null results. Every
intervention that reused an existing representa-
tion at inference time returned nothing, and ev-
ery intervention that changed the representation
returned something. The largest difference among
the representation-reusing interventions was +0.69
points from training a new head on frozen features,
which is below the detection threshold on the instru-
ment that measured it. This suggests a triage rule
for one-shot retrieval under compute constraints.
Before spending time on inference-side sophistica-
tion, establish whether the representation has slack
in it. Whitening is a cheap probe for exactly that.

The 526-clip test set cannot distinguish systems
separated by less than roughly 2.4 points, a floor
that encompasses most of the gaps on the final
leaderboard and our own fusion gain. Shared tasks
in low-resource sign language processing face a
real tension here, because test data is expensive
to collect and annotate. We nonetheless encour-
age organisers to report a noise floor alongside the
leaderboard, and participants to build a held-out
instrument rather than iterating against a split that
cannot support it. We suspect that a meaningful
fraction of reported improvements in this space fall
within noise, a concern raised more generally for
NLP evaluation by Card et al. (2020).

Our findings concern one backbone, one corpus
and one sign language, and we have not tested the
whitening result beyond that setting. The mecha-
nism it rests on, anisotropy in a cross-corpus em-
bedding space, is not ISL-specific and is well docu-
mented elsewhere, so we expect the effect to appear
wherever a pretrained encoder is applied across cor-
pora. We state that as an expectation rather than a
demonstrated result. The magnitude will depend
on how anisotropic the source encoder happens to
be. The masking result is explicitly architecture-
specific, and we make no claim beyond HWGAT.

12 Conclusion

We reached 3rd place on the WSLP 2026 ISLR
shared task with a system whose largest single com-
ponent is a closed-form linear transform. Whiten-
ing a frozen cross-corpus encoder and fine-tuning
it end-to-end turn out to be substitutes rather than
complements. Each corrects the same embedding
anisotropy, and applying either one collapses the
marginal value of the other, with an interaction of
−18.5 points. Fifteen further interventions, several

of them standard practice in retrieval, produced no
usable gain. Twelve were indistinguishable from
zero at 1.23-point detection sensitivity and three
were harmful. For researchers working on under-
represented sign languages with limited compute,
the practical takeaway is that two interventions with
very different price tags can buy the same thing,
so the cheap one is worth measuring before the
expensive one is paid for.

Limitations

Our results come from a single sign language, a
single pretrained backbone and a single shared task.
We cannot separate properties of HWGAT from
properties of ISL keypoint data without replication
on other encoders and corpora.

The held-out split is drawn from the same gallery
distribution as the training data and shares signers
with it. It may therefore understate the difficulty
of genuinely held-out signers. The close agree-
ment with leaderboard scores is reassuring but not
decisive.

Our 2× 2 is evaluated by leave-one-out retrieval
over the gallery, and the fine-tuned model was
trained on those clips. That row is inflated by con-
tamination, so the table supports our claim about
the relationship between whitening and fine-tuning,
which rests on within-row contrasts, but not any
claim about which intervention has the larger main
effect. Separating the two main effects cleanly
would require training a fine-tuned encoder that
has never seen the evaluation clips at all, which
we did not have the compute budget to add. We
also note that leave-one-out accuracy over the full
gallery is systematically lower than official test
accuracy, because the gallery contains many single-
ton classes, so numbers from the two instruments
should not be compared directly.

Our negative results are powered to detect ef-
fects above 1.23 points on the held-out split and
0.61 points under leave-one-out. We cannot rule
out smaller true effects, several of which might in
principle compose.

Gallery enrichment used a second corpus whose
recording conditions differ from the task data. We
did not isolate how much of the enrichment gain
comes from coverage and how much from domain
diversity.

Finally, we report single-run results for the fine-
tuning experiments. We did not have the compute
budget for multi-seed confidence intervals on every
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configuration. The seed-variance experiments we
did run were aimed at ensembling rather than at
characterising run-to-run spread.

Artifact and Code Availability

All corpora used are publicly released research re-
sources, obtained from their original distributors
and used within their stated terms. The backbone
architecture and its pretrained weights are publicly
available from the authors of the original work. Our
contribution consists of keypoint extraction and
caching scripts, the whitening fit and sweep, the
retrieval and fusion code, the held-out evaluation
harness including the McNemar procedure, and the
configuration files needed to reproduce every num-
ber reported here. These will be released under an
open licence on acceptance, and are available from
the authors on request in the meantime.

Ethics Statement

Sign language recognition systems built without
the involvement of Deaf communities risk en-
coding hearing assumptions about how signing
works. They also risk producing tools that serve
researchers more than signers. Our work is a tech-
nical contribution to a shared task and makes no
claim to deployment readiness. Top-1 accuracy
near 0.68 on isolated signs is far from adequate for
any communicative application, and presenting it
as such would be harmful.
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Abstract

Released sign-to-text checkpoints combine
visual and text-side parameters, so intact-
checkpoint comparisons cannot identify what
drives transfer. We study this confound in low-
resource Taiwan Sign Language (TSL) by sep-
arating and recombining the visual and mT5
components of Uni-Sign checkpoints trained on
Chinese Sign Language (CSL)-to-Chinese and
American Sign Language (ASL)-to-English
data, then fine-tuning the combinations identi-
cally on TSL. The CSL-derived visual initializa-
tion improves content-word accuracy by 15.0
points with its released mT5 parameters, but
changes accuracy by only −0.5 points with un-
touched mT5-base, showing that the measured
benefit of visual pretraining depends on the
text-side initialization. We assess video depen-
dence by replacing target clips with duration-
matched held-out clips at evaluation. Further
interventions localize much of the accuracy
and video-dependence effects to the untied out-
put projection: replacing an ASL-to-English
model’s projection with mT5-base’s improves
accuracy by 25.0 points and increases sensitiv-
ity to clip replacement. Permutation and timing
controls show that the effect depends on pre-
trained row-to-token correspondence and on
the projection being present during fine-tuning.
Absolute translation quality remains low, so we
interpret these experiments diagnostically. The
results show that released checkpoints should
be analyzed as structured initializations whose
components can interact, rather than treated as
indivisible evidence of cross-language transfer.

1 Introduction

Transfer studies in low-resource sign language
translation (SLT) often rely on available pretrained
checkpoints as starting points. A released check-
point, however, combines parameters from both the
signed-video and text-generation components, to-
gether with the optimization history that jointly
shaped them. If the source sign language also

covaries with the written output language across
checkpoints, comparisons between intact models
cannot separate these sources. This problem arises
in multilingual and cross-language SLT (Asasi
et al., 2026; Yin et al., 2022; Tanzer and Zhang,
2025) and in systems that combine separately
pretrained visual and text-generation components
(Zhang et al., 2023; Zhou et al., 2023; Wong et al.,
2024).

Taiwan Sign Language (TSL) provides a partic-
ularly clear setting for examining this confound.
The available TSL corpus pairs signed utterances
with Chinese translations, while TSL is historically
linked to Japanese Sign Language rather than Chi-
nese Sign Language (CSL) (Smith, 2005; Fischer
and Gong, 2010; Su and Tai, 2009; Sasaki, 2007).
Uni-Sign (Li et al., 2025) releases checkpoints with
the same architecture for CSL-to-Chinese and ASL-
to-English, but not for TSL. Adapting one of these
checkpoints therefore changes the provenance of
the visual and text-side components together. An
apparent transfer advantage could reflect the visual
initialization, the text-side initialization, or their
interaction.

We separate these possibilities by decomposing
each checkpoint into the parts shown in Figure 1.
We call the pose encoder and its linear bridge to
mT5 the visual initialization. The text-side ini-
tialization comprises the remaining mT5 param-
eters, including the output projection that maps
final hidden states to vocabulary logits. In standard
mT5 this projection is tied to the input embedding,
but the released Uni-Sign checkpoints store and
train it as a separate lm_head matrix. We label
each initialization by its source checkpoint. Thus,
the “CSL-Daily text-side initialization” denotes the
mT5 portion of the CSL-Daily CSL-to-Chinese
checkpoint (Zhou et al., 2021); “mT5-base” de-
notes the published multilingual model before sign-
language training. In projection swaps, the recip-
ient supplies the rest of the model and the donor
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supplies only the substituted output projection.
Our intervention strategy follows work on iden-

tifying transferable components (Neyshabur et al.,
2020), model stitching and parameter editing
(Bansal et al., 2021; Ilharco et al., 2023), output-
embedding specialization (Chung et al., 2021), and
cross-lingual lexical reinitialization (Artetxe et al.,
2020; de Vries and Nissim, 2021; Minixhofer et al.,
2022; Dobler and de Melo, 2023). Few-sample
fine-tuning motivates explicit checks for optimiza-
tion sensitivity (Zhang et al., 2021), and signed-
language NLP motivates cautious evaluation (Yin
et al., 2021; Müller et al., 2023). Unlike WECH-
SEL or FOCUS, we keep the vocabulary, tokenizer,
architecture, and TSL adaptation task fixed while
varying the parameters used for initialization.

We proceed from coarse to fine interventions.
First, we test whether a fixed visual initialization
contributes equally under different text-side initial-
izations. We then isolate the output projection and
use random, rescaled, and row-permuted controls
to identify which of its properties matter. Finally,
we vary replacement timing and learning rate to
distinguish an initialization effect from a better
final readout or a fixed checkpoint ranking. Ac-
cordingly, our causal interpretation is limited to
output-projection initialization under low-resource
adaptation. The experiments do not isolate Chinese
versus English output-language pretraining as the
causal factor.

2 Setup

Data and splits. We use the Taiwan Sign Lan-
guage Corpus (Ministry of Culture, Taiwan, 2025),
which contains 407 filmed paragraphs, 5,282 an-
notated utterances with Chinese translations, and
25 signers. We split at the paragraph level because
adjacent utterances often share a signer, topic, and
material from the same clause. Each of three folds
uses 243–245 paragraphs (3,176–3,255 utterances)
for training and 135–137 (1,760–1,761) for testing.
Appendix G gives the per-fold counts. The split is
not signer-disjoint: at most 1 test signer per fold is
absent from training. The reported results therefore
measure generalization to held-out paragraphs, not
held-out signers.

Forced-choice diagnostic. BLEU is near the
floor for every model in this study, so we use
a forced-choice diagnostic that remains informa-
tive when free translation quality is low. It con-
tains 940 four-way items spanning 238 content

(a) what one released checkpoint contains

pose branch bridge mT5 body lm_head
6.1M 0.8M 390.3M 192.1M

visual init. text-side init. (mT5)

(b) where each condition takes each part from
visual mT5 body lm_head

intact CSL-Daily CSL-Daily CSL-Daily CSL-Daily
visual only CSL-Daily mT5-base mT5-base

text-side only untrained CSL-Daily CSL-Daily

untrained visual untrained mT5-base mT5-base

projection swap How2Sign How2Sign mT5-base
reverse swap CSL-Daily CSL-Daily How2Sign

body complement How2Sign CSL-Daily How2Sign

component
factorial
(§3.1)

projection
swaps
(§3.2)

(c) what happens to the recombined model

fine-tune all parameters
on TSL: 12 epochs, 3 folds

evaluate: accuracy,
∆sw , free decoding

post-hoc graft (§3.5)

Figure 1: Intervention protocol. (a) A released Uni-
Sign checkpoint is partitioned into a pose branch, the
bridge into mT5, the mT5 body, and the untied output
projection (lm_head). (b) Each row specifies the source
checkpoint for each component. The first four rows
show the core 2 × 2 component factorial; §3.1 adds
the shared stage-1 visual initialization as a provenance
control. The final three isolate the output projection
and its complement in §3.2. (c) All recombined models
are fine-tuned on TSL and evaluated under the same
procedure. The dashed path marks the post-hoc replace-
ment in §3.5, which installs the projection only after
fine-tuning.

words. Each item replaces one content-word slot
in a reference sentence with the gold candidate
or one of three distractors. Distractors match the
gold in corpus part of speech, are close in log fre-
quency, and avoid exact location-and-handshape
collisions (Appendix A). For a candidate c tok-
enized as y1, . . . , yT and a video v, we score each
token conditional on the candidate’s own preceding
tokens and define

s(c | v) = 1

T

T∑

t=1

log pθ(yt | y<t, v) . (1)

The model selects argmaxc s(c | v). Condition-
ing on the candidate prefix avoids dependence on
previous model predictions; mean log probability
controls for candidate length. Absolute accuracy
is not by itself evidence of visual grounding. One
rank-balanced Qwen2.5-1.5B-Instruct mean-token
baseline is exactly 25% (Qwen Team, 2024), while
other text-only scorers given the sentence without
video reach 38.0–55.3%. We therefore use accu-
racy as a task-level measure and base claims about
video dependence on paired input interventions.
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Dependence on clip identity. We measure
whether predictions depend on the target video
by replacing that video with a different, duration-
matched clip from another held-out paragraph
while leaving the sentence and candidate set un-
changed. Let Atarget and Aswap denote accuracy
with the original and substituted clips. We define
wrong-clip sensitivity as ∆sw = Atarget − Aswap.
Positive values therefore indicate that predictions
benefit from the identity of the target clip. We pre-
fer a real substitute to an all-zero pose sequence
because the latter lies outside the training distri-
bution and can even reverse the measured effect
(Appendix A). A near-zero ∆sw should not be in-
terpreted as evidence that no visual information is
represented internally. It can also arise when a de-
coder has collapsed to nearly constant output. We
therefore interpret ∆sw together with free decod-
ing and the bidirectional parameter interventions.
A second 975-item diagnostic targeting referential
pointing signs provides an independent check (Ap-
pendix A).

In tables, Acc. denotes Atarget, while Aswap

is the mean accuracy over three duration-matched
substitute clips. Accuracy contrasts in the text sub-
tract Atarget between model cells; factorial interac-
tions subtract those contrasts. Contrasts use paired
unrounded scores, so subtraction of displayed one-
decimal cells can occasionally differ by 0.1 point
from the reported contrast.

Models, training, and statistics. In Uni-
Sign, the visual initialization comprises a 6.1M-
parameter pose branch over COCO-WholeBody
keypoints (Jin et al., 2020; Jiang et al., 2023) plus a
0.8M-parameter bridge into mT5-base (Xue et al.,
2021). We use released CSL-Daily, CSL-News,
How2Sign, OpenASL, and WLASL checkpoints
(Zhou et al., 2021; Li et al., 2025; Duarte et al.,
2021; Shi et al., 2022; Li et al., 2020). All inherit
stage-1 CSL-News pose pretraining, so the “CSL-
Daily visual initialization” includes that shared
stage plus later CSL-Daily adaptation (§3.1). The
untied 250,112 × 768 output projection contains
192.1M parameters and is stored separately from
the input embedding, allowing independent replace-
ment. RAND-VIS, the no-visual-pretraining base-
line, pairs an untrained pose branch with untouched
mT5-base.

Unless noted otherwise, conditions are fine-
tuned end to end for 12 epochs with Uni-Sign’s pub-
lished learning rates over three paragraph folds; key

CSL-Daily mT5-base

visual init. Acc. ∆sw Acc. ∆sw

CSL-Daily (stage 1 + adapt.) 56.5 +22.1 39.6 -0.5
CSL-News (stage 1 only) 56.0 +22.2 40.2 +1.3
untrained 41.5 +1.6 40.1 +0.0

Table 1: Factorial comparison, pooled over three folds.
Acc. is target-clip accuracy; ∆sw is the percentage-
point drop under duration-matched real-clip substitution.
The middle row isolates shared stage-1 CSL-News pose
pretraining from later CSL-Daily adaptation.

projection replacements are rerun with three seeds
on fold 0. Confidence intervals use paragraph-
clustered bootstrap resampling and paired contrasts
use paragraph-level permutation tests. Full hyper-
parameters and checkpoint provenance are reported
in Appendix G.

3 Results

We first establish whether visual and text-side ini-
tializations interact, then localize that dependence
and test what makes the output projection useful.
We finally test generality, replacement timing, free
generation, and optimization sensitivity.

3.1 Visual pretraining depends on the
text-side initialization

Table 1 reports cell-level Acc. and ∆sw. The
contrasts here use Acc., not ∆sw. With the
CSL-Daily text-side initialization, the visual-
pretraining contrast is 56.5− 41.5 = +15.0 points
([+12.0, +17.9]); with mT5-base it is 39.6−40.1 =
−0.5 points ([-2.2, +1.2]). Their difference is the
interaction: +15.0 − (−0.5) = +15.5 points
([+12.1, +18.9], p < 0.001). The corresponding
∆sw values are +22.1 versus +1.6 in the first col-
umn and −0.5 versus +0.0 in the second, showing
the same conditional pattern in clip dependence.

The middle row locates the accuracy interaction
earlier in Uni-Sign training. Stage-1 pose pretrain-
ing contributes 56.0 − 41.5 = +14.5 points with
the CSL-Daily text-side initialization, while later
CSL-Daily adaptation adds only 56.5 − 56.0 =
+0.5 points. With mT5-base, stage-1 pretraining
contributes 40.2 − 40.1 = +0.1 points. The con-
ditional benefit is therefore already present after
shared pose pretraining rather than being specific
to CSL-Daily visual adaptation.

Cross-loading the two Chinese-output check-
points leaves both combinations near their intact
scores (56.0% and 56.0%). Thus the interaction
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does not require the original jointly trained pair-
ing, motivating a finer intervention on the text-side
initialization.

3.2 The interaction localizes to the output
projection

We use parameter displacement only to choose the
first text-side component to intervene on. Rela-
tive to mT5-base, released input embeddings dif-
fer by only 0.0015–0.0025 in relative L2, whereas
the released output projections differ by 0.92–0.98.
These distances are descriptive and are not treated
as causal explanations.

Replacing only How2Sign’s output projection
with the mT5-base projection raises content-word
accuracy by 25.0 points ([+21.2, +28.9]) and in-
creases wrong-clip sensitivity by +14.7 points
([+11.7,+17.7], p < 0.001). The reverse interven-
tion has the opposite effect: replacing CSL-Daily’s
projection with How2Sign’s lowers accuracy from
56.5% to 24.3% and reduces ∆sw from +22.1 to
+0.3 points. Its residual wrong-clip effect differs
from RAND-VIS by only +0.3 points ([−1.0,+1.6],
p = 0.668); the interval includes zero, so these data
do not show a detectable separation between the
two conditions. Both directions replicate across
three seeds.

A complement control asks whether the sur-
rounding mT5 parameters can reproduce the same
effect without changing the projection. How2Sign
receives all CSL-Daily mT5 parameters except the
output projection while retaining its own projec-
tion. This complement contains 390.3M distinct
parameters, about twice the 192.1M parameters in
the projection, but reaches only 25.5% accuracy
with ∆sw = +2.1 and remains degenerate under
free decoding. The much larger surrounding com-
ponent therefore does not reproduce the rescue. We
consequently localize much of the text-side depen-
dence to the output projection, without treating it
as the only parameter that can matter.

3.3 Token-aligned rows are necessary for a
useful projection

Localization to the output projection still leaves
several explanations open. The successful donors
differ from the original How2Sign projection in
whether they are pretrained, their overall scale,
their script-specific row statistics, and the corre-
spondence between vocabulary rows and the to-
kens scored by those rows. Resetting the projection
gives a modest +3.4-point gain over How2Sign’s

Recipient output-projection donor Acc. ∆sw

How2Sign own 23.9 +0.5
random, norm-matched 27.3 +2.0
mT5-base, rows permuted 27.4 +2.0
CSL-Daily 48.5 +14.3
mT5-base 48.9 +15.2

OpenASL own 24.6 +0.7
CSL-Daily 49.7 +17.3
mT5-base 55.7 +22.6

WLASL own 26.4 +1.8
CSL-Daily 45.9 +10.8
mT5-base 50.0 +15.6

CSL-Daily own 56.5 +22.1
How2Sign 24.3 +0.3
mT5-base 63.0 +29.0

Table 2: Output-projection replacements at initialization.
The recipient supplies all parameters except the output
projection, and the named donor supplies only that ma-
trix. All other parameters and the training procedure are
held fixed. Columns report content-word accuracy and
wrong-clip sensitivity in percentage points; every row
pools the same three folds. Contrasts quoted in the text
use paired, unrounded scores.

original projection ([+0.4, +6.3]), so removing that
initialization can help. The norm-matched ran-
dom projection nevertheless remains 21.6 points
below mT5-base ([-25.7, -17.5]). Changing the
random initialization’s scale changes accuracy by
only +0.4 points ([-1.6, +2.4]), while rescaling
How2Sign’s own projection changes accuracy by
at most about one point (Appendix B).

The row-permutation control directly tests token
correspondence. Before fine-tuning, we randomly
permute the vocabulary rows of the mT5-base pro-
jection. This preserves the exact multiset of rows,
its Frobenius norm, row-norm distribution, singu-
lar values, and conditioning, while changing which
token each pretrained row scores. The input embed-
ding is left unchanged. If the recipient needed only
generic pretrained matrix structure, the permuted
donor should perform like the intact donor.

Instead, the permuted projection reaches 27.4%,
compared with 48.9% for the same matrix with-
out permutation. The 21.5-point loss is large
([-25.5, -17.5]), and wrong-clip sensitivity falls to
+2.0 points. Relative to the norm-matched random
projection, the estimated difference is only +0.1
points ([-2.7, +2.9]); relative to How2Sign’s origi-
nal projection it is modestly positive ([+0.8, +6.3]).
Permuting rows only within script groups also fails
to recover the intact donor (24.8%, [-29.7, -16.7]).
The useful property is therefore not global pre-
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trained structure or script-level scale. The rows
must remain aligned with the tokens they were pre-
trained to score.

This does not identify lexical semantics as the
mechanism, because row-to-token correspondence
remains confounded with other token-specific mT5
geometry. Consistent with that narrower interpreta-
tion, a gloss-to-Chinese projection trained without
video also improves How2Sign, and improvement
does not track video provenance or distance from
mT5-base.

3.4 The effect replicates across recipients
The same three-fold replacement pattern appears
on OpenASL and WLASL (Table 2). The mT5-
base projection improves content-word accuracy by
31.2 and 23.6 points, respectively ([+27.4, +35.0];
[+19.3, +28.0]); CSL-Daily’s projection yields
gains of 25.1 and 19.5 points, with wrong-clip sen-
sitivity rising from near zero in both. The effect
is therefore not How2Sign-specific, although our
evidence remains within the Uni-Sign architecture.

3.5 The projection must be present during
adaptation

A timing intervention tests whether the donor is
merely a better final readout. Installing CSL-
Daily’s projection before fine-tuning improves
How2Sign by 24.6 points, whereas replacing the
projection in the fully trained model changes accu-
racy by only -1.5 points. Across three folds, the
post-hoc graft leaves wrong-clip sensitivity near
zero (+0.3 points, [−0.9,+1.4], p = 0.673).

A 768× 768 ridge map fitted on held-out devel-
opment states provides a stronger readout control.
It lowers donor cross-entropy below How2Sign’s
own projection and recovers 11.8 accuracy points,
yet ∆sw remains near zero. Thus a better final lin-
ear readout can improve lexical scoring without
reproducing the training-time change in clip depen-
dence. The main effect requires the donor to be
present during adaptation (Appendix C).

3.6 Generation and optimization provide
complementary evidence

Unconstrained decoding shows the same order-
ing. How2Sign with its original projection obtains
BLEU 0.01 and only 2.4% distinct outputs, indi-
cating near-constant generation. With mT5-base it
reaches BLEU 2.07 and 77.3% distinct outputs. A
norm-matched random projection reaches BLEU
0.11 with 11.6% distinct outputs, an intermediate

stock-fragment regime (Appendix F). CSL-Daily
improves from BLEU 1.93 to 4.38 with mT5-base,
whereas the How2Sign projection yields BLEU
0.00 with a 93.9% modal output. The replacement
can therefore prevent generation collapse without
producing high-quality TSL translation.

Equation 1 can remain informative when autore-
gressive decoding collapses because it scores each
candidate given its own prefix. A learning-rate
sweep provides a separate optimization check: at
3× 10−4, intact How2Sign differs from RAND-VIS

by −1.2 points ([-7.6, +4.8]), while the projection
effect remains 25.2 points ([+19.8, +30.7]). Ap-
pendix D reports the full sweep.

4 Discussion and conclusion

A fixed visual initialization is strongly beneficial
with the CSL-Daily text-side initialization and
nearly neutral with mT5-base, showing why in-
tact checkpoints can obscure component interac-
tions. The stage-1 condition further shows that
this conditional benefit is already present after the
shared CSL-News pose-pretraining stage, before
CSL-Daily-specific visual adaptation. Because that
stage itself uses CSL-News, this locates the inter-
action without establishing language-general vi-
sual pretraining. Much of the dependence local-
izes to the output projection: one-matrix replace-
ments improve three ASL-derived recipients, the
reverse replacement damages CSL-Daily, and the
twice-larger complement does not reproduce the ef-
fect. Row permutation and timing show that token-
aligned pretrained rows must be present during
adaptation; learning-rate sensitivity shows that ini-
tialization is not the whole account.

More broadly, when checkpoint components
have different training histories, the checkpoint
name is too coarse a unit of analysis. Transferabil-
ity is better treated as a property of a component
in its initialization context than in isolation. This
separates what a component carries into adapta-
tion from whether the surrounding initialization
lets it become useful. Future checkpoint compar-
isons should therefore report component prove-
nance and, where feasible, include recombination
controls before attributing differences to source-
language transfer. These methodological claims do
not establish language matching, semantic ground-
ing, or whether generation collapse causes low
wrong-clip sensitivity.
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Limitations

The evidence comes from one TSL corpus, one
Uni-Sign/mT5 architecture, and one low-resource
adaptation setting. Checkpoint provenance and
written output language are not independently var-
ied across the released checkpoints, so the exper-
iments do not identify a Chinese-versus-English
language effect. The untied 192.1M-parameter out-
put projection is also specific to this architecture.

Our splits are constructed at the paragraph level
rather than by signer. At most 1 test signer per fold
is absent from training, so the evaluation measures
generalization to held-out paragraphs and not to
unseen signers. Whether the same effects hold
under a genuine cross-signer split remains untested
and would be necessary for stronger claims about
deployment.

The row-permutation experiment establishes the
importance of row-to-token correspondence but
does not identify which token-specific property is
causal. Lexical-semantic organization and other
geometry learned during mT5 pretraining remain
entangled within that correspondence. The exper-
iment therefore narrows the mechanism without
fully specifying it.

The forced-choice diagnostic also retains sub-
stantial text-side signal. Matched text-only scorers
reach 38.0–55.3%, and a scorer with additional dis-
course context reaches 66.2%. Moreover, genera-
tion collapse can itself reduce measured wrong-clip
sensitivity, so the diagnostic does not fully sepa-
rate these phenomena. BLEU remains low even
after generation recovers. Some auxiliary donor
controls—including text-only and within-script per-
mutation variants—as well as learning-rate cells
and mechanistic probes use fold 0 only; the main
random and full-permutation controls now pool
all three folds. A fold-0 label-smoothing check
does not rescue intact How2Sign (Appendix D),
but other hyperparameters are not systematically
ablated.

Ethical Considerations

The Taiwan Sign Language Corpus (Ministry of
Culture, Taiwan, 2025) is a research-use beta re-
lease. We redistribute neither corpus material nor
signer metadata, and all reported split statistics
are aggregate counts. Pose keypoints can retain
identity-related cues, so we handle them as poten-
tially identifying data. The location-and-handshape
filter used in the diagnostic is an automated corpus

check rather than linguistic validation. It cannot
replace review by fluent TSL signers or participa-
tion by Deaf communities (Yin et al., 2021; Müller
et al., 2023). The diagnostic design and analysis
did not include consultation with Deaf signers, and
we therefore make no claims about usability or
community benefit.
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A Diagnostics and statistical procedure

The content-word diagnostic replaces one reference
slot with the gold word or one of three distractors.
Gold and distractor tokens share the corpus POS
tag, and distractor types are selected near the gold
in log frequency. Candidates must be standalone
tokens under jieba and must not share the gold
sign’s location and handshape signature. That filter
removes exact sign-phonological collisions, but
near-minimal pairs remain: an audit finds 16.6%
of distractors share the gold location, 6.3% share
its handshape, and 47.0% of items contain at least
one such distractor. These are automated corpus
checks, not human judgments.

The gold occupies each Qwen rank equally often,
which makes the construction-specific Qwen mean-
log-probability baseline exactly 25%. That guaran-
tee does not generalize to other scorers. Under the
same sentence-level input, Qwen with summed log
probability reaches 55.3%, a GLM-family scorer
(GLM Team, 2024) reaches 38.0%, and a unigram
prior reaches 38.3%. With preceding sentences
from the same paragraph Qwen reaches 66.2%, but
the video conditions receive no such discourse con-
text, so this is an unmatched reference.

For the wrong-clip intervention, the substituted
clip comes from another held-out paragraph and
is matched in duration to the target. The median
duration difference is 9 ms, and results average
over three substitute clips. A within-paragraph
substitution, which holds signer and session fixed,
still reduces CSL-Daily accuracy by 18.9 points
([+15.9, +21.8]). The effect therefore persists

when signer, session, and paragraph context are
held more closely matched. We do not use an all-
zero clip as the primary intervention because it
lies outside the training distribution and can even
reverse the direction of the measured effect.

The pointing-sign diagnostic. The second diag-
nostic contains 975 four-way items targeting ref-
erential pointing signs. It is constructed by the
same procedure, with the varied slot placed at a
referential expression rather than a content word.
The items are more predictable from text alone, so
absolute accuracy is less informative than on the
content-word set. Their wrong-clip effects are sub-
stantially larger, however, which makes the set a
useful independent check.

Every main-text intervention produces the same
direction of effect on this set. Intact How2Sign
scores 45.7% with ∆sw = −1.2. Installing mT5-
base’s projection raises accuracy to 85.8% and ∆sw

to +40.0, compared with +15.2 on the content-
word set. In the reverse direction, intact CSL-
Daily scores 77.6% with ∆sw = +33.7. Un-
der How2Sign’s projection it falls to 46.7% and
∆sw = +0.0, eliminating measured clip depen-
dence. Frame shuffling, which removes temporal
order while preserving the frame distribution, re-
duces intact CSL-Daily accuracy by 24.8 points
and the reverse-replacement condition by 0.3.

The two item sets therefore agree on the direc-
tion and the localization of every intervention we
report, differing mainly in how much of the avail-
able wrong-clip effect each resolves. §D notes the
one place they disagree, which concerns additiv-
ity with the learning rate rather than the projection
effect itself.

For each cell, Acc. is the proportion of diagnos-
tic items whose gold candidate ranks first. Swap
accuracy is computed for each of three duration-
matched substitute clips and averaged; ∆sw sub-
tracts this mean from target-clip accuracy. Accu-
racy contrasts subtract paired cell accuracies on
shared items, and interaction contrasts subtract two
such paired differences. All main content-word
confidence intervals use 10,000 bootstrap samples
resampled over paragraphs; paired p-values use
paragraph-level sign-flip permutation tests. Thus
the paragraph, not the item, is the resampling unit.
A pooled three-fold content-word contrast con-
tains 940 items from 341 paragraphs, and the para-
graph count determines the effective sample size.
Holm correction is applied to the original family
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of reported contrasts. The component interaction
remains significant after correction, whereas the
small encoder-only content-word contrast does not.

B Full donor and reset controls

How2Sign lm_head donor Acc. ∆sw

own 23.9 +0.5
mT5-base 48.9 +15.2
mT5-base, rows permuted 27.4 +2.0
mT5-base, permuted in script 24.8 +2.0
CSL-Daily 48.5 +14.3
CSL-News 46.4 +14.3
TSL text 49.1 +14.5
gloss→Chinese 47.3 +10.7
TSL text, drift-matched 43.0 +11.4
random, norm-matched 27.3 +2.0

Table 3: Every output-projection donor tested on
the How2Sign recipient, with content-word accuracy
and wrong-clip sensitivity. The CSL-News, TSL-
text, gloss-to-Chinese, drift-matched, and within-script-
permutation rows are fold 0 only; the norm-matched ran-
dom and full-permutation rows pool three folds. Paired
contrasts quoted in the text compare cells on shared
items.

All neutral or Chinese-capable pretrained donors
improve How2Sign, and the estimated gains over-
lap broadly despite their different provenance. The
gloss-to-Chinese projection improves accuracy by
22.7 points ([+16.6, +29.2]). Its estimated differ-
ence from mT5-base is −0.6 points, with an in-
terval spanning zero ([-3.2, +2.0]). The TSL-text
donor labeled “drift-matched” was trained until its
projection reached a relative L2 distance of 0.913
from mT5-base, comparable to the released fine-
tunes. It still improves How2Sign, but its devel-
opment cross-entropy is 2.63. Because this dis-
placement was obtained partly by overtraining, the
donor is not a clean matched instrument.

The random reset distinguishes pretraining from
mere removal of the English projection: a norm-
matched random projection is 21.6 points below
mT5-base ([-25.7, -17.5]). Changing the random
initialization’s row-norm scale changes accuracy
by only +0.4 points ([-1.6, +2.4]), so scale alone
does not explain the gap to mT5-base. Rescaling
How2Sign’s own projection before training, us-
ing CJK-row correction, radius correction, or both,
changes accuracy by at most about one point and
leaves wrong-clip sensitivity near zero. The same
CJK correction can move accuracy when applied
post-hoc, suggesting a test-time calibration effect
rather than a successful training initialization.

Appendix E reports a complementary gradient
probe before any parameter update.

The permutation donors are described in §3.3.
Both are built from mT5-base’s own projection
with the vocabulary rows reordered, so their row
multiset, Frobenius norm, row-norm distribution
and singular values are identical to mT5-base’s by
construction. The full permutation also changes
the script region associated with each row, whereas
the within-script permutation does not.

C Post-hoc readout tests

A post-hoc replacement re-scores a fully trained
recipient without further training. Pooled over
the three folds, replacing How2Sign’s projec-
tion with CSL-Daily’s changes accuracy by -1.5
points. Across three fold-0 seeds, the correspond-
ing changes are −0.6, +1.5, and −3.6 points,
with score-margin changes of −0.223, −0.209,
and −0.207 nats. The self-replacement control
changes little, and a post-hoc mT5-base projection
also gives small mixed effects across three seeds.
The same mT5-base projection at initialization im-
proves How2Sign by 25.0 points and CSL-Daily
by 6.5 points.

We additionally fit 768 × 768 interface maps
on held-out development states, to test whether a
donor projection simply expects a different hidden-
state basis. How2Sign and CSL-Daily decoder
states are indeed far apart. A ridge map low-
ers the CSL-Daily donor’s dev cross-entropy on
How2Sign states below the recipient’s own projec-
tion and recovers about 12 points of contrastive ac-
curacy, yet ∆sw stays near zero; related orthogonal
and cross-entropy-trained maps show the same dis-
sociation. On CSL-Daily the same kind of aligned
replacement leaves a reduced but nonzero wrong-
clip effect. The alignment can therefore repair a
lexical readout while leaving measured wrong-clip
sensitivity near zero in the trained How2Sign end-
point.

D Optimization and model-selection
controls

The mT5 learning-rate sweep changes the inter-
pretation of the intact ASL baseline but not the
projection effect. On fold 0, How2Sign with its
own projection scores 25.2% at 10−4 and 39.4%
at 3× 10−4; with mT5-base’s projection the corre-
sponding cells reach 56.7% and 64.5%. The paired
projection effects are large at all three rates. At
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3× 10−4, the projection still improves accuracy by
25.2 points.

Both diagnostics show that a higher learning rate
can restore wrong-clip sensitivity, but they differ
on whether the learning-rate and projection effects
are additive. On content words the projection and
learning-rate effects remain separable. On point-
ing signs the additional neutral-projection gain
at the higher rate is +5.1 points ([−0.4,+10.7],
p = 0.074). We therefore avoid claiming a univer-
sal additive mechanism.

A fold-0 run with label smoothing set to zero
leaves intact How2Sign at 23.9%, a −0.6-point
change from the default setting ([-3.3, +2.0]), with
∆sw = −0.3. Removing label smoothing alone
therefore does not rescue this baseline.

The projection effect also persists when model
selection is held to the final epoch. Three cells
were rerun while saving epoch 12 in addition to
the best-dev checkpoint. The effect is 22.7 points
at the best-dev epochs and 24.8 points at epoch 12
([+18.0, +32.1]). Thus the gap is not removed by
evaluating both runs at the same final epoch.

E Gradient probe

Before any parameter update, we backprop-
agate one training step through 12 shared
batches for eight recipient/projection combina-
tions, measuring the visual-component gradient
share, ∥(gpose, gbridge)∥/∥gtotal∥, where gbridge is
the pose-to-mT5 bridge gradient. The four config-
urations that later collapse lie between 0.390 and
0.510; the four that later avoid collapse lie between
0.555 and 0.634. The ordering has no overlap,
but it should not be read as a continuous predic-
tor: CSL-Daily with mT5-base’s projection has
a lower visual-component share than intact CSL-
Daily while reaching higher final accuracy. The
probe shows only that the training signal begins
differently.

Absolute gradients clarify two distinct failures.
How2Sign with a random projection has a very
large pose gradient (34.14) but an even larger mT5-
body gradient (82.62), so this share is low be-
cause the decoder requires repair. CSL-Daily with
How2Sign’s projection instead reduces the pose
gradient to 2.52 from 6.78 under its own projection,
a small absolute gradient on the visual components.
Across-batch gradient cosine stays near zero in
all conditions, so this coherence measure provides
no separation between the two outcome groups in

these runs.

F Free decoding and a noncollapsed
control

Cell BLEU distinct modal

How2Sign, own 0.01 2.4 34.2
How2Sign + mT5-base 2.07 77.3 1.7
How2Sign + permuted 0.19 25.2 8.7
How2Sign + random 0.11 11.6 15.0
How2Sign + CSL-Daily 1.36 86.4 2.0
CSL-Daily, own 1.93 85.6 3.0
CSL-Daily + mT5-base 4.38 88.6 1.3
CSL-Daily + How2Sign 0.00 1.2 93.9
How2Sign + CSL body, own proj. 0.00 0.9 95.4

Table 4: Unconstrained generation, fold 0. “Distinct”
and “modal” are the percentage of output strings that are
unique and the share taken by the single most frequent
string. A near-zero BLEU with high distinctness and
a near-zero BLEU with one repeated string are qualita-
tively different failure modes, which BLEU alone does
not separate.

Projection Illustrative free-decoding output

own “我。。。。。。。。。” (degenerate)
random “我會去” (stock fragment)
mT5-base “怎麼用手語溝通?” (multiword sentence)

Table 5: The three output regimes made concrete: hand-
selected How2Sign fold-0 outputs illustrating qualitative
differences that a near-zero BLEU hides. All quantita-
tive claims rest on the full-set statistics above, never on
these examples.

Table 5 illustrates the three generation regimes:
near-constant output, repeated stock fragments, and
multiword sentences after projection replacement.

The complement control takes CSL-Daily’s
whole mT5 half except lm_head and places it on
How2Sign. It scores 25.5% with ∆sw = +2.1 on
the content-word diagnostic and remains degen-
erate under free decoding (BLEU 0.00, distinct
0.9%). The large surrounding mT5 component
therefore does not substitute for the projection on
either diagnostic or on generation.

To test whether the component ordering is pecu-
liar to collapsed video translation, we replace pose
features with gold gloss sequences and train the
same mT5 to Chinese for 12 epochs, varying only
the initial lm_head. The neutral projection reaches
dev CE 2.050, BLEU 26.46 and 95.8% distinct
outputs. The CSL-Daily projection reaches BLEU
11.99, the How2Sign and OpenASL projections
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reach 1.89 and 1.79, and the norm-matched ran-
dom projection reaches 1.02 with 33.1% distinct
outputs. After training, the task-specific projec-
tions move only about 0.12–0.15 in relative L2

from their own initializations. The same broad or-
dering therefore persists in a regime where the top
model is not degenerate, and the output projection
remains strongly anchored to where it started.

G Checkpoint provenance and
reproducibility

Splits. The corpus holds 407 paragraphs (207
monologue, 200 dialogue), 5,282 utterances and
25 signers. Across the three folds, training takes
243–245 paragraphs (3,176–3,255 utterances), de-
velopment 27 (267–345), and test 135–137 (1,760–
1,761). Folds are balanced on paragraph type and
diagnostic-item count by greedy largest-first assign-
ment, with ties broken on a hash of the paragraph
identifier, so they are deterministic. Signer identity
is not used as a splitting variable: at most 1 test
signer per fold does not also appear in that fold’s
training split, so these are held-out-paragraph splits
and not cross-signer ones. We report signer alloca-
tion only in aggregate, consistent with redistribut-
ing no signer metadata.

Provenance and hyperparameters. Uni-Sign
initializes each downstream sign checkpoint from
stage-1 pose-only pretraining on CSL-News. The
released mT5 bodies stay close to this common
ancestor while lm_head moves much further. Input
embeddings shift only about 0.0015–0.0025 in rel-
ative L2 from mT5-base, whereas released output
projections shift by about 0.92–0.98. Script-wise
row norms also differ between CSL and ASL check-
points, but the random, rescaling and permutation
controls in Appendix B are inconsistent with script
scale as a sufficient explanation of the training-time
improvement.

Unless otherwise noted, training uses AdamW,
batch size 8 with two-step gradient accumula-
tion, a pose-branch learning rate of 3 × 10−4, an
mT5 learning rate of 3 × 10−5, 5% warmup and
label smoothing 0.2. Clips are capped at 192
frames and targets at 64 tokens. The learning-
rate sweep changes only the mT5 rate. Cells are
selected by development cross-entropy, with the
final-epoch control of Appendix D. All reported
distractor candidates are unseen as diagnostic la-
bels during training. Code, analysis scripts and
the per-run measurements behind every number re-

ported here are available at https://github.com/
lopentu/wslp-transfer-artifact. The diag-
nostic items are released as metadata and construc-
tion scripts rather than as text: no corpus material or
signer metadata is redistributed, and no checkpoint
weights are, since the donors carry no redistribution
license.
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Abstract

Deaf signers face persistent communication
barriers in healthcare settings, where reliance
on third-party interpreters can compromise pri-
vacy precisely when confidentiality matters
most. We present LSC-CARE, the first anno-
tated dataset of Catalan Sign Language (LSC)
for the medical domain, comprising 2,784
signed segments (approximately 4.5 hours) pro-
duced by 11 deaf native signers across ten
emergency-care topics. Each segment is paired
with time-aligned ID-gloss annotations pro-
duced by a deaf native linguist and written
Catalan translations produced by an LSC inter-
preter, following conventions consistent with
the LSC SignBank. To assess the dataset’s util-
ity for Sign Language Translation, we bench-
mark three settings: a gloss-free end-to-end
video-to-text model, a cascade of sign language
recognition and gloss-to-text translation, and
an oracle gloss-to-text upper bound. The cas-
cade consistently outperforms the end-to-end
approach despite a high gloss error rate, and,
unlike it, is statistically invariant to signer iden-
tity, while the 21-BLEU gap between cascade
and oracle identifies visual sign recognition as
the main bottleneck for low-resource medical
SLT. We release the dataset to support acces-
sible healthcare technologies for the Catalan
Deaf community.

1 Introduction

Catalan Sign Language (llengua de signes cata-
lana, LSC) is a low-resource language. It is used in
Catalonia, Andorra and the island of Menorca by
25,000 signers in their daily life. Of these, about
12,000 are deaf individuals who use it as their pri-
mary language of communication, while the re-
maining users are hearing individuals, including
family members and professionals, such as inter-
preters, teachers and linguists.1. In the field of

1Data sourced from the Catalan Federation for the
Deaf (FESOCA), officially cited by the Catalan Secre-

machine Sign Language Translation (SLT), dom-
inant paradigms based on large volumes of data
are not directly applicable to LSC due to a "double
minoritization" (Quer, 2012). Despite the existence
of LSC linguistic resources (Barberà et al., 2018)
and the open-access publication of the first refer-
ence corpus of Catalan Sign Language, the Corpus
LSC (Institut d’Estudis Catalans, 2025), we still
face a shortage of data annotated with the neces-
sary conventions to be interpretable by Artificial
Intelligence (AI) systems. Research highlights the
complexity of generating photorealistic and linguis-
tically appropriate signed sequences (Bragg et al.,
2019); (Rastgoo et al., 2021). To address this gap,
approaches are identified that use "core glosses" as
an intermediate representation to shift complexity
toward the inferential capacity of Large Language
Models (LLMs) and preserve translation coherence
(Müller et al., 2023).

This paper presents LSC-CARE, the first anno-
tated corpus of Catalan Sign Language for the
medical domain, together with the first transla-
tion baselines trained on it. Our contributions
are threefold. First, we release a corpus of
2,784 signed question–answer segments across
ten emergency-care topics, produced by 11 deaf
native signers and annotated with time-aligned
ID-glosses and written Catalan translations. Sec-
ond, we benchmark three translation settings —
gloss-free end-to-end, gloss-based cascade, and
an oracle gloss-to-text upper bound — establish-
ing reference results for medical LSC translation.
Third, we provide a statistical analysis of length,
topic, and signer effects that characterises where
each architecture fails, showing that intermedi-
ate gloss supervision yields both higher transla-
tion quality and robustness to signer identity un-
der extreme data scarcity. The full dataset can
be downloaded from: https://huggingface.co/

tariat for Language Policy (Generalitat de Catalunya) in
https://tuit.cat/8HN3H
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datasets/projecte-aina/LSC-CARE

2 Related Work

Sign language corpora. Progress in SLT has been
driven by a small number of annotated benchmarks.
RWTH-PHOENIX-Weather 2014T (Camgöz et al.,
2018; Forster et al., 2014) pairs roughly 11 hours
of German Sign Language weather broadcasts with
glosses and German text; CSL-Daily (Huang et al.,
2018) provides about 23 hours of Chinese Sign Lan-
guage across everyday topics; How2Sign (Duarte
et al., 2021) offers around 80 hours of instruc-
tional American Sign Language. At larger scale,
YouTube-SL-25 (Tanzer and Zhang, 2025) mines
over 3,000 hours of weakly aligned captioned video
across 25+ sign languages, trading annotation qual-
ity for volume. A common trait of the annotated
corpora is domain restriction: each covers one nar-
row communicative context, and models trained on
them transfer poorly beyond it. For LSC specifi-
cally, available resources include the reference Cor-
pus LSC (Barberà et al., 2015; Institut d’Estudis
Catalans, 2025), but no resource targets the medical
domain, and none provides the gloss-level annota-
tion density required for cascade SLT. LSC-CARE
fills this gap at the extreme low-resource end of the
landscape: at 4.5 hours it is less than half the size
of PHOENIX14T, while covering a domain (emer-
gency healthcare) where translation errors carry
direct consequences for patient safety.

Translation architectures. Computational ap-
proaches divide into gloss-based and gloss-free
paradigms. Gloss-based cascades decompose the
task into continuous sign language recognition, typ-
ically trained with CTC (Graves et al., 2006), fol-
lowed by gloss-to-text translation (Camgöz et al.,
2018); TwoStream-SLR/SLT (Chen et al., 2022)
represents the state of the art, fusing RGB and
pose-keypoint streams before CTC decoding. The
paradigm benefits from modular supervision and
diagnosable errors, but inherits an information ceil-
ing: glosses systematically discard non-manual
markers, spatial grammar, and prosody (Müller
et al., 2023). Gloss-free end-to-end systems (Zhou
et al., 2023) avoid the annotation bottleneck and
have become dominant where large data exists
(Tanzer and Zhang, 2025; Zhang et al., 2024), but
jointly learning visual parsing, alignment, and gen-
eration demands training volumes far beyond what
low-resource languages can offer. Which paradigm
degrades more gracefully under extreme scarcity

remains an open empirical question.

2.1 LSC-CARE: Data Compilation
After doing research into the emergency proto-
cols of the public hospitals in Catalonia, we com-
piled a set of possible doctor–patient interactions
in emergency settings. We recreated possible
question-answer pairs between doctor and patient
and recorded the LSC version of each sentence.
Signer EB is the dedicated question signer, while
the remaining 10 signers provide different possible
answers to each question. The topics selected were
the following: personal data; triage; general; trau-
matology; gynecology; pediatrics; ophthalmology;
otorhinolaryngology; dermatology; pneumology.
Table 1 shows the distribution of LSC-CARE by
anonymised signer and medical domain.

The recruited deaf signers watched the recorded
LSC questions and proposed two or three possible
answers to that question. The dataset was there-
fore augmented in terms of linguistic expressions,
lexicon and dialectal variation. This increased the
dataset’s linguistic and lexical diversity, as well
as its dialectal variation across gender, age, and re-
gion. The dataset was professionally recorded in an
audiovisual recording studio at the university sign
language lab at a resolution of 747x420 or 560x420
pixels and 25 fps (see Figure 1). The studio has a
chroma key background to clearly distinguish the
signer. Only one signer per shot was recorded.

2.2 Deaf native signers profiles
A total of 11 deaf signers were recorded. They
are all native signers, born in deaf families and at-
tended bilingual or specific schools, depending on
the age. They are all affiliated to a deaf club and
therefore their usual interaction language is LSC.
Including native signers allows to describe natu-
ral grammatical structures at their optimal stage of
neurocognitive development, establishing a reliable
baseline against which to compare other develop-
mental variants or instances of second-language
acquisition. This confirms that the sample of LSC
included in the LSC-CARE contains morphosyn-
tactic structures complex enough to be considered
a baseline. Moreover, a balanced amount of gender
variation and age groups was achieved, belonging
to the three age groups established in the LSC Cor-
pus (Barberà et al., 2015), namely the first group
age from 18 to 30 years old, the second age group
from 31 to 50 years old and the third age group
from 51 to 80 years old. Table 2 summarises the
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Signer ID Dat. Tri. Tra. Gen. Gyn. Ped. Opht. Oto. Der. Pne. Total
EB(Q) 8 7 37 17 8 12 11 12 21 13 146
BF - - 74 - - - - - 72 - 146
CW 72 - - 39 - - - 41 - - 152
DC - - - - - - - 76 71 - 147
DT 19 39 99 46 34 48 54 67 59 30 495
FB 44 22 131 65 23 36 30 37 96 57 541
FW - 68 - - - 70 - - - - 138
GW - 54 - - - - - - - 75 129
NU 65 45 - - 51 - - - - 100 261
TT 65 - 244 - - - - - 109 73 491
YB 43 - 75 - - - - - - 20 138
Total 316 235 660 167 116 166 95 233 428 368 2784

Table 1: Number of segments per anonymised signer and medical domain in LSC-CARE. The row Total reports the
column sum per domain; the column Total reports the row sum per signer. [*] The abbreviations for each column
are as follows: Dat. = personal data; Tri. = triage; Tra. = traumatology; Gen. = general; Gyn. = gynecology; Ped. =
pediatrics; Opht= ophthalmology; Oto. = otorhinolaryngology; Der. = dermatology; Pne. = pneumology.

Male Female Total
18-30 y.o. BF CW 2
31-50 y.o. FB; TT FW; DC 4
51-80 y.o. YB; GW EB; DT; NU 5
Total 5 6 11

Table 2: Signer’s profiles according to age and gender.

different profiles.

2.3 Data characteristics and transcription

The dataset is distributed in Parquet format, with
each instance representing a segmented video
recording mapped to both its linguistic annotations
and target natural language translation. Every sam-
ple includes precise video tracking via the signal
field—which specifies the local file path to the cor-
responding .mov or .mp4 video—alongside sig-
nal_start and signal_end timestamps in seconds to
define the exact temporal boundaries of the seg-
ment. For linguistic supervision, the glosses field
provides human-annotated sign glosses transcribed
in sequential order, while the output field contains
the finalized clinical sentence translation in written
Catalan.

The glosses used in the annotation process of the
LSC-CARE belong to the list of tokens of the LSC
database project developed at the Institut d’Estudis
Catalans (Quer, 2017) and are part of the project
under development LSC SignBank. Using the list
of tokens ensures that the glosses used in the an-
notation remain consistent with the tags. Besides

manually annotating each sign with the correspond-
ing gloss and time slot, the global temporal span
of the signed sentence was also defined with the
corresponding written Catalan translation. Follow-
ing usual technical and methodological motivations
(Fenlon and Hochgesang, 2022), the ID-glosses an-
notation of the LSC-CARE was done by a deaf na-
tive linguist, while the corresponding Catalan trans-
lation was done by an LSC interpreter. This guar-
antees a correct identification of each sign with an
ID-gloss and avoids possible spoken language bias
of the transcription of the structure of the signed
sentence.

3 Dataset Statistics

The complete dataset contains 2,784 segments to-
talling approximately 4.5 hours of active signing.
Data were partitioned 80/10/10 into training (2,227
segments, 3.5 h), validation (278), and test (279)
splits by random shuffling at the segment level
with a fixed seed. The splits are therefore signer-
dependent: all signers may appear in all splits.
This choice is deliberate, given current SLT per-
formance levels on corpora of this size, holding
out entire signers would leave too little training sig-
nal, but it means reported results reflect seen-signer
conditions, a point we return to in the Limitations
(Section 9).

The training split contains 26,145 gloss tokens
over 3,502 types. The distribution is heavily Zip-
fian (estimated slope −1.11): the most frequent
gloss, the first-person index IX1, alone accounts
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Figure 1: Examples of how the dataset was recorded. On the left, the recording setup. On the right, an example
from the dataset for the sentence Yes, I do have diarrhea.

for 7.0% of all tokens, the 100 most frequent types
cover 49.1% of the corpus, while 43.1% of the vo-
cabulary (1,511 types) are singletons and 77.5%
of types occur fewer than five times. Mean gloss
sequence length is 11.8 glosses per segment (me-
dian 10, range 1–66), and mean gloss articulation
duration is 0.56 s (10th–90th percentile 0.15–1.07
s).

The annotation convention encodes morphology
directly in the label. Plain lexical glosses (e.g.
FEBRE, PASTILLA) comprise 29.7% of types but
54.5% of tokens; hyphenated compound and modi-
fied forms — directional indices such as IX1-BD,
classifier constructions such as CL-B, lexicalised
compounds such as TOCAR-COR — comprise
68.1% of types, of which 83.1% occur fewer than
five times, forming most of the long tail. A small
set of fingerspelled sequences (75 types, 0.6% of
tokens), covering names, medication names, and
contact details, is retained as single gloss units fol-
lowing the original annotation. This distribution,
a small dense head and a vast sparse tail domi-
nated by productive morphology, mimics an actual
scenario where patients may employ infrequent or
even out-of-vocabulary expressions.

4 Methodology

We have measured the usefulness of our dataset on
the task of Sign Language Translation (SLT) on the
following different settings (for detailed hyperpa-
rameters, consult section A):

End-to-End: A direct Video-to-Text neural
model that translates sign language video directly
into target text without an explicit gloss supervision
bottleneck.

Cascade: A two-stage pipeline consisting of a
Video-to-Gloss recognition model followed by a
Gloss-to-Text translation model.

Oracle: A baseline model utilizing ground-truth
(reference) glosses as input to the Gloss-to-Text
translation model, serving as the empirical upper
bound for the cascade architecture.

4.1 End-to-End Architecture
The End-to-End (E2E) pipeline maps an input se-
quence of raw video frames directly to a target writ-
ten Catalan sentence without utilizing an intermedi-
ate gloss representation (Sant et al., 2025b). Built
on top of the MultimodalHugs framework (Sant
et al., 2025a) using its video2text module, the
model connects a visual feature extractor, a learned
multimodal mapper, and a sequence-to-sequence
translation backbone.

4.1.1 Visual Feature Extraction
Input sign language videos are temporally subsam-
pled, and each frame is resized to 224 × 224 pix-
els and normalized using ImageNet (Deng et al.,
2009) statistics. Per-frame spatial representations
are extracted using a pretrained CLIP ViT-B/32 vi-
sual encoder (Radford et al., 2021). The extracted
features are the final Transformer encoder layer’s
contrastive projection.

4.1.2 Multimodal Mapping
To bridge the gap between frame-level visual em-
beddings and the token embedding space expected
by the downstream translation decoder, a learned
multimodal mapper projects each 512-dimensional
visual embedding xt ∈ Rdv at frame t into a
mapped feature vector zt ∈ Rdm . We employ a
linear mapper that projects the visual feature ex-
tractor continuous representations to the embed-
ding space of the translation backbone. Different
options were explored, but the following simple
configuration produced the best results while being
the most parameter-wise efficient:

zt = Wxt + b (1)

where W ∈ Rdm×dv and b ∈ Rdm .
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4.1.3 Translation Backbone
We utilize M2M-100 (418M parameters) (Fan et al.,
2021) 2 as the translation backbone. The en-
coder input embeddings are replaced directly by
the mapper’s projected visual frame embeddings,
while the decoder retains its pretrained multilin-
gual sequence-to-sequence weights. Translation
direction is explicitly prompted via special control
tokens: an __lsc__ token is prepended to the in-
put sequence to indicate a sign language source,
and the decoder is initialized with __ca__ to force
generation in written Catalan.

4.2 Cascade Architecture
The Cascade pipeline decomposes sign language
translation into two modular stages: Sign Language
Recognition (SLR / Video-to-Gloss) followed by
Gloss-to-Text (G2T) translation (Camgöz et al.,
2018).

4.2.1 Stage 1: Sign Language Recognition
(Video-to-Gloss)

The SLR model extracts per-frame visual fea-
tures using CLIP ViT-B/32. Because per-frame
CLIP embeddings are temporally independent, tem-
poral context is introduced through two stacked
sequence-modeling components:

Temporal Convolutional Network (TCN): A
two-layer 1D convolutional network processes the
feature sequence along the time axis. The first layer
subsamples the temporal dimension while project-
ing features into a higher dimension; the second
layer applies a dilated convolution to extend the
effective receptive field without further downsam-
pling.

Temporal Transformer Encoder: The down-
sampled sequence is processed by a stack of Trans-
former encoder layers (Vaswani et al., 2017). Stan-
dard sinusoidal positional encodings are added be-
fore the first layer to inject temporal order:

PE(t,2i) = sin

(
t

100002i/d

)
,

PE(t,2i+1) = cos

(
t

100002i/d

) (2)

where d is the model dimension and t is the frame
position. Pre-layer normalization is applied before
each sub-layer for training stability.

2https://huggingface.co/facebook/m2m100_418M

A linear projection layer maps the output of the
Temporal Transformer encoder to a frame-level
distribution over the target gloss vocabulary (plus
the CTC blank token ϵ). The recognition stage is
trained alignment-free using Connectionist Tempo-
ral Classification (CTC) loss. At inference time,
predicted frame alignments are collapsed into a dis-
crete gloss sequence g via greedy or beam-search
decoding.

4.2.2 Stage 2: Gloss-to-Text Translation
The predicted gloss sequence g is passed to the
downstream G2T model, which consists of a fine-
tuned M2M-100 (418M) backbone trained on
(gloss sequence, Catalan sentence) pairs. The same
control token protocol is maintained: __lsc__
prompts the input gloss sequence and __ca__ trig-
gers target text generation.

4.3 Oracle Baseline

Because the Cascade pipeline decouples recogni-
tion from translation, we also evaluate the G2T
model in an Oracle setting. In this configuration,
the visual SLR model is bypassed entirely, and
ground-truth (reference) glosses from the dataset
are fed directly into the fine-tuned M2M-100 trans-
lation backbone. This setup isolates the Gloss-to-
Text generation capacity from visual perception
noise, establishing an empirical performance upper
bound for the cascade paradigm.

4.4 Evaluation

Evaluation is conducted using standard lexical pre-
cision metrics (BLEU (Papineni et al., 2002), ChrF
(Popović, 2015) ), TER (Snover et al., 2006) and
semantic/quality estimation metrics (BERTScore
F1 (Zhang et al., 2020), CometKiwi (Rei et al.,
2022)). Statistical significance is assessed via Pear-
son correlation (r), Spearman rank correlation (ρ),
one-way ANOVA (St»hle and Wold, 1989), and
Kruskal-Wallis non-parametric tests (Ostertagova
et al., 2014).

5 Experimental Setup

All models and experimental pipelines were imple-
mented in Python using PyTorch (Paszke et al.,
2019) as the primary deep learning framework.
Evaluation was performed using sacrebleu (Post,
2018) 3. All experiments where conducted on a
single NVIDIA RTX 3090 with 24GB of VRAM

3"nrefs:1|case:mixed|eff:no|tok:13a|smooth:exp|version:2.5.1"
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and using 50GB of system RAM. Each training
took approximately 2 days under these settings.

Due to structural differences in model architec-
ture and infrastructure requirements, the two core
translation paradigms were implemented using dis-
tinct framework ecosystems.

5.1 End-to-End Pipeline Implementation

The End-to-End (e2e) pipeline was built using
multimodalhugs, an open-source extension of the
Hugging Face ecosystem designed for training,
evaluating, and deploying multimodal architectures
within standard Hugging Face workflows. The
framework provides a generalized data pipeline ca-
pable of processing heterogeneous multimodal in-
puts. Experiment execution is managed via YAML-
based configuration files, with full integration with
Weights & Biases (W&B) for real-time tracking,
metric logging, checkpoint saving, and experiment
resumption.

5.2 Gloss-Based Cascade Pipeline
Implementation

Because existing open-source libraries provided in-
sufficient support for the two-stage visual-to-gloss-
to-text pipeline, the Cascade architecture was im-
plemented from scratch using PyTorch:

Video-to-Gloss (V2G): The first-stage visual
recognition network uses a custom PyTorch im-
plementation combining the feature extraction and
projection modules described in Section 4.2.

Gloss-to-Text (G2T): The second-stage text gen-
eration module directly fine-tunes a pre-trained
M2M-100 (418M) model checkpoint using the na-
tive Hugging Face Trainer API.

Both stages of the gloss-based pipeline support
metric-driven early stopping, automatic checkpoint-
ing, and W&B experiment tracking.

6 Results

In this section, we present an empirical evalua-
tion of three translation setups: the direct End-to-
End (E2E) model, the two-stage Cascade model,
and the Oracle model (which consumes ground-
truth target glosses to establish an empirical up-
per bound). We analyze corpus-level performance,
sequence length behaviors, domain topic sensitiv-
ity, and demographic fairness across signers, age
groups, and genders.

6.1 Overall System Performance and Output
Lengths

Table 3 summarizes overall corpus-level perfor-
mance alongside generated sentence length statis-
tics across all three architectures. Ground-truth
gloss translation (Oracle) outperforms all mod-
els across every metric, reaching a BLEU score
of 25.97, ChrF of 48.14, BERTScore F1 of 84.28,
and CometKiwi of 55.86.

The two-stage Cascade model consistently out-
performs direct E2E translation on surface and lex-
ical precision, gaining +1.90 BLEU points, +4.19
ChrF points, and +3.68 BERTScore F1 points.
However, both architectures yield comparable
overall semantic quality according to CometKiwi
(42.40 for E2E vs. 41.58 for Cascade).

A notable difference emerges in generated text
volume:

E2E model: generates an average prediction
length of 13.22±9.43 words, closely mirroring the
target reference length distribution (15.09 ± 9.73
words).

Cascade model: exhibits severe sentence trunca-
tion, averaging only 9.67± 6.80 predicted words
per sample.

Comparing Cascade against Oracle isolates the
performance bottleneck introduced during visual
sign recognition (Video-to-Gloss). Visual recog-
nition errors account for large drops across all
metrics: −21.17 BLEU (25.97 → 4.80), −28.48
ChrF (48.14 → 19.66), −11.15 BERTScore
F1 (84.28 → 73.13), and −14.28 CometKiwi
(55.86 → 41.58). Furthermore, removing video
recognition errors restores prediction sequence
length from 9.67 words to 14.56 ± 10.24 words
in the Oracle setup.

6.2 Length Effects and Correlation Analysis

We evaluated the relationship between sequence
length variables and performance metrics using
sample-level Pearson (r) and Spearman (ρ) corre-
lation tests (Table 8).

All models display statistically significant neg-
ative correlations between target lengths (Gloss
Length and Reference Word Length) and n-gram
precision (BLEU, p < 0.001). Longer input sign-
ing sequences compound translation degradation.

However, output length dynamics differ funda-
mentally:
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Model Avg Words WER ↓ BLEU ↑ ChrF ↑ BS F1 ↑ CKiwi ↑
E2E 13.22± 9.43 – 2.90 15.47 69.45 42.40
Cascade 9.67± 6.80 83.24 4.80 19.66 73.13 41.58
Oracle 14.56± 10.24 – 25.97 48.14 84.28 55.86

Table 3: Overall Corpus Results and Prediction Length Statistics across Evaluation Pipelines (Reference Target:
15.09± 9.73 words, 11.04± 6.77 glosses).

E2E Character Overlap: In E2E, generating
longer sequences strongly correlates with higher
character-level precision (ChrF Pearson r =
0.320, p < 0.001; Spearman ρ = 0.631, p <
0.001). While producing longer hypotheses in-
creases character match rates, it does not translate
into higher sequence-level BLEU or BERTScore
F1.

Oracle Uniform Degradation: In the Oracle sys-
tem, longer generated sequences yield uniformly
lower scores across all metrics (p < 0.05), suggest-
ing that longer sequences remain harder to translate
even when visual recognition noise is removed.

6.3 Categorical, Demographic, and Domain
Analysis

To analyze system stability across topics and demo-
graphics (Signer ID, Age Group, Gender), we con-
ducted parametric one-way ANOVA (F ) and non-
parametric Kruskal-Wallis (H) hypothesis tests (Ta-
ble 4).

The statistical test comparisons yield three key
structural insights:

Signer and Demographic Invariance in Cascade:
In the Cascade model, performance variations
across signers, age groups, and genders are sta-
tistically non-significant (p > 0.05). This is consis-
tent with the intermediate gloss sequence abstract-
ing away signer-specific visual variation, although,
given the low absolute scores, part of this invari-
ance may reflect a floor effect (see Section 9).

Demographic Sensitivity in E2E: The E2E ar-
chitecture exhibits significant sensitivity across
signers (p < 0.001), age groups (p < 0.01), and
genders (p < 0.05). For example, the 18–30
age bracket achieves higher BLEU (2.72) and
BERTScore F1 (69.24) than older signers, while
female signers score higher on CometKiwi (28.07
vs. 24.41). E2E models appear to directly inherit
visual domain bias without intermediate abstrac-
tion.

Origin of Demographic Disparities: In the Or-
acle system, demographic variance across Age
Group and Gender drops to complete statistical
non-significance (p > 0.05). This suggests that
observed demographic disparities in sign language
translation originate entirely within the visual fea-
ture extraction phase rather than downstream text
translation.

7 Discussion

The comparative evaluation yields a central empir-
ical finding: an explicit gloss bottleneck appears
to be a useful inductive bias in an extreme low-
resource Sign Language Translation (SLT) setting.
The cascade pipeline outperforms the end-to-end
model on overlap-based metrics, with compara-
ble CometKiwi scores, despite high error rates in
the initial recognition stage. This performance dif-
ferential indicates that even noisy symbolic inter-
mediates retain sufficient structural information to
constrain sequence generation better than direct
visual conditioning, which—when trained on ap-
proximately 3.5 hours of video—exhibits severe
target-language degeneration toward fluent yet un-
faithful output. Qualitatively, the primary failure
mode of the end-to-end architecture is topic hallu-
cination, characterized by syntactically fluent Cata-
lan output detached from source content, occasion-
ally degenerating into long templated narratives.
In contrast, cascade errors are traceable directly to
transcription noise within the intermediate recogni-
tion stage. Section C shows a list of examples of
the most common translations errors produced by
our systems.

Detailed analysis of generation errors via Trans-
lation Edit Rate (TER) alignment—which accounts
for phrasal block shifts alongside standard edit dis-
tance—identifies 3,872 edit operations across 4,210
reference tokens, yielding an overall cascade TER
of 91.97%. The error distribution is dominated by
substitutions (43.87%, 1,847 instances) and dele-
tions (40.02%, 1,685 instances), whereas insertions
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Cascade End-to-End Oracle

Category Metric ANOVA F Kruskal H ANOVA F Kruskal H ANOVA F Kruskal H

Topic
BLEU 1.420 (n.s.) 14.385 (n.s.) 0.421 (n.s.) 14.544 (n.s.) 1.597 (n.s.) 18.404∗

ChrF 1.813 (n.s.) 15.651 (n.s.) 0.434 (n.s.) 11.503 (n.s.) 3.001∗∗ 22.577∗∗

CometKiwi 1.981∗ 15.892∗ 5.444∗∗∗ 42.852∗∗∗ 3.053∗∗ 21.716∗∗

Signer
BLEU 0.891 (n.s.) 15.283 (n.s.) 2.979∗∗ 31.874∗∗∗ 1.238 (n.s.) 15.154 (n.s.)
ChrF 0.823 (n.s.) 2.907 (n.s.) 3.724∗∗∗ 60.757∗∗∗ 1.404 (n.s.) 14.714 (n.s.)
CometKiwi 1.655 (n.s.) 13.806 (n.s.) 5.079∗∗∗ 47.073∗∗∗ 2.520∗∗ 22.073∗

Age Group
BLEU 0.607 (n.s.) 2.945 (n.s.) 9.974∗∗∗ 11.930∗∗ 0.052 (n.s.) 0.217 (n.s.)
CometKiwi 1.465 (n.s.) 2.303 (n.s.) 5.819∗∗ 11.868∗∗ 1.549 (n.s.) 3.361 (n.s.)

Gender CometKiwi 3.292 (n.s.) 0.996 (n.s.) 5.887∗ 3.969∗ 0.141 (n.s.) 0.181 (n.s.)
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001, n.s. = not significant.

Table 4: ANOVA (F ) and Kruskal-Wallis (H) Tests Across Domain Topics and Demographic Factors.

(4.13%, 174 instances) and block shifts (3.94%,
166 instances) occur at markedly lower frequencies.
The low shift frequency indicates that word-order
misalignment is minimal, indicating that phrase
structure is largely preserved when target vocabu-
lary is correctly generated. Conversely, high dele-
tion rates reflect a sequence collapse associated
with the underlying Connectionist Temporal Clas-
sification (CTC) recognition bottleneck in visually
ambiguous regions. High substitution rates point
to downstream language model hallucination when
generating text from truncated gloss input. Perfor-
mance varies across thematic domains, with higher
error rates recorded in specialized categories such
as Dermatology (96.67% TER) and Pneumology
(94.24% TER) compared to broader categories like
Triage (87.99% TER) and Personal Data (89.29%
TER). Errors on fingerspelled and numeric content
(e.g., dosages, contact details) remain clinically
critical while contributing proportionally little to
aggregate overlap metrics.

Categorical decomposition across signers reveals
bounded variance (ranging from 82.67% TER for
signer GW to 101.11% for CW), consistent with
the hypothesis that symbolic gloss representations
mitigate signer-specific visual variance. However,
given the high baseline error rate, this relative in-
variance may partially reflect a floor effect. Fur-
thermore, as data splits are signer-dependent, gen-
eralization to unseen signers remains unverified. Fi-
nally, oracle experiments delineate the upper bound
of gloss-mediated approaches: even with error-free
recognition, a subset of target sentences receives
low scores, highlighting information unencoded
by standard gloss sequences, such as spatial gram-
mar, non-manual markers, and deictic references.

These findings point toward two clear research
directions: improving visual recognition through
motion-aware encoders and pose dynamics, and en-
riching the intermediate representation beyond uni-
gram glosses without removing the structured inter-
mediate supervision required in data-constrained
settings.

8 Conclusions

We presented LSC-CARE, the first annotated cor-
pus of Catalan Sign Language for medical com-
munication: 2,784 segments across ten emergency-
care topics, signed by 11 deaf native signers and
annotated with ID-glosses and Catalan translations
by deaf and hearing experts. Benchmarking three
translation settings, we found that a gloss-based
cascade clearly outperforms a gloss-free end-to-end
model under extreme data scarcity, that the cascade
is robust to signer identity where the end-to-end
model is not, and that the dominant bottleneck is
recall in the visual recognition stage rather than
gloss-to-text generation. These results establish
reproducible baselines for medical LSC transla-
tion and suggest that for severely under-resourced
sign languages, structured intermediate supervision
buys more than its annotation cost. Future work in-
cludes motion- and pose-aware visual encoders tar-
geting classifier constructions and dedicated letter-
level fingerspelling recognition. LSC-CARE and
evaluation code will be publicly released.

9 Limitations

LSC-CARE is a domain-specific resource, and
its limitations follow from its design. First, the
data consists of scripted question–answer interac-
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tions recreated from hospital emergency protocols
rather than spontaneous doctor–patient conversa-
tion; elicited signing may differ from naturalistic
clinical discourse in register and turn-taking, and
models trained on it may not transfer to conversa-
tional or non-medical settings.

Second, our data splits are random at the seg-
ment level, so all signers and topics are seen dur-
ing training. We consider signer-independent eval-
uation premature at current performance levels
and corpus size, but this means our results char-
acterise seen-signer conditions only, and the cas-
cade’s signer invariance should not be read as gen-
eralisation to unseen signers.

Third, the corpus is small ( 4.5 hours), constrain-
ing architectural conclusions: the low absolute
scores mean some null results, including aspects
of the signer-invariance finding, may partly reflect
floor effects. Our correlation and categorical anal-
yses also involve many hypothesis tests without
multiple-comparison correction, so individual sig-
nificance values should be interpreted cautiously.

Fourth, sequences making heavy use of classifier
predicates were excluded from the current anno-
tated release because lexicon-based conventions
cannot yet transcribe them consistently. Since clas-
sifier predicates are central to symptom description,
this removes some of the most clinically relevant
material; annotating it is a priority for future re-
leases. Relatedly, fingerspelled items are retained
as single opaque gloss units, which our error anal-
ysis identifies as a weakness for exactly the con-
tent where errors matter most, such as medication
names and identifiers.

Finally, evaluation is automatic only. No hu-
man evaluation with Deaf users, interpreters, or
clinicians was conducted, and automatic metrics
under-penalise clinically critical errors such as lat-
erality mistakes or corrupted contact information;
the systems reported here are research baselines,
not deployable clinical tools.

10 Ethical Statement

The procedure performed in this study was con-
ducted in accordance with the ethical standards of
the institutional research committee of our institu-
tion. Written informed consent was obtained from
all 11 participating signers prior to recording, cov-
ering both their participation in the study and the
public release of their identifiable video recordings
as part of the dataset; participants were informed

that, unlike text or audio, signed video cannot be
anonymised without destroying its linguistic con-
tent, and retained the right to withdraw at any point
before release.

Regarding representativeness, the signer pool
was balanced by age and gender (Table 2) but is
homogeneous in ethnicity, with all 11 signers be-
ing white/Caucasian. This reflects the demographic
composition of the Catalan Deaf signing commu-
nity from which participants were recruited, rather
than a sampling choice, but it means the dataset
does not capture the visual or linguistic variation
associated with more ethnically diverse Deaf com-
munities, and systems trained on it should not be
assumed to generalise to signers outside this demo-
graphic profile without further validation.
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A Training Hyperparameters

Hyperparameter Value

Trainable components All model components
Projected feature dimension 512
Optimizer AdamW (β1 = 0.9, β2 = 0.998)
LR schedule Inverse square root
Effective batch size 64 (1× 64 accumulation steps)
Gradient clipping Disabled (max grad norm = 0)
Weight decay 0
Label smoothing 0.1
Frame stride 2
Precision FP16
Early stopping Patience = 15 (metric: SacreBLEU)
Decoding metric SacreBLEU + ChrF

Table 5: Hyperparameter configurations for the End-to-End (E2E) translation model.

B Length and Performance Comparison
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Component Hyperparameter Value

Visual Backbone (shared)

CLIP encoder Checkpoint openai/clip-vit-base-patch32
CLIP encoder Output representation 512-dim contrastive projection

Temporal CNN (Video-to-Gloss)

Conv layer 1 Filters 2,048
Conv layer 1 Kernel size 5
Conv layer 1 Stride 2
Conv layer 1 Padding Same-style
Conv layer 2 Filters 512
Conv layer 2 Kernel size 5
Conv layer 2 Dilation 2 (effective receptive field: 9 frames)
Conv layer 2 Stride 1
Conv layer 2 Output dimension 512
Both layers Normalisation Batch normalisation
Both layers Activation ReLU
Both layers Dropout 0.2

Temporal Transformer Encoder (Video-to-Gloss)

Positional encoding Type Sinusoidal
Positional encoding Dropout 0.1
Encoder Layers 6
Encoder Model dimension 512
Encoder Attention heads 8
Encoder FFN dimension 2,048
Encoder Attention dropout 0.1
Encoder FFN dropout 0.1

Output Head (Video-to-Gloss)

Linear head Input dimension 512
Linear head Gloss vocabulary size 3,951 classes
Linear head Training/inference loss CTC

Gloss-to-Text (G2T)

Backbone Architecture M2M-100
Backbone Parameters 418M
Backbone Shared vocabulary 128,113 tokens
Backbone Encoder layers 12
Backbone Decoder layers 12
Backbone Model dimension 1,024
Backbone FFN dimension 4,096
Backbone Special token __lsc__ Marks input as LSC gloss sequence

Table 6: Hyperparameter configuration for the Cascade architecture using the 512-dimensional CLIP contrastive
projection variant, split into the Video-to-Gloss (V2G) recognition stage and the Gloss-to-Text (G2T) translation
stage.
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Hyperparameter Video-to-Gloss (V2G) Gloss-to-Text (G2T)

Base model / backbone CLIP ViT-B/32 (unfrozen) M2M-100 418M (fine-tuned)
Optimizer AdamW (β1 = 0.9, β2 = 0.998) AdamW (β1 = 0.9, β2 = 0.998)
Learning rate (backbone) 5× 10−6 —
Learning rate (other / full) 5× 10−4 3× 10−5

LR schedule Linear warmup + cosine decay Warmup ratio 0.1
Warmup steps / ratio 200 steps Ratio 0.1
Max epochs 80 15
Batch size (per device) 2 8
Gradient accumulation 32 (effective 64) 4
Weight decay 0.01 (backbone) / 0.05 (full) 0.05
Gradient clipping 5.0 —
Frame stride 2 —
Max sequence length — 128 tokens
Decoding — Beam search (k = 5)
Precision FP16 FP16
Early stopping Patience 10 (WER) Patience 5 (SacreBLEU)

Table 7: Hyperparameter configurations for the Cascade model, split in Video-to-Gloss (V2G) and Gloss-to-Text
(G2T) model training.

Cascade End-to-End Oracle

Variable Metric Pearson r Spearman ρ Pearson r Spearman ρ Pearson r Spearman ρ

Gloss Length

BLEU −0.266∗∗∗ −0.422∗∗∗ −0.187∗∗ −0.398∗∗∗ −0.277∗∗∗ −0.233∗∗∗
ChrF −0.095 (n.s.) 0.036 (n.s.) −0.044 (n.s.) −0.115 (n.s.) −0.238∗∗ −0.184∗∗
BERTScore F1 −0.169∗∗ −0.131∗ −0.030 (n.s.) 0.006 (n.s.) −0.320∗∗∗ −0.273∗∗∗
CometKiwi −0.113 (n.s.) −0.017 (n.s.) −0.003 (n.s.) 0.051 (n.s.) −0.190∗∗ −0.133∗

Ref Word Length

BLEU −0.309∗∗∗ −0.512∗∗∗ −0.242∗∗∗ −0.473∗∗∗ −0.303∗∗∗ −0.251∗∗∗
ChrF −0.143∗ 0.007 (n.s.) −0.098 (n.s.) −0.156∗ −0.321∗∗∗ −0.303∗∗∗
BERTScore F1 −0.168∗∗ −0.119 (n.s.) 0.023 (n.s.) 0.091 (n.s.) −0.335∗∗∗ −0.295∗∗∗
CometKiwi −0.108 (n.s.) −0.049 (n.s.) 0.005 (n.s.) 0.075 (n.s.) −0.198∗∗ −0.149∗

Pred Word Length

BLEU −0.161∗∗ −0.166∗∗ 0.006 (n.s.) 0.063 (n.s.) −0.266∗∗ −0.183∗∗
ChrF 0.066 (n.s.) 0.280∗∗∗ 0.320∗∗∗ 0.631∗∗∗ −0.228∗ −0.159∗
BERTScore F1 −0.069 (n.s.) −0.008 (n.s.) −0.052 (n.s.) 0.040 (n.s.) −0.345∗∗∗ −0.253∗∗∗
CometKiwi −0.102 (n.s.) −0.032 (n.s.) −0.059 (n.s.) −0.013 (n.s.) −0.224∗∗ −0.155∗

∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001, n.s. = not significant.

Table 8: Sample-Level Correlation Analysis between Length Variables and Evaluation Metrics.
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C Translation Examples

The examples below focus on the most frequent and
clinically important categories: catastrophic hallu-
cination, V2G recognition collapse, partial gloss
confusion, structured contact-information errors,
and templated over-generation. Green highlighting
marks content that correctly matches or preserves
the reference, while red highlighting marks the spe-
cific error being illustrated.

Topic hallucination. This is the most common
error of the gloss-free end-to-end system. Rather
than producing a disfluent or partially correct trans-
lation, the model frequently generates a fluent,
grammatical Catalan sentence about an entirely
different clinical topic. Example C.1 illustrates this
behaviour.

Example C.1: Topic substitution in the gloss-free sys-
tem (Sample 1)

Reference gloss: SI IX1 PARE-2 ULLS-1 UN
IX-ULLS-DRETA-1 CATARACTES-4 UN

Reference: Sí, el meu pare té cataractes a l’ull
dret.
(“Yes, my father has cataracts in his right
eye.”)

E2E prediction: Sí, quan vaig amb bicicleta i
em ve l’aire de cara em ploren els ulls, sí.
(“Yes, when I ride my bike and the wind blows
in my face my eyes water, yes.”)

Cascade: Sí, el meu pare nom és el meu pare.
(BLEU-1 55.6, chrF 0.712)
Oracle: Sí, el meu pare té un ull esquerre amb
cataractes, un altre amb el dret. (BLEU-1
46.7, chrF 0.730)

The end-to-end system retains only the discourse
marker “Sí” and replaces the clinical statement
with an unrelated but fluent sentence about watery
eyes while cycling. The output remains loosely eye-
related, but it does not contain any of the source in-
formation about the father, cataracts, or the affected
right eye. The cascade hallucinates less because
the recognised glosses still preserve the subject,
but the missing cataract and eye-location signs lead
the G2T model to produce a semantically incorrect
sentence. The oracle translation shows a differ-
ent problem: even with accurate glosses, the text
generator can distort laterality, which is clinically
significant in medical communication.

Recognition-stage collapse masking a correct
G2T stage. A recurring cascade pattern is that the
G2T stage performs well when given an accurate
gloss sequence, but the full pipeline fails because
the upstream V2G model produces an empty or
severely corrupted recognition. Example C.2 is
the clearest case: the oracle exactly reproduces the
reference, while the cascade collapses to a generic
filler utterance.

Example C.2: V2G recognition collapse (Sample 35)

Reference gloss: DORMIR PROBLEMA
HAVER-NO HAVER-NO RES-5 RES-5
Predicted gloss: (empty)

Reference: No tinc cap problema per dormir.
(“I have no problem sleeping.”)

E2E prediction: Em fa mal el cul, a les vérte-
bres de baix.
(“My bottom hurts, in the lower vertebrae.”)

Cascade: Sí, sí. (BLEU-1 0.0, chrF 0.103)
Oracle: No tinc cap problema per dormir.
(BLEU-1 100.0, chrF 1.000, exact match)

Here the V2G model recognises no glosses at all
for a six-token reference sequence. The G2T model
therefore receives no meaningful source content
and falls back to “Sí, sí.”, producing simultaneous
hallucination, omission, and under-generation. The
end-to-end system also fails, but in a different way:
it hallucinates an unrelated complaint about lower-
back pain.

Example C.3 shows a less extreme version of
the same phenomenon. The V2G output pre-
serves the falling/stairs predicate, but substitutes
the shopping-centre context with unrelated signs,
causing the final translation to combine a correct
event frame with invented details.

Example C.3: Partial gloss confusion (Sample 97)

Reference gloss: IX1-5 CENTRE COMERCIAL
CL-2D BAIXANT-ESCALA CL-2
PERSONA-CAIENT-A-LA-VOLTA
Predicted gloss: PATINET DUTXAR-SE
IX-LLOC ESCALA CL-B CL-2
PERSONA-CAIENT

Reference: Vaig caure per les escales del cen-
tre comercial.
(“I fell down the stairs of the shopping cen-
tre.”)
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E2E prediction: Em fa mal el dit gros del peu
esquerre, perquè em vaig donar un cop al peu
amb la vorera.
(“My big toe hurts, because I hit my foot on
the curb.”)

Cascade: M’he dutxat amb patinet i he caigut
per les escales. (BLEU-1 20.0, chrF 0.720)
Oracle: Vaig caure per les escales del cen-
tre comercial. (BLEU-1 100.0, chrF 1.000,
exact match)

The recognised gloss sequence keeps
PERSONA-CAIENT and ESCALA, so the cas-
cade correctly produces the notion of falling on
stairs. However, CENTRE COMERCIAL is replaced
by PATINET DUTXAR-SE, leading to a fluent but
impossible clause about showering with a scooter.
This type of output is particularly risky because it
can remain plausible as a medical complaint while
being factually wrong.

Numeric and contact-information errors. Per-
sonal contact information is encoded through fin-
gerspelling and digit signs, placing strong demands
on temporal resolution and fine-grained handshape
recognition. Example C.4 shows how a small recog-
nition error can have a large semantic cost.

Example C.4: Fingerspelled email address (Sample 2)

Reference gloss: IX1 MAIL VINT I VUIT DC
A-N-N-A CINC ARROVA HOTMAIL DC C-O-M
Predicted gloss: IX1 MAIL DC A-N-N-A CINC
DC PUNT-0E DC C-O-M

Reference: El meu correu és vint-i-vuit anna
cinc arrova hotmail com.
(“My email is twenty-eight anna five at hotmail
com.”)

E2E prediction: El meu correu és EAP, ara no
ho sé, EAP asterisc al mig, ni a dalt ni a baix,
al mig, vint-i-quatre arrova gmail com.

Cascade: El meu correu és anna cinc punt
com. (BLEU-1 70.0, chrF 0.745)
Oracle: El meu correu és vint-i-vuit, anna,
cinc, arrova hotmail com. (BLEU-1 70.0,
chrF 0.975)

The V2G model drops the leading numeral se-
quence VINT I VUIT and misrepresents the do-
main marker, so the cascade preserves the broad
email template while losing crucial identifier con-

tent. The BLEU-1 score remains relatively high
because many surrounding words overlap, but a
missing two-digit element in contact information
is much more serious than the metric suggests.

Templated hallucination and over-generation.
The most severe over-generation cases reveal a dis-
tinct failure mode in which the end-to-end model
appears to fall back on a long memorised response
largely independent of the input. Example C.5
shows the most extreme instance.

Example C.5: Templated over-generation (Sample 40)

Reference gloss: IX-CARA-5 SI

Reference: Sí, uf.
(“Yes, ugh.”)

E2E prediction: Sí, em van aplicar calor per
poder fer els estiraments, em van aplicar aque-
sta calor als braços i cames. Però quan vaig
començar a jugar a futbol, estava corrent i vaig
notar que se m’enrampava la cama, em feia mal
i vaig agafar gel, quan vaig aplicar el fred ja em
va marxar la rampa, però com que em costava
caminar al final vaig seure per descansar.
(A 56-word fabricated narrative about sports
injury, heat therapy, and cramping.)

Cascade: Sí, sí. (BLEU-1 50.0, chrF 0.714)
Oracle: Sí, a la cara. (BLEU-1 25.0, chrF
0.476)
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Abstract

We address cross-signer Isolated Sign Lan-
guage Recognition (ISLR) for Indian Sign
Language as part of the WSLP-2026 shared
task, where most target words have exactly one
available training video and a system must rec-
ognize a query video performed by a signer
never seen for that class during training. We
approach this with a metric-learning encoder
trained in two phases: pretraining on a large,
multi-signer American Sign Language corpus
to learn general signer-invariance, then fine-
tuning on the target vocabulary using every
real cross-signer recording we can responsibly
source. Our preprocessing detects and extracts
multiple performances of a word within a sin-
gle recording as separate training samples, a
technique not previously reported in SLR liter-
ature, and adapts a published missing-keypoint
interpolation technique into a retrieval rather
than classification pipeline. Our final system
achieves 67.11% Top-1, 69.20% Top-5, and
70.34% Top-10 accuracy on the WSLP-2026
test-phase evaluation.

1 Introduction

Sign language recognition (SLR) is a key tech-
nology for reducing communication barriers for
deaf and hard-of-hearing communities, yet the
vast majority of SLR research and resources con-
centrate on a small number of well-resourced
sign languages, chiefly American Sign Language
(ASL), leaving languages such as Indian Sign Lan-
guage (ISL) comparatively underserved despite
large signing populations. Sign languages are also
inherently multimodal, combining hand configu-
ration, body posture, and motion dynamics, and
highly variable across signers in speed, articu-
lation, and style, making automatic recognition
a challenging visual sequence modeling problem
even where resources are plentiful.

*Corresponding author.

In this paper, we address Isolated Sign Lan-
guage Recognition (ISLR) for ISL as part of the
WSLP-2026 shared task: given a query video, rec-
ognize which word from the task vocabulary it de-
picts.

Two central challenges characterize this setting:

• Extreme per-class scarcity: for the WSLP-
2026 vocabulary, the large majority of tar-
get words have exactly one available train-
ing video, ruling out the many-examples-per-
class training most SLR systems assume.

• Cross-signer generalization: a system must
recognize a query video performed by a
signer whose body proportions, signing
speed, and style it has never observed for
that class, distinct from the within-signer or
seen-signer evaluation common in prior SLR
work.

We address these challenges with a metric-
learning encoder trained in two phases: pretrain-
ing on a large, multi-signer American Sign Lan-
guage corpus to learn general signer-invariance,
then fine-tuning on the target vocabulary using ev-
ery real cross-signer recording we can responsi-
bly source. Because most classes provide only one
training example, we frame recognition as nearest-
neighbor retrieval in a learned embedding space
rather than closed-set classification (§3).

Our preprocessing pipeline detects and extracts
multiple performances of a word within a sin-
gle dictionary-style recording as separate training
samples, a technique not previously reported in
SLR literature to our knowledge (§3.2), and adapts
a published missing-keypoint interpolation tech-
nique, validated only for classification on a dif-
ferent landmark layout, into our retrieval pipeline
(§3.2).
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2 Related Work

Sign language datasets. Word-level SLR has
been driven substantially by American Sign Lan-
guage resources: Purdue RVL-SLLL ASL (Wilbur
and Kak, 2006), WLASL (Li et al., 2020), and
MS-ASL (Vaezi Joze and Koller, 2019), alongside
language-specific corpora such as LSA64 for Ar-
gentinian Sign Language (Ronchetti et al., 2023)
and DEVISIGN for Chinese Sign Language (Chai
et al., 2014). For Indian Sign Language specifi-
cally, INCLUDE (Sridhar et al., 2020) and CISLR
(Joshi et al., 2022) are available word-level re-
sources.

Prior work on this shared task. WSLP’s inau-
gural edition (WSLP-AACL-2025) hosted a word-
level recognition task of matching scale (4,398
videos), with reported per-class scarcity consis-
tent with the task we address (Reddy and Ka-
makshi, 2025 report 80% of classes have at most
2 samples, median exactly 1). Reddy and Ka-
makshi (2025) establish a closed-set classifica-
tion baseline: MediaPipe landmarks (Lugaresi
et al., 2019) (75 points, no face) into a dilated-
convolution temporal convolutional network, re-
porting 54% Top-1 / 78% Top-5 on their own
3,517/879 train/validation split. The different split
and closed-set (rather than retrieval-based) formu-
lation mean the numbers are not directly compara-
ble.

Architectures. Early SLR work relied on CNNs
(Tran et al., 2015) and, given sign language’s in-
herently temporal structure, LSTMs (Sams et al.,
2023; Khartheesvar et al., 2023; Liao et al., 2019);
graph neural networks (Yu et al., 2018) and in-
flated 3D convolutions (Carreira and Zisserman,
2017) model spatial skeleton structure and spa-
tiotemporal video features respectively. Trans-
former architectures (Vaswani et al., 2017), de-
spite their success elsewhere, remain compara-
tively under-explored in SLR, with some recent
applications showing promising results (Camgoz
et al., 2020; Boháček and Hrúz, 2022). Our en-
coder follows this transformer lineage, adapting
a per-landmark-group masked embedding concept
(Hasan and Adnan, 2025): independently embed-
ding each landmark group. Ensembling has also
seen limited application in this space (Hrůz et al.,
2022): one approach uses majority voting across
independently-trained models (Hasan and Adnan,
2025), which suits closed-set classification but

Source Videos Classes

WSLP task videos 4,398 4,356
CISLR test.csv 1,723 968
CISLR prototype.csv 2,018 2,017
Google ASL Signs (GISLR)1 94,477 250

Table 1: Training data sources in the final system.

does not transfer directly to the open-vocabulary
retrieval setting we address; we discuss this design
choice in §3.5.

Per-class scarcity and cross-signer generaliza-
tion. The specific combination we address (as
few as one training example per class, generaliza-
tion required to an unseen signer) is comparatively
rare as an explicit evaluation setting in prior SLR
work, which more commonly evaluates within-
signer or many-examples-per-class regimes. Our
repetition-mining contribution (§3.2) is related to,
but distinct from, sliding-window multi-crop sam-
pling from long clips (which is blind to perfor-
mance boundaries rather than aligned to them) and
to sign-spotting / dictionary alignment work (Mo-
meni et al., 2020), which aligns dictionary and
continuous signing but does not, to our knowl-
edge, convert detected intra-video repetitions into
additional training supervision with an ablation
demonstrating their value.

3 Method

We address cross-signer Isolated Sign Language
Recognition (ISLR) for Indian Sign Language
(ISL): given exactly one training example for most
target words, a system must recognize a query
video of that word performed by a signer never
seen for that class during training. This setting
differs from standard closed-set sign classification
in that the model cannot rely on having observed
diverse performers of every class; it must instead
learn a general notion of signer-invariance and ap-
ply it zero-shot to unseen classes and signers at
test time. Figure 1 gives an overview of the full
pipeline.

3.1 Data Sources

Our training pool combines the shared task’s own
data with three external cross-signer sources, sum-
marized in Table 1.

The WSLP task’s own training data provides al-
most exclusively one video per class: the core dif-
ficulty of the task. CISLR (Joshi et al., 2022),
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Figure 1: Overview of the pipeline: external cross-signer sources augment the task’s own data (§3.1); preprocessing
and a per-group masked Transformer encoder (§3.2–§3.3) produce embeddings trained via two CosFace phases
(§3.4); at inference, an averaged query embedding is compared against the training gallery and refined via CSLS,
DTW, and Sinkhorn balancing (§3.5).

an Indian Sign Language corpus, supplies two
components. test.csv contributes extra-signer
recordings that happen to overlap the task vocab-
ulary. prototype.csv, a large (4,765-video)
dictionary-style set, is vocabulary-matched to con-
tribute 2,018 videos, 1,049 of them for classes that
otherwise had only a single training video (§5.2).

Google ASL Signs (GISLR) is the Kaggle
competition training release of the PopSign ASL
corpus (Starner et al., 2023) (250 words, 21 sign-
ers, ∼94,477 clips), used exclusively for pretrain-
ing (§3.4). Although it is a different sign lan-
guage, it provides the one thing our task data struc-
turally lacks: many distinct signers performing the
same word, which is what makes learning general
signer-invariance possible before ever seeing the
target vocabulary.

3.2 Preprocessing

Each video is processed through MediaPipe Holis-
tic (Lugaresi et al., 2019) to 543 raw landmarks
per frame, from which we select 96 (40 lip, 21 left-
hand, 21 right-hand, 14 pose including shoulders
and wrists). Three preprocessing steps were re-
tained after a component ablation (§5.1) that tested
five candidate steps in isolation and removed-
from-the-full-recipe:

• Trim: crop each clip to its active motion span
via a motion-energy detector, removing idle
padding before and after the sign.

• Canonicalize: shoulder-anchored translation
and scale normalization, removing camera-
distance and body-size variation across
recordings.

• Repetition mining: some dictionary-style
source videos contain the signer performing
the target word more than once. We detect
repeated bursts via the same motion-energy
signal and extract each as an additional train-
ing sample, effectively mining extra supervi-
sion from a single recording.

A preprocessing-time mirroring step and a
DTW-based consistency filter on mined repeti-
tions were both tested and dropped; both were
harmful in isolation and their removal measurably
improved the full recipe (§5.1).

Missing-keypoint handling. MediaPipe
frequently fails to detect a hand for several con-
secutive frames, and its independently-estimated
pose-model wrist and hand-model wrist positions
do not always agree. We adopt a published
interpolation and alignment technique (Hasan and
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Adnan, 2025): (i) whenever a hand is detected,
the pose model’s wrist estimate and three adjacent
landmarks (the pinky, index, and middle finger
bases) are each replaced by the hand model’s
own corresponding position (their homogeneous-
matrix formulation, algebraically equivalent to
direct assignment); (ii) for an interior span of
frames where a hand is missing but bounded by
valid frames on both sides, each of the 21 hand
landmarks is linearly interpolated between the
two boundary frames. We re-implemented this
technique against our own 96-landmark layout
and independently verified it against real data
before integration (correct target column indices,
exact reproduction of the published interpolation
formula, and a real test case with 38 missing
frames reduced to 1 unrecoverable frame (a lead-
ing/trailing gap with no valid frame on one side,
which the technique does not cover by design).

3.3 Encoder Architecture

The encoder embeds each 48-frame, 96-landmark,
6-channel (position + masked velocity) clip into
a 256-dimensional representation. Each of four
landmark groups (lips, left hand, right hand, pose)
is independently embedded by a masked two-layer
MLP: if a group is entirely absent in a frame, its
output is zeroed rather than passed through the
network, preserving an explicit missingness sig-
nal rather than treating a zero-filled input as infor-
mative. A published alternative (Hasan and Ad-
nan, 2025) instead learns a trainable embedding
for missing groups; our four group embeddings
are also combined by concatenation and linear
projection to a 512-dimensional sequence, rather
than their learned weighted sum. The sequence
is added to a learned positional embedding and
passed through 3 Transformer blocks (4 attention
heads, MLP ratio 2, dropout 0.1) using standard
scaled dot-product multi-head attention (Vaswani
et al., 2017). The sequence is mean-pooled and
projected to the final 256-dimensional embedding.
No classification head is attached to the encoder;
training and inference both operate purely in em-
bedding space via the metric-learning objective
described next.

3.4 Training

Training proceeds in two phases.

Phase A (pretraining). We pretrain with a Cos-
Face (Wang et al., 2018) metric-learning objec-

tive on GISLR (§3.1), which pushes different sign-
ers’ performances of the same word toward the
same region of embedding space. Two of GISLR’s
21 signers are held out entirely, giving a genuine
cross-signer retrieval check during development.
30 epochs, batch size 1,024, learning rate 1×10−4,
CosFace scale 30 / margin 0.20.

Phase B (fine-tuning). The encoder is then fine-
tuned with the same CosFace objective on the
task’s own combined training pool (§3.1–3.2), up
to 15 stages of 4 epochs each, batch size 512,
learning rate 1× 10−4, CosFace scale 30 / margin
0.30. Each training sample additionally receives
per-sample augmentation: random temporal crop
(0.70–1.0 of clip length), mirror (25% probabil-
ity), and frame dropout (8%), stacked; a fourth
candidate, affine jitter, is disabled in the best con-
figuration.

3.5 Retrieval
At inference, each query is embedded with test-
time augmentation (identity, mirror, and a cen-
ter temporal crop, averaged). Similarity to
the training gallery is computed by cosine dis-
tance, aggregated per class by taking the max-
imum similarity over that class’s gallery sam-
ples, then refined by CSLS hubness correction
(Conneau et al., 2018) (k=10), a dynamic-time-
warping trajectory-fusion signal on wrist trajecto-
ries (weight 0.3), and Sinkhorn transductive bal-
ancing (Cuturi, 2013). Isolated testing of Sinkhorn
earlier in development found it harmful; in the fi-
nal configuration, combined with CSLS and DTW
fusion, it is genuinely part of the best result; we
report this as an interaction effect rather than a re-
versal (§5).

4 Experiments

We evaluate on the WSLP-2026 shared task’s
own splits: 4,398 training videos (4,356 unique
classes), a 109-video validation set (scored during
a training phase), and a 526-video test set (scored
during the subsequent, final test phase; this is the
result reported throughout §5). The organizers’
evaluation reports Top-1, Top-5, and Top-10 re-
trieval accuracy.

5 Results

Our final system achieves 67.11% Top-1, 69.20%
Top-5, and 70.34% Top-10 on the WSLP-2026
test-phase evaluation.
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Configuration Top-1

Canonicalize + Trim + Rep. mining + Mir-
ror + DTW filter

50.46

Canonicalize + Trim + Rep. mining + DTW
filter

52.29 (+1.83)

Canonicalize + Trim + Rep. mining 53.21 (+0.92)
Canonicalize + Rep. mining 52.29 (−0.92)

Table 2: Sequential removal of Mirror and the DTW
consistency filter from the full preprocessing recipe,
then Trim as a confirmation check (validation-phase
scores). Canonicalize + Trim + Rep. mining (row 3)
is the winning configuration.

5.1 Component Ablation
We tested five candidate preprocessing steps
(§3.2) on an earlier checkpoint of the system
(53.21% Top-1 baseline era; relative effects are
what matter here, not the absolute score, which
the later data additions in §5.2 substantially im-
proved). Canonicalize and repetition mining were
each confirmed positive in isolation (canonical-
ization accounts for the large majority of the
full pipeline’s value; repetition mining alone adds
+1.84 points) and are held constant throughout Ta-
ble 2, which traces the sequential removal of the
remaining three candidates from the full recipe.

Two results are worth highlighting because the
double confirmation (isolated and removed-from-
recipe) rules out a spurious correlation: trim helps
alone (+0.92) and removing it from the winning
recipe hurts (the final row above), confirming it is
genuinely load-bearing rather than redundant with
something else in the recipe. Mirror-time augmen-
tation (−2.75 alone) and the DTW consistency fil-
ter (−0.92 alone) both hurt in isolation and their
removal is exactly what produces the two gains
shown above: a consistent, not merely isolated,
negative signal.

5.2 Cross-Signer Data Source Ablation
Table 3 shows the effect of adding the CISLR
prototype.csv dictionary set (§3.1) to the
training pool.

Adding the prototype set alone produces a
+15.60 point improvement, larger than every sub-
sequently tested component or hyperparameter
change combined (§5.1). We verify this is not a
leakage artifact: prototype clips are short, single-
burst dictionary performances, structurally distinct
from the task’s own longer, multi-burst recordings
(confirmed via an independent motion-energy du-
ration measurement), and a content-level duplicate

Configuration Top-1

Baseline (task + CISLR test.csv) 53.21
+ CISLR prototype extras 68.81 (+15.60)

+ longer training, no affine jitter 71.56* (+2.75)

Table 3: Cumulative effect of adding CISLR prototype
extras (§3.1), validation-phase scores. *Two simulta-
neous changes (Phase B stage count and disabling one
augmentation operation); the combined effect is con-
firmed, the individual attribution between the two is
not.

check (frame-hash comparison across all splits)
found zero duplicates.

6 Conclusion

We presented a metric-learning retrieval system
for cross-signer Isolated Sign Language Recog-
nition on Indian Sign Language, addressing the
WSLP-2026 shared task. A two-phase encoder,
pretrained on a multi-signer American Sign Lan-
guage corpus and fine-tuned on the target vo-
cabulary combined with real cross-signer record-
ings, achieves 67.11% Top-1, 69.20% Top-5, and
70.34% Top-10 accuracy on the test-phase eval-
uation. Beyond the final system, we contribute
a repetition-mining technique for extracting ad-
ditional training supervision from dictionary-style
recordings, and a cross-paradigm port of a pub-
lished missing-keypoint interpolation technique
into a retrieval setting. Future work could explore
further sources of real cross-signer supervision,
which this work finds to be the central lever for
generalizing to unseen signers under extreme per-
class scarcity.

7 Limitations

Several components are not isolated with dedi-
cated ablations on the final configuration. We
do not report the final system trained with and
without Phase A (ASL) pretraining, nor a break-
down of the retrieval refinement stack (CSLS,
DTW fusion, Sinkhorn balancing) into its indi-
vidual and combined contributions; Section 3.5
reports Sinkhorn’s isolated-versus-combined in-
teraction effect as observed during development,
not as a controlled ablation on the released sys-
tem. The missing-keypoint interpolation fix (Sec-
tion 3.2) is part of the final recipe, but its contribu-
tion is confounded with a simultaneous retuning of
training hyperparameters, so its standalone effect
cannot be separated post hoc.

74



The preprocessing ablations in Table 2 are mea-
sured on a 109-video validation set, where a 0.92-
point difference corresponds to a single additional
correct prediction, and we do not report results
across repeated random seeds. Separately, nom-
inally similar retrained variants of this pipeline
showed roughly a 2-point spread in test-phase
Top-1 across submissions, so deltas of this size
should be read with that variance in mind rather
than as precise, seed-independent effects.

We verify that CISLR extras contain no exact
content duplicates with the task’s own splits (Sec-
tion 5), but signer identities are not available for
either corpus, so we cannot verify that no signer
appears in both CISLR extras and the WSLP val-
idation or test splits. Cross-signer generalization
results should be read with this caveat.

This paper’s contribution is the retrieval formu-
lation, data sources, and preprocessing findings
for this task, not an architecture search: we do
not compare against modern video-language foun-
dation models or alternative spatiotemporal back-
bones, and Top-5/Top-10 gains over Top-1 are re-
ported without a retrieval-rank error analysis.
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Abstract

Sign spotting, the task of deciding whether an
isolated query sign occurs inside a clip of con-
tinuous signing, enables sign language video
retrieval without gloss or text annotation. We
describe our system for the WSLP@EMNLP-
2026 Word/Sign Presence Prediction shared
task on Indian Sign Language: a lightweight
(2.86M-parameter) pose-based Siamese en-
coder that embeds both clips in one space,
forms an explicit frame-to-frame cosine similar-
ity map, and reduces it with multiple-instance
pooling over temporal windows. Training com-
bines binary cross-entropy with a multiple-
instance contrastive objective (MIL-NCE). The
system reaches 72.69 accuracy and 71.95
macro-F1 on the blind test set, against 61.66
and 58.42 for the published pose baseline on
the same data. Ablations identify contrastive
alignment as the component that makes the
architecture work: the MIL-NCE objective is
what places the two clips in a comparable met-
ric space, and training does not leave chance
without it. We further document a label-balance
property of the released splits that fixes 76.3%
of blind test labels without a model, and recom-
mend a change for future editions.

1 Introduction

Most sign language processing targets either iso-
lated recognition, which classifies a pre-segmented
sign against a fixed vocabulary, or continuous
recognition and translation, which maps a full
clip to gloss or text (Koller et al., 2015; Camgoz
et al., 2020). Neither supports the operation an
archive search actually needs: deciding whether
a particular sign occurs somewhere inside unseg-
mented signing. That operation is sign spotting
(Momeni et al., 2020; Jiang et al., 2021b). We
study it in its minimal, gloss-free form under the
WSLP@EMNLP-2026 Word/Sign Presence Pre-
diction shared task on Indian Sign Language (ISL),

*Corresponding author.

a language whose annotated corpora have emerged
only recently (Sridhar et al., 2020; Joshi et al., 2022,
2023). Given an isolated query clip and a contin-
uous sentence clip, the system predicts a binary
presence label from 2D pose keypoints alone.

The difficulty is the citation-to-continuous gap:
a query sign is articulated slowly and deliberately,
bounded by rest, whereas the same sign inside a
sentence is temporally compressed, spatially re-
duced and co-articulated with its neighbours (Mo-
meni et al., 2020; Jiang et al., 2021b). The bench-
mark also closes the usual shortcuts — the posi-
tive rate is exactly 0.5 and per-query rates are near
chance — so a model that does not genuinely com-
pare its two inputs scores at chance.

Our system places both clips in one metric space
with a shared encoder and reads the decision off
an explicit frame-to-frame similarity map through
multiple-instance pooling. Our contributions are:

1. A 2.86M-parameter Siamese pose encoder
with an explicit alignment head, reaching
72.69 accuracy and 71.95 macro-F1 on the
blind test set against 61.66 and 58.42 for the
published pose baseline (§3, §5).

2. A thirteen-configuration ablation showing that
the MIL-NCE objective is the single load-
bearing component: without it the model is
at chance, and with it every other component
we added can be removed, individually within
1.5 accuracy points or all together at no cost
(§5).

3. A label-balance property of the released splits
that determines 76.3% of blind test labels
from the released files alone, with a recom-
mended fix for future editions (§6).

2 Related Work

Sign spotting. Early systems mined sign in-
stances from broadcast footage using subtitles as
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weak supervision — weakly aligned (Buehler et al.,
2009) or through subtitle–sign co-occurrence (Pfis-
ter et al., 2013) — matching candidates with dy-
namic time warping (Sakoe and Chiba, 1978). The
closest modern line is the Oxford series: Albanie
et al. (2020) use mouthing as a weak supervi-
sor, and Momeni et al. (2020) add subtitles and
an isolated dictionary, training a shared embed-
ding space with a multiple-instance contrastive loss
(MIL-NCE) so a dictionary exemplar lands near
the same sign performed inside continuous signing.
Varol et al. (2022) scale this dictionary route, Varol
et al. (2021) localise signs with attention, and Bull
et al. (2021) align subtitles at the sentence level.
Jiang et al. (2021b) attack the problem one-shot
with a Transformer that reconciles the temporal-
scale mismatch between an isolated query and its
co-articulated instance. Our system is the “lookup”
branch of Momeni et al. (2020), restricted to pose
input, a binary presence output and a single GPU.
Treating a sentence as a bag of temporal windows
that is positive if any window matches is a standard
MIL formulation (Dietterich et al., 1997; Ilse et al.,
2018); the MIL-NCE objective itself follows Miech
et al. (2020), an InfoNCE loss (van den Oord et al.,
2018) whose positive is a maximum over candidate
alignments rather than one fixed pair.

Pose-based sign modelling. Skeleton input is
standard for low-resource sign recognition (Jiang
et al., 2021a; Hu et al., 2023), and Selvaraj et al.
(2022) release pose-based pretrained models cov-
ering under-served languages including ISL. We
keep the encoder small: no in-domain pretraining
corpus is available for this task.

The WSLP shared task. Johnny et al. (2025) de-
scribe the system for the 2025 edition. They encode
each frame with a 2D CNN over the MediaPipe key-
point grid and pass [CLS] query [SEP] sentence
through a single BERT-style encoder (Devlin et al.,
2019), classifying from the pooled [CLS] token.
We keep their framing — video-to-video, no gloss,
pose rather than RGB — but replace the joint en-
coder over a concatenated pair with a shared en-
coder and an explicit alignment map. Their abla-
tions found plain BCE to beat contrastive training;
ours find the opposite, and §5 argues the architec-
tural difference is what reconciles the two results.

Block Dim Normalisation

Body (15 joints) 30 shoulder-centred, width-scaled
Body velocity 30 first difference
Right hand 42 wrist-centred, RMS-scaled
Left hand 42 wrist-centred, RMS-scaled
Geometry 9 wrist→nose, wrist→wrist
Validity mask 4 pose / RH / LH / face
Face (37 points) 74 nose-anchored, RMS-scaled

Total 231

Table 1: Per-frame feature layout (§3.1).

3 Method

Figure 1 shows the pipeline. A sentence clip of
Ts frames and a query clip of Tq frames are con-
verted to normalised pose features, embedded by
one shared encoder, and compared through an ex-
plicit frame-to-frame cosine similarity map that a
multiple-instance head reduces to a presence score.

3.1 Pose Features

We work from 2D keypoints rather than RGB
to suppress background, appearance and signer-
identity cues (Johnny et al., 2025; Selvaraj et al.,
2022). The signer is localised per frame with
YOLOv8-pose (Jocher et al., 2023), frames are
cropped to a shoulder-centred box, and MediaPipe
(Lugaresi et al., 2019) landmarkers give 25 body
joints, 21 joints per hand and a 37-point reduced
face mesh.

From those coordinates we derive the 231-
dimensional descriptor in Table 1. Body joints
are centred on the shoulder midpoint and scaled
by shoulder width; hands are centred on the wrist
and scaled by root-mean-square radius, which iso-
lates handshape from camera distance and body
size; the face mesh is nose-anchored and scaled
the same way. Undetected articulators are forward-
then backward-filled, and a validity mask records
which components were imputed. Features are
derived on the fly, so augmentation acts on raw
coordinates before normalisation.

3.2 Shared Pose Encoder

One encoder embeds both clips into a common
d=256 space, so that cosine similarity between a
sentence frame and a query frame is meaningful.
Each feature block has its own linear stem, with
the left- and right-hand stems sharing weights so a
handshape is encoded identically on either hand. A
residual grouped temporal convolution adds local
context, after which we add a learned positional
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Figure 1: The sign spotting pipeline. One shared (Siamese) encoder maps the continuous sentence clip and the
isolated query clip into the same 256-dimensional space, separated only by an additive learned domain embedding.
The alignment branch reduces the frame-to-frame cosine similarity map by multiple-instance pooling over temporal
windows; the interaction branch cross-attends the pooled query into the sentence frames. Training combines binary
cross-entropy with a MIL-NCE contrastive loss applied directly to the embeddings.

embedding and a learned domain embedding, esent
or equery. The domain embedding lets the shared
trunk absorb systematic framing and tempo differ-
ences between citation and co-articulated signing
without splitting the geometry into two spaces.

A 4-layer pre-norm Transformer encoder
(Vaswani et al., 2017; Xiong et al., 2020) with
8 heads follows. It returns ℓ2-normalised per-
frame embeddings Zs ∈ RTs×d and Zq ∈ RTq×d,
together with an attention-pooled query vector
vq ∈ Rd.

3.3 Multi-Scale Multiple-Instance Alignment

We form the frame-to-frame cosine similarity map

A = Zs Zq⊤ ∈ RTs×Tq , (1)

with query padding masked out. Each sentence
frame t is scored against its best-matching part of
the query by a smooth maximum,

at =
∑

j

softmaxj
(
At,:

)
j
Atj , (2)

giving an activation trace a ∈ RTs over sentence
frames. Because a sign occupies an unknown num-
ber of frames, we pool a at several temporal scales

w ∈ {1, 5, 9, 17, 33} under a multiple-instance
reading, in which the sentence is positive if some
window matches (Momeni et al., 2020; Jiang et al.,
2021b):

sw = max
t

1

|Ww
t |

∑

u∈Ww
t

au, (3)

where Ww
t is the set of valid frames in the width-w

window centred at t. The five scale scores, a top-k
mean of a, its mean and the global maximum of A
form an 8-dimensional alignment descriptor.

In parallel, an interaction branch cross-attends
vq into the full sentence frame sequence to obtain a
context vector c, and forms the comparison vector
[ c ; vq ; c ⊙ vq ; c − vq ]. The concatenated align-
ment and interaction features are passed to a 2-layer
MLP that outputs ŷ, the probability that the query
sign occurs in the sentence.

3.4 Training Objective
L = LBCE + 0.3LNCE. (4)

The first term is binary cross-entropy on the logit
with label smoothing. The second structures the
embedding space directly rather than only through
the classifier head, following the MIL-NCE objec-
tive (Miech et al., 2020; Momeni et al., 2020). For a
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batch of B pairs define the sentence-to-query score

σij = max
t

〈
zsi [t], vqj

〉
, (5)

which is the multiple-instance step: the alignment
position t is a free variable rather than a supervised
one. Over the subset P of rows whose label is
positive we take a symmetric InfoNCE loss with
temperature τ = 0.07,

LNCE = 1
2

[
CEP

(
σ/τ

)
+CEP

(
σ⊤/τ

)]
, (6)

where the target of row i is index i itself. Off-
diagonal entries that pair a sentence with a dupli-
cate query, or with a query labelled present for
that sentence in training, are masked out so valid
matches are never pushed apart.

4 Experimental Setup

4.1 Data
The shared task releases 25,432 labelled training
pairs over 7,857 sentence clips and 1,410 query
clips, exactly balanced between present and absent,
plus 1,413 validation and 1,413 test pairs whose
labels are withheld. Five training pairs are dropped
because two clips failed pose extraction, leaving
25,427.

Two properties of the released splits shaped our
protocol. First, the blind splits reuse training clips
in new combinations: 95.97% of test sentences
and 99.72% of test queries appear in training, but
only 2 of 1,413 exact test pairs do. Evaluation
therefore measures generalisation to new pairings
of seen clips, which we match with a pair-level
cross-validation split, reporting a sentence-grouped
split separately as a bound. Second, the negatives
are drawn at random rather than mined: a nega-
tive query is positive elsewhere in the same source
video for only 1.63% of negative pairs, below the
3.30% rate from permuting queries at random. Uni-
formly sampled extra negatives are therefore distri-
butionally close to the released ones.

The leaderboard reports accuracy with macro-
averaged precision, recall and F1; we use macro-F1
(F1M) as the headline score throughout.

4.2 Protocol and Implementation
The leaderboard system is a 5-fold stratified pair-
level cross-validation ensemble with horizontal-
mirror test-time augmentation, using one decision
threshold tuned on the pooled out-of-fold predic-
tions and applied unchanged to the blind rows. It

System Acc. F1M PM RM

2D CNN + joint enc.† 61.66 58.42 67.16 61.74
Ours 72.69 71.95 75.46 72.74

Table 2: Blind test scores (%), macro-averaged. †Johnny
et al. (2025), the 2025 edition of this shared task; see
the caveat in the text.

also trains on one extra uniformly sampled neg-
ative per released pair, redrawn each epoch and
rejected if the pair appears in any released file, and
applies a gated prior that transfers the label of a
near-duplicate query when one exists for the same
sentence; the prior fires on 0.2% of rows and we
report it for completeness rather than as a contri-
bution. Ablations (§5) use a cheaper protocol: one
80:20 stratified pair-level split, one run per config-
uration, no ensembling and no synthetic negatives,
so the latter is measured in its own row rather than
hidden underneath every row.

The model has 2.86M parameters and is trained
for 30 epochs with AdamW (Loshchilov and Hut-
ter, 2019) at learning rate 3 × 10−4, weight de-
cay 0.02, batch size 32, cosine decay after a short
warmup, and an exponential moving average of the
weights for evaluation. Sequences are capped at
288 sentence and 128 query frames. Augmentation
— mirroring, rotation, scaling, translation, jitter,
temporal speed perturbation and articulator dropout
— is applied to raw coordinates, with a single mir-
ror decision per pair so both clips stay in the same
reference frame. The decision threshold maximises
positive-class F1 subject to the predicted positive
rate staying within [0.35, 0.65], which prevents a
weak model from collapsing onto the all-ones so-
lution. One run takes about 30 minutes on a single
NVIDIA T4.

5 Results

5.1 Blind Test Result

Table 2 gives our official blind-test score: 72.69
accuracy and 71.95 macro-F1, against 61.66 and
58.42 for Johnny et al. (2025). The two editions
release identical split statistics, so the comparison
is on matched data, but we could not verify that
the test labels are identical across editions and we
did not rerun their system; we therefore read Ta-
ble 2 as a strong indication rather than a controlled
comparison. Out-of-fold on the training pairs the
ensemble scores 72.37 accuracy and 72.07 macro-
F1, within half a point of the blind result, so the
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Configuration Acc. F1M PM RM

Full model 72.63 72.28 73.85 72.63

− MIL-NCE loss 50.92 49.84 51.01 50.92

− multi-scale MIL 73.12 72.64 74.87 73.12
− cross-attention 72.77 72.57 73.44 72.77
− domain token 73.18 72.83 74.43 73.18
− face keypoints 73.54 73.22 74.70 73.54
− velocity 72.47 71.86 74.60 72.47
− geometry 74.09 73.85 74.97 74.09
− vel. and geom. 72.79 72.34 74.38 72.79
− MIL, domain, face 73.32 72.84 75.09 73.32
− all but MIL-NCE 72.63 72.30 73.75 72.63
− mirror TTA 72.04 71.68 73.23 72.04

+ synth. negatives 72.28 71.95 73.38 72.28

Sentence-level split 69.96 69.40 71.39 69.89

Table 3: Ablations on one 80:20 pair-level split (%,
macro-averaged), one run each. “− all but MIL-NCE”
removes the face, velocity and geometry blocks, the
domain token, the cross-attention branch and the extra
MIL scales together. Only removing MIL-NCE (bold)
breaks the model. The last row uses a different val-
idation partition and is a generalisation bound, not a
comparable ablation.

cross-validation protocol is a reliable proxy here.

5.2 Ablations

MIL-NCE is the whole system. Removing the
contrastive term (§3.4) collapses the model to
chance, from 72.63 to 50.92 accuracy, and its rank-
ing quality falls with it (AUC 0.83→ 0.51). Noth-
ing else in Table 3 comes close to that effect. The
interpretation is that the classifier head reads a co-
sine similarity map, and BCE alone gives no gra-
dient that makes that map metric; the contrastive
term is what puts the two clips in a comparable
space in the first place. This also resolves the
apparent disagreement with Johnny et al. (2025),
who found contrastive supervision unhelpful: in
a concatenated single-trunk encoder the decision
never passes through an explicit similarity, so a
contrastive term is an unrelated auxiliary objective
rather than a prerequisite.

Everything else is within noise. The ten remain-
ing removals span 72.04 to 74.09 accuracy, a 2.05-
point band around a 72.63 baseline, and seven of
them improve on it. With one seed and one par-
tition per row we cannot separate these from run-
to-run variation, so we claim no effect for any of
them individually. The strongest statement the ta-
ble does support is the − all but MIL-NCE row:
removing the face block, velocity, geometry, the

domain token, the cross-attention branch and multi-
scale pooling all at once — a 157-dimensional fea-
ture vector and 2.43M parameters, 15% fewer —
matches the full model’s accuracy to two decimal
places. The components layered on top of the con-
trastive objective are not earning their place.

Synthetic negatives. Doubling the training set
with uniformly sampled negatives costs 0.35 ac-
curacy points and doubles training time. It is in
the leaderboard system because that system was
trained before this measurement existed; it should
be dropped.

Generalisation bound. Under a sentence-
grouped split, where no validation sentence is seen
in training, the model reaches 69.96 accuracy and
69.40 macro-F1, i.e. 2.7 and 2.9 points below the
pair-level run. This row is not comparable to the
rest of the table because its validation partition
differs; it bounds how much of the headline score
depends on the blind splits reusing training clips
(§4.1).

6 A Label-Balance Artefact in the Splits

The released files carry a property with a larger
effect on leaderboard scores than any modelling
choice in this paper: for every sentence, once the
training, validation and test rows are pooled, posi-
tives equal negatives.

Fix a sentence with c labelled training rows of
which p are positive, and k blind rows. The prop-
erty fixes total positives at (c+ k)/2, so the blind
rows must contain need = (c + k)/2 − p posi-
tives; when need ∈ {0, k} every blind row for
that sentence is determined. It holds on all 7,910
sentences, and hiding 1,413 random labelled rows
and re-deriving them recovers all of them exactly.
Applying it pins 76.3% of test rows and 75.6%
of validation rows, so answering the pinned rows
and guessing the rest has expected accuracy 0.8815
with no model at all.

Exploiting this would break no rule, but an accu-
racy produced by counting rows measures nothing
about sign language; the failure mode is a familiar
one (Poliak et al., 2018; Geirhos et al., 2020). We
did not use the property in any submission, and
disclosed it to the organisers before submitting this
paper. For future editions we recommend assigning
blind rows so per-sentence label counts do not sum
to a fixed ratio.
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7 Conclusion

We presented a 2.86M-parameter pose-based
Siamese system for gloss-free sign spotting in In-
dian Sign Language, which reaches 72.69 accuracy
and 71.95 macro-F1 on the WSLP@EMNLP-2026
blind test set. Placing both clips in one embed-
ding space and reading the decision off an explicit
frame-to-frame similarity map is what makes the ar-
chitecture work, and the ablations locate the reason
precisely: the MIL-NCE contrastive objective is the
only component whose removal matters, while ev-
ery feature block and architectural addition we lay-
ered on top is within run-to-run noise of a 2.43M-
parameter model that keeps the contrastive loss and
drops the rest. For this task, effort is better spent
on the objective that shapes the shared space than
on enriching the encoder that fills it.

Limitations

Every ablation row is one run on one seed and one
partition. The MIL-NCE effect is far too large to be
noise; no other row is, and we draw no conclusion
from any of them individually. In that protocol the
retained epoch and the decision threshold are both
chosen on the partition that is then scored, so those
absolute values are optimistic, though the bias ap-
plies equally to all rows and the blind test numbers
are unaffected. The decoder is also miscalibrated:
it predicts positive on 66.4% of test rows where
the true rate is near 50%, trading positive preci-
sion for recall. Finally, all results come from one
ISL corpus, and we could not obtain further blind
measurements because the evaluation portal closed
before this paper was written, so the single sub-
mitted test score is the only blind evidence we can
offer.

References
Samuel Albanie, Gül Varol, Liliane Momeni, Triantafyl-

los Afouras, Joon Son Chung, Neil Fox, and Andrew
Zisserman. 2020. BSL-1K: Scaling up co-articulated
sign language recognition using mouthing cues. In
Proceedings of the European Conference on Com-
puter Vision (ECCV).

Patrick Buehler, Mark Everingham, and Andrew Zis-
serman. 2009. Learning sign language by watching
TV (using weakly aligned subtitles). In Proceed-
ings of the IEEE Conference on Computer Vision and
Pattern Recognition (CVPR).

Hannah Bull, Triantafyllos Afouras, Gül Varol, Samuel
Albanie, Liliane Momeni, and Andrew Zisserman.

2021. Aligning subtitles in sign language videos. In
Proceedings of the IEEE/CVF International Confer-
ence on Computer Vision (ICCV).

Necati Cihan Camgoz, Oscar Koller, Simon Hadfield,
and Richard Bowden. 2020. Sign language trans-
formers: Joint end-to-end sign language recognition
and translation. In Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recog-
nition (CVPR).

Jacob Devlin, Ming-Wei Chang, Kenton Lee, and
Kristina Toutanova. 2019. BERT: Pre-training of
deep bidirectional transformers for language under-
standing. In Proceedings of the 2019 Conference of
the North American Chapter of the Association for
Computational Linguistics: Human Language Tech-
nologies, pages 4171–4186. Association for Compu-
tational Linguistics.

Thomas G. Dietterich, Richard H. Lathrop, and Tomás
Lozano-Pérez. 1997. Solving the multiple instance
problem with axis-parallel rectangles. Artificial In-
telligence, 89(1–2):31–71.

Robert Geirhos, Jörn-Henrik Jacobsen, Claudio
Michaelis, Richard Zemel, Wieland Brendel,
Matthias Bethge, and Felix A. Wichmann. 2020.
Shortcut learning in deep neural networks. Nature
Machine Intelligence, 2(11):665–673.

Hezhen Hu, Weichao Zhao, Wengang Zhou, and
Houqiang Li. 2023. SignBERT+: Hand-model-
aware self-supervised pre-training for sign language
understanding. IEEE Transactions on Pattern Analy-
sis and Machine Intelligence.

Maximilian Ilse, Jakub Tomczak, and Max Welling.
2018. Attention-based deep multiple instance learn-
ing. In Proceedings of the 35th International Confer-
ence on Machine Learning (ICML).

Songyao Jiang, Bin Sun, Lichen Wang, Yue Bai, Kun-
peng Li, and Yun Fu. 2021a. Skeleton aware multi-
modal sign language recognition. In Proceedings of
the IEEE/CVF Conference on Computer Vision and
Pattern Recognition Workshops (CVPRW).

Tao Jiang, Necati Cihan Camgöz, and Richard Bowden.
2021b. Looking for the signs: Identifying isolated
sign instances in continuous video footage. In Pro-
ceedings of the British Machine Vision Conference
(BMVC).

Glenn Jocher, Ayush Chaurasia, and Jing Qiu.
2023. Ultralytics YOLOv8. https://github.com/
ultralytics/ultralytics.

Samuel Ebimobowei Johnny, Blessed Guda, Em-
manuel Enejo Aaron, and Assane Gueye. 2025. Pose-
based sign language spotting via an end-to-end en-
coder architecture. In Proceedings of the Workshop
on Sign Language Processing (WSLP), pages 71–76.
Association for Computational Linguistics.

82

https://arxiv.org/abs/2007.12131
https://arxiv.org/abs/2007.12131
https://doi.org/10.1109/CVPR.2009.5206523
https://doi.org/10.1109/CVPR.2009.5206523
https://arxiv.org/abs/2105.02877
https://doi.org/10.1109/CVPR42600.2020.01004
https://doi.org/10.1109/CVPR42600.2020.01004
https://doi.org/10.1109/CVPR42600.2020.01004
https://doi.org/10.18653/v1/N19-1423
https://doi.org/10.18653/v1/N19-1423
https://doi.org/10.18653/v1/N19-1423
https://doi.org/10.1016/S0004-3702(96)00034-3
https://doi.org/10.1016/S0004-3702(96)00034-3
https://doi.org/10.1038/s42256-020-00257-z
https://doi.org/10.1109/TPAMI.2023.3269220
https://doi.org/10.1109/TPAMI.2023.3269220
https://doi.org/10.1109/TPAMI.2023.3269220
https://proceedings.mlr.press/v80/ilse18a.html
https://proceedings.mlr.press/v80/ilse18a.html
https://arxiv.org/abs/2103.08833
https://arxiv.org/abs/2103.08833
https://arxiv.org/abs/2108.04229
https://arxiv.org/abs/2108.04229
https://github.com/ultralytics/ultralytics
https://github.com/ultralytics/ultralytics


Abhinav Joshi, Susmit Agrawal, and Ashutosh Modi.
2023. ISLTranslate: Dataset for translating Indian
sign language. In Findings of the Association for
Computational Linguistics: ACL 2023. Association
for Computational Linguistics.

Abhinav Joshi, Ashwani Bhat, Pradeep S, Priya Gole,
Shashwat Gupta, Shreyansh Agarwal, and Ashutosh
Modi. 2022. CISLR: Corpus for Indian sign lan-
guage recognition. In Proceedings of the 2022 Con-
ference on Empirical Methods in Natural Language
Processing (EMNLP). Association for Computational
Linguistics.

Oscar Koller, Jens Forster, and Hermann Ney. 2015.
Continuous sign language recognition: Towards large
vocabulary statistical recognition systems handling
multiple signers. Computer Vision and Image Under-
standing, 141:108–125.

Ilya Loshchilov and Frank Hutter. 2019. Decoupled
weight decay regularization. In International Confer-
ence on Learning Representations (ICLR).

Camillo Lugaresi, Jiuqiang Tang, Hadon Nash, Chris
McClanahan, Esha Uboweja, Michael Hays, Fan
Zhang, Chuo-Ling Chang, Ming Guang Yong,
Juhyun Lee, Wan-Teh Chang, Wei Hua, Manfred
Georg, and Matthias Grundmann. 2019. MediaPipe:
A framework for building perception pipelines. Com-
puting Research Repository, arXiv:1906.08172.

Antoine Miech, Jean-Baptiste Alayrac, Lucas Smaira,
Ivan Laptev, Josef Sivic, and Andrew Zisserman.
2020. End-to-end learning of visual representations
from uncurated instructional videos. In Proceedings
of the IEEE/CVF Conference on Computer Vision
and Pattern Recognition (CVPR).

Liliane Momeni, Gül Varol, Samuel Albanie, Triantafyl-
los Afouras, and Andrew Zisserman. 2020. Watch,
read and lookup: Learning to spot signs from multi-
ple supervisors. In Proceedings of the Asian Confer-
ence on Computer Vision (ACCV).

Tomas Pfister, James Charles, and Andrew Zisserman.
2013. Large-scale learning of sign language by
watching tv (using co-occurrences). In Proceedings
of the British Machine Vision Conference (BMVC).

Adam Poliak, Jason Naradowsky, Aparajita Haldar,
Rachel Rudinger, and Benjamin Van Durme. 2018.
Hypothesis only baselines in natural language infer-
ence. In Proceedings of the Seventh Joint Conference
on Lexical and Computational Semantics (*SEM),
pages 180–191. Association for Computational Lin-
guistics.

Hiroaki Sakoe and Seibi Chiba. 1978. Dynamic
programming algorithm optimization for spoken
word recognition. IEEE Transactions on Acoustics,
Speech, and Signal Processing, 26(1):43–49.

Prem Selvaraj, Gokul N C, Pratyush Kumar, and Mitesh
Khapra. 2022. OpenHands: Making sign language
recognition accessible with pose-based pretrained

models across languages. In Proceedings of the 60th
Annual Meeting of the Association for Computational
Linguistics (Volume 1: Long Papers). Association for
Computational Linguistics.

Advaith Sridhar, Rohith Gandhi Ganesan, Pratyush Ku-
mar, and Mitesh Khapra. 2020. INCLUDE: A large
scale dataset for Indian sign language recognition. In
Proceedings of the 28th ACM International Confer-
ence on Multimedia.

Aaron van den Oord, Yazhe Li, and Oriol Vinyals.
2018. Representation learning with contrastive pre-
dictive coding. Computing Research Repository,
arXiv:1807.03748.

Gül Varol, Liliane Momeni, Samuel Albanie, Triantafyl-
los Afouras, and Andrew Zisserman. 2021. Read
and attend: Temporal localisation in sign language
videos. In Proceedings of the IEEE/CVF Confer-
ence on Computer Vision and Pattern Recognition
(CVPR).

Gül Varol, Liliane Momeni, Samuel Albanie, Triantafyl-
los Afouras, and Andrew Zisserman. 2022. Scal-
ing up sign spotting through sign language dictio-
naries. International Journal of Computer Vision,
130(6):1416–1439.

Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob
Uszkoreit, Llion Jones, Aidan N. Gomez, Lukasz
Kaiser, and Illia Polosukhin. 2017. Attention is all
you need. In Advances in Neural Information Pro-
cessing Systems 30 (NeurIPS).

Ruibin Xiong, Yunchang Yang, Di He, Kai Zheng,
Shuxin Zheng, Chen Xing, Huishuai Zhang, Yanyan
Lan, Liwei Wang, and Tie-Yan Liu. 2020. On layer
normalization in the transformer architecture. In Pro-
ceedings of the 37th International Conference on
Machine Learning (ICML).

83

https://aclanthology.org/2023.findings-acl.665/
https://aclanthology.org/2023.findings-acl.665/
https://aclanthology.org/2022.emnlp-main.707/
https://aclanthology.org/2022.emnlp-main.707/
https://doi.org/10.1016/j.cviu.2015.09.013
https://doi.org/10.1016/j.cviu.2015.09.013
https://doi.org/10.1016/j.cviu.2015.09.013
https://arxiv.org/abs/1711.05101
https://arxiv.org/abs/1711.05101
https://arxiv.org/abs/1906.08172
https://arxiv.org/abs/1906.08172
https://arxiv.org/abs/1912.06430
https://arxiv.org/abs/1912.06430
https://arxiv.org/abs/2010.04002
https://arxiv.org/abs/2010.04002
https://arxiv.org/abs/2010.04002
https://doi.org/10.5244/C.27.20
https://doi.org/10.5244/C.27.20
https://doi.org/10.18653/v1/S18-2023
https://doi.org/10.18653/v1/S18-2023
https://doi.org/10.1109/TASSP.1978.1163055
https://doi.org/10.1109/TASSP.1978.1163055
https://doi.org/10.1109/TASSP.1978.1163055
https://aclanthology.org/2022.acl-long.150/
https://aclanthology.org/2022.acl-long.150/
https://aclanthology.org/2022.acl-long.150/
https://doi.org/10.1145/3394171.3413528
https://doi.org/10.1145/3394171.3413528
https://arxiv.org/abs/1807.03748
https://arxiv.org/abs/1807.03748
https://arxiv.org/abs/2103.16481
https://arxiv.org/abs/2103.16481
https://arxiv.org/abs/2103.16481
https://doi.org/10.1007/s11263-022-01589-6
https://doi.org/10.1007/s11263-022-01589-6
https://doi.org/10.1007/s11263-022-01589-6
https://arxiv.org/abs/1706.03762
https://arxiv.org/abs/1706.03762
https://proceedings.mlr.press/v119/xiong20b.html
https://proceedings.mlr.press/v119/xiong20b.html


Proceedings of the Second Workshop on Sign Language Processing, pages 84–95
October 29, 2026 ©2026 Association for Computational Linguistics

Isolated Sign Language Recognition for Icelandic Sign Language:
Experiments in a Low-resource Setting

Finnur Ágúst Ingimundarson1, Guðný Björk Þorvaldsdóttir2
Mathias Müller1, Sarah Ebling1

1Department of Computational Linguistics, University of Zurich
2Communication Centre for the Deaf and Hard of Hearing in Iceland

finnuragust.ingimundarson@uzh.ch
gudny.bjork.thorvaldsdottir@shh.is

{mmueller,ebling}@cl.uzh.ch

Abstract
We present the first experiments on isolated
sign language recognition (ISLR) for Icelandic
Sign Language (ÍTM). We use ÍTM SignWiki,
a dataset derived from a bilingual Icelandic–
ÍTM online dictionary. It is genuinely low-
resource: 1,845 videos cover 849 classes, 86%
of which have only two examples, making
the full task effectively one-shot recognition
across signers. We compare two open-source
ISLR frameworks, OpenHands and SPOTER,
on three tasks of increasing vocabulary size
(22, 117 and 849 classes), and evaluate three
pose estimators and two forms of cross-lingual
transfer. With ÍTM data alone, SPOTER out-
performs OpenHands on all three tasks, and
MediaPipe poses give better results than Al-
phaPose or SDPose. Cross-lingual transfer
brings the largest gains: pretraining SPOTER
on American Sign Language data before fine-
tuning on ÍTM raises accuracy by 14–24 per-
centage points, to 72.7%, 47.9% and 22.6% on
the three tasks, and multilingual training with
data from six other sign languages lifts Open-
Hands from 1.41% to 28.86% on the full task.
Although far from practical use, the results sug-
gest that transfer from better-resourced sign
languages is promising for very low-resource
ones. We release our adapted versions of both
frameworks.

1 Introduction

Although not always recognized as such, sign lan-
guages are full-fledged natural languages that have
their own grammar and vocabulary.1 Contrary to
a widespread belief, there is no universal sign lan-
guage and several hundred sign languages have
been documented around the world. The number
of deaf people who use them as a primary means
of communication worldwide is estimated to be
roughly 70 million, and more than half a million in
Europe (Way et al., 2024).

1This paper is based on Ingimundarson (2026) the first
author’s master’s thesis at the University of Zurich

The field of sign language processing (SLP) is
more recent than that of natural language process-
ing (NLP) and has lagged behind, constrained by a
lack of technological or computational resources,
software, and data (Yin et al., 2021; Müller et al.,
2022). This situation has gradually improved but
SLP remains underrepresented and fundamental de-
sign decisions underexplored (O’Brien et al., 2026).
In general, it can also be argued that all sign lan-
guages are low-resource languages when compared
to spoken languages (Joshi et al., 2020). Never-
theless, larger sign language communities, such
as that of American Sign Language (ASL), are
comparatively well represented and well resourced,
whereas sign languages of smaller communities are
low-resource, which restricts the development and
deployment of SLP tools based on them.

One such low-resource sign language is Ice-
landic Sign Language, that will hereafter be ab-
breviated as ÍTM (íslenskt táknmál), which is pre-
ferred by the Icelandic Deaf community and ÍTM
researchers. ÍTM is now estimated to have about
300 native users, and in total approximately 2,000
users. The total number includes L2 users with late
onset of hearing loss, children of deaf adults, for-
eign L1 signers (ÍTM L2 signers) and hearing sign-
ers with various levels of proficiency, the last group
comprising somewhere between 1,000 and 1,500
people (Koulidobrova and Sverrisdóttir, 2021).

Automatic processing of ÍTM has not taken
place so far and this paper represents one of the
first steps in that direction. The task at hand, iso-
lated sign language recognition (ISLR), is not the
same as translation, and therefore less practical
than a translation system. Nevertheless, for a low-
resource sign language such as ÍTM, ISLR is a
good starting point. With that in mind, this pa-
per explores how well ISLR can perform in a real
low-resource setting, on limited ÍTM data.

The contributions of this paper include:
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1. The first-ever ISLR experiments on ÍTM data

2. Comparison of SPOTER and OpenHands, two
open-source frameworks for ISLR

(a) SPOTER yields significantly better base-
line results than OpenHands on all three
tasks, outperforming it by 36.36, 14.53
and 6.95 in test accuracy

(b) Multilingual training in OpenHands im-
proves the test performance by 27.8 and
27.45 percentage points

(c) Pretraining on ASL data and finetuning
on ÍTM data improves SPOTER test per-
formance by 22.73, 23.93 and 14.25 per-
centage points

(d) MediaPipe pose estimates in SPOTER
performed better than AlphaPose and
SDPose pose estimates

2 Related Work

Automatic sign language recognition (SLR) can be
split into two tasks, continuous or isolated SLR
(Koller, 2020). In continuous SLR (CSLR), the
recognition is performed either directly on the con-
tinuous stream or with an intermediate segmenta-
tion step, where sign boundaries are identified and
the recognition is then performed on isolated signs
based on the assumption that a single sign/gloss is
contained within the segment boundaries. Isolated
SLR (ISLR) is performed on single sign input.

The recognition is then treated as a classification
task where information is extracted from signed
video input that is processed into a representation
suitable for a downstream task (Way et al., 2024).
The output labels can be, for instance, words or
lemmas in the corresponding spoken language or
sign language glosses.

2.1 Video-based Recognition
As observed by Way et al. (2024), in the wake of
deep learning, the field of SLR has witnessed a
surge of new techniques, models and model archi-
tectures. One of the first end-to-end approaches to
SLR was the work of Camgoz et al. (2017), who
drew on speech recognition and the use of Connec-
tionist Temporal Classification (CTC) algorithms.
The novel architecture they proposed for sequence-
to-sequence learning, called SubUNets, consisted
of three layers: a CNN layer to extract spatial fea-
tures from image input, bidirectional LSTM layers
to temporally model those spatial features, and a

CTC loss layer on top. This was followed by the
Sign Language Recognition Transformer (Camgoz
et al., 2020), a unified model which was trained to
jointly learn CSLR and translation.

2.2 Pose-based Recognition

Pose estimation provides a lower-dimensional alter-
native to raw video. Pose estimators extract human
skeletal keypoints, creating signer-invariant repre-
sentations that abstract over clothing, skin color,
gender etc., focusing on the most relevant parts of
the signal and ignoring irrelevant RGB features in
the video. Despite these abstractions, the poses
remain human-interpretable, but are not entirely
anonymous (Battisti et al., 2024). Previous work
has predominantly used two pose estimators: Open-
Pose (Cao et al., 2021) and MediaPipe (Lugaresi
et al., 2019). Neither was developed specifically for
SLP, but given their lightweight nature compared to
raw videos, they have become widespread in SLP.

A recent and comprehensive comparison study
of pose estimators is the work of O’Brien et al.
(2026). They compare eight different pose estima-
tors and evaluate them on sign language transla-
tion (SLT). They show that four pose estimators
achieve higher translation scores than MediaPipe,
and suggest that alternatives to MediaPipe should
be more strongly considered for pose-based SLT.
Well-performing and interesting alternatives in-
clude Sapiens (Khirodkar et al., 2024) and SDPose
(Liang et al., 2026) – which are the best-performing
estimators, but have significant compute require-
ments – and AlphaPose (Fang et al., 2023), which
had the third-best translation performance and the
fastest compute speed.

2.3 Publicly Available ISLR Frameworks

SPOTER The Sign Pose-based Transformer (Bo-
háček and Hrúz, 2022),2 proposed using pose es-
timates from Apple’s Vision API to train a word-
level SLR model. Along with a novel normaliza-
tion scheme, they presented new data augmentation
methods, namely four different spatial augmenta-
tions and adding Gaussian noise, which gave the
best results. In addition, they demonstrated how
well the SPOTER model performs on limited train-
ing data compared to an I3D model in the same
setting. Their code and data availability has en-
abled follow-up works such as Azad and Rahman
(2026) who introduce several modifications to the

2https://github.com/maty-bohacek/spoter
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original SPOTER, use MediaPipe poses instead of
Vision API, adapt the implementation to Bengali
Sign Language data, and substantially improve the
previous results on an existing ISLR dataset.

Boháček et al. (2022) improves the original
SPOTER approach by replacing the Vision API
poses with MediaPipe Holistic. The poses were
adapted to the landmarks used in the original
SPOTER, in addition to performing hyperparam-
eter search over augmentation parameters. By do-
ing so, they greatly improved the performance on
WLASL100, achieving state-of-the-art results for
it at the time. This code is, however, not available.

SPOTER only implements one model architec-
ture (Transformer) and neither pretraining strate-
gies nor multilingual training setups are supported.

OpenHands Another important contribution in
terms of open-sourced code is the OpenHands li-
brary by Selvaraj et al. (2022),3 (see also NC et al.
(2022)) which aimed to exploit key low-resource
language insights from traditional NLP for the ben-
efit of sign languages. The open-source framework
they released is no longer maintained, but includes
pose estimates of existing datasets for five sign lan-
guages and more than 1,000 hours of Indian Sign
Language data for self-supervised training.

OpenHands supports four model variants: two
sequence-based models, RNN and Transformer,
and two graph-based models, a spatio-temporal
graph convolutional network (ST-GCN) and a sign
language GCN (SL-GCN). Based on the results
reported by Selvaraj et al. (2022), the graph-based
models outperformed the sequence-based models
on all of the datasets where accuracy was reported,
with the SL-GCN performing best overall.

The framework also provides a multilingual
training configuration that allows combining data
from multiple sign languages. Two vocabulary
strategies are available: a unified vocabulary, where
the original classes from each dataset are “normal-
ized” into English glosses, or a combined vocabu-
lary of the original vocabulary of each dataset.

In its default configuration, OpenHands supports
11 datasets for 7 sign languages (American, Chi-
nese, Indian, Turkish, Greek, Argentinian and Ger-
man).4 However, three of these datasets are not
publicly available. For the other datasets, the au-
thors provide MediaPipe poses.

3https://github.com/AI4Bharat/OpenHands
4See https://openhands.ai4bharat.org/en/latest/instructions/

datasets.html for an overview of the supported datasets.

Number of videos 1,845
Total length (hours:minutes:seconds) 1:44:29
Number of classes 849
Number of signers 33

Table 1: Overall statistics of ÍTM SignWiki dataset

# Classes # Samples Proportion

732 2 86.22%
95 3 11.19%
18 4 2.12%

2 5 0.24%
1 6 0.12%
1 8 0.12%

Table 2: Samples per class distribution in the ÍTM Sign-
Wiki dataset. Most classes represented by two samples

3 Dataset

We use the ÍTM SignWiki dataset presented in Ingi-
mundarson (2026). It is based on the dictionary
component of the Icelandic part of SignWiki,5 a
web and mobile platform for sign languages and
deaf education. The dictionary is bilingual, where
ÍTM sign language videos are mapped to Icelandic
words or phrases, and currently contains roughly
13,000 signs and phrases. Although the dictionary
is open for public input, the vast majority of the
recordings originate from the Communication Cen-
tre for the Deaf and Hard of Hearing in Iceland
(SHH), contributed by people who have been or are
currently employed there, and the recordings date
from the early 1990s and up until the present day.

3.1 Dataset Profile
An overview of the dataset is given in Tables 1
and 2. As the numbers illustrate, the dataset is
very limited in terms of size. Instead of having
many examples on a limited set of classes, there
are limited examples for many classes. This is in
stark contrast to most ISLR datasets, such as the
subsets of the MS-ASL dataset (Joze and Koller,
2019), that range from 100–1,000 classes and have,
on average, 25.5–57.4 samples per class (189–222
signers).

As far as the signers in the data are concerned,
84.77% are L1 deaf, 10.30% are hearing and 4.93%
are L2 deaf. It is also worth noting that 89.7% of
the signers are female and 10.3% are male, and all
are white, which gives an indication of the over-
all composition of the data. As the data has been
collected over many years, some of the more fre-

5https://is.signwiki.org/
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Figure 1: Example of left-/right-handed contrast in the ÍTM SignWiki dataset

quently featured signers have several different ap-
pearances, i.e. wearing different clothing, with dif-
ferent hairstyles etc. This would increase the diver-
sity in a video-/RGB-based approach, but is less
relevant for pose-based methods.

A further characteristic of the dataset is the fact
that the second-most frequently occurring signer
in the dataset (Signer 1) is left-handed, the only
one out of the 33 signers. The signer appears in
267 out of 1,845 samples. Therefore, many of the
classes have a left-/right-hand contrast in addition
to the signer difference between training and test
samples. In total, 1,075 instances are labeled as
right-handed, 202 left-handed, and 568 samples
are two-handed symmetrical signs. An example of
left-/right-handed contrast is shown in Figure 1.

It is worth noting that a few instances of phrases,
as opposed to isolated signs, are included in the
data, e.g. hvað heitir þú (‘what is your name’). The
dataset also contains multiple instances of other
classes that consist of two or even three signs,
such as the word sérkennari ‘special needs teacher’,
composed of the signs SÉR (‘special’), KENNA
(‘teach’), and PERSÓNA (‘person’). Furthermore,
seven of the 849 classes are fingerspelled. It must
also be noted that the vocabulary of the dataset
is unsystematic and contains, for example, signs
for the words Algeria, browned potatoes, Lord (in
Christian sense), feather and hippopotamus.

3.2 Data splits and recognition tasks

Data splits We split the full dataset into a train-
ing, validation and test set with 917, 79 and 849
samples, respectively. The difference in size be-
tween the validation and test splits is due to dataset
constraints. For 38 of the 117 classes that have
three samples or more, two samples were retained
for training instead of having a validation sample.
In many cases, the validation sample is a different
recording by the same signer as the training sample,
whereas the test sample is drawn from a different
signer not represented for that class. Therefore, the

Task Split # Classes # Samples

Minimal
Train 22 52
Validation 22 22
Test 22 22

Trimmed
Train 117 185
Validation 79 79
Test 117 117

Full
Train 849 917
Validation 79 79
Test 849 849

Table 3: Recognition tasks based on the ÍTM SignWiki
dataset, varying number of classes in the training, vali-
dation and test sets

performance on the validation set might be mis-
leading with regard to test set performance. This is
preferable to validating on an unseen signer while
testing on a seen signer for the same class.

Tasks We define three different recognition tasks
with increasing difficulty (varying random chance
of success and class balance of training and valida-
tion data), see Table 3. The Minimal task entails
recognizing 22 classes (with≥ 4 samples per class),
the Trimmed task has 117 classes (with ≥ 3 sam-
ples per class) and the Full task has 849 classes
(with ≥ 2 samples per class). Moving to the next
task means adding more, and more challenging,
classes, with the Full task effectively being one-
shot recognition over 849 classes.

4 Experiments

We train a series of baselines with OpenHands and
SPOTER using only the ÍTM SignWiki dataset
(Section 4.1). Then we perform additional experi-
ments on multilingual training (Section 4.2) and a
pretraining/finetuning scheme (Section 4.3) where
the training data includes other languages as well.

4.1 Baselines

OpenHands We train systems for all four model
variants that OpenHands supports: two sequence-
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based models, RNN and Transformer (BERT), and
two graph-based models, a spatio-temporal graph
convolutional network (ST-GCN) and a sign lan-
guage GCN (SL-GCN) (see Section 2.3).

The framework provides precomputed poses for
eight ISLR datasets (listed in Table 8), but also
a pipeline to extract MediaPipe poses from video
data. We used this pipeline on the ÍTM data. In
the native OpenHands setup, the authors then de-
fine two different keypoint presets for the pose
estimates: Minimal (27 2D keypoints of the upper-
body, hands and face) or Top body (59 keypoints
with better coverage of the upper body). Following
Selvaraj et al. (2022)’s example scripts we only
used the minimal preset in all of our experiments.

In addition to trying different model architec-
tures, we evaluate on all three recognition tasks (see
Section 3.2) and either disable or enable data aug-
mentation. Taken together, we train 4×3×2 = 24
baseline OpenHands models.

In the native OpenHands setup, the validation
accuracy is monitored for early stopping, and we
followed this example (max epochs=500/1000, pa-
tience=80 mode=max). Further hyperparameters
were the following: CosineAnnealingLR scheduler
with Adam, lr = 1e− 3, and batch size 4/8/16 for
Minimal/Trimmed/Full. Models were trained on an
A100 or H100 GPU (this is true for all models in
our experiments).

SPOTER The best results with SPOTER were
achieved with MediaPipe poses as the input rep-
resentation (see Section 2.3). For this paper, we
adapted the SPOTER code to the binary pose for-
mat developed by Moryossef et al. (2021a). In-
spired by O’Brien et al. (2026) we compare three
different pose estimators: AlphaPose (Fang et al.,
2023), MediaPipe (Lugaresi et al., 2019) and SD-
Pose (Liang et al., 2026), instead of assuming
MediaPipe as a fixture of the experiment.

As described in Section 2, MediaPipe and Open-
Pose have been the two predominant pose estima-
tors used in SLP in recent years. AlphaPose and
SDPose are lesser known in an SLP context. In
O’Brien et al. (2026)’s comparison of pose esti-
mators, evaluated on SLT, AlphaPose ranked third,
and was found to be more computationally efficient
than the better-performing estimators. It is primar-
ily the low-latency benefit of AlphaPose that makes
it appealing for the purposes of this project. While
working with a low-resource language does not nec-
essarily entail limited computational resources, a

lightweight solution with competitive performance
would be advantageous.

To extract the poses, we used the video-to-pose
repository by O’Brien et al. (2026),6 which at the
time of writing supports eight pose estimators in
total. In the SPOTER implementation, a total of
54 body landmarks are extracted, including five
head landmarks (eyes, ears, and nose) and 21 body
landmarks that represent body joints. This results
in 54 2D points and an 108 dimensional feature
vector for each frame. Following Boháček and
Hrúz (2022) we train for 350 epochs and add Gaus-
sian noise to the training set (along with other data
augmentation techniques the framework provides).

To summarize, we trained SPOTER baselines for
all three recognition tasks (see Section 3.2) and for
three different pose estimators (3× 3 = 9 baseline
SPOTER models).

4.2 Multilingual training

We train additional OpenHands models on more
datasets in other sign languages (see Table 8 in
Appendix A for the full list of datasets).

Vocabulary strategies We experiment with ei-
ther keeping the vocabularies of all datasets sepa-
rate (original) or unifying them into a single, nor-
malized vocabulary (unified). In the first setting,
the language code (ISO) of each sign language in-
cluded is prepended to the class label as a one-hot
encoded vector, i.e. ice__ for ÍTM.

In the second setting, the vocabulary of each non-
English/non-ASL dataset is normalized to English
glosses. Here, the ÍTM subset has only 817 classes
as the normalization allows to combine different
sign variants of the same sign, of which there are
several examples in the dataset, with the same nor-
malized gloss. See Appendix A for a more detailed
explanation.

This results in a single normalized vocabulary
and predictions are therefore made with normalized
glosses, which can then be mapped back to the
original vocabulary, but not to separate variants.
As the unified vocabulary experiment effectively is
a different version of the Full task, we keep those
results separate and present them in Appendix A.

These experiments use the multilingual train-
ing feature of OpenHands, described in NC et al.
(2022), but only the unified vocabulary, but the
experiments were inspired by example configs

6https://github.com/ZurichNLP/video-to-pose
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for multilingual training provided with the frame-
work.7 We used the following hyperparameters:
CosineAnnealingLR scheduler with Adam, learn-
ing rate 1e − 3, batch size 64, max epochs 200,
with early stopping on validation accuracy (max,
patience 30).

Due to time and resource constraints, we eval-
uate these multilingual models only on the Full
recognition task.

4.3 Pretraining/finetuning scheme

SPOTER does not support pretraining out-of-the-
box. For this paper, we adapted the framework to
support pretraining (either with the encoder frozen
for a specified number of epochs or unfrozen from
the start) and finetuning.

For this experiment, a SPOTER model was pre-
trained on the ASL Citizen dataset (Desai et al.,
2023). It is a community-sourced dataset for ASL
that has nearly 84,000 videos filmed by 52 sign-
ers and 2,731 classes. One motivation for using it
was that MediaPipe poses in pose format for the
dataset were already available, though any com-
parable ISLR dataset for a higher-resource sign
language would have been a viable alternative. As
MediaPipe outperformed the other two pose estima-
tors in the baseline experiments (see Section 5.1),
this setup was exclusively tested with MediaPipe
poses. As the aim here was simply for the encoder
to learn general representations of ASL and not to
achieve the best results on the dataset, the training
was limited to 30 epochs (test accuracy 40.28).

For the finetuning we tested two approaches:
one where the encoder was frozen for the first 30
epochs and only the decoder and head trained, and
another where the full model was finetuned from
the beginning.

Thus the model is pre-trained on ASL data and
finetuned on ÍTM, with the encoder either frozen
from the start or unfrozen; exclusively with Media-
Pipe poses (3× 2 experiments).

4.4 Evaluation Metrics

We report test accuracy and validation accuracy,
given that the validation set is somewhat particular
and limited in two ways (see Section 3.2): on the
one hand it covers only 79 classes (compared to the
total of 849) and on the other hand, the validation
samples are mostly with the same signer as (one

7See https://github.com/AI4Bharat/OpenHands/tree/main/-
examples/configs/multilingual

Task Model Augmentation Validation Test

Minimal

LSTM ✓ 18.20 9.09
- 9.1 0.00

Transformer ✓ 22.70 9.09
- 31.8 9.09

ST-GCN ✓ 13.60 9.09
- 40.9 13.64

SL-GCN ✓ 9.10 4.54
- 54.5 9.09

Trimmed

LSTM ✓ 3.80 0.00
- 2.5 0.85

Transformer ✓ 3.80 1.70
- 7.6 2.56

ST-GCN ✓ 21.5 2.56
- 51.9 3.42

SL-GCN ✓ 10.10 4.27
- 59.5 9.40

Full

LSTM ✓ 7.60 0.00
- 10.1 0.23

Transformer ✓ 2.50 0.00
- 3.8 0.11

ST-GCN ✓ 22.8 0.71
- 26.6 1.06

SL-GCN ✓ 17.70 1.41
- 30.4 0.82

Table 4: Accuracy of OpenHands baseline models
trained on ÍTM data only (✓=with augmentation, -=only
normalization)

of) the training sample(s), whereas the signer in the
test set is always unseen for that particular sign.

5 Results

This section presents the initial ISLR experiments
we performed with the two frameworks. An
overview of the best results is shown in Table 7
and an additional table for the multilingual results
is included in Appendix A.

5.1 Baselines (ÍTM Data Only)

OpenHands Table 4 shows the performance of
all OpenHands baselines. The graph-based models
generally outperform the LSTM and Transformer
models, with a GCN variant achieving the best
test accuracy of 13.64% / 9.40% / 1.41% on the
Minimal / Trimmed / Full tasks respectively. Only
one configuration yielded more than 10% accuracy
on the Minimal task; an ST-GCN model without
any data augmentation. For reference, the best
OpenHands baseline model is repeated in Table 7.

Across the baselines, disabling augmentation
yields slightly better test accuracy in 8 of 12 pairs
and in general higher validation accuracy. However,
since the test sets are rather small (22, 117 and 849
examples) these are in fact minor differences.
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Task Poses Validation Test

Minimal
MediaPipe 72.72 50.00
AlphaPose 63.63 45.45
SDPose 63.63 31.82

Trimmed
MediaPipe 72.15 23.93
AlphaPose 59.49 18.80
SDPose 59.49 17.09

Full
MediaPipe 67.09 8.36
AlphaPose 53.16 3.06
SDPose 55.70 4.00

Table 5: Accuracy of SPOTER baseline models trained
on ÍTM data only, varying the pose estimation system

SPOTER Table 5 shows the performance of all
SPOTER baselines. MediaPipe poses consistently
outperforms other estimators, for example the test
accuracy of MediaPipe is roughly 5 percentage
points higher than AlphaPose on all three tasks. In
general, the SPOTER baselines show considerably
higher accuracy on the test set than comparable
OpenHands baselines (see above). For reference,
the best SPOTER baseline model (only MediaPipe
results) is repeated in Table 7.

5.2 Multilingual Training

Multilingual training results with the original vo-
cabulary are shown in Table 7, for a direct compar-
ison with baseline scores. Individual per-dataset
scores are reported in Table 8 in Appendix A. Mul-
tilingual training results only concern the Full task.
Adding multilingual training outperforms the best
OpenHands and SPOTER baselines. For example,
the test accuracy of the best SPOTER baseline is
8.36, while the test accuracy of the best multilin-
gual model is 28.86. Unifying the multilingual
vocabulary (as opposed to keeping separate vocab-
ularies) yields higher accuracy, 29.21, but on a
slightly smaller vocabulary (see Section A.1).

5.3 Pretraining / finetuning scheme

Pretraining / finetuning results are shown in full in
Table 6. Pretraining on ASL data also outperforms
the best baselines by at least 10 percentage points
in test accuracy. For instance, on the Full task, the
best SPOTER baseline achieves 8.36 test accuracy,
while the best finetuned model achieves 22.61 ac-
curacy. Furthermore the results demonstrate that
freezing the pre-trained encoder at the beginning
of finetuning increases the test accuracy by at least
10 percentage points.

Task Setting Val Test ∆Baseline

Minimal Frozen 95.45 72.73 +22.73
Unfrozen 95.45 59.09 +9.09

Trimmed Frozen 82.27 47.86 +23.93
Unfrozen 67.09 26.50 +2.57

Full Frozen 78.48 22.61 +14.25
Unfrozen 68.35 13.43 +5.07

Table 6: Test accuracy of a SPOTER model pre-trained
on ASL and finetuned on ÍTM compared to the baseline
in Table 5 (Frozen=Pre-trained encoder frozen for first
30 epochs, Unfrozen=Full model finetuned from start)

6 Discussion

Baselines: SPOTER vs. OpenHands When
only using ÍTM data, SPOTER clearly outperforms
Openhands on all three tasks: 50.00 vs. 13.64,
23.93 vs. 9.40 and 8.36 vs. 1.41 test accuracy (see
Section 5.1). These margins should be read with
the size of the test sets in mind. On the Minimal
task each prediction is worth 1/22 = 4.54 percent-
age points, and the gap amounts to 11 vs. 3 correct
predictions; on Trimmed it is 28 vs. 11 out of 117.
The Full task, with 71 vs. 12 correct predictions out
of 849, therefore carries most of the evidence, and
the smaller tasks should not be over-interpreted.

We emphasize that this is a comparison of two
frameworks as they are distributed, not of two ar-
chitectures. Input representation, normalization,
augmentation, optimization and checkpoint selec-
tion all differ at the same time, and our experiments
do not isolate these factors. We therefore offer hy-
potheses rather than explanations.

For example, OpenHands and SPOTER reduce
the full set of MediaPipe keypoints in different
ways. OpenHands offers 27-point and 59-point
presets, but our OpenHands models use only the
27 point preset, following Selvaraj et al. (2022).
SPOTER, on the other hand, uses 54 2D keypoints.
This difference in keypoint resolution may in part
explain the difference in performance between the
frameworks: a coarser hand representation could
plausibly mean a disadvantage for OpenHands. Re-
running OpenHands with the 59-point preset would
test this directly.

Second, the frameworks normalize differently.
OpenHands applies a single shoulder-referenced
centering and scaling to the whole skeleton, so
hand landmarks occupy a small region of the nor-
malized space, whereas SPOTER normalizes body
and hands separately, distorting hand keypoints to
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Task Random Framework Model Setting Val Test Time

Minimal 4.54

OpenHands ST-GCN Baseline (No Augmentation) 40.9 13.64 00:01:54

SPOTER Transformer Baseline (MP) 72.72 50.00 00:02:18
SPOTER Transformer ASL-Finetuned (MP)-Frozen 95.45 72.73 *05:22:24

Trimmed 0.85

OpenHands SL-GCN Baseline (No Augmentation) 59.5 9.40 00:07:39

SPOTER Transformer Baseline (MP) 72.15 23.93 00:18:06
SPOTER Transformer ASL-Finetuned (MP)-Frozen 82.27 47.86 *05:25:13

Full 0.12

OpenHands SL-GCN Baseline (Augmentation) 17.70 1.41 01:14:32
OpenHands SL-GCN Multilingual Original 68.2 28.86 08:15:16

SPOTER Transformer Baseline (MP) 67.09 8.36 01:31:25
SPOTER Transformer ASL-Finetuned (MP)-Frozen 78.48 22.61 *06:07:20

Table 7: Validation and test accuracy on the three ÍTM recognition tasks for OpenHands and SPOTER. (Baseline=best
baseline score, Random=Random classification accuracy, MP=MediaPipe Holistic poses, Time=Training time as
HH:MM:SS, *=Combined training time (ASL Citizen pretraining took 05:21:11 hours)

a lesser degree. Normalization is intimately tied
to generalization; because the test signer is always
unseen for a given class (Section 3.2), our test set
specifically measures signer-invariant generaliza-
tion. Consistent with this, SPOTER retains a much
larger share of its validation accuracy on the test
set (69%/33%/12% across the three tasks) than the
best OpenHands models do (33%/16%/8%). Both
frameworks overfit to the seen signer; OpenHands
does so considerably more. The importance of pre-
processing choices of this kind for pose-based SLP
has been noted before (Coster et al., 2023; O’Brien
et al., 2026).

Third, the training and model selection protocols
differ. SPOTER trains for a fixed number of epochs,
saves the two checkpoints with highest training and
validation accuracy every ten epochs, and evaluates
over all of them. Our OpenHands runs use early
stopping and checkpoint selection on validation ac-
curacy, which on the Full task is computed over 79
of 849 classes, and a single checkpoint was then
chosen manually from k saved checkpoints. Model
selection is thus both noisier and more weakly re-
lated to the target task for OpenHands, and we did
not evaluate all saved checkpoints for comparison.

Fourth, and in our view most informative, the
graph-based models appear to be data-starved
rather than unsuited to the task. The same SL-
GCN that reaches 1.41 on the Full task with ÍTM
data alone reaches 28.86 once other sign languages
are added (Section 5.2). Selvaraj et al. (2022) re-
port their graph models performing best on datasets
with tens of samples per class; ÍTM SignWiki of-
fers one or two. In this respect our results are in
line with Boháček and Hrúz (2022), who show
SPOTER learning effectively from small training

sets, although their comparison was against a video-
based I3D model that must first learn general prop-
erties of human motion, whereas both frameworks
compared here operate on poses. Our results are
therefore consistent with their claim but do not test
it under the same conditions.

Finally, although both frameworks use Media-
Pipe, the poses were extracted with different
pipelines: the extraction script shipped with Open-
Hands in one case and video-to-pose (O’Brien et al.,
2026) in the other. Differences in version or config-
uration cannot be ruled out as a contributing factor.

SPOTER: Choice of pose estimator MediaPipe
clearly outperformed AlphaPose and SDPose. It
is worth reiterating that this was not a comparison
of the full pose estimates but of the customized
(reduced) SPOTER format. However, the format
was the same for all three estimators and the train-
ing schemes identical. As mentioned in Section 2,
a comparison study of pose estimators performed
by O’Brien et al. (2026) revealed that three other
pose estimators performed better than MediaPipe
on SLT. In our experiments, the downstream task is
different, recognition instead of translation, and
the set of keypoints is reduced. Nevertheless,
MediaPipe appears better suited to ISLR. This is
in line with findings of the comparative studies of
Coster et al. (2023) and Moryossef et al. (2021b) of
pose estimators for SLR, where MediaPipe outper-
formed OpenPose and MMPose. Our results are,
to the best of our knowledge, the first comparison
of MediaPipe, AlphaPose and SDPose for SLR.

Cross-lingual transfer effects Both multilingual
training and fine-tuning a pretrained model im-
proved the performance, meaning that both con-
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stitute genuine cross-lingual transfer effects from
higher-resourced sign languages to a low-resource
one. Multilingual training raises the best Open-
Hands result on the Full task from 1.41 to 28.86, a
twentyfold increase, while ASL pretraining raises
the best SPOTER result from 8.36 to 22.61, and by
14–24 percentage points across the three tasks. On
the Full task the multilingual model is ahead (245
vs. 192 correct predictions of 849).

These two numbers should not be read as a rank-
ing of the two strategies. They come from differ-
ent frameworks, whose baselines already differ by
a factor of six; from different source data, eight
datasets in six sign languages in one case and a
single ASL dataset in the other; and from different
label spaces at inference. The multilingual model
predicts over all 5,732 classes of the concatenated
dataset, and 137 of its 849 test predictions fall on
classes belonging to other sign languages (see Ap-
pendix B); these are incorrect by construction, so
its ÍTM accuracy is measured under a handicap
that the pretrained model does not face. A con-
trolled comparison would require training SPOTER
jointly on ASL Citizen and ÍTM and evaluating
both schemes within one framework, and the mul-
tilingual configuration on the two smaller tasks,
neither of which we were able to do.

7 Conclusion

In this paper we explore the performance of
two publicly available SLR frameworks in a low-
resource setting, using the first ISLR dataset for
ÍTM. The dataset is very limited with regard to
the intended use in a machine learning task; it has
many classes (849) and few samples per class, only
two samples for the majority of classes (732). The
experiments therefore explored how well SLR can
perform in a real low-resource setting.

We demonstrate that multilingual learning and
cross-lingual transfer can benefit lower-resource
sign languages. In the OpenHands experiments,
the multilingual training scheme achieved the best
results on the full dataset. In the case of SPOTER,
we show that SPOTER learns effectively from very
small training sets, corroborating the findings of
Boháček and Hrúz (2022). Additionally, finetun-
ing on ÍTM after pretraining on ASL Citizen data
yielded the best overall results on the original ÍTM
vocabulary on two out of three tasks and demon-
strates the effectiveness of a strong pre-trained
checkpoint that can be finetuned to different tasks.

The multilingual model with original vocabulary in
OpenHands yields the best performance on the full
(most challenging) task.

The repositories of the adapted versions of the
two frameworks have been made publicly acces-
sible on GitHub, in the hope that they may prove
useful to other researchers,8,9 and the dataset will
soon be published as well.

8 Limitations

Framework choice Both of these frameworks
are from 2022 and comparison with at least one
newer ISLR method would have been preferable,
but no more recent, publicly available code could
be found, except extensions of SPOTER.

Error analysis Beyond general accuracy mea-
sures, we present no error analysis. Given the
composition of the dataset, it could for instance
be insightful to analyze errors based on sign types,
e.g. one-handed vs. two-handed, fingerspelled
signs and multi-sign compounds (see Section 3.1),
or per-signer performance.

Baseline tuning The discrepancy in performance
in the OpenHands baselines with regard to data
augmentation, where the performance without aug-
mentation was in general better, was unexpected
and would need further inspection. The augmenta-
tion techniques used followed the examples of the
OpenHands authors, but could perhaps be adjusted
better to the ÍTM dataset.

Variability We only present one single run for
each training configuration. Training several mod-
els with different random seeds would make our
results and conclusions drawn from them more ro-
bust.

Applicability Although the experiments yielded
meaningful results it should nonetheless be stressed
that the results do not yet constitute practically ap-
plicable performance. ISLR systems can be ap-
plied to tasks such as looking for signs in videos
or dictionaries, but none of the models we trained
could be immediately deployed in such a setting.
This would require substantially greater amounts
of training data as well as a larger vocabulary.

8https://github.com/ZurichNLP/openhands-itm
9https://github.com/ZurichNLP/spoter-pose
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A Multilingual Results

A.1 Multilingual Training

In Table 8, we present the results of the test set
evaluation for both vocabulary approaches, unified
and original, of the multilingual training, with two
different architectures, along with a comparison of
the results reported by Selvaraj et al. (2022) and
NC et al. (2022).

The multilingual training outperforms the best
accuracy reported by Selvaraj et al. (2022) and NC
et al. (2022) on five datasets, ASLLVD, GSL, IN-
CLUDE, LSA64 and WLASL, and in four cases
out of five with the original vocabulary and an
SL-GCN. The discrepancy in performance on the
RWTH-PHOENIX dataset is notable. This data dif-
fers from the other datasets, as the poses have been
extracted from low-resolution image files instead of
videos that are furthermore from continuous data.

Our setup is not completely comparable to the
work of NC et al. (2022), where the unified vo-
cabulary approach is used. We include the ÍTM
dataset, whereas they include – in addition to the
datasets we use – one Turkish Sign Language and
two Chinese Sign Language datasets, that were not
available to us. They explore different pretrain-
ing and finetuning options: one where the unified
vocabulary (referred to as MultiSign-ISLR dataset
is pretrained on Indian Sign Language data and
finetuned individually, another model pretrained
on SignCorpus, a large pretraining dataset of 4.6K
hours of data from 10 different sign languages,
and finetuned individually, and lastly pretrained on
SignCorpus and finetuned jointly on all of the sign
languages.

Original vs. unified vocabulary As an alterna-
tive to a simple concatenation of all sign classes
from all languages, we consider a unified vocab-
ulary. As an example from our dataset, two dif-
ferent classes for sign variants of allt fínt ‘all
good’ are mapped to the same normalized gloss,
ALL_GOOD. Including ÍTM in this experiment is
admittedly only synthetic, as the original data is
not glossed nor are there English glosses available.
To synthesize this, the classes (words) in the ÍTM
data were machine-translated to English, manually
reviewed, and compared to normalized glosses for
the other datasets – with 40.8% overlap between
the translated ÍTM glosses and the other normal-
ized glosses (see NC et al. (2022) for their approach
to the normalization).
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Original Unified OpenHands

Dataset ST-GCN SL-GCN ST-GCN SL-GCN Selvaraj et al. (2022) NC et al. (2022)

ASLLVD 50.92 55.64 49.49 55.38 - 50.1
AUTSL 90.89 91.42 90.65 91.47 91.9 92.1
GSL 94.94 96.08 94.40 95.62 95.4 93.6
INCLUDE 96.07 96.57 94.85 97.55 93.5 96.3
LSA64 96.56 98.75 96.56 96.87 97.8 97.5
MSASL 62.20 65.89 61.48 66.44 - 67.4
RWTH 0.41 1.03 0.20 0.82 - 48.5
WLASL 44.27 47.43 44.92 47.01 30.6 46.6

ÍTM (Full) 20.84 28.86 22.12 29.21 - -

Table 8: Per-dataset test accuracy for two multilingual models, 1) original vocabulary (5,732 classes) and 2) unified
vocabulary (4,261 classes), along with the best standalone results (all SL-GCN) reported by Selvaraj et al. (2022)

Our results demonstrate how the unified vo-
cabulary outperforms the original vocabulary and
demonstrate the effectiveness of crosslingual trans-
fer. It must, however, be stressed that the unified
vocabulary has fewer labels than the original vocab-
ulary since several classes that have variants in the
dataset are collapsed into a single class in the uni-
fied vocabulary. The evaluation is therefore done
on a test set with 817 classes instead of the full 849,
as in the original vocabulary. And consequently,
the results of the two vocabulary approaches are
not fully comparable and the difficulty of the tasks
is a confounding variable.

In a similar vein, regarding the unified vocab-
ulary approach, we emphasize that these results
are based on synthetic ÍTM glosses that have not
been verified by an ÍTM expert. Therefore, the
results are only an indication of the benefits of
this approach, whereas the results with the origi-
nal vocabulary provide more direct evidence of the
benefits of multilingual training.

B Multilingual Prediction Analysis

If the original vocabulary is preserved in the mul-
tilingual OpenHands model, then the recognition
is performed over a large multilingual label space,
and predictions in other languages are possible. On
the full test set there are 137 cases of another sign
language being predicted and the overall distribu-
tion is shown in Table 9. This distribution is in line
with the number of classes in the included datasets,
and ASL has the largest part of the vocabulary in
the concatenated dataset. It is worth considering
whether these foreign predictions are in fact correct
for the other sign languages. As an example of this,
one might for instance look at the prediction for the
ÍTM class frumskógur ‘jungle’, which is the plural

form of tree in ASL (ase__tree_pl), or the ASL
prediction boy for the ÍTM class ‘man’. The simi-
larity at the level of the word label or gloss alone
suggests that the ASL predictions may be correct.
However, this might also simply be a coincidence
and there are multiple examples of foreign pre-
dictions with no label similarity to the ÍTM class,
although the underlying signs may nonetheless be
phonologically similar. This would require a closer
inspection and comparison of the videos.

ISO SL Count

ase American 88
tsm Turkish 16
gsg German 1
ins Indian 20
gss Greek 9
aed Argentinian 3
icl Icelandic 712

Table 9: Multilingual test prediction distribution with
original vocabulary (ST-GCN)
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Abstract

Pose-based sign language recognizers represent
the two hands as separate halves of a skeleton
graph, so a left-dominant and a right-dominant
signer produce the same sign as mirror images,
and a model must learn every sign in both ori-
entations. Which hand leads, however, is a fact
about the signer, not the sign. We therefore
canonicalize dominance, mapping the hands
onto sign phonology’s dominant/non-dominant
roles: any training clip whose left hand car-
ries clearly more motion energy is mirrored – a
lossless operation, since the mirror is an exact
automorphism of the skeleton. Canonicalized
donors trained on Turkish Sign Language trans-
fer to six other sign languages +6.01 accuracy
percentage points better than standard donors
under full fine-tuning, and +5.19 with frozen
features; every canonicalized donor outscores
every standard one (exact p = 1/70 over n = 8
donors), the gain is positive on all six recipi-
ents, and most of the gain remains even when
recipient data is not canonicalized. To locate
the source of the gain, we train nine donor-
training variants that contain identical data and
differ only in which clips are mirrored. Ev-
ery other variant beats the natural donor, and
three that keep the natural left/right proportion
recover 57 to 79% of the gain (so a global ori-
entation change is not the whole effect); this
narrows the mechanism without identifying it.
One variant, a random 20% re-mirroring after
canonicalization, outscores the operator itself,
so it is sufficient rather than optimal.

The motion-energy comparison itself is frag-
ile: across seven corpora, 0.12–65.1% of clips
never have a hand detected, so up to 80.7% of
apparently one-handed clips are tracking arti-
facts rather than signing. Restricting the trans-
fer comparison to clips in which both hands
were tracked shrinks the fine-tune gain from
+5.72 to +4.77 with full separation (exact p
= 1/15 using four standard and two canonical
donors). We also release relevant per-corpus
validity checks.

1 Introduction

Sign language recognition from video commonly
runs on pose skeletons: a pose extractor reduces
each frame of a clip to a fixed set of body and
hand landmarks, and the recognizer is a graph con-
volutional network over those landmarks, which
are joined by edges that follow the body’s struc-
ture. Locating these landmarks frame by frame is
called tracking, and it can fail (a hand the extractor
does not find simply produces no coordinates). The
two hands of a signer occupy disjoint blocks of 21
nodes each, so a left-dominant and right-dominant
signer produce the same sign in mirrored blocks,
and a recognizer must learn it twice. The dominant
hand is the one that performs one-handed signs
and leads in two-handed ones; which hand that is
varies by signer instead of by sign (Battison, 1978;
Padden and Perlmutter, 1987). Sign phonology
specifies hands by role instead of by anatomical
side, and canonicalization converts from left and
right hand blocks into these roles, so that the fixed
‘right-hand block’ is always the dominant hand ar-
ticulator (Sandler and Lillo-Martin, 2006). The
asymmetry can be measured concretely: on our
donor corpus of 31,610 clips, 226 signs and 37
signers, whether a clip’s two hands can be com-
pared at all carries 0.821 bits about the sign, while
which way the comparison resolves carries 0.457
bits about the signer and only 0.010 bits about the
sign (Section 3). The paper quantifies information
in bits; one bit is the information of a single yes/no
answer. This paper concerns transfer: a model is
first trained on a large corpus of one sign language
(the donor), then adapted, with only a few labeled
clips per sign, to each of six other sign languages
(the recipients).

We intervene with a single lossless pre-
processing decision – dominance canonicalization:
if a clip’s left hand carries more than 1.2× the
right hand’s motion energy, the clip is mirrored
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(an operation which is an exact automorphism of
the skeleton graph, and so does not lose or add
any data). The donors are CTR-GCN (Chen et al.,
2021), used unmodified, trained on Turkish Sign
Language (Mercanoglu Sincan and Keles, 2020);
the question is what and how much they transfer
to the six recipient languages. Donors trained af-
ter canonicalization transfer +6.01 points better
than donors trained on the natural corpus under
full fine-tune, and +5.19 points better under frozen
prototypes. The separation is complete in both
regimes: every canonical donor outscores every
standard donor. The gain is positive on every recip-
ient language.

The transform also costs little or nothing on the
donor’s own language (Section 5).

Per-hand motion energy is a relatively fragile
statistic: a hand the extractor never detects has
energy exactly zero, so a tracking failure forces
the motion energy comparison to a deterministic
extreme. Across our seven corpora the share of
clips in which a hand is not detected at all ranges
from 0.12% to 65.1%, which is a property of the
extractor-corpus pairing (Bilge et al., 2024). Sec-
tion 6.2 measures the effect and re-scores the head-
line result on only clips where both hands were
tracked (which shrinks but keeps complete separa-
tion under fine-tune).

This paper makes four distinct contributions: a
lossless dominance canonicalization, with its cross-
language transfer gain across six recipient sign
languages measured; an information-theoretic de-
composition of the chirality channel, showing that
decidability is lexical while flip decision is signer-
based; a mechanism study over nine donor-training
variants related by the exact automorphism, in
which almost any reassignment of chirality recov-
ers part of the effect, narrowing but not identifying
the operative variable; and a seven-corpus track-
ing census with a validity guard, and adoptable
reporting recommendations, released as per-corpus
checks (Sections 6.2 and 7).

The recognizer is used unmodified (Chen et al.,
2021) and mirroring is standard machinery; the
measurement is the contribution. The setting of
the research is isolated-sign recognition over the
pose-based pipelines that feed sign language trans-
lation, and the questions that it addresses are those
of knowledge transfer across sign languages, and
(through the census) of corpus creation and annota-
tion practices.

2 Related Work

The two hands used to articulate signs do not play
interchangeable roles in sign language phonology.
Battison (1974) described how variably the non-
dominant hand participates in signing, and later for-
mulated the Symmetry and Dominance conditions
that constrain two-handed signs (Battison, 1978).
Padden and Perlmutter (1987) gave the name ‘weak
drop’ to the deletion of the weak hand in connected
signing, where a traditionally two-handed sign is
realized with one hand. From this literature, how
many hands a sign engages is a part of its lexical
identity, even though weak drop can make this vari-
able in practice. Further, which hand specifically
is dominant is simply a signer-property, and not a
property of the sign itself. The corpora addressed in
this paper are all citation-form recordings so where
one-handed realizations of a sign are detected, they
are not claimed to be a post-lexical application of
the weak drop rule.

Börstell (2023) estimated hand dominance in a
sign language dictionary from five body landmarks,
and later extended the approach to conversational
corpus data (Börstell, 2026). Dataset documenta-
tion also typically offers little help: in a survey of
108 sign language datasets, only ten report signer
handedness at all (Ni et al., 2026). Horizontal-flip
augmentation (which is typically harmless in vi-
sion tasks) costs 1.3 points of accuracy on WLASL
yet is neutral on AUTSL (Kvanchiani et al., 2025),
while a comparable ablation on WLASL-100 found
a small positive contribution (Laines et al., 2023).
Section 6.2 offers a mechanism for why such re-
sults should disagree across corpora.

Pose estimators’ disproportionate failure on
hands is well documented. Roh et al. (2024)
report per-frame MediaPipe hand-detection rates
of 46.56% on WLASL-100 against 78.83% on
AUTSL. O’Brien et al. (2026) compare eight pose
estimators and find that those which drop hand key-
points are associated with lower downstream trans-
lation quality. Bilge et al. (2024) note that their
hand detector ‘mostly fails’ on AUTSL – which is
the cleanest corpus out of the seven we measured
here (under our different extractor configuration).
Throughout this literature, the standard remedy is
the same: missing hands are filled with zeros (Roh
et al., 2024; Bilge et al., 2024; Kirandevraj R et al.,
2025; Reddy and Kamakshi, 2025). To our knowl-
edge, no prior work reports a whole-clip loss rate
(the fraction of clips where a hand is never found
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at all), and no prior work connects this missing-
ness to any linguistic property of the signs being
lost: O’Brien et al. relate it to BLEU. This paper
explores both of these gaps.

Cross-lingual transfer for sign language recog-
nition is well established but not fully understood.
Holmes et al. (2023) transfer to "extremely low-
resource" Irish Sign Language from three donor
languages, and found that neither donor size nor
the raw count of shared glosses tracks performance;
among the explanations that they raise (but do not
test) there is a mismatch in the one-handed/two-
handed composition of donor and target lexicons.
Bilge et al. (2024) reach a compatible null indepen-
dently: benchmark subsets that share class names
with the training language transfer no better than
fully disjoint ones. Our result is a direct test of
the ‘family’ of explanation that both point towards
– that what transfers is structural rather than lexi-
cal. The nearest explorations: Ovodov et al. (2025)
pretrains on a large Russian Sign Language corpus
and transfers few-shot; Bilge et al. meta-train on
ASL and test on German and Turkish Sign Lan-
guage (transfer direction inverted relative to ours);
Kindiroglu et al. (2024) transfer within language;
SignCLIP (Jiang et al., 2024) and OpenHands (Sel-
varaj et al., 2022) provide multilingual pretraining
infrastructure. None of these intervenes on the
donor’s input distribution, and none measures why
the transfer works.

3 The Chirality Channel

Before any learning takes place, we summarize
each clip with two numbers. For each hand, we
sum the absolute frame-to-frame displacement of
that hand’s 21 landmarks over both coordinates
and every frame of the clip; the resulting quantity
is called the motion energy of that hand, which we
write as eL and eR. At the donor training time, a
check is performed between those two numbers:
if eL exceeds 1.2 × eR, the clip is mirrored. Mir-
roring the clip swaps the two hand blocks, swaps
the left and right body nodes, and negates the x-
coordinates, such that the busier hand of every
mirrored clip sits in the ‘right-hand’ node block.
This operation is called dominance canonicaliza-
tion. The margin is set at 1.2 rather than 1.0 be-
cause near-balanced clips have a noisy energy ratio,
and the extra margin keeps the rule from flipping
on that noise. Throughout the paper, the term ‘chi-
rality channel’ represents the single binary fact that

natural (left-dominant)

left-hand block
right-hand block

canonicalized

Figure 1: Dominance canonicalization: the mirror
swaps the hand blocks and left/right body nodes and
negates x, so the busier hand (dashed) always occupies
the right-hand block.

this rule manipulates: which node block holds the
higher-energy (presumed dominant) hand, and we
say that a clip ‘flips’ when that bit reads left.

Everything that follows is gated by a second de-
rived quantity. The weak-hand share w = min(eL,
eR)/max(eL, eR) measures how much of the work
the quieter hand does, and we call a clip decid-
able when w<0.5 – when one hand clearly leads.
When both hands work nearly equally, the question
‘which hand dominates this clip?’ has no answer,
and whatever the flip rule decides is arbitrary. This
distinction is linguistically grounded. Whether a
sign engages one hand or two is part of its lexi-
cal identity (Battison, 1978); which physical hand
is dominant is a property of the signer (Battison,
1974; Padden and Perlmutter, 1987). Decidability
measured at corpus scale is therefore the surface
signature of the one-handed/two-handed lexical dis-
tinction, including the one-handed surface configu-
rations that weak drop produces.

The mirror operation itself is lossless, as it maps
the skeleton’s 48 edges exactly onto themselves,
and is its own inverse; as a node permutation it
fixes only the nose. This makes the mirror per-
mutation an exact automorphism of the graph, so
a mirrored clip carries exactly the same informa-
tion as the original. Two donors trained with the
same full ‘recipe’ on the two mirror-image canon-
ical orientations (all clips left-dominant or right-
dominant) transfer within 0.17 accuracy points of
each other (range for noise was roughly 1.0 accu-
racy point). A smaller 6,000 clip in-language probe
agrees (0.4 point gap). Therefore, the transform
is lossless end-to-end. This means that any effect
of canonicalization cannot come from simply mir-
roring, but instead it must come from which clips
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the rule chooses to flip. Losslessness in the flip
also means every training variant in Section 6 con-
tains identical information, and differs only in the
joint distribution of chirality with signer and sign,
so any performance difference is caused by that
distribution, instead of a difference in data.

The operator also acts outside of its gate: on
the donor corpus, the rule fires on 56.8% of clips,
whereas only 46.5% are ‘decidable’. Within the
decidable clips, the rule behaves as intended, mir-
roring 88.0% of clips, but it still mirrors 29.7% of
undecidable clips. The consequence is that 27.9%
of all flips land on clips where there is no ‘correct
answer’ to the question of which hand is partici-
pating the most. Clips where neither hand tracked
yield w = 0/0, and are reported as undecidable (con-
vention effect in Appendix B).

A census reads two binary facts for every clip:
whether the clip is decidable (weak-hand share be-
low 0.5, so that a dominant hand exists to be named
at all), and the direction the comparison resolves in
(meaningful only on decidable clips). We measure
how much information each of these carries about
the clip’s sign and about its signer, as mutual infor-
mation over the donor corpus of 31,610 clips, 226
signs, and 37 signers. Since MI estimated from fi-
nite data is never zero even for unrelated variables,
every value is reported beside its shuffle floor (the
MI that pure noise produces at this sample size,
obtained by shuffling one variable across clips).
Decidability turns out to be a fact about the sign:
I(decidable; sign) is 0.821 bits, 164 times its floor,
while I(decidable; signer) is 0.003 bits, a negligible
association sitting at 3.4 times its floor. On the
contrary, among decidable clips, I(flip; signer) is
0.457 bits at 256 times its floor, while I(flip; sign)
is 0.010 bits, scarcely above its floor at 1.2 times.
The research uses this double dissociation: whether
the two hands can be compared is a property of
the sign, and which way the comparison resolves,
where it can legitimately be made, is a property of
the signer.

The converse of this claim is also important for
the rest of the paper. On the undecidable clips of
the same donor corpus, the pattern inverts, with
I(flip; sign) rising to 0.285 bits, 30 times its floor,
such that the flip decision begins to carry lexical
information. This is expected: a hand the extrac-
tor does not find has motion energy exactly zero,
so tracking failure forces clips into decidability in-
stead of just adding noise. As a result, the recorded
flip-direction is related less to the signer’s dominant

hand than to which hand is lost by the extractor,
which depends on the sign being performed. The
effect of tracking failure on the decidability of each
corpus is reported in Section 6.2.

4 Method

We transfer from Turkish Sign Language into six
recipient languages, drawing on seven isolated-sign
corpora in which one clip records one sign in cita-
tion form. AUTSL (Mercanoglu Sincan and Keles,
2020) is the donor, and the recipients are WLASL-
300 (Li et al., 2020), INCLUDE (Sridhar et al.,
2020), LSA64 (Ronchetti et al., 2016), Slovo (Kap-
itanov et al., 2023), BdSLW60 (Rubaiyeat et al.,
2025), and SSL400 (Abhishek and Sumanathilaka,
2025; Abhishek, 2024). Every corpus is reduced
to one common representation of 49 landmarks per
frame, comprising the nose, both shoulders, both
elbows, both wrists, and 21 points per hand, all
read from MediaPipe Holistic (Grishchenko and
Bazarevsky, 2020; Lugaresi et al., 2019). Four
of the resulting pose packs come from the Open-
Hands project’s published release (Selvaraj et al.,
2022), and the other three we extracted ourselves
at version 0.10.21 under a matched configuration,
so two separate extraction pipelines produced the
pose data used in this paper. What we stage is not
always the full published corpus. Table 5 reports
each corpus’ published scale as well as exactly
what we used from it. The donor pack, the largest
deviation, comprises official AUTSL train and test
partitions minus 274 training clips (0.9%) lost in ex-
traction; the absent validation signers are unlabeled
in the OpenHands source release, so no clip was
dropped due to tracking quality. The INCLUDE
pack similarly ships 264 classes (one more than
the published 263). Appendix B gives full details.
Every staged subset was fixed by a mechanical rule
before any transfer measurement. BdSLW60 caps
trials at six per (signer, word). Slovo stages a 120-
gloss subset keeping every published clip of each
gloss (the corpus ships twenty per gloss); the sub-
set file is part of the release. SSL400 retains every
gloss with at least eight extracted clips (the min-
imum for a k-shot support set plus held-out test)
which yields 127 of the archive’s 384 gloss folders.
No subset was selected on tracking quality or on
any measured outcome.

Regarding how splits were conducted: on the
donor side, evaluation is signer-disjoint (the donor
trains on 26,157 clips from 28 AUTSL signers, and
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every donor-side measurement is taken on the 9
signers held out from that training). On the recipi-
ent side, splits are signer-disjoint wherever signer
labels exist, which is true of four out of six recip-
ients (three cleanly, WLASL machine-clustered).
WLASL’s signer identities are machine-clustered
rather than annotated (Li et al., 2020), while IN-
CLUDE and SSL400 release no usable signer la-
bels at all.

The sign recognizer model is CTR-GCN (Chen
et al., 2021), taken unmodified from its original im-
plementation and carrying 1.54M parameters in our
49-node configuration. Adaptation is k-shot, with
each recipient supplying k ∈ {1, 5, 10} clips per
sign as a support set. Every key result is reported
under two different regimes. The first regime is full
fine-tune, where all donor weights are retrained on
the support set for 30 epochs. The second regime
is frozen prototypes, where classification is near-
est class-mean on frozen donor features (a stricter
probe of representation quality). Each episode fixes
a recipient, a value of k, and a random seed that
draws support and test clips; one episode under one
regime yields one cell.

The headline result compares four standard
donors, trained on the natural corpus, with four
canonical donors trained after dominance canoni-
calization. Each donor is then evaluated in the same
conditions that it was trained on, which means that
canonical donors see canonicalized clips from the
recipient corpus, and standard donors see raw clips.

Two separate evaluation grids appear in the pa-
per. The 90-cell basis is made up of 6 recipients, 3
k values and 5 episode seeds, and is the evaluation
format used for the headline result. The 54-cell
basis, which only differs in having 3 instead of 5
episode seeds, is used for the mechanism-variant
comparisons in Section 6. Cell level inference may
overstate certainty, and instead donor-level means
are the more stable quantity (and all inference be-
low uses them).

The ‘effect’ is the canonical-arm mean accuracy
minus the standard-arm mean. The noise floor is
the standard deviation across donors trained with
the identical recipe and differing only in seed (ef-
fects may also be quoted in terms of floor units).
Another relevant factor is the occurrence of sepa-
ration – where each canonical donor outperforms
each standard donor. All confidence intervals are
two-sample t intervals (two independent groups:
standard and canonical donors) on donor-level
means, with six degrees of freedom (number of

FT acc. (%) gain

Recipient pose split std. canon. FT proto

BdSLW60 ours signer 38.33 47.83 +9.50 +9.86
INCLUDE OH clip 55.62 60.85 +5.23 +3.95
LSA64 OH signer 60.38 66.25 +5.88 +6.78
Slovo ours signer 33.10 40.36 +7.26 +5.14
SSL400 ours clip 31.01 35.59 +4.58 +2.93
WLASL-300 OH clust. 13.80 17.41 +3.62 +2.49

Pooled 38.70 44.72 +6.01 +5.19

Table 1: Per-recipient transfer, balanced 4-vs-4, 90-
cell grid; separation holds within every recipient under
fine-tune. Gains are computed from unrounded means.
Pose: OH = OpenHands release, ours = extracted locally.
Split: signer = signer-disjoint, clust. = signer-disjoint on
machine-clustered identities, clip = clip-level, no signer
labels.

independent values that are free to vary without
breaking constraints estimated from the same data).

5 Transfer Results

Table 1 summarizes the transfer results. The most
relevant figure is that across six recipient languages,
three shot-counts (k ∈ {1, 5, 10}) and five episode
seeds, in the balanced 4-vs-4 donor design, donors
trained after canonicalization outperform standard
donors by +6.01 percentage accuracy points (sup-
plemented by a 95% confidence interval on the
effect of [+4.62, +7.40]). That is roughly 7.5 times
the pooled same-recipe donor spread of 0.80. Every
canonical donor outscored every standard donor,
and the gain from canonicalization is positive on
all six recipients. Each donor is evaluated in the re-
cipient frame (canonicalized or not-canonicalized)
it was trained in, so this is a full pipeline contrast.
Section 6 separates donor-side and recipient side
effects.

Per recipient, the gain under full fine-tune (on the
six recipients, three shot-counts and five episode
seeds) runs from +3.62 points on WLASL (Li et al.,
2020) to +9.50 points on BdSLW60 (Rubaiyeat
et al., 2025), against baselines of 13.8-60.4% (av-
eraged over k, with accuracy pulled down by the
one-shot cells).

Absolute gain is a poor unit for comparing lan-
guages, because it largely measures how many
classes a corpus has: it correlates with staged
class count at Spearman -0.89, while relative gain
correlates at +0.03. In relative terms the effect
is largest where transfer is hardest: +26.2% on
WLASL and +24.8% on BdSLW60, against +9.4%
on INCLUDE. We therefore take relative gain as
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the more accurate per-language unit. The effect
is robust, and does not hinge on any one lan-
guage or any one donor. It also does not hinge
on how a recipient was staged: the gain is positive
on the three OpenHands recipients and the three
we extracted ourselves, and under signer-disjoint,
machine-clustered and clip-only splits alike (Ta-
ble 1). Removing any single recipient leaves gain
between +5.31 and +6.49, and removing any single
donor leaves it between +5.59 and +6.40.

The number of pieces of available labeled recipi-
ent data changes the size of the gain but never its
sign. Under full fine-tune (on the six recipients,
three shot-counts and five episode seeds) the gain
is +4.37 at k = 1, +7.04 at k = 5 and +6.63 at k =
10. The dip from k = 5 to k = 10 is -0.41 points,
half a floor unit; a plateau rather than drop. The
relative gain moves more steadily, shrinking from
+23.9% at k = 1 to +16.0% and then +12.3%, which
suggests the transform is most important where la-
beled data is scarcest. Nominal k is a ceiling: at
k = 10, the signer-disjoint split leaves half of the
recipients with 7-9 realized support clips per class.

Canonicalization has a small cost in the
donor’s own language. Canonical donors score
-0.77% accuracy on held-out AUTSL signers (Mer-
canoglu Sincan and Keles, 2020) in the signer-
disjoint probe, with a 95% confidence interval of [-
2.77, +1.23]. This rules out a cost above 2.8 points,
and rules out the idea that canonical donors trans-
fer better simply because they are more accurate
overall. A no-donor baseline trained from random
initialization on the support set alone reaches 28.10
pooled: above random selection for every recipient,
but below the standard donor by 10.6 points on
average (Appendix A.5).

The gain does not shrink as the donor corpus
grows (Figure 3, Appendix B). These arms use a 54-
cell basis, so the full-size point reads +5.94 rather
than +6.01 (90-cell). Under full fine-tune the gain
is +3.54 at 7.9k donor clips, then +4.49 at 15.8k and
+5.94 at the full 26.2k. Transfer accuracy increase
is consistent with log-linearity in donor size over
the sampled 3.3× range, at 5.82 points per e-fold
for the standard arm, and 7.9 for the canonical arm;
the gain between the two rises about 2 points per
e-fold. Three sizes cannot test the functional form,
so no extrapolation is performed, but within the
sampled range, the transform substitutes for data
(the canonical donor at 15.8k clips already matches
the standard donor at the full 26.2k clips in transfer
accuracy).

Under frozen prototypes, where the recipient’s
encoder is never trained and adaptation reduces
to nearest-centroid classification over the donor’s
frozen features, the balanced 4-vs-4 effect is +5.19
on the 90-cell basis, with complete separation
across the eight donors, with a confidence inter-
val of [+2.73, +7.65]. This is roughly 3.7 times this
regime’s noise floor of 1.42. Its k-curve rises and
then flattens, matching fine-tune’s k-curve plateau.

Two important factors are slightly weaker here
than under full fine-tune, and together justify why
every claim in this paper about what the donor’s
representation has learned is predominantly based
on fine-tune results. First, the separation the per-
mutation test rests on is thin: the weakest canonical
donor clears the strongest standard donor by 1.54
points against a floor of 1.42 where the fine-tune
margin is 4.07 points. Second, that separation holds
at only four of the six recipients, failing at LSA64
and SSL400, even though every recipient’s mean
gain is positive, from +2.49 on WLASL to +9.86
on BdSLW60 (where fine-tune separates all 6).

6 Analysis

6.1 Finding the Operative Variable
This subsection compares donor-training variants
that all contain the same underlying data and only
differ in which clips are mirrored. Nine variants
are trained and evaluated on a common ground of
six recipients, three shot-counts and three episode
seeds (the 54-cell basis as referred to in Section 5).
Each variant changes the same corpus. Natural and
canonical variants are identical to those in Section
4. Signer-majority fixes every signer’s signs to the
signer’s majority orientation. The signer-blocked
variant also fixes one orientation per signer, but
chooses assignments so that the orientation identi-
fies the signer as strongly as possible, while match-
ing the natural left-dominant proportion. The gloss-
blocked variant does the same over signs instead of
signers. Three random variants canonicalize with
no 1.2× margin (mirror iff eL > eR, so the con-
struction sets the flip rate exactly) and re-mirror
a random fraction f ∈ {0, 0.200, 0.568}; f=0.568
reproduces the natural left-dominant rate, but now
uncorrelated with signer and sign. Each variant
changes one or both of the natural couplings.

Every constructed variant beats the natural cor-
pus: against the natural donor’s 39.01 ± 1.05, the
variants achieve between 42.42 and 46.92 (Table 2).
Almost any reassignment of chirality recovers part
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of the effect, and the three variants carrying sub-
stantial coupling of either kind perform the worst.
Three of the variants keep the natural left-dominant
proportion of 56.8% exactly: gloss-blocked, signer-
blocked and random f=0.568. They still beat the
natural donor by 3.4 to 4.7 points, which is 57
to 79% of canonicalization’s gain (Table 2). The
majority orientation therefore cannot be what sep-
arates these donors from the natural one; the dif-
ference must lie in how chirality is assigned across
clips. The variants that also move the majority
into the right-hand block score higher again: un-
conditional 44.58, canonical 44.96 and f=0.20 at
46.92. That further 0.9 to 3.2 points cannot be at-
tributed by this design to a per-clip rule rather than
coinciding with a global flip. The Spearman rank
correlation favors the correlation between transfer
performance and sign coupling, -0.86 (one-sided p
= 0.012) against -0.56 (p = 0.103) for signer cou-
pling, over the seven fixed-preprocessing variants
(n=7; flip-augmented row removed due to chang-
ing couplings over epochs), without definitively
settling which is the dominant variable.

A further donor is trained as a control, mirror-
ing every clip unconditionally, which leaves every
coupling identical to the natural corpus. It reaches
44.58 ± 1.07, clearly above the standard donor it
was meant to match. It is excluded from the afore-
mentioned rank correlations because we found that
AUTSL is stored mirrored relative to its documen-
tation (Limitations), so canonicalization flips the
majority of clips, exactly as this control does, and
so on this donor a global flip cannot be separated
from a per-clip rule (the two donors differ by 0.38
points, inside the seed spread of either arm, so this
comparison does not distinguish them). The case
against a purely global explanation rests on the
marginal-preserving variants above instead.

The second pre-registered prediction was that the
signer-blocked variant would reproduce the natural
donors. If entropy alone defined transfer, then the
signer blocked variant should perform similarly to
the natural donors (as they have equal marginal
entropy with different assignment). Instead, the
signer-blocked donor lands 3.6 points above the
natural corpus, falsifying the prediction.

One variant outperforms the canonicalization
operator: re-mirroring a random 20% of clips af-
ter canonicalization reaches 46.92 ± 0.67 against
canonical’s 44.96 ± 0.46, consistent with random
re-mirroring acting as augmentation (Kvanchiani
et al., 2025; Laines et al., 2023). Against the

Variant Isign Isigner FT acc. (%) % gain

natural 0.383 0.150 39.01 ± 1.05 0
gloss-blocked 0.762 0.001 42.42 ± 0.88 57
signer-blocked 0.172 0.436 42.59 ± 0.19 60
random f=0.568 0.166 0.001 43.69 ± 0.51 79
signer-majority 0.030 0.054 44.51 ± 1.63 92
canonical 0.000 0.000 44.96 ± 0.46 100
flip-aug p=0.5 ≈0† ≈0† 45.31 ± 1.52 106
random f=0.20 0.049 0.001 46.92 ± 0.67 133

Table 2: Donor-training variants sorted by transfer; cou-
plings in bits, measured after each transform; % gain rel-
ative to canonical’s, 54-cell grid. The natural and canon-
ical rows are the four standard and canonical donors
from the headline result; constructed variants use three
seeds each. The f=0 arm (one seed, identical to the
canonical operator other than the flip threshold) appears
in Table 4. †couplings resampled per epoch.

four canonical donors, under fine-tune, the f=0.20
donors separate completely (exact p = 1/35 = 0.029
one-sided, 0.057 two-sided, not corrected for the
selection of f as 0.20); under frozen prototypes
the two are on par (p=0.31). The value f = 0.20
was selected as the best-performing value from a
single-seed hyperparameter sweep. Consequently,
given also that the random f variants modify the
threshold for a flip decision, the results support only
the conclusion that enforcing strict consistency in
orientation is not necessarily optimal for transfer
under the fine-tuning regime.

The ninth variant applies the mirror stochasti-
cally rather than as fixed preprocessing: each time
a clip is sampled during training, it is mirrored with
probability 0.5 (standard flip-augmentation). On
the 54-cell grid it reaches 45.31 ± 1.52 (45.66 ±
0.87 with canonicalized recipients), on par with
canonicalization. In-language, the flip-augmented
variant performs much better: flip-augmented
donors reach 80.6 ± 1.1 against the standard
donors’ 75.8 ± 1.5, and the canonical donors’ 75.0
± 0.5. What canonicalization retains is not transfer
accuracy, but a deterministic, invertible, per-clip
auditable construct, where flip-augmentation only
improves robustness to orientation. The apparent
conflict with Kvanchiani et al. (2025) is actually
not one: their flips act on RGB frame data, with no
usage of skeleton-based nodes, whereas the pose-
side mirror is an exact automorphism of the graph.

Under frozen prototypes, constructed variants
converge (means of 34.27-36.77, indistinguish-
able).

Applying canonicalization to donor training data,
recipient evaluation data, neither, or both (Table 6)
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decomposes the +5.94 total into donor-side +4.22
(71%), recipient-side +0.62 (10%) and interaction
+1.11 (19%), with prototypes splitting the same
way (71/12/17); the two smaller terms differ by
less than the noise floor and we do not order them.
The interaction is recipient-concentrated: Slovo
supplies about three quarters of it, and it is posi-
tive exactly where the recipient-side transform acts
often (34.5% of Slovo clips, 21.9% of BdSLW60).
The recipient-side gain survives with no donor at
all: canonicalizing the recipient alone and using
a model trained from random initialization on the
support set gains +0.96 points (95% CI [0.41, 1.51],
90-cell), and the gain is confined to those same two
recipients: +3.36 and +2.30, against -0.13 to +0.33
elsewhere.

Zeroing one hand’s nodes shows which block
each donor leans on more. Zeroing the highest-
energy block, the standard donor loses 0.80 of
its base confidence in the raw frame and 0.79
in the canonicalized frame (so it simply follows
whichever block holds the action). Under uniform
zeroing of a hand-block on held-out signers, the
standard donor’s top-1 accuracy falls to 12.5% with
the left block zeroed and 34.2% with the right block
zeroed, reflecting the corpus’ 57% left-dominant
share, rather than a model property. For the canoni-
cal donor, top-1 accuracy reduces on held-out sign-
ers from 75.9% to 18.0% when the right-hand block
is zeroed, against 36.9% when the left block is
zeroed, so it has learned to expect the action in
the right-hand block. Thus, both donors depend
on one block: the canonical-donor assumes which
block this is, whereas the standard donor must find
which block this is. This is consistent with the
canonical donor exploiting a fixed dominant block.
Together, the variants establish that the joint dis-
tribution of chirality with signer and sign is what
moves transfer accuracy across them. Whether
dominance canonicalization itself is the operative
mechanism remains open: this study narrows it
without identifying it.

6.2 Tracking Loss
A hand the extractor never finds has motion energy
of exactly zero, so tracking failure forces the two-
hand comparison to a confident answer rather than
blurring it (Section 3).

Whole-clip hand loss spans 0.12% to 65.1%
across the seven corpora (Table 3). The rate is
a property of the detector-corpus pairing. Within
BdSLW60, 94.7% of signer-by-word groups lose

Corpus pipeline loss % dec. % corr. %

AUTSL OpenHands 0.12 46.5 0.3
INCLUDE OpenHands 0.30 42.6 0.7
Slovo ours 20.25 51.3 38.8
WLASL-300 OpenHands 31.89 45.7 69.5
SSL400 ours 47.84 63.0 69.3
BdSLW60 ours 48.35 63.6 71.2
LSA64 OpenHands 65.06 78.0 80.7

Table 3: The census: whole-clip loss (a hand never
detected in any frame), decidable fraction, corruption
share; strict 0/0 convention (lenient convention in Ap-
pendix B.1).

a hand in all clips or no clips, so loss is consis-
tent within signer-by-word groups; across detectors,
the one that we use fails most on glove-recorded
LSA64 (Ronchetti et al., 2016) while Bilge et al.
(2024) reports theirs failing on AUTSL, the corpus
which ours tracks best.

A lost hand forces a confident one-handed read-
ing, so the decidable pool mixes genuinely one-
handed clips with tracking failures. The proportion
of that pool made up by tracking failure (called cor-
ruption) rises from 0.3% to 80.7% across corpora.
The census also shows that the genuine decidable
fraction is of the same order in every corpus (0.20
to 0.46, unrelated to loss), so a corpus’s corrup-
tion overall can be approximated from the loss rate
alone. Predicting using the loss rate reproduces
every measured share within 2 points (closed form
in the appendix).

By re-scoring each corpus using only the clips
in which both hands were tracked, we aim to see
if tracking loss is corrupting the two-hand com-
parison. The relevant statistic is the weak-hand
share w, which should be a property of the sign,
so we measure its gloss-ICC (how consistent it is
across different clips of the same sign). Where loss
is negligible the filter changes nothing: AUTSL
stays at 0.890 and INCLUDE at 0.917. Where
loss is high, most of the apparent lexical signal dis-
appears – WLASL falls from 0.687 to 0.366 and
BdSLW60 from 0.739 to 0.252. This means (at
the surface level) that roughly half to two-thirds
of apparent lexical structure in w on the lossiest
corpora was tracking artifact. The operator’s own
decisions carry the same trend in both directions:
on BdSLW60, 37.1% of the clips it mirrors are
mirrored because the other hand was never found,
and on LSA64, 66.9% of the clips it does not mir-
ror could never have been mirrored at all, because
the hand that would have won the comparison was
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never tracked.
A direct check re-scores the transfer contrast on

well-tracked clips only. Under fine-tune the effect
moves from +5.72 to +4.77 with full separation
retained, and under frozen prototypes from +5.39
to +4.78. This check is on a smaller scale than the
headline grid – a 15-cell fine-tune re-run and a 45-
cell prototype re-scoring, over five recipients (since
SSL400 was staged after the audit) and over four
standard against two canonical donors. The shrink-
age thus has a lower precision than the headline
effect. Some part of the original gain is attributable
to tracking failures. However, a clear gain remains
when the comparison is restricted to well-tracked
clips.

Re-deriving every flip decision from wrist travel
alone (Börstell, 2023, 2026), which survives hand-
model failure, moves the donor’s flip rate from
56.8% to 57.5% (Cohen’s κ = 0.82 against the
hand-landmark-displacement rule), so the donor-
side term is not a tracking artifact, though both
statistics are proxies.

7 Conclusion

Mirroring a donor clip so that its higher-energy
hand always occupies the same node block is an
exact automorphism of the skeleton graph, rela-
beling hands into sign phonology’s dominant and
non-dominant roles. Applied to a Turkish Sign
Language donor (Mercanoglu Sincan and Keles,
2020), this process adds +6.01 points of k-shot
transfer to six sign languages under full fine-tune
and +5.19 under frozen prototypes, with full sep-
aration in both regimes. It is sufficient rather than
optimal: a random 20% re-mirroring of clips after
canonicalization outperforms it, and variants car-
rying substantial chirality-signer or chirality-sign
coupling perform worst, which narrows but does
not define the operative property. A donor that
mirrors every clip unconditionally reaches 44.58
against canonicalization’s 44.96, a difference of
about 0.38 points (inside the seed spread of either
arm). AUTSL is stored mirrored and originally has
a very strong right-dominant majority, so canon-
icalization flips the majority of its clips and the
two largely coincide on the donor; separating them
requires a donor corpus that is more mixed in dom-
inance. What the variants do establish is that a
global orientation change is not the whole effect:
three variants that keep the natural left-dominant
proportion still recover 57 to 79% of the gain. Com-

panion measurements report whole-clip hand loss
spanning from 0.12% to 65.1% and its effect.

Some practices follow from the results and are
cheap to adopt. It can be useful to report the decid-
able fraction beside any statistic that compares two
hands, so that a reader can see how much of the
comparison ‘had a correct answer’ at all. Interpo-
lation of a wholly-missing hand can be misleading
if treated as repair: reconstructing 21 landmarks
from a wrist position can impute the artifact rather
than removing it cleanly, and both zero-filling and
interpolation are current practice (Roh et al., 2024;
Moryossef, 2024).

Limitations

Every conclusion drawn in this paper is based on
results from a single backbone architecture – the
CTR-GCN (Chen et al., 2021), which is used un-
modified. Two separate regimes were employed
(full fine-tune and frozen prototypes), but both are
fundamentally based on an identical architecture.
This means that results are established for this ar-
chitecture, but not necessarily for others.

The seven pose datasets come from two different
extraction pipelines at matched model complex-
ity: four are from the OpenHands release (Sel-
varaj et al., 2022), and three we extracted ourselves
with MediaPipe Holistic 0.10.21 (Grishchenko and
Bazarevsky, 2020). The whole-clip loss census is
a measurement under those settings, and its sen-
sitivity to other extractor settings is unmeasured.
The census measures whole-clip absence only, and
not mid-clip dropout. However, when mid-clip
dropout occurs, the coordinates of nodes are car-
ried forwards into the next frame unchanged, which
allows the hand to pass the check for its presence,
meanwhile it also contributes no energy. This type
of transition occurs at varying rates, from 9.5% of
frames in AUTSL to 40.3% of frames in SSL400.
This biases the weak-hand comparison in the same
direction as whole-clip loss, meaning that the cor-
ruption shares that are described here are lower
bounds.

The donor corpus is not necessarily represen-
tative of the property that the transform acts
on: AUTSL’s left-leading share is 57%, against
1.7-34.5% across the six recipients. The trans-
form therefore re-orients most of the donor cor-
pus used in this paper, but would likely re-
orient a smaller fraction of clips for a different
donor corpus. A check performed with wrist-
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travel signer-dominance estimation (Börstell, 2023,
2026), which survives hand-model failure, reads
34/37 AUTSL signers as left-dominant against doc-
umentation reporting 41/43 right-dominant (Mer-
canoglu Sincan and Keles, 2020). Conversely, the
same estimation setup estimates WLASL as 87%
right-dominant. This strongly suggests that there
is a horizontal-mirroring convention in the distribu-
tion/extraction of the AUTSL dataset. Separating
majority-side convention alignment from per-clip
dominance requires a corpus with a more mixed
handedness, verified independently of its documen-
tation.

Signer-disjointness is limited by the labels avail-
able: INCLUDE and SSL400 release none, so
those two splits are clip-only, and WLASL’s signer
identities are machine-clustered rather than anno-
tated (Li et al., 2020), so that split rests on the
clustering’s quality. The donor and the remaining
three recipients are signer-disjoint.

The mechanism through which canonicalization
improves transfer accuracy is narrowed, but not
fully understood. The constructed donor-training
variants score substantially higher than the natural
arm, which indicates that a reassignment of the chi-
rality channel recovers most of the effect without
reproducing it. An exploratory rank correlation
favors the sign coupling (Spearman -0.86 against
-0.56 for the signer coupling), but this is likely in-
sufficient evidence to conclude that sign coupling
is definitively the operative variable.

Two baselines still remain untested and are iden-
tified as future work. A test-time mirror-and-
average baseline, which averages each clip’s em-
bedding with that of its mirror before nearest-
centroid classification under frozen prototypes,
would show whether any of the gain is available
without retraining. A gated rule that mirrors only
decidable clips would show whether the 27.9% of
flips that land on undecidable clips are beneficial
for accuracy or not (the current rule fires on 56.8%
of clips while only 46.5% are decidable).

The mechanism arms and the 2× 2 decomposi-
tion use the slightly smaller 54-cell basis (3 seeds
instead of 5). This simply means that these num-
bers are not directly commensurable with the 90-
cell headline, and no comparisons are made across
them.

Ethics Statement

Tracking Numbers
Every tracking-loss statistic we report describes
the interaction of one specific hand-landmark ex-
tractor configuration with a corpus’ recording con-
ditions and the phonology of its signs, and none
of them is a property of a corpus itself. LSA64’s
signers wore colored gloves in a 2016 acquisition
(Ronchetti et al., 2016), so what is measured there
is simply how a modern RGB hand detector meets
that recording protocol, without commenting on
the corpus further.

Provenance and Licenses
The corpora reach us through four provenances.
AUTSL, WLASL-300, INCLUDE and LSA64 ar-
rive via the OpenHands pose release (Selvaraj et al.,
2022) (CC BY 4.0) and are not redistributed; of
these, WLASL is web-scraped with questioned con-
sent status, so only its pose derivatives are used.
Slovo is under a custom license (based on, but ex-
plicitly not, CC BY-SA 4.0); we use a public subset,
extract poses locally, and store no video beyond
processing. BdSLW60 (CC BY-NC-ND 4.0) per-
mits no derivative release, so we publish only ag-
gregate statistics from it; SSL400 (CC BY-NC-SA
4.0, Kaggle) likewise has no pose data redistributed.
Across all seven corpora we release only split defi-
nitions, MIT-licensed code, and aggregate statistics
(no pose data).

Signer Identifiability
Pose extraction removes a signer’s appearance, but
it does not definitively make a signer anonymous
(as they can still be identified by skeletal motion).
Therefore, we do not perform any biometric identi-
fication of any kind, and there is no effort made to
characterize individual signers. The signer identi-
ties used are the datasets’ own anonymized labels,
and their only role in this work is to construct eval-
uation splits in which no signer appears in both
train and test.

Positionality
The author is a hearing researcher, and no Deaf re-
searchers or community members were involved in
the design of this study. As a result, no claims are
made about community priorities or the desirabil-
ity of recognition technologies and their develop-
ment. What is reported is a measurement study of
isolated-sign recognition on citation-form corpora,
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a constrained task that is not equivalent to interpret-
ing continuous natural signing. Its positive results
do not imply a usable sign-language understanding
system. The intended near-term use is instead nar-
rower: reducing the labeled-data burden for com-
munities/individuals constructing recognition tools
for (under-resourced) sign languages. All seven
corpora record urban, deaf-community, citation-
form signing, and no claim extends past that set-
ting.
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A Pre-registered Predictions and
Outcomes

A.1 The Predictions
The pre-registered predictions are reported with
outcomes in Section 6.1: transfer was predicted
to fall monotonically as re-mirrored fraction f
increased (falsified, further information in A.2),
and the signer-blocked variant was predicted to
reproduce the natural donors within 1.5 points
(falsified cleanly). The third prediction that flip-
augmentation would land between canonical and
standard is inconclusive, as it achieves accuracy
within noise of the canonical donor.

A.2 The Transfer-versus-f Comparison
Testing of one more value of f (0.4) further investi-
gates the effect of f. Note that f=0 is not equivalent
to the canonical donor: in the donor variant where
a random fraction is mirrored (including f=0) the
threshold for an original mirroring is if eL exceeds
eR, with no 1.2× buffer that is included in the main
canonicalization process.
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f n seeds fine-tune prototypes

0 1 44.30 34.56
0.20 3 46.92 ± 0.67 36.77 ± 1.77
0.40 1 45.42 35.89
0.568 3 43.69 ± 0.51 35.85 ± 2.53
canonical (ref.) 4 44.96 ± 0.46 36.06 ± 1.54

Table 4: Transfer against re-mirrored fraction f, 54-
cell grid. The curve is non-monotone; per the pre-
registration it is confounded as a test of orientation en-
tropy and carries no interval or p.

A.3 Why the Sweep Could Not Isolate
Entropy

The sweep was designed to price orientation ran-
domness in accuracy points per bit, which pre-
sumes that the amount of randomness in orientation
is what sets transfer accuracy. However, because
an entirely random subset of clips is flipped, ori-
entation carries near zero information about signer
and sign, which means that the sweep of f does not
actually change the variable which is shown to di-
rectly influence transfer accuracy. Regardless, the
random-fraction variants remain useful as zero/low
coupling variants/baselines in the variant table of
Section 6.1.

A.4 Within-Signer Variation
In theory, if each signer’s clips all read as one ori-
entation (assuming that they use the same domi-
nant hand for all clips), the chirality-signer cou-
pling would equal the channel’s marginal entropy
of roughly 0.99 bits: the natural corpus measures
0.150. That means that the gate’s per-clip decision
is not constant per signer – it instead follows the
sign performed and the tracking more than the in-
dividual signer. Blocking by signer deletes that
within-signer variation, which is a large interven-
tion (coupling goes from 0.150 to 0.436 signer-
chirality) despite matching the corpus’ marginal
statistics (proportion of left-dominant) exactly.

A.5 No-Donor Baseline
This test fine-tunes the same architecture with an
empty donor state dict, so the optimizer, schedule
and code path are identical to the fine-tuning. Each
cell was trained for up to 60 epochs (twice the fine-
tune budget), and was scored at whichever level
they performed best at (after 30 or 60 epochs). 89
out of 90 cells improved between the two, which
suggests that there could still be some room for
improvement. Per-recipient accuracy against the
chance floor: BdSLW60 28.80 (1.80), INCLUDE

37.63 (0.42), LSA64 52.72 (1.56), Slovo 20.25
(0.83), SSL400 21.15 (0.91), WLASL-300 8.06
(0.35). The deficit against standard-donor transfer
grows with support size: -5.81 at k=1, -12.77 at
k=5, -13.24 at k=10.
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with the closed form at the observed extremes of D0.
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Figure 3: Transfer against donor size, 54-cell grid; only
the full size is replicated.

recipient raw recipient canon.

standard donor 39.01 39.63
canonical donor 43.23 44.96

Table 6: The 2×2 under full fine-tune, 54-cell grid: total
+5.94 = donor +4.22 (71%) + recipient +0.62 (10%) +
interaction +1.11 (19%); prototypes 71/12/17.

B.1 The 0/0 Convention
A clip in which neither hand was tracked has weak
hand share w = 0/0. The main text counts such clips
as undecidable (‘strict’); counting them as decid-
able (‘lenient’) slightly inflates corpora’s decidable
fractions. Under the lenient convention the decid-
able fraction rises by 4.4 points on SSL400 (63.0 to

108



Corpus Language Published Staged pack

AUTSL (donor) Turkish 226 signs, 38,336 clips, 43 signers 31,610 clips, 37 signers
WLASL-300 American 300 glosses, 5,117 clips, 109 signers identical
INCLUDE Indian 263 glosses, 4,287 clips, 7 signers 4,284 clips, 264 classes, no signer labels
LSA64 Argentinian 64 signs, 3,200 clips, 10 signers identical
Slovo Russian 1,000 glosses, 20,000 clips, 194 signers 2,400 clips, 120 classes, 106 signers
BdSLW60 Bangla 60 words, 9,307 trials, 18 signers 4,643 clips
SSL400 Sinhala 384 glosses 2,433 clips, 127 classes, no signer labels

Table 5: Published scale versus staged packs. Donor training: 26,157 clips, 28 signers, 9 held out.

67.4%), 3.1 on BdSLW60 and 2.2 on LSA64, and
by under 0.5 points elsewhere; the corruption share
rises by at most 1.7 points. No conclusion in the
paper is dependent on the choice. The release au-
dit also tests presence against a 0.5 frame-fraction
threshold, which achieves exactly equivalent results
to the never-detected definition on all staged tests.
This holds for hands recorded as absent, where
per-clip presence is 0 or 1 for every hand-block.
This does not address continuous tracking issues –
where the extractor drops a hand mid clip the pre-
vious coordinates are carried forward, so the hand
still reads as present. Loss is therefore recorded as
whole-clip granularity only.

B.2 The Corruption Closed Form
Writing L for a corpus’ whole-clip loss rate and
D0 for the fraction of its cleanly tracked clips that
are genuinely decidable, the corrupted share of the
decidable pool is C = L / (L+(1-L) × D0). This
is monotone in L by construction, and reproduces
every measured share above within 2 points (figure
alongside). D0 remains between 0.20 and 0.46 in
all seven corpora.

B.3 The Guard-Test ICC Table
Gloss-ICC of the weak-hand share w, scored on
all clips, and then under the guard of only when
both hands are tracked, with the vertical position
channel as the specificity control.

Corpus w all w grd. vert. all vert. grd.

AUTSL 0.890 0.890 0.707 0.707
INCLUDE 0.917 0.917 0.639 0.638
Slovo 0.693 0.592 0.474 0.540
WLASL-300 0.687 0.366 0.300 0.327
BdSLW60 0.739 0.252 0.498 0.581
LSA64 0.777 0.560 0.769 0.789
SSL400 0.683 0.526 0.323 0.412

Table 7: Gloss-ICC of the weak-hand share w and of the
vertical channel, on all clips and under the both-hands-
tracked guard. The w column falls in every lossy corpus
while the vertical column is flat within 0.001 or rises in
all seven.

B.4 Cell-Level Grids
Full cell-level grids ship in the full release as JSON.

C Reproducibility

C.1 Seed-to-Recipe Map

Seeds Recipe

0–3 standard donors (no transform)
90, 94, 12, 13 dominance canonicalization
91 all-left mirror-image canonical donor
92–93 second donor-subsample pair (7,910 clips

– release only)
40–42 per-epoch flip augmentation, p = 0.5
43–45 unconditional flip (100% mirrored, no

gate)
50–57 random-fraction sweep
60–63 donor-subsample scaling pairs
70–72 signer-blocked
75–77 gloss-blocked
80–82 signer-majority

Table 8: Seed-to-recipe map. Checkpoints are named
by seed alone; the seed identifies the recipe.

C.2 Hardware and training
Every pose is reduced into a 49 node, 2D skeleton
over 32 frames: 7 body nodes (nose, both shoul-
ders, both elbows, both wrists) plus 21 landmarks
per hand, taken from MediaPipe Holistic. Only
the x-y image-plane coordinates are used, which
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means that MediaPipe’s z channel and the per-point
confidences are discarded.

The model used is an unmodified CTR-GCN
(1.54M parameters in the 49-node configuration,
with a 48-edge skeleton graph). Donor training
specifications: 35 epochs, SGD (lr 0.1, Nesterov
momentum 0.9, weight decay 4e-4, cross-entropy
with label smoothing 0.1), batch 256, 5-epoch lin-
ear warmup then 0.1× step decay at 60% and 85%
of training. Recipient adaptation specifications
(fine-tune regime): 30 epochs, SGD (lr 0.01, mo-
mentum 0.9, weight decay 1e-4), batch 128, no
scheduling, individual classification head sized to
the episode’s class count. Frozen-prototype regime:
no training at all – nearest class using L2 on nor-
malized donor features.

All training and evaluation ran on single com-
modity GPUs (RTX 4090 class), or an Apple M4
series Macbook.

C.3 Release Contents
Code (MIT license), split definitions, per-
corpus validity checks and all results in JSON
are released at https://github.com/Pwindle1/
sign-transfer-learning. Pose data is not in-
cluded (Ethics Statement).
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Abstract

Uruguayan Sign Language (LSU) is a low-
resource language with a lack of computa-
tional models. Building on the first gloss-
annotated corpus of LSU interpreter videos, we
release LSU-446, a curated dataset of 17,793
sign instances over 446 glosses. Unlike stan-
dard benchmarks recorded under controlled
conditions, LSU-446 consists of interpreted
discourse, with an average sign duration of
403 ms, and heavy coarticulation. To the best
of our knowledge, this work establishes the
first isolated sign recognition baselines for LSU
at scale, comparing a Transformer (SPOTER)
and a graph convolutional network (MSG3D);
MSG3D reaches 32.7% Top-1 over 446 classes
and, unlike SPOTER, degrades only marginally
as the vocabulary grows. We then use both ar-
chitectures for a sign spotting experiment on
a held-out video from an unseen signer and
domain (33.8% out-of-vocabulary), comparing
a segmenter-based pipeline against a sliding
window, under an evaluation protocol that de-
couples temporal detection from lexical recog-
nition.

1 Introduction

Sign languages are full natural languages with
their own phonology, grammar and lexicon, gen-
erally used by the deaf and hard of hearing com-
munities. There is no universal sign language, as
each community develops its own. In Uruguay,
roughly 30,000 people are deaf and a further
120,000 are hard of hearing (Ministerio de Salud
Pública de Uruguay, 2023), yet computational
work on Uruguayan Sign Language (LSU) remains
largely unexplored, with limited works like LSU-
DS (Stassi et al., 2022), a studio-recorded dataset
of 23 isolated signs in which each sign begins and
ends at a neutral rest pose; and (Chiruzzo et al.,
2026), an experiment on MT between gloss-based

∗Equal contribution.

LSU and oral Spanish. To our knowledge, no
model, benchmark or tool addresses LSU recogni-
tion at a realistic vocabulary size or in continuous
discourse.

Building annotated data for any sign language is
costly: it requires annotators fluent in both the lan-
guage and its transcription conventions, and there
is no equivalent of automatic speech recognition
to accelerate the process (Moryossef et al., 2021).
What makes LSU low-resource, however, is not
merely this lack of prior work, but that its data
remains scarce even after annotation effort. The
LSU corpus used in this work was obtained from
real-time interpreted sign language videos consist-
ing of professional interpreters on television and in
narrated stories, rather than clips of isolated signs
recorded specifically for this purpose, and is con-
sequently small and lexically imbalanced to begin
with: out of 4,612 raw gloss variants, only 446
reach the ten instances we require for training (§3).
Its signs last 403 ms on average — against 2.41 s
in WLASL (Li et al., 2020a) — are heavily coar-
ticulated, and usually do not reset to a neutral rest
pose between lexical items.

We present the first systematic study of auto-
matic LSU recognition at scale. Building on a
first gloss-annotated LSU corpus (Fojo et al., 2024)
we address two problems: isolated sign language
recognition (ISLR), which classifies a previously
segmented video as a single sign, and sign spot-
ting, which locates and labels signs within a con-
tinuous stream. Both ISLR and sign spotting
differ from continuous sign language recognition
(CSLR), which transcribes whole sentences into
their corresponding gloss sequences, without the
need of per-gloss timestamps. This work does not
address CLSR. Since no prior LSU system exists
for sign spotting, our aim is a first baseline along
with an analysis of different methods and architec-
tures to solve it.
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Main contributions of this work

1. LSU-446, the first curated dataset for LSU
sign recognition (17,793 instances of pose
landmarks over 446 glosses), with a repro-
ducible preprocessing pipeline (§3).

2. The first ISLR baselines for LSU at a realis-
tic vocabulary size, comparing two state-of-
the-art methods, and showing one model to
be remarkably more robust as the vocabulary
grows (§4).

3. A three-level evaluation protocol for sign
spotting (unlabeled temporal detection, Top-5
and Top-1 labeled lexical recognition) report-
ing F1 and Intersection-over-Union (§5.2).

4. An empirical comparison of segmenter-
based and sliding-window spotting ap-
proaches on a video with an unseen signer
and an unseen domain (§5.6).

2 Related Work

Gloss representation. Sign language corpora are
commonly annotated with glosses: labels written
in the main oral language spoken in the region (in
our case Spanish), that identify the sign being pro-
duced at each point in a video (Fojo et al., 2024).
A gloss is not a translation — sign languages have
their own grammar and lexicon, so the correspon-
dence between a sign and its gloss is a simplifi-
cation adopted for annotation and computational
processing. The representation is also lossy, dis-
carding non-manual and prosodic information, and
its granularity depends on the annotator conven-
tion rather than a fixed standard (Zhang and Duh,
2021). Despite these limitations, glossing remains
the dominant strategy for building sign language
datasets, and it is the representation that LSU-446
inherits from its source corpus.

ISLR paradigms. Early systems operated on
raw pixels with 3D convolutional networks such
as C3D (Tran et al., 2015) and I3D (Carreira
and Zisserman, 2017), which are data-hungry and
computationally heavy. An alternative represents
the signer as body, hand and face keypoints ex-
tracted by a pretrained pose estimator such as
OpenPose (Cao et al., 2021) or MediaPipe (Lu-
garesi et al., 2019), discarding appearance and
drastically reducing dimensionality. This is the
natural choice in a low-resource setting, as it dele-
gates feature extraction to a well-trained external

model. Over skeletal input, graph convolutional
networks modeling joints as nodes and bones as
edges (ST-GCN, Yan et al., 2018; MSG3D, Liu
et al., 2020) have proven effective, as have Trans-
formers: SPOTER (Boháček and Hrúz, 2022)
adapts the Transformer (Vaswani et al., 2017) to
pose sequences and is competitive on WLASL (Li
et al., 2020a) and LSA64 (Ronchetti et al., 2023) at
low cost. We adopt SPOTER and MSG3D as base-
lines, contrasting attention-based and graph-based
paradigms.

Temporal segmentation and sign spotting.
Sign spotting addresses the problem of localiz-
ing instances of a given sign within continuous
video, in contrast to continuous sign language
recognition, whose objective is to transcribe com-
plete utterances regardless of their specific times-
tamps (Koller et al., 2016; Camgöz et al., 2020).
Sign spotting systems are commonly constructed
by combining ISLR models with temporal segmen-
tation mechanisms (Li et al., 2020b; Albanie et al.,
2020), although the strategies adopted to couple
these two components differ across the literature.

One family treats temporal segmentation as a
task itself, labeling each frame as sign or transition
and leaving classification to a downstream model.
Adapting action-segmentation architectures such
as MS-TCN (Farha and Gall, 2019), Renz et al.
(2021a) segment signing with temporal convolu-
tions, subsequently refined through changepoint-
modulated pseudo-labeling (Renz et al., 2021b),
while Moryossef et al. (2023) recast the problem
as frame-level BIO tagging over pose features and
report generalization across signers and domains.
A second family has the classifier scan the stream
directly via a sliding-window and require no addi-
tional model, at the cost of an explicit background
class and of post-processing to suppress duplicate
detections (Zuo et al., 2024).

Low-resource sign languages and transfer.
Most benchmarks, for example, WLASL (Li et al.,
2020a) or LSA64 (Ronchetti et al., 2023), consist
of citation-form signs recorded under controlled
conditions; corpora of spontaneous discourse are
scarce. The closest work to ours is Garmendia et al.
(2025), who apply MSG3D to isolated recognition
of Catalan Sign Language (LSC) from spontaneous
dialogue and monologue — like ours, continuous
interpreter video rather than isolated signs. Over
105 curated classes, they report 49.24% accuracy.
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3 The LSU-446 Dataset

3.1 Source Corpus

Our starting point is the gloss-annotated LSU cor-
pus by Fojo et al. (2024): 27 videos of professional
interpreters, each paired with an ELAN annotation
file (Wittenburg et al., 2006), assigning to every
sign a gloss and explicit start and end times. The
material covers television broadcasts and narrated
classic stories, uniformly recorded at 25 fps. Fram-
ing is heterogeneous — the interpreter may be cen-
tered in the foreground, displaced to one side, or
inset in a small corner box — and spatial resolution
varies widely. Since the recordings capture natural
interpreting, signs are coarticulated, and the anno-
tation contains periods of several minutes in which
no signing occurs. Figure 1 illustrates the resulting
continuity: consecutive glosses occupy adjacent
intervals with no pause between them, so the tem-
poral boundary between two signs is a matter of
annotator judgement rather than a visible event.

3.2 Preprocessing Pipeline

Each video is cropped spatially to the region con-
taining the interpreter and temporally to remove
uninformative material such as commercial breaks,
creating 34 segments from the original 27 videos,
after discarding two videos whose resolution was
too coarse. Frames are then extracted at 25 fps and
body, hand and face keypoints are obtained with
MediaPipe Holistic (Lugaresi et al., 2019). Miss-
ing keypoints were zero-filled. In parallel, (gloss,
start, end) triplets are extracted from the ELAN
files.

3.3 Gloss Normalization

The available annotations from the corpus are pre-
liminary and not yet a standardized version. The
raw label set contains 4,612 distinct strings over
28,093 instances, but many of them are notational
variants of the signs. We apply four normalization
rules, each motivated by a pattern found in the data.
Gender. Many LSU signs carry no grammati-
cal gender, but in this preliminary annotation this
had not been standardized yet, annotators assigned
either a Spanish male or female word form, or
sometimes a gender-neutral form, so {MAESTRA,
MAESTRO, MAESTRX, MAESTR@} all denote one
sign. We map all the gendered variants onto the
neutral form, keeping the @ as canonical.
Spacing and case. LSU function words and mark-
ers (e.g. PT:DET, the default determiner) are often

Raw LSU-446

Unique signers 10 10
Sign instances 28,093 17,793
Unique glosses 4,612 446
Mean instances per gloss 6.1 39.9
Std. instances per gloss 21.4 57.3
Glosses with ≥10 inst. 505 446
% glosses with ≥10 inst. 10.9 100

Table 1: Corpus statistics before and after the prepro-
cessing pipeline.

written with different punctuation symbols or spac-
ing, making {PT:DET, PT :DET, PT: DET} three
different labels for the same sign. We remove the
spurious spaces and uppercase all glosses.
Uncertainty markers. Annotators signalled uncer-
tainty with ¿ and ?, either attached to a tentative
gloss or standing alone where a sign could not be
identified. We removed all question marks, and
instances with no tentative gloss were discarded.
Fingerspelling. Sequences marked FS: are rep-
resented as a single <FINGERSPELL> token. Since
fingerspelling is highly variable, it is left out of
scope here, using a dedicated token to keep its oc-
currences detectable for future work.

3.4 Resulting Dataset

After preprocessing, we retain only glosses with at
least 10 instances in the corpus. Table 1 summa-
rizes the resulting dataset, which we call LSU-446∗
after its class count. It retains 63.3% of the sign
instances (17,793 of 28,093) concentrated in 9.7%
of the glosses (446 of 4,612), raising the mean in-
stances per gloss from 6.1 to 39.9. The raw corpus
already had 505 glosses with at least 10 occur-
rences; the final count is lower because normaliza-
tion merges variants previously counted separately.

Two properties distinguish LSU-446 from stan-
dard benchmarks, as Figure 2 shows. First, the
distribution remains strongly long-tailed after filter-
ing and the most frequent glosses are PT:DET (781
instances), TAMBIÉN (491) and NO (417) against a
mean of 39.9, and the standard deviation increases
from 21.4 to 57.3, since filtering removes the mass
of near-empty classes and leaves a more dispersed
distribution over the survivors. We therefore re-
port both global and macro-averaged accuracies
in §4. Second, signs are short: 403 ms on aver-

∗Available at https://github.com/
pln-fing-udelar/lsu-446, after accepting license of
use. LSU-446 includes keypoint sequences, normalized
glosses, and metadata (signer_id, split, video_fps).
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Figure 1: A sequence from LSU-446. Above, representative frames of a video; below, the temporal alignment of the
corresponding glosses, at the transition from NO (not) to CORRER (to run). Consecutive signs abut directly, without
pauses or a return to a neutral rest pose.

Figure 2: Instances per gloss in LSU-446, sorted by
frequency (one gloss labeled every 20 on the x axis). A
few glosses dominate while most lie close to the ten-
instance threshold, which is why we report balanced
alongside global accuracy.

age, around ten frames at 25 fps, against 2.41 s in
WLASL (Li et al., 2020a). Each sign is represented
by few frames, making recognition markedly more
sensitive to temporal variation and to imprecise
annotation boundaries.

This dataset, split as 80/10/10 at the level of in-
dividual sign instances, is used for the ISLR exper-
iments shown in §4, but we use a different held-out
video as described in §5.3 to evaluate sign spotting
systems.

4 Isolated Sign Language Recognition

4.1 Models and Setup

We compare two keypoint-based architectures rep-
resenting different paradigms. SPOTER (Boháček
and Hrúz, 2022) is a Transformer over pose se-
quences. At 5.92M parameters it is light enough
for a corpus of our size, and its preprocessing nor-
malizes poses to universal body proportions and
hands to local coordinates, mitigating differences
in signer build and camera framing. MSG3D (Liu
et al., 2020) is a graph convolutional network over

Model Vocab. T-1 T-5 BT-1 BT-5

SPOTER LSU-446 24.1 42.7 20.7 37.0
SPOTER LSU-100 32.0 53.1 30.5 50.3

MSG3D LSU-446 32.7 52.2 29.4 46.4
MSG3D LSU-100 32.9 55.6 32.5 53.3

Table 2: Isolated recognition accuracy (%) on the test
split. T-1/T-5 are Top-1/Top-5, and BT-1/BT-5 their
balanced (macro-averaged) counterparts. Bold marks
the best configuration per vocabulary size.

the skeleton, with joints as nodes and bones as
edges. Its G3D module treats space and time as a
single graph instead of modelling them separately,
and aggregates over several neighbourhood scales
at once.

We report Top-1 and Top-5 accuracy together
with their balanced (macro-averaged) counterparts.
Balanced accuracy matters here: given the long
tail of §3, a model concentrating its predictions
on frequent glosses can score well globally while
failing on most classes. Besides the full vocabulary,
we train on the 100 most frequent glosses — LSU-
100 (≈10,000 instances) — for comparability with
the WLASL-100 results obtained in SPOTER (Bo-
háček and Hrúz, 2022), which reported Top-1 accu-
racy of 63.18% but with considerably longer signs
recorded under controlled conditions.

4.2 Main Results

Table 2 reports both architectures across vocabu-
lary sizes. On the full vocabulary MSG3D clearly
outperforms SPOTER, reaching 32.7% Top-1 and
52.2% Top-5 against 24.1% and 42.7%, and it leads
on balanced metrics as well, indicating that its ad-
vantage is not merely a matter of exploiting the
frequent classes.
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ID min σ max T-1 T-5 BT-1 BT-5

E1 — — — 24.1 42.7 20.7 37.0
E2 40 0.001 300 24.3 43.0 22.5 37.0
E3 40 0 300 23.2 41.8 23.8 39.7
E4 100 0.001 100 21.8 37.4 23.1 35.4

Table 3: SPOTER with augmentation and pruning on
LSU-446 (%). min/max are the target bounds on sam-
ples per class, σ the noise added to augmented keypoints.
E1 is the unaugmented baseline.

Vocabulary scaling. The most informative con-
trast is what happens as the label space grows.
SPOTER degrades sharply from LSU-100 to LSU-
446, losing almost eight Top-1 accuracy points
(32.0 to 24.1), whereas MSG3D is essentially flat
(32.9 to 32.7) despite the vocabulary more than qua-
drupling, with the expanded dataset including the
least 346 frequent classes of the corpus. A possible
explanation is MSG3D’s explicit geometric prior:
representing the skeleton as a graph with multi-
scale spatio-temporal neighbourhoods may con-
strain the hypothesis space more than a generic at-
tention model over coordinate vectors does, which
could be an advantage when most classes have few
examples.

Augmentation and pruning. Because SPOTER
concentrated its predictions on frequent glosses, we
evaluated seven augmentation and pruning regimes
on LSU-446, varying the minimum and maximum
number of samples per class and the level of Gaus-
sian noise added to augmented keypoints. Ta-
ble 3 reports a representative subset. The gains
are marginal and inconsistent: mild augmentation
(E2) improves Top-1 by 0.2 points, the variant with-
out noise (E3) yields the best balanced metrics but
the worst global accuracy of the three, and aggres-
sive rebalancing (E4) degrades everything except
balanced Top-1.

Cross-Lingual Transfer. Garmendia et al.
(2025) report that initializing MSG3D from a
model pretrained on the SWL-LSE Spanish Sign
Language dataset improves Catalan Sign Language
recognition by 6.61 Top-1 points. Since their
setting closely matches ours — MSG3D over
MediaPipe keypoints derived from spontaneous,
unsegmented interpreter video — we replicated
the procedure, fine-tuning the same SWL-LSE
checkpoint on LSU with no layers frozen.

Surprisingly, the transfer yields no benefit. On
LSU-446 the pretrained model reaches 32.3% Top-

1 against 32.7% trained from scratch, a slight de-
crease; balanced Top-1 likewise falls from 29.4%
to 28.0%. On LSU-100 it gains 0.6 points (33.5%
versus 32.9%), well inside the range we observe
between runs and far from the 6.61-point improve-
ment reported for LSC.

We see two plausible explanations, and further
experiments would be needed to confirm whether
either holds. First, linguistic distance: LSE and
LSC coexist in the same country and share sub-
stantial lexical material, whereas LSU developed
independently, so the source lexicon may simply
transfer less. Second, capture conditions: SWL-
LSE consists of isolated signs recorded through a
web application, while our data is broadcast footage
with heterogeneous framing and resolution, a do-
main gap that the LSC corpus does not face to the
same degree.

5 Sign Spotting

We now move from pre-segmented signs to con-
tinuous video, where the system must decide both
where signs occur and which they are. We compare
two ways of coupling an isolated classifier to that
problem: an explicit temporal segmenter followed
by classification, and a sliding window in which
the classifier performs both roles.

5.1 The NO-SIGN Class

In order to use our ISLR classifiers in the sliding
window approach, we needed to extend them to pre-
dict an extra class that could capture frames where
no signing activity occurs; we call it the NO-SIGN

class. We introduce it because the sliding-window
pipeline below receives no boundary information
and evaluates every window in the video, so it must
reject non-signing periods on its own rather than
relying on a segmenter to skip them. We built it by
sampling subsequences from intervals between con-
secutive annotated glosses in the corpus, using the
same duration distribution and proportion per video
of real gaps, instead of being drawn uniformly at
random. These new instances of the NO-SIGN class
are added to the train, validation and test splits of
§4, and we train new versions of both SPOTER and
MSG3D models that consider this one additional
class.

Adding NO-SIGN barely changes overall Top-1
accuracy — 23.8% versus 24.1% for SPOTER on
LSU-446, 29.2% versus 32.7% for MSG3D — and
on LSU-100 it even helps MSG3D, which reaches
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its best overall configuration at 34.0% Top-1. The
per-class metrics, however, are poor: SPOTER at-
tains 7.7% precision and 3.4% recall on NO-SIGN

(F1 = 4.7), and MSG3D, in its best configuration,
20.0% precision and 23.7% recall (F1 = 21.7).
Both models therefore confuse intervals without
signing for lexical glosses, which is unsurprising
given that such intervals have no stable gestural
structure; as we show below, this weak background
rejection becomes the binding constraint on the
sliding-window pipeline.

5.2 Evaluation Protocol

Evaluating a sign spotting system requires separat-
ing segmentation errors from lexical classification
errors, since a system may, for example, locate a
sign perfectly and label it wrongly. We therefore
define a three-level protocol in which each level
adds a stricter condition to the previous one.

Let Sp be a predicted segment, Sg a ground-
truth segment with gloss Gg, and f(·) the classi-
fier. All levels share a permissive temporal crite-
rion: Sp is a true positive only if |Sp ∩ Sg| > 0,
that is, a single overlapping frame suffices. The
proposed levels differ in the lexical requirement:
Level 1 (unlabeled temporal detection) is lexi-
cally independent; Level 2 additionally requires
Gg ∈ Top-5(f(Sp)), labeled but relaxed; and
Level 3 requires Gg = Top-1(f(Sp)), labeled and
strict. At each level we report F1, which measures
whether the system found the sign: unlabeled at
Level 1, labeled Top-5 at Level 2, and strictly la-
beled Top-1 at Level 3.

As we use a very permissive intersection crite-
rion, F1 alone says nothing about boundary quality:
a system can detect every sign while cutting it badly.
We therefore also report the temporal Intersection
over Union, IoU(Sp, Sg) = |Sp ∩ Sg|/|Sp ∪ Sg|.
Aggregating it admits two directions, one centered
on the reference and one on the predictions, each
associated to a different failure mode. We report
their mean, the General IoU:

IoUg =
1

2


 1

|G|
∑

Sg∈G
max
Sp

IoU +
1

|P |
∑

Sp∈P
max
Sg

IoU


 (1)

where G and P are the sets of ground-truth and
predicted segments. This bidirectional form pe-
nalizes both undetected signs, which lower the
reference-centered term, and spurious predictions,
which lower the prediction-centered term. At Lev-
els 2 and 3 we assign IoU = 0 to segments whose

class is not in Top-5(f(Sp)) or Top-1(f(Sp)) re-
spectively.

5.3 The need for a new test set
The train, validation and test splits of §4 are drawn
at the level of individual signs rather than whole
videos, so every video in LSU-446 contributes dif-
ferent instances to all three splits. This means we
cannot use any of those videos for evaluating sign
spotting, which operates over continuous video, as
there would be a leak of training signs into the
test signal. Because of this, we compute all sign
spotting results on a single video absent from LSU-
446 altogether: a session of the Uruguayan Cham-
ber of Representatives, 10 minutes and 31 seconds
long, containing 730 annotated signs. It is delib-
erately adversarial: the interpreter appears in no
other video in the corpus, so the signer is unseen;
the domain is formal parliamentary discourse rather
than television or narrated stories; and 33.8% of its
signs are out-of-vocabulary (OOV).

We purposefully retain OOV signs in the ground
truth. For temporal detection they are valid in-
stances of linguistic activity, and excluding them
would inflate Level 1. For lexical recognition they
are unavoidable failures, since no architecture can
predict a label outside its vocabulary. Keeping
them makes the reported figures a faithful estimate
of what these systems would do on genuinely un-
seen material, and the penalty applies similarly to
every method compared.

5.4 Segmenter-Based Pipeline
The first approach uses an existing segmentation
model before classifying. We use E1s of Moryossef
et al. (2023), the reported best performing of their
variants: a multi-stage temporal convolutional net-
work over MediaPipe Holistic pose features that
assigns each frame a BIO tag, from which seg-
ment boundaries are derived. We take the authors’
pretrained weights; we also experimented with
fine-tuning E1s on our own dataset but it slightly
degraded the performance (88.2% versus 88.9%
F1, 31.7% versus 32.5% mean IoU on a held-out
video), so we retain the original weights. Each pre-
dicted segment is then classified by the LSU-446
models of §4 trained without the NO-SIGN class,
since segment boundaries are already supplied.

Evaluated alone on our data, the segmenter
shows an expected asymmetry: an F1 of 88.9%
but a mean IoU of only 32.5%. It finds nearly all
signing regions while systematically mis-cutting
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Segmenter Sliding win.

Level Model F1 IoUg F1 IoUg

1 MSG3D 95.9 43.4 99.8 10.1
SPOTER 95.9 43.4 99.7 8.7

2 MSG3D 13.5 6.9 6.4 2.3
SPOTER 15.6 7.4 12.1 2.2

3 MSG3D 7.1 3.9 3.1 1.4
SPOTER 6.8 3.2 3.1 0.3

Table 4: Sign spotting on the held-out video (%), over
all 730 ground-truth signs including the 33.8% OOV.
Level 1, 2, and 3 are unlabeled temporal detection, and
labeled Top-5 and Top-1 recognition, respectively.

their extent. This asymmetry propagates through
the whole pipeline.

5.5 Sliding Window

The second approach removes the segmenter. A
window of W frames advances over the video with
stride S; each position is classified, and every
frame accumulates a Top-1 vote and five Top-5
votes from all windows covering it. The winning
class per frame is taken as its label, subsequent
streaks of frames sharing a label become segments,
and streaks labeled NO-SIGN become the gaps be-
tween them. A median filter over blocks of three
strides overwrites isolated disagreements, repairing
spurious interruptions inside otherwise contiguous
segments.

For a first method implementation, we set W =
12, S = 4, chosen against the mean sign duration in
the dataset (≈10 frames). The constraint W = 3S
follows from the median filter’s design. This yields
3,943 windows over the 15,782 frames of the test
video. Here the classifiers must reject non-signing
frames themselves, so we use the NO-SIGN model
variants from §5.

5.6 Results and Discussion

Table 4 reports both approaches at all three lev-
els. Level 1 is identical for the two classifiers in
the segmenter pipeline, as expected: segmentation
is entirely determined by E1s (Moryossef et al.,
2023), and the video is segmented once and reused.

A high F1 can be an artifact. The sliding win-
dow attains an almost perfect Level 1 F1 of 99.8%,
against 95.9% for the segmenter — yet its General
IoU is four times worse (10.1% versus 43.4%). The
explanation is structural: the sliding window emits
only 38 segments (31 for SPOTER) to cover 730

real signs, so each predicted segment spans many
consecutive signs at once. Under a criterion that re-
quires a single overlapping frame, such enormous
segments detect nearly everything by construction,
which is why F1 approaches 100% while boundary
agreement collapses. This is precisely the failure
that the General IoU is designed to expose, and this
is why Level 1 F1 should never be read in isolation.

The root cause is the NO-SIGN weakness mea-
sured in §4. Since NO-SIGN is what delimits con-
secutive signs, a model that rarely predicts it can-
not close a segment, and adjacent signs merge into
long runs. The bottleneck of the sliding-window
implementation in this work is thus not lexical dis-
crimination but a suitable background rejection.

Explicit segmentation wins. The segmenter
pipeline dominates at all recognition levels, com-
fortably winning in both F1 and IoU at Levels 2
and 3 (see Table 4). Absolute values remain low —
15.6% F1 at Level 2 and 7.1% at Level 3 — which
is consistent with classifiers achieving 52.2% Top-
5 in isolation now receiving imprecisely cut seg-
ments, compounded by 33.8% OOV that cannot be
recovered by any model.

The ranking inverts under continuous input.
In isolation MSG3D beats SPOTER on every met-
ric (§4); in continuous video SPOTER leads at
Level 2 in both pipelines (15.6 versus 13.5 with
the segmenter, 12.1 versus 6.4 with the sliding win-
dow), while MSG3D remains marginally ahead at
Level 3. That this inversion appears under both cou-
pling strategies suggests it is a property of the mod-
els rather than of either pipeline: SPOTER’s rank-
ing of candidates seems to degrade more gracefully
when boundaries are imprecise, whereas MSG3D’s
advantage depends on receiving well-segmented
input.

The segmenter, not the classifier, is the ceiling.
Restricting the IoU to correctly classified segments
raises MSG3D’s Level 3 figure to 54.2%. When
the model does identify a sign, the segment it was
given was well cut; the failures concentrate on seg-
ments that were poorly delimited in the first place.
Combined with the segmenter’s standalone profile
— 88.9% F1 against 32.5% IoU — this indicates
that effort is better spent on temporal boundary pre-
cision than on the classifier, and it explains why our
system detects signing reliably while recognising
little of it.
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6 Conclusion

We have presented the first computational study of
Uruguayan Sign Language recognition at scale. We
release LSU-446, a curated dataset of 17,793 sign
instances over 446 glosses obtained through a re-
producible normalization and keypoint-extraction
pipeline, and establish (possibly signer-dependent)
isolated recognition baselines in which MSG3D
reaches 32.7% Top-1 over the full vocabulary and,
unlike SPOTER, is barely affected by vocabulary
growth. We then define a three-level evaluation pro-
tocol that separates temporal detection from lexical
recognition, and use it to compare a segmenter-
based pipeline against a sliding window on a fully
unseen video. Explicit segmentation wins at every
level involving recognition, while the sliding win-
dow’s near-perfect detection score proves to be an
artifact of emitting very few, very long segments.

Limitations and Future Work

Annotation. The gloss annotation we build on is
a preliminary version whose notation was not yet
standardized, which is why the normalization of
§3 is necessary in the first place. Our rules unify
what we could identify systematically, but resid-
ual inconsistency certainly remains, and some of it
is indistinguishable from genuine lexical variation
without expert review. A definitive, standardized
glossing of the corpus would remove this uncer-
tainty at its source.

Data splits. Our main results use an instance-
level 80/10/10 split, so signs from the same video,
signer and recording session can appear in both
training and test. This inflates our isolated recog-
nition figures relative to a signer-independent pro-
tocol, and the numbers in Table 2 should be read
as an upper bound rather than as an estimate of
generalization to new signers. We adopted it be-
cause the stricter video-level split left many classes
absent from entire partitions and degraded results
substantially. The sign spotting evaluation of §5
does not share this weakness, as its test video is
disjoint from training in signer and domain.

Scale of the continuous evaluation. All spotting
results come from a single 10-minute video with
one interpreter in one domain. The comparisons
in Table 4 are therefore point estimates without
confidence intervals, and we run no significance
testing; differences of one or two points between
models should not be considered meaningful. The

consistency of the ranking inversion across two
independent pipelines is our only evidence that it
could not be noise, and it is not conclusive.

No hyperparameter optimization. Both mod-
els retain the learning rate of their original publi-
cations, and we search neither it nor the window
parameters of the sliding-window system, nor any
decision threshold for NO-SIGN. Our numbers are
consequently lower bounds on what these architec-
tures could achieve on LSU, and the comparison
between them assumes that inherited settings are
equally favourable to both, which we cannot verify.
A systematic search over these — particularly the
sliding window’s (W,S) and a decision threshold
for NO-SIGN — is a direct and inexpensive next
step.

Scope. Fingerspelling segments are collapsed
into a single token and never recognized as an-
other class, glosses occurring fewer than ten times
are excluded, and 33.8% of the test video used for
sign spotting systems is out of vocabulary. The sys-
tems we describe do not perform continuous sign
language recognition: they locate and classify indi-
vidual signs, and do not consider neighbour signs
nor the grammatical structure of the processed ut-
terances. These are all elements to be explored and
expanded on subsequent research.

The sliding window deserves a better segmen-
tation rule. The sliding window trails the seg-
menter pipeline, but much of the gap traces to a
single design choice rather than to the approach
itself. Boundaries arise only where NO-SIGN wins
the per-frame vote, so the temporal structure of the
output rests on a class both models predict with
low recall. Several remedies are inexpensive and
need no retraining: a threshold that favours NO-
SIGN in ambiguous frames rather than requiring
it to win outright; the vote histogram, discarded
once the winning class is taken, in which a drop
in agreement among overlapping windows is itself
a boundary cue; and a duration prior, since with
signs averaging some ten frames a run of hundreds
under one label is unlikely.

Ethics Statement

The corpus consists of professional interpretation
broadcast publicly on television and of recorded
narrations, obtained from an existing annotated
corpus (Fojo et al., 2024).
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No deaf signers took part in designing or eval-
uating the systems reported here. Our evaluation
is entirely automatic and measured against glosses
produced by an annotation team, so it says nothing
about whether the output would be useful or ac-
ceptable to the community the technology is meant
to serve. The gloss-based framing itself embeds
decisions about how LSU is segmented and labeled
that were not made by the users of the language,
and we note that participatory evaluation should
precede any application built on this work.

Finally, we want to be explicit about the risk of
overstating what these results support. A system
recognizing roughly 7% of signs in continuous dis-
course is not an accessibility tool, and deploying
one as if it were — in a medical, legal or educa-
tional setting — would be actively harmful, since
errors would fall on the person with least power
to contest them. Automatic recognition of LSU
should be understood as an aid to annotation and
research, and as a complement to professional hu-
man interpreters rather than a substitute for them.
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Abstract

Expert annotation is a central bottleneck in
sign-language corpus construction. A natural
assumption is that annotation budgets should
prioritize diverse or underrepresented signing
patterns. We test this in a controlled retro-
spective study on PHOENIX14T (German Sign
Language) and Isharah (Saudi Sign Language),
across gloss recognition, translation, multiple
budgets, and three seeds, comparing random
sampling against geometric, active-learning,
pose-derived articulatory, and privileged se-
lectors. Articulatory coverage is generally
weak across all four corpus–task settings and
rarely outperforms random sampling. A den-
sity analysis shows it selects locally atypical
clips even after controlling for duration; re-
moving the sparsest 10–20% helps at larger
budgets but never enough to beat random. A
privileged gloss-diversity oracle also performs
poorly despite selecting comparatively typi-
cal clips, showing that atypicality is not the
whole explanation. Facility-location represen-
tativeness is the strongest feasible selector in
three of four largest-budget settings, with lower
WER than random in 16 of 18 seed-matched
recognition comparisons, compared with only
2 of 18 for articulatory-only selection. The
results suggest pose-derived articulatory cov-
erage and gloss-type coverage, as operational-
ized here, are unreliable proxies for annotation
utility in low-resource sign-language corpus
construction. The source code is available at
https://github.com/gyan-shres
tha/WSLP-2026.

1 Introduction

Continuous sign-language corpora are expensive to
annotate because glossing, translation, segmenta-
tion, and temporal alignment require specialist ex-
pertise. Recorded video can therefore substantially
exceed manually annotated material: Content4All
released approximately 190 hours of broadcast
signing, but only about 20 hours received man-

ual alignment by Deaf experts and interpreters
(Camgöz et al., 2021). This bottleneck is particu-
larly consequential for underrepresented sign lan-
guages (De Sisto et al., 2022).

A corpus team with a fixed budget must de-
cide which clips to annotate before their linguis-
tic content can be observed through annotation.
Active learning selects uncertain examples using
an existing model, while core-set and batch meth-
ods seek geometric diversity or representativeness
(Sener and Savarese, 2017; Ash et al., 2019). Sign-
language studies have explored active selection for
isolated-sign acquisition and fingerspelling (Bicego
et al., 2023; Wang and Nalisnick, 2023), but selec-
tion from continuous unlabeled video before a re-
liable recognizer or gloss inventory exists remains
underexplored.

Sign languages suggest a natural label-free al-
ternative. Hand configuration, location, move-
ment, coordination, and non manual activity can
be approximated from pose without manual la-
bels (Börstell, 2023; Kezar et al., 2023). One
might therefore spend the annotation budget on
clips that add underrepresented articulatory pat-
terns. The intuition is appealing, but coverage need
not translate into annotation utility, measured here
as downstream task performance under a fixed bud-
get: learning may benefit more from repeated obser-
vations of common, representative structures than
from maximizing novelty.

We test this hypothesis on PHOENIX14T (Cam-
goz et al., 2018) and Isharah (Alyami et al., 2026),
hiding labels during selection and revealing them
only for purchased clips. Pose-derived articula-
tory coverage, as operationalized here, is generally
weak across both sign languages and both tasks,
rarely outperforming random sampling. We then
ask why. Coverage systematically favors locally
atypical clips, yet removing the sparsest candidates
recovers only part of the performance gap. A priv-
ileged gloss-diversity selector provides the com-
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plementary case: it performs poorly even while
selecting comparatively typical clips. The evidence
therefore points to a broader mismatch between
the coverage objectives evaluated here and down-
stream annotation utility, rather than a failure of
pose representation alone.

2 Controlled Study

2.1 Retrospective annotation protocol

Let the unlabeled pool be U = {u1, . . . , uN}, with
estimated annotation cost ci for clip ui. Each se-
lector chooses a subset whose total cost does not
exceed budget B. Labels remain inaccessible un-
til selection is complete. PHOENIX14T contains
7,096 training clips from studio weather broad-
casts; Isharah contributes a 10,000-clip signer-
independent pool recorded with smartphones in
varied settings. All budgets use a common 6×
duration-based annotation-time multiplier, which
holds the cost convention fixed across tasks (Ap-
pendix G gives the exact hour-to-percent map-
ping). Recognition budgets span 5 to 20 per-
cent of pool cost: 2.8/5.5/11.0 annotation hours
for PHOENIX14T and 7.1/14.2/28.4 for Isharah.
Translation follows the same schedule for Isharah
and a finer 0.5/1/2/5-hour sweep for PHOENIX14T.
Clip cost is proportional to duration, and each
budget is defined as a fixed fraction of the total
pool cost. Changing the recognition rate from 6×
to 40× therefore rescales the reported annotation
hours but does not change which clips are afford-
able, their greedy gain-per-hour ordering, or the
subsets ultimately selected. The experimental re-
sults are therefore unchanged under this alternative
rate (Appendix G). Because cost is duration-based,
selectors that prefer shorter clips purchase more
clips at the same budget (Table 10). These bud-
gets target severe low-resource conditions in which
selection strategy can substantially affect the com-
position of the labeled subset.

2.2 Selection strategies

Baselines and geometric selection. Random sam-
pling selects clips until the budget is exhausted.
Source-stratified random allocates budget across
recording sources first, then samples within each; it
is a source-imbalance control rather than a primary
strategy, so it appears in Appendix A rather than
Table 1. For geometric selection, each normalized
pose sequence is projected to a generic embedding
zi: greedy k-center spans the embedding space

(Sener and Savarese, 2017), while facility location
favors clips similar to many others, emphasizing
dense, representative regions.
Articulatory coverage. Our selection objective
favors clips that add signing patterns not yet well
represented in the labeled set. Because labels are
unavailable during selection, we approximate six
articulatory channels from pose: hand configura-
tion, orientation, location, movement, two-hand
coordination, and non-manual activity. Each chan-
nel is clustered into a separate discrete codebook,
so each clip can be represented by the codewords
assigned to its frames. Selection can then favor
clips that introduce articulatory patterns that are
missing or underrepresented in the current labeled
set.

The objective incorporates three considerations.
First, repeated observations of the same codeword
should have diminishing value, so additional cov-
erage contributes progressively less. Second, rare
codewords should receive greater weight because
common patterns are easier to acquire. Third, clips
with poor pose tracking should contribute less be-
cause their assigned codewords are more likely to
reflect measurement error. We capture these effects
with a logarithmic coverage term, a codeword rarity
weight rgk, and a clip-level pose-quality score qi:

Fart(S) =
∑

g

ωg

Kg

∑Kg

k=1 rgk ℓgk(S),

ℓgk(S) = log
(
1 +

∑
ui∈S qinigk

)
,

where Kg is the number of codewords in channel
g, ωg is its channel weight, and nigk is the capped
number of frames in clip i assigned to codeword
k. The logarithm gives diminishing returns and
makes Fart submodular, which supports greedy op-
timization. The rarity weight rgk increases as a
codeword becomes less frequent in the pool, while
qi is floored at 0.1 so that poorly tracked clips are
down-weighted rather than excluded. Closed-form
definitions of both weights are provided in Ap-
pendix G.

We evaluate three nested selectors based on
this objective: articulatory only, which uses
Fart alone; articulatory + repr., which adds the
facility-location term Frep; and the full objective,
0.60Fart+0.30Frep+0.10Fsrc, which also rewards
coverage across recording sources. The weights
are fixed a priori and are not tuned on any evalua-
tion set. All three selectors use greedy selection by
marginal gain per purchased hour.
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Model-dependent and privileged comparisons.
To separate a weakness of the coverage objective
from one of the pose representation, we also com-
pare against selectors with stronger signals. En-
tropy sampling and BADGE (Ash et al., 2019)
score the pool with a recognizer trained on a ran-
dom seed set costing 2% of the target annotation
budget, making them feasible but not label-free.
Privileged diagnostics read labels unavailable at se-
lection time: text facility location operates on hid-
den translations, and the gloss oracle favors gloss
types not yet covered, testing whether coverage
helps when defined over linguistic content rather
than pose-derived codewords.
Density diagnostic. We measure each clip’s mean
cosine distance to its 20 nearest neighbors in the
generic pose embedding; larger values indicate
sparser local regions. To control for duration, we
compare selector density within duration quartiles.
We then rerun articulatory coverage after exclud-
ing the sparsest 10% or 20% of candidates, leaving
the objective, greedy procedure, and budget un-
changed.

2.3 Tasks and evaluation

Gloss recognition uses a lightweight pose model
with a 256-dimensional projection, temporal con-
volution, Transformer encoding, and CTC output.
Translation uses a matched pose encoder with an
autoregressive text decoder. Within each setting,
all selectors share the same architecture, optimiza-
tion, and decoding settings; Appendix G gives full
implementation details. The recognition vocabu-
lary contains only glosses present in the purchased
subset: the CTC output layer can only emit trained-
on glosses, so a reference gloss absent from the
purchased subset is scored as an error at evaluation
time, a deliberate measure of one consequence of
the annotation-selection decision. We report word
error rate (WER; lower is better) for recognition
and BLEU (higher is better) for translation, with
mean and standard deviation over three seeds; priv-
ileged diagnostics use one run. The study concerns
selector ranking under severe label scarcity rather
than state-of-the-art absolute accuracy.

3 Results

3.1 Articulatory coverage is generally weak

Table 1 summarizes the largest-budget results and
Figure 1 shows every recognition budget as a dif-
ference from random; Appendix A gives the under-
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Figure 1: Recognition WER relative to random sam-
pling at each budget, where negative values indicate
lower WER than random and the dashed line denotes
the random baseline. Articulatory-only selection has
higher mean WER than random at every budget on both
corpora, while adding representativeness lowers mean
WER in each case. Representativeness alone has lower
mean WER than random at every budget. Values are
computed from Appendix Tables 3 and 4. The priv-
ileged gloss oracle is omitted because it falls outside
the plotted range, reaching up to +9.7 WER relative to
random on Isharah; see Table 1.

lying absolute numbers. On PHOENIX14T recog-
nition, WER rises from 77.46 with representative-
ness to 78.24 with articulatory + representative-
ness, 78.90 with the full objective, and 81.50 with
articulatory-only selection, the same ordering as at
2.8 and 5.5 hours. PHOENIX14T translation is sim-
ilarly unfavorable: at 5 hours, representativeness
reaches 5.68 BLEU, compared with 4.69 for the full
objective and 3.84 for articulatory-only selection.
Across the six recognition corpus–budget settings
(three PHOENIX14T budgets, three Isharah bud-
gets), articulatory-only selection never outperforms
random sampling (Appendix A); on translation it
wins only once, at the largest Isharah budget.

The pattern transfers to Isharah recognition. At
28.4 hours, representativeness obtains 76.24 WER,
versus 78.19 for the full objective and 82.80 for
articulatory only. At the smallest budget, the
strongest methods are effectively tied, but the sep-
aration grows as more data are purchased. Active
learning (entropy sampling, BADGE) and core-
set selection (k-center) are also inconsistent across
budgets, whereas facility-location representative-
ness is more reliable: across the 18 corpus–budget–
seed comparisons on recognition, computed from
individual per-seed WER values (Appendix Ta-
ble 5), it has lower WER than random in 16 cases
against articulatory-only’s 2. Because runs are
matched by seed, we compare the 18 paired WER
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Strategy PHX CSLR Isharah CSLR PHX SLT Isharah SLT
WER ↓ (11.0 h) WER ↓ (28.4 h) BLEU ↑ (5 h) BLEU ↑ (28.4 h)

Representativeness 77.46 ± 0.2 76.24 ± 2.0 5.68 ± 0.2 6.75 ± 0.2†

k-center 78.47 ± 0.8 81.20 ± 2.2 2.84 ± 0.1 6.93 ± 0.8
Articulatory + repr. 78.24 ± 0.8† 78.48 ± 1.2† 4.62 ± 0.3 5.66 ± 0.3
Full obj. (art+repr+src) 78.90 ± 0.6 78.19 ± 1.7† 4.69 ± 0.5 6.90 ± 0.4†

Random 79.40 ± 1.5 80.04 ± 3.0† 4.40 ± 0.5 5.40 ± 0.9†

Articulatory only 81.50 ± 0.3 82.80 ± 0.6 3.84 ± 0.6 5.88 ± 0.4†

Text facility location (priv.) 79.19 75.13 3.81 3.79
Gloss coverage oracle (priv.) 85.33 89.77 3.89 2.88

Table 1: Results at the largest budget in each setting. PHX denotes PHOENIX14T. The three articulatory rows are
nested: articulatory coverage alone, then + representativeness, then + source coverage, corresponding to the full
objective with weights 0.60/0.30/0.10. Bold indicates the numerically best feasible selector by mean and does not
imply statistical significance. † indicates a mean whose ±1 standard-deviation interval over three seeds overlaps
that of the best method; unmarked rows do not overlap the best under this criterion. For Isharah SLT, every method
except articulatory + repr., including random, falls within this range of the best, so the leading methods cannot
be reliably ranked. Italic indicates an oracle diagnostic that requires labels and is unavailable during unlabeled
selection. Entropy sampling and BADGE are feasible baselines reported in Appendix A.

differences directly. Representativeness outper-
forms random under both tests, with a two-sided
sign-test p = 0.0013 and Wilcoxon signed-rank
p < 10−4, corresponding to a mean WER reduc-
tion of 1.68 points. Articulatory-only shows the
opposite pattern, with higher WER than random un-
der both the sign test (p = 0.0013) and Wilcoxon
signed-rank test (p = 0.00025), with a mean in-
crease of 1.80 points. These 18 pairs are not fully
independent because they reuse three seeds across
nested budgets. We therefore use the paired tests
to summarize the consistency of the observed win
counts, rather than as evidence from 18 indepen-
dent experimental replicates.

3.2 Coverage is not annotation utility

A weak pose representation could explain the pat-
tern above on its own, so the next diagnostic re-
moves pose from the selector entirely and sub-
stitutes exact lexical identity. At the 11-hour
PHOENIX14T budget the privileged gloss oracle
acquires 1,085 of 1,089 gloss types yet yields 85.33
WER, compared with 79.40 for random and 77.46
for representativeness. This shows that lexical type
coverage, like articulatory coverage, need not cor-
respond to annotation utility; the failure is not spe-
cific to pose descriptors. On Isharah, oracle WER
is 89.77, 9.73 points worse than random. Even with
exact lexical categories, maximizing type breadth
can sacrifice the frequency, context, and repetition
a type needs to be learned from.

The selected subsets show the same disconnect
(Appendix Table 10, which also reports clip counts).
At the 10% PHOENIX14T budget, articulatory cov-

erage acquires more gloss types than representa-
tiveness but produces higher WER, while represen-
tativeness purchases more mutually similar clips.
Breadth and redundancy therefore need not track
annotation utility.

3.3 Representativeness is strongest in three of
four settings

Facility-location representativeness has the best
mean result for recognition on both corpora and for
PHOENIX14T translation. Isharah translation is
less conclusive: at the largest budget, k-center, the
full objective, and representativeness obtain 6.93,
6.90, and 6.75 BLEU, respectively, while random
obtains 5.40 ± 0.9. Under the descriptive vari-
ability criterion in Table 1, all of these methods
overlap the best method’s range, whereas articula-
tory + repr. does not. The smaller-budget BLEU
values are also low relative to their run-to-run vari-
ation. We therefore do not assign a clear ranking
among the leading methods for Isharah translation.

4 Why Does Coverage Fail?

Coverage favors locally atypical clips.
Articulatory-only selection (Table 2) is sparser
than the pool in every duration quartile of both
corpora, most clearly on Isharah, while random
stays near baseline: coverage systematically favors
unusual pose configurations rather than inheriting
a duration bias.
Filtering helps but does not rescue coverage. If
atypicality were the sole reason coverage fails, re-
moving the sparsest candidates should eliminate
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Duration-controlled ∆ kNN distance Articulatory-only WER at largest budget

Corpus Art. coverage Random Unfiltered Best filtered Random

PHOENIX14T [+0.017, +0.034] [−0.009, +0.007] 81.50 79.94 79.40
Isharah [+0.058, +0.092] [−0.006, +0.014] 82.80 81.99 80.04

Table 2: Density and filtering diagnostics. ∆ kNN distance is given as the range over the four duration quartiles,
each measured against its own quartile pool mean; positive values indicate locally sparser clips. Articulatory
coverage is sparser than the pool in every quartile of both corpora, whereas random straddles zero. The WER
columns report articulatory-only selection before filtering, after removing the sparsest 10–20% of candidates, and
random for reference.

the deficit. Instead it produces only partial recov-
ery: articulatory-only WER improves from 81.50
to 79.94 on PHOENIX14T and 82.80 to 81.99 on
Isharah, yet the best filtered variant remains at or
above random’s mean WER in all six recognition
settings (Appendix Table 9). Atypical-example se-
lection therefore contributes to the weakness of
coverage but does not fully explain it.
Diversity can fail even without atypicality. The
privileged gloss oracle is a complementary coun-
terexample: on PHOENIX14T it is the weakest
recognition selector despite being denser than the
pool in three of four quartiles (Appendix Table 8)
and acquiring nearly the complete gloss inventory.
Even direct access to lexical categories can sac-
rifice the repetitions or combinations needed for
learning.
Supporting diagnostics. Two additional diag-
nostics support this interpretation (Appendix D):
random selection saturates articulatory codebooks
quickly, and coverage-based selection is more sen-
sitive to pose corruption than representativeness is.
The learned channels also show low signer leak-
age and strong temporal coherence (Appendix E),
arguing against the explanation that the representa-
tion is dominated by signer identity or frame-level
noise. Together, these diagnostics point to a mis-
match between the coverage objectives evaluated
here and annotation utility, rather than a single im-
plementation failure.

5 Discussion

The results highlight a distinction between cover-
age and learnability. A selector can acquire many
rare articulatory or lexical types without purchas-
ing enough repeated, representative evidence for
those types to be learned effectively. This helps
explain why filtering atypical clips improves ar-
ticulatory coverage only partially, and why even
near-complete lexical coverage can perform poorly.
Facility-location representativeness provides the

strongest results in three of the four corpus–task
settings, while Isharah translation does not yield a
clear ranking among the leading methods.

These results are specific to the low-resource,
pose-based setting evaluated here. Both down-
stream models are small (4.1M parameters), so
the observed ranking reflects the value of different
selection strategies under a fixed annotation budget
for models of this scale. Larger models, particu-
larly those operating on RGB input, may be able
to exploit forms of diversity that these models can-
not, and a coverage-selected subset could therefore
rank differently in that setting. We therefore inter-
pret our results as evidence that coverage is not a
reliable default for low-resource, pose-based anno-
tation selection, rather than as a claim that coverage
can never be beneficial.

6 Conclusion

Selecting clips to maximize pose-derived cover-
age or lexical type coverage, as operationalized by
the objectives tested here, is not reliably better than
random sampling in low-resource sign-language an-
notation. Across two corpora and two tasks, pose-
based coverage underperforms, and privileged lex-
ical coverage does not rescue the underlying idea.
This does not imply that all diversity objectives fail;
our conclusion is limited to the coverage objectives
evaluated here. Selection policies should therefore
be justified by annotation utility, with representa-
tiveness treated as a strong empirical baseline rather
than coverage as a default objective.

Limitations

The study uses sentence-segmented benchmarks
rather than unsegmented community corpora, and
fixed budget units rather than a prospective an-
notator study. Segmentation is also part of the
data collection process, not just a fixed property
of the benchmark. Our selectors operate on clips
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with predefined boundaries, whereas a corpus built
from continuous recordings must first decide where
those boundaries fall. Coverage-based selection
may behave differently when segmentation itself
is part of the selection process. Both downstream
models are small and pose-based, so conclusions
concern selector ranking under severe label scarcity
and may not transfer to large RGB models (see Sec-
tion 5). PHOENIX14T is a narrow weather domain,
Isharah provides only one additional sign language,
and the gloss oracle tests type coverage rather than
all diversity objectives.

The pose pipeline also exposes a measurement-
quality concern: dominant-hand detection varies
substantially across signers, with a 0.365 spread on
Isharah, so a noise-sensitive selector may allocate
annotation partly by measurement quality rather
than signing content. We do not infer a causal
effect on translation; the signer-level correlation
with BLEU is not statistically significant (ρ = 0.42,
p = 0.27, n = 9).

All seed-level results use three seeds. This is
too few for reliable statistical testing of individual
cells in Table 1, so small differences are described
as within run-to-run variation rather than assigned
per-cell significance tests. Section 3.1 instead uses
the seed-matched design to analyze the 18 paired
differences across conditions. These paired com-
parisons provide more information than any single
three-seed cell, but they are still not fully inde-
pendent because the same seeds are reused across
nested budgets. We therefore interpret the result-
ing tests as evidence about the consistency of the
paired differences, not as inference from 18 inde-
pendent replicates. The 6× multiplier used to price
the annotation budgets (Appendix G) is an assump-
tion rather than a measured glossing rate. Although
the multiplier does not affect clip selection or any
within-task comparison, it does affect how the re-
ported hours should be interpreted across tasks.
If glossing requires approximately 40× real time
while translation requires 6×, then recognition and
translation experiments reported at the same nomi-
nal number of hours do not correspond to the same
annotator effort. The hour budgets should there-
fore be interpreted within each task rather than as
directly comparable annotation costs across tasks.
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A Complete Results at All Budgets

Table 1 in the main text reports the largest budget
in each setting. Tables 3 to 7 report results at every
budget.

Strategy 2.8 h 5.5 h 11.0 h

Representativeness 88.73 ±0.5 85.05 ±0.3 77.46 ±0.2

Articulatory + repr. 89.74 ±0.6 85.75 ±0.4 78.24 ±0.8

k-center 90.96 ±0.5 86.25 ±0.6 78.47 ±0.8

Full without quality wt. 89.68 ±1.2 85.54 ±0.1 78.42 ±0.4

Full obj. (art+repr+src) 90.16 ±0.5 85.83 ±0.2 78.90 ±0.6

Full without rare wt. 90.43 ±0.5 86.10 ±0.6 79.08 ±0.4

Random 89.98 ±1.2 86.59 ±0.8 79.40 ±1.5

BADGE 89.91 ±1.7 85.87 ±0.7 79.71 ±0.8

Source-stratified random 89.93 ±0.6 87.66 ±1.0 81.13 ±1.1

Entropy sampling – 87.10 ±0.8 81.23 ±0.8

Articulatory only 91.47 ±0.8 87.90 ±1.1 81.50 ±0.3

Text facility loc. 88.50 85.11 79.19
Gloss oracle 92.98 89.57 85.33

Table 3: PHOENIX14T gloss recognition, WER ↓. En-
tropy sampling is defined at the 10 and 20 percent bud-
gets only.

Strategy 7.1 h 14.2 h 28.4 h

Representativeness 90.78 ±0.5 88.15 ±0.3 76.24 ±2.0

Full obj. (art+repr+src) 90.74 ±0.6 89.61 ±0.3 78.19 ±1.7

Articulatory + repr. 90.90 ±0.3 90.36 ±0.7 78.48 ±1.2

BADGE 91.03 ±0.4 89.84 ±1.5 79.45 ±1.1

Source-stratified random 91.61 ±1.5 89.63 ±0.3 79.70 ±4.1

Random 91.49 ±0.4 88.99 ±0.6 80.04 ±3.0

k-center 91.31 ±0.9 89.89 ±0.4 81.20 ±2.2

Entropy sampling – 89.82 ±2.3 82.40 ±4.3

Articulatory only 92.10 ±0.9 91.49 ±1.0 82.80 ±0.6

Text facility loc. 90.37 89.06 75.13
Gloss oracle 91.56 90.98 89.77

Table 4: Isharah gloss recognition, WER ↓. At 7.1 h the
strongest three strategies lie within 0.2 WER and should
be read as tied.

B Quartile-Level Density by Selector

Section 4 states that the gloss oracle is denser than
the duration-matched pool in three of four quar-
tiles on PHOENIX14T. Table 8 gives the full per-
quartile breakdown behind that claim and behind
Table 2, for every selector discussed in the main
text, not only articulatory-only and random.

Budget Seed 0 Seed 1 Seed 2

PHOENIX14T, representativeness − random (WER)
2.8 h −0.29 −1.65 −1.79
5.5 h −0.51 −2.64 −1.47
11.0 h +0.05 −2.83 −3.04
Isharah, representativeness − random (WER)
7.1 h −0.81 −0.54 −0.79
14.2 h −1.19 +0.21 −1.52
28.4 h −2.46 −4.95 −3.97

PHOENIX14T, articulatory-only − random (WER)
2.8 h +2.16 +1.41 +0.91
5.5 h +0.93 +1.52 +1.49
11.0 h +3.58 +1.55 +1.17
Isharah, articulatory-only − random (WER)
7.1 h +1.82 −0.13 +0.13
14.2 h +2.07 +4.28 +1.17
28.4 h +5.28 −1.36 +4.36

Table 5: The 18 corpus–budget–seed comparisons be-
hind the win counts in Section 3.1, as (selector WER −
random WER); negative means the selector beats ran-
dom at that seed. From the per-seed runs underlying
Tables 3 and 4.

Strategy 0.5 h 1 h 2 h 5 h

Representativeness 4.01 ±0.1 4.08 ±0.2 4.49 ±0.2 5.68 ±0.2

Random 2.59 ±0.3 3.87 ±0.5 3.57 ±0.5 4.40 ±0.5

Articulatory + repr. 1.99 ±0.2 3.57 ±0.1 3.84 ±0.4 4.62 ±0.3

Full obj. (art+repr+src) 1.60 ±0.2 2.62 ±0.1 3.06 ±0.2 4.69 ±0.5

Articulatory only 0.93 ±0.1 1.12 ±0.2 1.91 ±0.2 3.84 ±0.6

k-center 0.87 ±0.2 1.38 ±0.1 1.85 ±0.2 2.84 ±0.1

Table 6: PHOENIX14T translation, BLEU ↑.

C What Each Strategy Purchases

Table 10 describes the selected subsets at the 10-
percent PHOENIX14T budget rather than the mod-
els trained on them.

Articulatory coverage acquires more gloss types
than representativeness, 497 against 451, and still
produces higher error. At this 10-percent (5.5-hour)
budget the gloss oracle acquires 1,024 of 1,089
types, fewer than at the 20-percent (11-hour) bud-
get reported in Section 3.2 (1,085 of 1,089), and
is the weakest method overall at both. Meanwhile
the strongest selector is one of the most redundant
methods, 0.527 against 0.448 for random: it delib-
erately purchases clips that resemble one another.
Type breadth and redundancy both point the oppo-
site way from annotation utility.

Representativeness acquires fewer distinct types
than articulatory-only selection, but provides more
repeated evidence for each one: 13.37 occurrences
per type on average, compared with 11.33. In other
words, representativeness favors depth, whereas
articulatory coverage favors breadth. The gloss or-
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Strategy 7.1 h 14.2 h 28.4 h

k-center 0.92 ±0.2 1.87 ±0.4 6.93 ±0.8

Full obj. (art+repr+src) 1.19 ±0.3 2.66 ±0.5 6.90 ±0.4

Representativeness 1.17 ±0.4 1.92 ±0.5 6.75 ±0.2

Articulatory only 1.24 ±0.5 2.35 ±0.5 5.88 ±0.4

Articulatory + repr. 1.12 ±0.2 2.11 ±0.3 5.66 ±0.3

Random 1.24 ±0.2 2.56 ±0.5 5.40 ±0.9

Table 7: Isharah translation, BLEU ↑. Discussed in Sec-
tion 3.3; scores below 14.2 h have standard deviations
too large relative to the spread to interpret the ordering.

Strategy Q1 Q2 Q3 Q4

PHOENIX14T
Articulatory only +0.017 +0.034 +0.025 +0.022
Full obj. (art+repr+src) +0.006 +0.022 -0.002 -0.007
Representativeness +0.012 -0.003 -0.104 –
k-center +0.012 +0.116 – –
Gloss oracle (priv.) -0.007 +0.003 -0.017 -0.021
Random +0.004 -0.007 +0.007 -0.009

Isharah
Articulatory only +0.058 +0.058 +0.061 +0.092
Full obj. (art+repr+src) +0.035 +0.046 +0.060 +0.041
Representativeness +0.049 +0.025 -0.015 -0.075
k-center +0.044 +0.167 – –
Gloss oracle (priv.) +0.035 +0.035 +0.042 +0.076
Random +0.014 +0.009 -0.006 -0.002

Table 8: Mean kNN distance in the generic pose em-
bedding, expressed as a difference from each quartile’s
own pool mean, for every selector’s purchases at the
10-percent budget. Positive values indicate clips that
are sparser than typical clips of the same duration. --
marks a quartile with fewer than 10 purchased clips.

acle shows the same trade-off at the extreme. It
covers 1,024 of 1,089 types, yet provides only 6.06
tokens per type, roughly half the support of any fea-
sible selector, and is also the weakest method for
recognition despite its near-complete type coverage.
The same pattern appears at the 20-percent budget,
where representativeness provides 20.16 tokens per
type compared with 17.38 for articulatory-only se-
lection. These results suggest that coverage alone
is insufficient: recognition also benefits from re-
peated evidence for the types that are selected.

D Supporting Diagnostics

We use two additional diagnostics to examine the
behavior of articulatory coverage. The satura-
tion experiment varies the hand-configuration code-
book size as a diagnostic sweep. The main hand-
configuration channel used everywhere else in the
paper, including every row of Table 1, has 64 code-
words; the 40, 150 and 400 settings below are di-
agnostic sweeps only and are not used by the main
selector. The corruption experiment measures how
stable each selected subset remains when detected

Budget Unfiltered Dens10 Dens20 Random

PHOENIX14T
2.8 h 91.47 91.81 91.94 89.98
5.5 h 87.90 87.73 86.92 86.59
11.0 h 81.50 79.94 80.19 79.40
Isharah
7.1 h 92.10 93.20 91.61 91.49
14.2 h 91.49 90.21 90.05 88.99
28.4 h 82.80 81.99 82.02 80.04

Table 9: Articulatory-only WER (mean over three seeds)
before filtering, after removing the sparsest 10% and
20% of candidates, and for random selection, at all six
recognition budgets. The best filtered variant remains at
or above random’s mean WER in every setting.

hand landmarks are randomly dropped.

E Validating the Articulatory Channels

Any codebook fitted to pose produces clusters.
Whether those clusters separate articulation rather
than the people producing it is a separate ques-
tion, and the failure mode is concrete: clustering
handshape descriptors can converge on hand size,
camera distance or seating position. Such clusters
would still yield a coverage curve, so the problem
is invisible downstream.

We measure the excess normalized mutual in-
formation between cluster assignment and signer
identity, relative to a permutation null. Raw NMI is
biased upward when clusters are many and signers
few, so the null distribution is the only meaningful
reference. We also test whether cluster identity per-
sists across adjacent frames, as articulatory state
should, and whether the handshape and location
channels are redundant.

The thresholds are calibrated on synthetic pose
where the answer is known by construction: one
set in which handshape is drawn independently
of signer, and one in which handshape is a deter-
ministic function of signer. Without this calibra-
tion a passing score cannot be interpreted. The
0.05 signer-leakage threshold sits roughly an order
of magnitude above the independent-control value
(0.007) and well below the signer-determined one
(0.698), so both corpora’s observed values (0.018,
0.037) are unambiguously on the independent side.

F Pose Reliability Across Signers

The measurement-disparity observation in the Lim-
itations section rests on the measurements be-
low. The Isharah pose set measured here spans
18 signers with 500 to 2,000 clips each, so its
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Strategy Clips Types Gloss cov. Hsrc Redund. Tokens/type Types ≥5

Random 702 476 0.439 0.846 0.448 11.73 181
Source-strat. 705 486 0.448 0.986 0.460 11.35 189
k-center 1491 440 0.406 0.831 0.530 13.90 178
Representativeness 1427 451 0.416 0.835 0.527 13.37 188
Articulatory only 827 497 0.458 0.837 0.453 11.33 208
Full obj. (art+repr+src) 1224 491 0.453 0.932 0.517 11.98 192

Text facility loc. 1280 505 0.465 0.835 0.524 11.74 186
Gloss oracle 773 1024 0.944 0.853 0.485 6.06 276

Table 10: Properties of the purchased subset at the 10 percent PHOENIX14T budget. Hsrc is normalized entropy
over recording sources; redundancy is mean nearest-neighbor cosine similarity within the selected set. Tokens/type
and Types ≥5 measure repetition within the purchase itself, not coverage of the pool. Gloss coverage is measured
after selection and was not available to any label-free selector. Entropy sampling and BADGE are omitted: their
purchases depend on a seed model that was not retained, so they cannot be reproduced exactly. Articulatory only
and Full obj. were re-run for this table; both shifted by ≤2% from the originally reported run.

40 codewords 150 codewords 400 codewords
Budget Random Gain Random Gain Random Gain

0.5 h 1.000 0.000 0.997 0.003 0.847 0.143
1 h 1.000 0.000 1.000 0.000 0.942 0.055
2 h 1.000 0.000 1.000 0.000 0.981 0.019
5 h 1.000 0.000 1.000 0.000 0.997 0.003

10 h 1.000 0.000 1.000 0.000 0.999 0.001
40 h 1.000 0.000 1.000 0.000 1.000 0.000

Pose-corruption stability: duration-weighted overlap with clean selection

Strategy 10% dropout 20% dropout

Articulatory only 0.622 0.559
Full obj. (art+repr+src) 0.746 0.693

Representativeness 0.822 0.777

Table 11: Supporting diagnostics for articulatory coverage. The upper panel reports the fraction of the hand-
configuration inventory covered by uniform random selection and the additional coverage obtained by greedy
coverage selection. The 40-, 150-, and 400-codeword settings are diagnostic sweeps; the main selector uses 64
codewords. The lower panel reports duration-weighted overlap between selections made from clean and corrupted
pose, where higher values indicate greater stability.

Test PHOENIX14T Isharah Threshold

Signer leakage (excess NMI) 0.018 0.037 < 0.05
Temporal coherence (lift) 8.97× 10.46× > 3×
Channel independence (NMI) 0.047 0.048 < 0.30

Synthetic calibration, excess NMI
handshape ⊥ signer 0.007
handshape = signer 0.698

Table 12: Validation of the articulatory channels. Both
corpora sit near the independent control and far from
the signer-determined one. This establishes that the
channels are not degenerate; it does not establish that
they correspond to linguistic categories.

spread is not a small-sample artifact; the signer-
independent training pool draws on 13 of them. On
PHOENIX14T the extremes are the two smallest
signers; restricted to signers with more than 500
clips the spread is 0.107.

Correlating per-signer detection rate with per-

Per-frame detection rate PHOENIX14T Isharah
studio smartphone

Dominant hand, mean 0.771 0.836
Non-dominant hand, mean 0.720 0.712
Face 0.876 0.963
Dominant hand, worst signer 0.578 0.608
Dominant hand, best signer 0.834 0.974
Spread across signers 0.256 0.365

Table 13: Landmark detection rates. Upsampling
PHOENIX14T frames by 2×, 3× and 4× leaves de-
tection essentially unchanged (0.691 to 0.687), so the
limit is detail absent from the source rather than reso-
lution. Smartphone footage recorded in unconstrained
environments detects better than studio broadcast.

signer BLEU across all runs gives Spearman ρ =
0.42, p = 0.27 over nine signers. We report the
input disparity, which is directly measured, and do
not claim it causes worse translation.
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G Implementation Details

Pose and normalization. Landmarks are extracted
with MediaPipe Holistic (Lugaresi et al., 2019).
Each frame is translated to the shoulder midpoint,
scaled by shoulder width, and rotated so the shoul-
der axis is horizontal, so that body roll does not
produce different location codewords for the same
articulation. Coordinates are clipped to [−5, 5] and
median filtered with window five; gaps of at most
five frames are linearly interpolated and longer
gaps remain masked.
Articulatory channels. Six groups with codebook
sizes 64 (hand configuration), 16 (orientation), 24
(location), 32 (motion), 8 (coordination) and 16
(nonmanual). Each hand is translated to its wrist,
scaled by palm size, rotation aligned, and left hands
are mirrored into the right-hand coordinate frame
so the same configuration on either hand maps to
one codeword. For handshape, orientation and lo-
cation only frames below the clip’s 60th speed per-
centile are used, since those parameters describe
held configurations rather than transitions between
them. Codebooks are fitted with MiniBatch k-
means on descriptors standardized by median and
interquartile range, sampling at most 200 descrip-
tors per clip and 200,000 across the pool. Frames
in which a hand is not detected are excluded before
quantization; including them creates a codeword
meaning “hand not found”, which a coverage objec-
tive then treats as a rare pattern worth purchasing.

Pose quality is qi = clip
(
vi+ai+ri

3 , 0.1, 1.0
)
,

where vi is the fraction of frames with a detected
hand, ai is mean landmark availability across all
tracked streams, and ri is temporal continuity (the
fraction of adjacent frames whose hand-validity
does not flip); the floor at 0.1 down-weights poorly
tracked clips without excluding them. The rarity

weight is rgk = min
(
5,

√
medg
fgk

)
, where fgk is

the pool frequency of codeword k in channel g and
medg is the median codeword frequency within
that channel.
Downstream models. Gloss recognition uses a
4.1M-parameter model: frame projection to 256 di-
mensions, two temporal convolution blocks (kernel
5, stride 2), four pre-norm Transformer encoder lay-
ers with four heads and feed-forward width 1024,
and a CTC output. Sequences longer than 320
frames are resampled. Translation uses a matched
encoder with an autoregressive text decoder. Train-
ing uses AdamW at 3× 10−4, weight decay 10−2,
5 percent warmup, cosine decay, at most 60 epochs

with early stopping at patience 8, and an effective
batch of 32.
Cost model. The pipeline supports two annotation-
time multipliers, 6× for translation and 40×
for gloss, the latter anchored on the How2Sign
corpus’s reported figure of approximately one
annotator-hour per 90 seconds of video for gloss
annotation (Duarte et al., 2021). Every bud-
get reported in this paper, for both recognition
and translation, uses the 6× translation multi-
plier. Recognition budgets (2.8/5.5/11.0 h for
PHOENIX14T, 7.1/14.2/28.4 h for Isharah) are
5/10/20 percent of each corpus’s pool cost under
that rate; Isharah translation reuses the same sched-
ule. PHOENIX14T translation instead uses a finer
0.5/1/2/5-hour sweep, 0.9/1.8/3.6/9.1 percent of
its pool cost. We use a common duration-based
cost axis rather than task-specific annotation rates
so that selector comparisons are not confounded
by a change of cost model across tasks; this is a
controlled-study convention, not a claim about the
true relative annotation cost of glossing and transla-
tion. The 40× gloss rate is not used to price any of
the reported experiments. Budgets are expressed as
the same fraction of pool annotation cost on both
corpora rather than the same absolute hours, since
Isharah’s pool is 2.6 times larger.
Why the multiplier cannot affect the reported
results. Pricing gloss recognition at the translation
rate understates the true annotation cost, but it does
not affect the selected subsets or downstream re-
sults. Let the multiplier be m, so clip i has cost
ci = mdi, where di is its duration, and let the an-
notation budget be a fixed fraction β of the total
pool cost, B = βm

∑
j dj . The feasibility con-

straint
∑

i∈S mdi ≤ βm
∑

j dj then reduces to∑
i∈S di ≤ β

∑
j dj , so the feasible subsets are

independent of m. The greedy selection rule is
invariant for the same reason: ranking candidates
by marginal gain per purchased hour, ∆F/(mdi),
gives the same ordering as ∆F/di for any m > 0.
Entropy sampling and BADGE are also unchanged
because their seed sets are priced as a fixed 2 per-
cent of the same target budget. Replacing the 6×
rate with the 40× gloss rate therefore leaves ev-
ery purchased subset and downstream result un-
changed; it only rescales the reported annotation
hours by 40/6. The corresponding recognition bud-
gets would be 18.7/36.7/73.3 h for PHOENIX14T
and 47.3/94.7/189.3 h for Isharah. This invariance
follows directly from the budget definition and se-
lection rule rather than from an empirical sensi-
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tivity analysis. The rate assumption still affects
comparisons of recognition and translation budgets
in absolute annotator hours, since the two tasks
should not be interpreted as having the same real
annotation cost.
Label isolation. The constraint that selection never
sees a label is enforced by a static analysis test
that parses each selection module and fails if it
reads a gloss or translation field, by attribute or by
subscript. Naming an annotation type in the cost
model is permitted, since the cost model must know
the relative price of a gloss and a translation.
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Abstract

The WSLP 2026 shared task studies sentence-
level translation from Indian Sign Language
pose sequences to English, with training on
iSign and evaluation on a disjoint collection
of source videos. We address two challenges
in this setting: unstable pose scale caused
by landmark errors and weak grounding be-
tween pose inputs and generated text. We
introduce robust clip-level normalization and
shared-encoder contrastive grounding, which
aligns pose and target-text representations in
a pretrained T5 encoder during training while
retaining standard autoregressive decoding at
inference. On a video-held-out iSign devel-
opment split, contrastive grounding improves
chrF from 0.102 to 0.121, while clip-level nor-
malization further improves it to 0.128; the
normalization gain is consistent across three
matched seeds. A retrieval probe provides com-
plementary evidence of improved pose–text
alignment. Our final shared-task submission
achieves chrF 0.16 on the official test set. How-
ever, input-independent English controls reach
chrF 0.15, showing that small differences in
the official score are difficult to interpret at
the current level of translation accuracy. The
source code is available at https://github.
com/gyan-shrestha/WSLP-2026-SLT.

1 Introduction

The WSLP 2026 shared task studies sentence-level
translation from Indian Sign Language (ISL) pose
sequences to English. Training supervision comes
from the public iSign corpus (Joshi et al., 2024),
while the shared-task validation and test clips are
drawn from a separate set of source videos with no
overlap with iSign. Models must therefore transfer
from iSign to a different collection of recordings
and pose estimates without labeled examples from
the evaluation collection.

Two problems became apparent in this setting.
First, a pretrained encoder–decoder can produce

fluent English without learning a strong connection
between the pose sequence and the sentence con-
tent. In preliminary experiments, unrelated clips
often received the same generic predictions, indicat-
ing that the language model was easier to learn than
the pose-to-text mapping. Second, frame-wise pose
normalization was sensitive to unreliable shoulder
estimates. Near-zero shoulder widths occasionally
produced extreme coordinate values, and these fail-
ures were more common in the shared-task clips
than in iSign.

We address these problems with robust clip-
level normalization and shared-encoder contrastive
grounding. Pose sequences are projected into
the embedding space of a pretrained T5 encoder–
decoder. During training, the corresponding target
sentence is encoded by the same T5 encoder, and
a contrastive objective aligns the pooled pose and
text representations alongside the translation loss.
The text branch is removed at inference. For pose
preprocessing, scale is estimated from the median
shoulder width over the clip rather than indepen-
dently in each frame, reducing the effect of individ-
ual landmark failures.

Controlled experiments on held-out iSign videos
show that contrastive grounding provides the
largest improvement over cross-entropy training,
with clip-level normalization providing a further
gain. Repeating the normalization comparison
across three matched seeds yields higher chrF
with normalization in all three runs. A retrieval-
based grounding probe provides complementary
evidence that the contrastive objective affects pose–
text alignment directly: the cross-entropy-only
checkpoint performs near chance, while the con-
trastive checkpoints achieve substantially higher
retrieval recall. Several other changes, including
velocity features, augmentation, a larger T5 model,
and masked-pose pretraining, do not show a simi-
larly clear improvement.

The shared-task evaluation also exposes a limi-
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tation of interpreting the official score in isolation.
The same trained checkpoint receives different chrF
scores under different output-length constraints,
while input-independent English can recover a sub-
stantial portion of the score. We therefore report
the controlled method evaluation separately from
the analysis of the official test output.

The main contributions are:

• An analysis of the WSLP evaluation showing
that, at the current level of translation accu-
racy, chrF is strongly affected by decoding
choices and English surface form in addition
to the signed input. A fixed English sentence
selected using only the output register, with-
out using pose, scores within 0.02 chrF of the
top official submission (Section 4.6).

• A pose-to-text formulation that jointly trains
autoregressive translation and pose–text con-
trastive alignment through the same pretrained
T5 encoder, without requiring a separate text
encoder at inference.

• A clip-level normalization procedure that re-
duces the effect of unstable pose scale across
recording collections and provides an addi-
tional improvement over contrastive training
alone.

The model combines established components:
pose projection into a pretrained T5 encoder–
decoder (Uthus et al., 2023), contrastive visual–text
alignment (Zhou et al., 2023), and an InfoNCE ob-
jective (van den Oord et al., 2018; Radford et al.,
2021). Their combination is computationally in-
expensive, adds no inference-time parameters, and
allows the alignment objective to act directly on
the encoder states used by the translation decoder.

2 Related Work

Pose-to-text translation. The iSign benchmark
introduced a large ISL–English corpus together
with pose-to-text baselines for open-domain trans-
lation, with its strongest reported pose baseline
reaching BLEU-4 1.47 on the conventional 0–100
scale (Joshi et al., 2024). A related pose-to-text
formulation projects pose features into the embed-
ding space of a pretrained T5 model and trains
the encoder–decoder directly for translation (Uthus
et al., 2023). Our backbone follows this general
design, while the WSLP task introduces a different
evaluation setting in which the test clips come from

a disjoint collection and no labeled target-domain
development set is available.

Visual-language alignment. Early neural SLT
systems were developed on constrained corpora
such as PHOENIX14T (Camgoz et al., 2018),
where jointly modeling recognition and transla-
tion is effective (Camgoz et al., 2020). Gloss-free
SLT work has used visual-language pretraining to
strengthen the connection between visual input and
target text. GFSLT-VLP (Zhou et al., 2023), for
example, learns aligned visual and textual represen-
tations before translation. We use the same broad
contrastive principle, but place it inside end-to-end
translation training: pose and target text share the
T5 encoder, and the alignment loss regularizes the
encoder states attended to by the decoder.

Motion and ISL modeling. Motion-aware mod-
eling has shown stronger performance on the iSign
test split, with BLEU-4 reaching 8.58 when optical
flow is combined with multi-scale spatial encoding
and a language-model decoder (Chowdhury and
Sanyal, 2025). Although this setting differs from
WSLP in both input representation and evaluation
data, the result indicates that video-derived motion
can provide information that sparse pose coordi-
nates do not capture. For isolated ISL recognition,
MediaPipe keypoints combined with a temporal
convolutional network achieve 54% top-1 accuracy
across 4,361 classes (Reddy and Kamakshi, 2025).
Our work considers a different setting: sentence-
level, open-domain translation from the pose se-
quences provided for WSLP Task 1.

3 Methodology

The proposed model translates ISL pose sequences
directly into English using a pretrained T5 encoder–
decoder. Figure 1 shows the overall pipeline. A
temporal frontend first converts the pose sequence
into T5-compatible embeddings. These embed-
dings are processed by the T5 encoder and passed
to the decoder for autoregressive translation. Dur-
ing training, the target sentence is also encoded by
the same T5 encoder, and a contrastive objective
encourages paired pose and text representations to
remain close while separating other sentences in
the batch. The final training objective combines
translation and contrastive losses:

L = LMT + λconLcon (1)

where LMT is token-level cross-entropy and
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λcon = 0.5. The target-text branch is used only
during training. Register conditioning and multi-
seed ensemble decoding complete the full system.

3.1 Pose representation and normalization

The released pose features contain 576 MediaPipe
Holistic (Lugaresi et al., 2019) landmarks per frame
at 25 fps. We retain 103 landmarks covering both
hands, the upper-body joints, and 40 facial points
around the lips, eyes, and brows. Each frame is
represented by the corresponding two-dimensional
coordinates.

Pose scale varies with camera distance and with
the quality of landmark detection. A frame-wise
normalization based on shoulder width is partic-
ularly unstable when one shoulder is missing or
poorly localized, since a very small estimated width
can produce extremely large coordinates. To re-
duce this sensitivity, each frame is centered on its
shoulder midpoint, while scale is estimated from
the median shoulder width over the full clip. The
sequence is then standardized to zero mean and
unit variance. This retains relative articulatory mo-
tion while reducing large frame-to-frame changes
caused by pose-estimation errors.

3.2 Pose-to-text architecture

The temporal frontend contains a linear projection
followed by two stride-2 convolutions, LayerNorm,
and a learned scaling parameter. The two convo-
lutions reduce the temporal resolution by a factor
of four and give each output position a receptive
field of approximately nine input frames. The re-
sulting sequence is projected to the dimensionality
of flan-t5-base (Raffel et al., 2020; Chung et al.,
2024) and supplied through inputs_embeds. T5
then performs sequence encoding and autoregres-
sive generation in the same way as for ordinary
token embeddings.

Direct pose embeddings also need to match the
scale of the representations seen during T5 pre-
training. In the checkpoint used here, normal token
embeddings have a mean norm near 300, whereas
the LayerNorm output from the pose frontend has
norm

√
dmodel = 27.7. Feeding the latter with-

out rescaling produced an initial loss near 609. A
learned scalar is therefore initialized from the mea-
sured mean norm of the checkpoint embedding
table before joint training.

Split Clips Videos References

iSign, raw 124,194 3,726 yes
Task validation 5,256 1,804 no
Task test 5,333 1,813 no

Video-id overlap, iSign ∩ evaluation: 0

Table 1: Data used for WSLP Task 1. The evaluation
clips come from source videos that do not occur in iSign.

3.3 Shared-encoder contrastive grounding

Cross-entropy alone optimizes the probability of
the target sentence but does not directly require
the pose representation to distinguish one sentence
from another. In preliminary runs, this often led
to similar generic English predictions for unrelated
pose sequences. The contrastive objective adds
sentence-level discrimination to the same encoder
used for translation.

Let Hp
i and Ht

i denote the shared T5 encoder
states for pose sequence xi and target sentence yi.
Mean pooling followed by ℓ2 normalization gives
zpi and zti . For a batch of size B, the contrastive
loss is

Lcon = − 1

B

B∑︂

i=1

log
exp(sim(zpi , z

t
i)/τ)∑︁B

j=1 exp(sim(zpi , z
t
j)/τ)

(2)
where sim is cosine similarity and τ = 0.07.

This is the InfoNCE objective of (van den Oord
et al., 2018), applied across modalities as in (Rad-
ford et al., 2021). Other target sentences in the
batch serve as negatives. Since the two branches
share the T5 encoder, the additional objective acts
on the representation used by the translation de-
coder and introduces no separate text encoder at
inference.

3.4 Dataset and preprocessing

Training uses the public iSign corpus (Joshi et al.,
2024), while validation and test evaluation follow
WSLP 2026 Task 1. The raw iSign file contains
124,194 sentence-level pairs from 3,726 source
videos. The WSLP release contains 5,256 vali-
dation clips from 1,804 videos and 5,333 test clips
from 1,813 videos. Comparing the source-video
identifiers shows no overlap between iSign and the
shared-task evaluation videos.

The WSLP validation release does not contain
reference translations, so development experiments
use an iSign holdout. A total of 1,940 clips are
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Figure 1: Overview of the proposed pose-to-text translation model. Orange boxes are the two changes introduced
in this work: clip-level pose normalization and shared-encoder contrastive grounding. The pose sequence is
normalized, reduced in time by a convolutional frontend, and projected into the embedding space of a pretrained
T5 encoder–decoder together with a register control token. During training the target sentence is encoded by the
same T5 encoder and an InfoNCE objective aligns the pooled pose and text representations, so the contrastive term
regularizes exactly the states the decoder attends to and adds no parameters at inference. Dashed boxes and arrows
are used only during training and are removed at inference.

held out by source video rather than by clip, avoid-
ing nearby segments from the same recording on
both sides of the split. The resulting development
set remains in-domain with respect to iSign and
is therefore used for controlled model comparison
rather than as a direct estimate of WSLP test per-
formance.

Before splitting the data, 3,408 iSign targets con-
sisting of a single token, bare digits, or punctuation-
like text are removed, leaving 120,786 usable pairs.
The most frequent target in the raw file is 2. These
examples are excluded because they strongly favor
degenerate short predictions.

Two uid patterns in the evaluation data corre-
spond to different target styles: capitalized, punc-
tuated prose and lowercase fragments. Since the
uid identifies this distinction at inference time, a
control token is prepended to the pose embeddings
to specify the target register. Training labels for
this token are derived from the target surface form.

3.5 Implementation details

Training uses AdamW with separate learning rates
for the randomly initialized pose frontend and the
pretrained T5 backbone. The frontend uses 1 ×
10−4 and T5 uses 3×10−5, with cosine scheduling
and 8% linear warmup. A single learning rate of
1 × 10−4 for both components caused the loss to
rise from 5.8 to 15.1 near the peak of the schedule.

Decoder flan-t5-base (223M)
Pose frontend 6.1M parameters
Input 103 keypoints ×2, 25 fps
Max input / target 512 frames / 48 tokens

Optimizer AdamW, β = (0.9, 0.98)
LR, frontend / T5 10−4 / 3× 10−5

Schedule cosine, 8% linear warmup
Weight decay / clipping 0.01 / 1.0
Batch size / epochs 64 / 14
Precision bfloat16
Contrastive weight 0.5
Contrastive temperature 0.07
Development set 1,940 clips, held out by video
Hardware / runtime 1 × B200 / ≈60 min per model
Ensemble 5 models (chrF 0.15)
Submitted output single model + fixed suffix
Submitted decoding beam 8, length penalty 2.0

no-repeat 3-grams, min. 36 tokens

Table 2: Training and decoding configuration.

Models are trained for 14 epochs with batch size
64, weight decay 0.01, gradient clipping at 1.0, and
bfloat16 precision. The contrastive weight is 0.5
and the temperature is 0.07.

The submitted model averages token log-
probabilities from five runs that differ only in ran-
dom seed and data order. Decoding uses beam
size 8, length penalty 2.0, no-repeat 3-grams, and
a minimum output length of 36 tokens. The lo-
cal evaluation follows the shared-task metric stack:
unsmoothed BLEU (Papineni et al., 2002) with
the NLTK punkt tokenizer, ROUGE (Lin, 2004)
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Configuration chrF ROUGE-L BLEU

Cross-entropy only 0.102 0.076 0.0089
+ shared-encoder contrastive
grounding

0.121 0.089 0.0113

+ robust clip-level normalization 0.128 0.094 0.0115

Table 3: Ablation results on the video-held-out iSign
development split.

via rouge==1.0.1, and chrF (Popović, 2015) via
sacreBLEU (Post, 2018). As a scorer check, a con-
stant hello prediction receives chrF 0.0317 locally
and 0.03 from the official scorer.

4 Results

4.1 Shared-task performance
On the official WSLP 2026 Task 1 test set, our
submitted system reaches chrF 0.16, ROUGE 0.08,
and BLEU 0.00, ranking second among five sub-
mitted systems. Official chrF scores range from
0.13 to 0.17, while all five systems obtain BLEU
at or below 0.02. Under the same decoding con-
straints, both the five-model ensemble and the sin-
gle strongest model reach chrF 0.15; the remain-
ing 0.01 comes from a fixed suffix appended to
every prediction, analyzed in Section 4.5. Ensem-
bling therefore improves the development scores
reported below without producing a measurable
gain on the evaluation collection. Because the of-
ficial test references are not released, the effect of
individual model components is evaluated on the
video-held-out iSign development split.

4.2 Ablation study
Because the official test references are not released,
component-level comparisons use the video-held-
out iSign development split. Section 4.4 shows that
performance on this split does not always predict
official chrF, so the ablation results characterize the
method on held-out iSign videos rather than estab-
lish the same component ordering on the WSLP
collection.

The controlled development experiments in Ta-
ble 3 isolate the two main changes in the proposed
method. Cross-entropy training alone reaches
chrF 0.102, ROUGE-L 0.076, and BLEU 0.0089.
Adding shared-encoder contrastive grounding in-
creases all three metrics and raises chrF to 0.121.
Replacing frame-wise scaling with clip-level nor-
malization further raises chrF to 0.128.

The normalization change also addresses a mea-
surable difference in input scale. Under frame-wise

Seed chrF ROUGE-L BLEU

0 0.1240 0.0953 0.0142
1 0.1305 0.0849 0.0090
2 0.1301 0.1024 0.0113

mean ± sd 0.128 ± 0.003 0.094 ± 0.007 0.0115 ± 0.0021
range 0.0065 0.0175 0.0052

Table 4: Three runs of the final configuration, with con-
trastive grounding and clip-level normalization, using
different random seeds.

Seed chrF ROUGE-L BLEU

0 0.1212 0.0893 0.0113
1 0.1166 0.0952 0.0123
2 0.1024 0.0911 0.0071

mean ± sd 0.113 ± 0.008 0.092 ± 0.003 0.0102 ± 0.0022
range 0.0187 0.0059 0.0052

Table 5: Three runs of the contrastive configuration
without normalization, same seeds as Table 4.

shoulder scaling, training features have standard de-
viation 1.99 and a 99.9th percentile of 3.29, while
the corresponding test statistics are 3.04 and 13.92.
After clip-level standardization, both collections
have unit variance. Together with the ablation re-
sult, this indicates that clip-level normalization re-
duces a measurable scale mismatch between the
two collections.

The contrastive objective also learns a measur-
able pairing signal. Its loss decreases from 4.45
to 2.66, compared with ln 64 = 4.16 at the batch
size used here. This shows that the shared encoder
learns to distinguish the paired sentence from the
other sentences in its batch, but batch-level discrim-
ination does not by itself establish semantic ground-
ing. The rank-based retrieval probe in Section 4.6
provides a more direct test: the correct sentence
ranks substantially above chance for the contrastive
checkpoints and near chance for the cross-entropy-
only checkpoint. Translation performance remains
the primary evidence for the method; the retrieval
probe provides complementary evidence of align-
ment beyond batch discrimination.

4.3 Run-to-run variation

Table 4 reports three runs of the final configuration,
which combines contrastive grounding with clip-
level normalization. chrF ranges from 0.1240 to
0.1305, with a mean of 0.128± 0.003.

To assess the normalization gain across random
seeds, we repeated the contrastive configuration
without clip-level normalization using the same
three seeds as the final configuration (Table 5).

Normalization improves chrF in all three
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Configuration chrF ROUGE-L BLEU

Contrastive (reference) 0.121 0.089 0.0113

+ velocity features 0.121 0.081 0.0099
+ pose augmentation 0.116 0.083 0.0095
+ flan-t5-large 0.106 0.074 0.0083
+ masked-pose pretraining 0.118 0.090 0.0078
+ all of the above 0.110 0.079 0.0084

Table 6: Single-run modifications on the video-held-out
iSign development split, each varying one component
from the contrastive configuration.

matched comparisons, by +0.0028, +0.0139, and
+0.0277, with an average improvement of +0.015.
The magnitude varies across runs, but the direction
is consistent across all three seeds. ROUGE-L and
BLEU vary more across runs, so small differences
on those metrics should be interpreted cautiously.

Other single-run modifications, including veloc-
ity features, pose augmentation, flan-t5-large,
and masked-pose pretraining, do not improve be-
yond the variation observed here. Table 6 reports
each, varying one component from the contrastive
(no-normalization) configuration; none of these dif-
ferences is larger than that configuration’s own seed
range (0.0187, Table 5), so we report them as unre-
solved rather than as evidence that the component
is harmful.

We discuss two of these results in more detail
below.

Velocity features. Appending first-order frame
differences to the keypoint stream did not help.
This differs from prior work showing substantial
gains from optical flow computed directly on video
(Chowdhury and Sanyal, 2025). First differences of
103 keypoint coordinates provide a much coarser
motion signal than dense optical flow, so this neg-
ative result should not be interpreted as evidence
against motion representations more broadly.

Masked-pose pretraining. We pretrained the
frontend by masked reconstruction over iSign to-
gether with the unlabeled WSLP validation and test
poses, as a form of unsupervised adaptation to the
evaluation collection. It reduced development loss
while producing lower translation scores. Recon-
structing masked pose frames rewards features that
predict neighboring coordinates, which is not the
same as features that carry sentence-level content.

4.4 Cross-collection development

Performance on the iSign development split does
not consistently predict performance on the WSLP
collection. Across three submitted configurations,
development BLEU rises from 0.0073 to 0.0188,
whereas official chrF changes from 0.12 to 0.13
and then falls to 0.11. The configuration with the
strongest development result is therefore the weak-
est of the three under official chrF.

This difference is consistent with the collec-
tion split described in Section 3: the develop-
ment set contains held-out iSign videos, while
the shared-task clips come from a separate set of
source videos. Holding out complete videos re-
duces within-recording leakage, but it does not
reproduce the target distribution.

4.5 Effect of decoding on the official score

The ablation above measures changes to the trained
model, while the final WSLP score also depends on
how that model is decoded. Table 7 evaluates one
fixed checkpoint under six different output-length
constraints. Increasing the mean output length from
11.6 to 25.9 words raises chrF from 0.13 to 0.15
even though the model itself is unchanged, and
lengthening further to 60.9 words brings it back
down to 0.14. Over the same sweep ROUGE-L
decreases monotonically from 0.09 to 0.06 and
BLEU remains 0.00, so the two metrics move in
opposite directions for a model that never changed.
For scale, that 0.02 swing from decoding alone is
half the 0.04 spread separating all five submitted
systems.

The final row of Table 7 appends the same En-
glish sentence to every 25.9-word prediction. This
text is identical for all 5,333 clips and does not
use the pose, yet it increases chrF from 0.15 to
0.16. The final 0.01 in the submitted score there-
fore comes from decoding rather than a change in
the learned translation model.

4.6 Input-independent controls

The decoding results suggest that part of the chrF
score may come from target-language surface form
rather than the signed input. To estimate this effect
directly, Table 8 evaluates several controls that do
not use the pose sequence.

A fixed sentence repeated for every test clip
reaches chrF 0.14, while selecting a fixed sentence
using only the known output register raises the
score to 0.15. The random-sentence control also
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Mean output length chrF ROUGE BLEU

11.6 words 0.13 0.09 0.00
19.6 words 0.14 0.09 0.00
25.9 words 0.15 0.08 0.00
32.6 words 0.15 0.08 0.00
42.1 words 0.15 0.07 0.00
60.9 words 0.14 0.06 0.00

25.9 words + fixed suffix (43.9) 0.16 0.08 0.00

Table 7: Official test scores for one fixed checkpoint
under different output-length constraints. The final row
appends the same fixed suffix to every prediction.

Prediction rule chrF ROUGE BLEU

constant hello 0.03 0.00 0.00
one fixed sentence 0.14 0.09 0.00
fixed sentence, register-matched 0.15 0.08 0.00
random training sentence 0.13 0.04 0.00

Table 8: Sanity checks on the official test set. None of
these controls use the pose sequence.

reaches 0.13. None of these predictions uses in-
formation from the signed content. All four con-
trols were evaluated with the official scorer and are
therefore directly comparable with the leaderboard
scores in Section 4. Three fall within the 0.13–0.17
chrF range spanned by the five submitted systems,
and the best input-independent control is only 0.02
below the top submission. In contrast, the constant
hello control reaches only 0.03 chrF, indicating
that the higher scores depend on plausible English
surface form rather than arbitrary output.

Because the contrastive objective aligns pose
and text in a shared space, the trained encoder can
also be used as a retrieval index, giving a pose-
conditioned control that the controls above lack.
We embedded all training clips, embedded each
development clip, and returned the nearest training
sentence. On the development split, this reaches
chrF 0.154, ROUGE-L 0.067, and BLEU 0.0069,
compared with chrF 0.121 for generated output
from the same checkpoint on the same split. We do
not report this result on the official test set because
no target-domain retrieval index is available for the
WSLP evaluation collection. Retrieved sentences
are fluent and human-written but, on inspection,
unrelated in meaning to the query clip: the retrieval
control separates two properties that chrF does not
distinguish, since a retrieved sentence has ideal sur-
face fluency and essentially no content accuracy,
and still scores above generated output that is par-
tially correct.

Checkpoint R@1 R@5 R@10

Cross-entropy only 0.0005 0.0026 0.0057
+ contrastive 0.0072 0.0294 0.0567
+ normalization 0.0351 0.1191 0.1964

chance (N=1,940) 0.0005 0.0026 0.0052

Table 9: Pose-to-text retrieval recall on the 1,940-clip
development split. R@1/5/10 reports the fraction of
pose queries for which the paired reference sentence
appears among the top 1, 5, or 10 candidates. Chance
recall is shown for reference.

Retrieval recall as a grounding probe. The con-
trastive loss measures discrimination within a train-
ing batch, but does not show how well pose and
text representations align on held-out examples.
We therefore evaluate pose-to-text retrieval on the
1,940-clip development split. For each clip, we
encode its pose and reference sentence separately
with the shared T5 encoder, mean-pool the repre-
sentations, and rank all 1,940 reference sentences
by cosine similarity to the pose query. We report
recall at 1, 5, and 10 (R@1/5/10), together with
chance performance for a candidate pool of this
size. The cross-entropy-only checkpoint provides
a control because it was not trained with the con-
trastive objective.

The cross-entropy-only checkpoint performs
near chance at each k, while both contrastive check-
points perform substantially above chance. Con-
trastive grounding reaches R@10 of 0.057, com-
pared with a chance level of 0.0052, and adding
normalization raises R@10 to 0.196. The median
rank of the correct sentence also improves from
158 to 49 out of 1,940 candidates after normal-
ization. These results provide additional evidence
that contrastive training produces pose–text align-
ment beyond the decrease in its training loss, while
normalization further improves retrieval on this
probe. Absolute retrieval performance nevertheless
remains limited: at R@10 of 0.196, the correct sen-
tence falls outside the top 10 for about four fifths
of the queries.

Taken together, these results show that substan-
tial character-level overlap can be obtained from
English surface form alone in this evaluation set-
ting, whether or not the prediction is conditioned
on the pose. They do not imply that chrF is gener-
ally unsuitable for sign language translation; rather,
they show that chrF is difficult to interpret on its
own when translation accuracy is this low.
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Reference: Do you know whose idea it was to set up Clin
d’Oeil? It was him!
CE only This is why they have a lot of people.
+ contrastive It is a very important importance of the

world.

Reference: Hello! Hello! Hello!
CE only This is why you will be very happy.
+ contrastive Let me tell you.

Reference: It is all about Sign Language. Which is very
important.
CE only This is why it was very happy.
+ contrastive This is why he was very happy.

Table 10: Development examples from cross-entropy
and contrastive training.

4.7 Qualitative analysis

The generated sentences are often fluent even when
their content is poor. Under cross-entropy alone,
unrelated development clips frequently receive sim-
ilar sentences beginning with “This is why”. Con-
trastive training reduces this repetitive pattern and
increases output variation, although the examples
in Table 10 remain far from their references. Be-
fore decoding calibration, one sentence accounts
for 9.2% of the 5,333 official test predictions and
only 23% of predictions are distinct.

The qualitative results are consistent with the
quantitative ablation but also limit the strength of
the grounding claim from generation alone. Shared-
encoder contrastive training improves the measured
translation scores and reduces an obvious repetition
mode, but the generated sentences remain weakly
aligned with the reference content; the retrieval
probe in Section 4.6 is what supports a grounding
claim beyond generation quality, and even there the
absolute recall remains low.

Taken together, these experiments separate two
sources of improvement. The controlled ablation
shows that contrastive grounding and clip-level nor-
malization improve the trained model on the avail-
able development data. The decoding and input-
independent controls show that changes of a similar
magnitude in official chrF can also arise without
changing the model itself. This makes small chrF
differences difficult to interpret on their own in the
current low-accuracy setting.

5 Conclusion

This paper presents a pose-to-text approach for the
WSLP 2026 Indian Sign Language translation task.
The method combines robust clip-level pose nor-
malization with shared-encoder contrastive ground-

ing, using the same T5 encoder for pose and target
text during training. Controlled experiments on
held-out iSign videos show improved translation
scores after contrastive grounding and clip-level
normalization. Across three matched seeds, nor-
malization improves chrF in every comparison. A
rank-based retrieval probe provides complementary
evidence that contrastive training improves pose–
text alignment, with a further improvement after
normalization.

The shared-task evaluation reveals a separate dif-
ficulty. Performance on held-out iSign does not
consistently predict performance on the WSLP col-
lection, and the official chrF score is sensitive to
output length and input-independent English con-
tent. These results support the proposed training
method while also showing that, at the current
level of translation accuracy, small changes in chrF
do not necessarily correspond to better use of the
signed input.

Limitations

The method is evaluated on a single sign lan-
guage and a single training corpus (iSign); whether
shared-encoder contrastive grounding transfers to
other sign languages or pose-extraction pipelines
is untested. Register conditioning relies on a uid
pattern specific to the WSLP evaluation data, and
would need a learned or predicted register signal in
a setting where this side information is unavailable
at inference. The contrastive objective improves
translation scores and reduces a specific repetition
failure mode, and a rank-based retrieval probe (Sec-
tion 4.6) shows the resulting pose representation
is above-chance predictive of its paired sentence,
but the qualitative examples in Table 10 show gen-
eration itself does not establish accurate content
grounding: generated sentences often remain un-
related to the reference in meaning even when flu-
ent, and even the retrieval probe’s absolute recall
is low (R@10 of 0.20 on a 1,940-clip pool). Be-
cause official test references are not released for
this shared task, all component-level comparisons
rely on a held-out development split, which Sec-
tion 4.4 shows can rank configurations differently
than the official evaluation; the true ranking of the
tested components on the WSLP test collection
therefore remains uncertain. The retrieval probe is
subject to the same limitation.

Absolute translation quality also remains low:
our system obtains BLEU 0.00, and every submit-
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ted system obtains BLEU at or below 0.02. At this
level of performance, small chrF differences can-
not by themselves establish better use of the signed
input.
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Abstract

Isolated sign language recognition is com-
monly formulated as supervised classification,
but this formulation is challenging when nearly
every target gloss has only one labeled video.
We study the Isolated Sign Language Recog-
nition track of the WSLP 2026 Shared Task
on Indian Sign Language Processing, a pre-
dominantly one-shot target setting with 4,398
training videos spanning 4,361 glosses, over
99% of which are singletons. We introduce
CARE, a Coverage-Aware Retrieval Ensemble
that augments a complete local visual dictio-
nary with a CISLR reference bank covering
a subset of the target vocabulary. A frozen
Video-Swin encoder ranks all target labels lo-
cally, while frozen I3D and SignRep encoders
provide external retrieval evidence for lexi-
cally matched labels. CARE estimates orthog-
onal Procrustes mappings from shared-class
centroids, retains both raw and aligned rep-
resentation geometries, and preserves exter-
nal videos as individual nearest-neighbor ref-
erences. Query-wise score standardization and
a deterministic coverage mask restrict exter-
nal evidence to supported labels. The method
requires neither target-specific backbone fine-
tuning nor a large-vocabulary classification
head. CARE obtains 74.31%/76.15%/76.15%
Top-1/5/10 accuracy on the WSLP 2026 valida-
tion split and 65.59%/67.11%/68.25% on the
official test split. The 8.72% Top-1 gap war-
rants caution when interpreting performance
on the small 109-query validation split used for
model selection.

1 Introduction

Isolated sign language recognition (ISLR) maps
a sign video to its corresponding lexical label, or
gloss. ISLR can support dictionary lookup and
corpus annotation, but achieving robust recogni-
tion under unconstrained conditions remains a chal-
lenge. In this paper, we address the Isolated Sign
Language Recognition track of the WSLP 2026

Shared Task on Indian Sign Language Processing.1

We refer to the task’s word-recognition dataset as
WR.

WR presents a predominantly one-shot regime
in which nearly all target glosses occur exactly
once in the training set. A standard classifier would
therefore have almost no within-class evidence for
estimating most decision boundaries. An alterna-
tive formulation interprets the labeled target set as
a visual dictionary: each training video acts as a
reference entry, reducing recognition to a query-
to-entry ranking problem. This retrieval formu-
lation also permits vocabulary expansion without
retraining a classification head, a property explored
by prior work on one-shot and dictionary-based
sign recognition (Joshi et al., 2022; De Coster and
Dambre, 2023; Desai et al., 2023; Vandendriessche
et al., 2025). CARE builds on this formulation by
augmenting the complete target dictionary with a
cross-dataset reference bank that supports only a
known subset of labels. Its coverage-aware fusion
prevents labels without external references from
receiving external scores.

Public labeled corpora can enlarge the reference
dictionary, but their use introduces three coupled
problems. First, dataset-specific differences in sign-
ers, temporal boundaries, and recording conditions
can shift feature distributions even when the same
encoder is used. Second, the external lexicon only
partially overlaps the target vocabulary. Normal-
ized exact matching with the public CISLR cor-
pus (Joshi et al., 2022) supports only part of the tar-
get vocabulary; all other labels must still compete
in the same global ranking. Third, distances pro-
duced by different representations and geometries
can have different distributions. Assigning large
external distances to unsupported labels would con-
flate absence of external support with negative vi-

1https://exploration-lab.github.io/WSLP-2026/
task/
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sual evidence.
We address this setting with CARE. A frozen

Video-Swin (Liu et al., 2022) encoder supplies
a complete local dictionary score, while frozen
WLASL-adapted I3D (Carreira and Zisserman,
2017; Li et al., 2020) and SignRep (Wong et al.,
2025) encoders provide external CISLR retrieval
scores for the lexically covered labels. We estimate
orthogonal Procrustes mappings from shared-gloss
class centroids and retain both raw and aligned rep-
resentations. The resulting scores are standardized
per query and fused through a deterministic cov-
erage mask, so unsupported labels retain only the
local score. CARE thus combines local retrieval,
cross-dataset alignment, and coverage-aware fu-
sion without target-specific backbone fine-tuning.

2 Related Work

2.1 Large-Vocabulary and Low-Resource
ISLR

Large-scale datasets have shifted ISLR from small
controlled vocabularies toward recognition under
substantial variation in signer and recording con-
ditions. MS-ASL introduced a signer-independent
benchmark with 1,000 American Sign Language la-
bels (Vaezi Joze and Koller, 2019), while WLASL
provides videos covering 2,000 word classes and
compares appearance- and pose-based models (Li
et al., 2020). These resources established strong
supervised baselines and encouraged the use of
spatio-temporal networks such as I3D (Carreira
and Zisserman, 2017) and hierarchical video trans-
formers such as Video Swin (Liu et al., 2022).

These benchmarks mostly support fixed classi-
fiers trained with repeated examples per class. One
approach to low-resource recognition transfers pre-
trained representations across datasets or languages.
OpenHands standardizes pose-based representa-
tions across six sign languages (Selvaraj et al.,
2022). Most relevantly, CISLR proposes prototype-
based one-shot recognition for Indian Sign Lan-
guage using features transferred from resource-
richer American Sign Language data (Joshi et al.,
2022). SignBERT adds a prediction head and fine-
tunes its pretrained encoder for supervised isolated-
sign classification (Hu et al., 2021). This setup
differs from our WR setup, where nearly all tar-
get classes have only one labeled example and we
formulate recognition as retrieval. SignRep, by con-
trast, demonstrates that a frozen encoder can sup-
port sign-dictionary retrieval (Wong et al., 2025).

We therefore use it in CARE’s external retrieval
branch.

2.2 Dictionary Retrieval
Several works formulate sign recognition as query-
by-example search. De Coster and Dambre re-
trieve dictionary entries with dense vector search
(De Coster and Dambre, 2023), while Boháček and
Hrúz study few-shot recognition using videos col-
lected from online dictionaries (Boháček and Hrúz,
2023). ASL Citizen frames large-vocabulary ISLR
as dictionary retrieval (Desai et al., 2023), and Van-
dendriessche et al. (Vandendriessche et al., 2025)
learn representations for one-shot retrieval across
changing dictionaries and sign languages. Metric-
based few-shot learning provides a related compar-
ison: Matching Networks predict from attention-
weighted query–support similarities (Vinyals et al.,
2016), whereas Prototypical Networks compare
each query with the mean embedding of a class’s
support examples (Snell et al., 2017). CARE is
closer to instance-level matching: although we use
shared-class centroids to estimate the alignment
maps, retrieval retains every external video rather
than replacing each class with a single prototype. It
additionally combines a complete local dictionary
with an external bank that covers only a known
subset of target labels.

2.3 Cross-Dataset Alignment and Partial
Coverage

Cross-dataset retrieval must account for both rep-
resentation shift and incomplete label overlap.
CORAL aligns second-order feature statistics (Sun
et al., 2016), and Procrustes analysis has been
used for manifold alignment (Wang and Mahade-
van, 2008). Universal domain adaptation considers
shared and private source and target classes (You
et al., 2019), but must typically infer their rela-
tionship. In CARE, normalized lexical matching
directly identifies the externally supported target
labels. We estimate an orthogonal map from shared-
gloss centroids, retain the raw geometry as a com-
plementary channel, and mask external scores for
unsupported labels.

3 Methodology

3.1 Problem Formulation and Overview
Let GL = {(xi, yi)}NL

i=1 be the labeled local dic-
tionary with target vocabulary Y , where xi is a
reference video, yi ∈ Y is its gloss, and NL is the
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number of local references. Given a query video
q, the task is to rank every y ∈ Y . Because almost
every target label is a singleton, CARE retains the
training videos as reference instances instead of
learning a separate classifier output for every target
label.

CARE uses three retrieval branches that produce
five score channels: one local Video-Swin channel,
raw and aligned I3D channels, and raw and aligned
SignRep channels. The external channels compare
the query with a CISLR reference bank, whereas
the local channel scores every target label. Since
the external lexicon covers only part of Y , these
scores are fused through an explicit label-coverage
mask. We precompute the representations and fit
closed-form orthogonal alignment maps without
updating the encoders. Fusion weights are selected
using validation scores. Figure 1 summarizes the
retrieval and fusion pipeline.

3.2 Representations and External Coverage
For Video-Swin (Liu et al., 2022) and WLASL-
adapted I3D (Carreira and Zisserman, 2017; Li
et al., 2020), each WR video is represented by
a uniform temporal view and a motion-quantile
view. The latter samples according to smoothed
frame-difference energy, emphasizing frames in
higher-motion regions. For SignRep (Wong et al.,
2025), we process overlapping windows and pool
their embeddings using predicted hand activity to
downweight windows with low predicted activity.
All resulting embeddings are ℓ2-normalized and
all encoders remain frozen. For a WR video z,
let hvb (z) denote its normalized embedding from
encoder b ∈ {S, I,R} under view v, where S, I ,
and R denote Video-Swin, I3D, and SignRep, re-
spectively. For Video-Swin and I3D, v ∈ {u,m}
denotes the uniform or motion-quantile view; for
SignRep, v = act denotes its single activity-pooled
view. Accordingly, VI = {u,m} and VR = {act}.
For a retained CISLR video p, let hEb (p) denote
its normalized external embedding for b ∈ {I,R}.
We use norm(a) = a/∥a∥2.

We construct the external bank by normalizing
WR and CISLR glosses through Unicode decompo-
sition, lowercasing, and non-alphanumeric replace-
ment, followed by unambiguous exact matching.
Let Ey be the retained CISLR videos for target la-
bel y, and let C ⊆ Y contain the labels with both
I3D and SignRep external features. Every matched
video remains an individual prototype; no class
averaging is used during retrieval.

3.3 Local Prototype Retrieval
Video-Swin defines the complete local expert. For
each label, CARE selects the closest local instance
after taking the strongest agreement among the four
uniform/motion view pairs:

DS,L(q, y) = min
i:yi=y

[
1− max

v,w∈{u,m}

⟨hvS(q), hwS (xi)⟩
]
.

(1)

This reduces to nearest-neighbor retrieval for sin-
gleton labels and remains valid for the few labels
with multiple references. Here, L denotes the local
bank and ⟨·, ·⟩ is the inner product, which equals
cosine similarity because the embeddings are nor-
malized. The final system uses no additional local
SignRep score.

3.4 Cross-Dataset Alignment and External
Retrieval

WR and CISLR can occupy different regions of
the same pretrained feature space because of differ-
ences in signers, framing, temporal boundaries, and
recording conditions. For encoder b ∈ {I,R}, we
compute normalized local and external centroids
for every shared gloss y ∈ C. The matrices Xb,v

and Yb stack the paired local-view and external
centroids, respectively, and µL

b,v and µE
b denote

their row means. Here, v ∈ {u,m} for I3D, while
SignRep has one activity-pooled channel. Let R⋆

b,v

be the standard orthogonal Procrustes solution ob-
tained by singular value decomposition after cen-
tering the two matrices (Schönemann, 1966). A
local query is mapped into the external coordinate
system as

h̃vb (q) = norm
(
(hvb (q)− µL

b,v)R
⋆
b,v + µE

b

)
. (2)

CARE retains both the original and aligned ge-
ometries. Let hvb,raw(q) = hvb (q) and hvb,align(q) =

h̃vb (q). External instance similarities are reduced to
label distances by nearest-reference matching for
r ∈ {raw, align}:

Dr
b,E(q, y) = 1−max

p∈Ey
max
v∈Vb〈

hvb,r(q), h
E
b (p)

〉
, y ∈ C.

(3)

Here, E denotes the external bank. Thus, class
centroids determine only the alignment map, while
retrieval retains individual external instances rather
than class averages.
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Figure 1: Overview of CARE.

3.5 Coverage-Aware Retrieval Ensemble
Because the retrieval channels can have different
distance distributions, each is standardized indepen-
dently for every query. For a distance function F
with finite label support A, ZA[F ](q, y) subtracts
mediany′∈A F (q, y′) from F (q, y) and divides by
stdy′∈A F (q, y′) + ε, where ε > 0 prevents divi-
sion by zero. Local scores are standardized over
Y , whereas each external channel is standardized
separately over C. The complete fusion rule is

D(q, y) = ZY [DS,L](q, y)

+ I[y ∈ C]
∑

b∈{I,R}∑

r∈{raw,align}
λr
bZC [Dr

b,E ](q, y).

(4)

Here, λr
b is the weight of external channel (b, r)

and I[·] is the indicator function. The indicator is
the coverage-aware component: external evidence
is added only to labels with valid CISLR support,
while uncovered labels retain their complete local
score. The term ensemble denotes the late fusion
of these normalized score channels. At inference,
labels are ranked in ascending order of D(q, y); no
backbone update or target-vocabulary classifier is
required.

4 Experiments

4.1 Datasets
WSLP 2026 ISLR (WR). The dataset was re-
leased for the Isolated Sign Language Recogni-
tion track of the WSLP 2026 Shared Task on
Indian Sign Language Processing. It contains
5,033 videos: 4,398 labeled training examples,
109 validation queries, and 526 official test queries.
Its training vocabulary contains 4,361 glosses, of
which 4,336 (99.43%) are singletons. Validation
and test labels are withheld, and predictions are
evaluated by the official WSLP 2026 task server.

CISLR. We use the public CISLR corpus (Joshi
et al., 2022) only as labeled external data. The
corpus contains 7,050 videos and 4,765 glosses.
The lexical alignment defined in the Methodology
retains 3,739 videos covering 2,016 target labels
(46.23%). This bank comprises 2,017 videos from
the CISLR prototype partition and 1,722 from its
released test partition; we do not evaluate perfor-
mance on the original CISLR task.

4.2 Evaluation Metrics
Following the official WSLP 2026 evaluation met-
rics, performance is measured using Top-1, Top-5,
and Top-10 accuracy. Top-K accuracy is the per-
centage of videos for which the ground-truth gloss
appears among the first K predictions. Top-1 there-
fore measures exact recognition, whereas Top-5
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and Top-10 measure the quality of the short ranked
candidate list returned by the system.

4.3 Implementation Details
Video preprocessing and local retrieval. All
RGB frames are resized to 224× 224 pixels. For
Video-Swin, each uniform and motion-quantile
view contains 32 frames. We use a frozen Video-
Swin-S model initialized with its default pretrained
weights. We remove the classification head and
apply the normalization associated with those
weights.

I3D features. The I3D branch uses the pub-
lic RGB checkpoint fine-tuned on WLASL-2000.
Each WR view contains 96 frames. We extract
the final spatio-temporal feature sequence, normal-
ize each temporal vector, average over time, and
normalize the result again. External CISLR I3D
sequences are pooled using the same normalize–
average–normalize rule.

SignRep features. We use the released SignRep
checkpoint with its backbone frozen. Videos are
divided into 16-frame windows with a stride of 8
frames. Window embeddings are pooled using pre-
dicted hand activity to downweight windows with
low predicted activity. CARE uses the resulting
activity-weighted representation.

Alignment and score fusion. We fit one Pro-
crustes map for each I3D view and one for Sign-
Rep using the complete shared-label set. We set
ε = 10−6 and use λraw

I = 3.25, λalign
I = 3.50,

λraw
R = 1.00, and λalign

R = 6.00. We assign the
local Video-Swin score a weight of 1.00.

5 Results

5.1 Validation and Test Performance
Table 1 reports the performance of the final CARE
configuration. Official test accuracy is lower than
validation accuracy by 8.72%, 9.04%, and 7.90% at
Top-1, Top-5, and Top-10, respectively. Although
all backbones remain frozen, repeated validation-
based selection of the fusion weights and system
configuration may have introduced selection bias.
Sampling variability and differences between the
split distributions may also contribute to the gap;
the aggregate scores alone do not establish their
relative contributions. On the test split, Top-10
accuracy exceeds Top-1 accuracy by 2.66%, corre-
sponding to 14 additional queries with the correct
label at ranks 2–10.

5.2 Archived External Encoder Comparison
Table 2 compares the two external configurations;
the second row corresponds to the final CARE sys-
tem in Table 1. The SignRep-based configuration
scores 2.75% higher at Top-1 and 1.84% higher at
both Top-5 and Top-10 than the Video-Swin-based
configuration. Because the fusion weights of the
two configurations were selected separately on the
same validation split, this is a descriptive compari-
son rather than a controlled ablation.

6 Conclusion

We presented CARE, which combines a complete
local dictionary with raw and aligned external re-
trieval under a coverage mask. Without target-
specific backbone fine-tuning, it achieves 65.59%
Top-1 accuracy on the official 526-query WSLP
2026 test split. The validation–test gap warrants
caution when interpreting performance on the small
validation split used for model selection. The re-
ported comparison does not isolate the contribu-
tions of individual components; a controlled abla-
tion remains necessary to assess them.
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Abstract

This paper investigates the recognition of the
Russian fingerspelling alphabet, also known
as the Russian Sign Language (RSL) dactyl.
Dactyl is a component of sign languages where
distinct hand movements represent individual
letters of a written language. This method is
used to spell words without specific signs, such
as proper nouns or technical terms. An alphabet
learning simulator is one meaningful applica-
tion of isolated dactyl recognition. There is a
notable issue of data shortage in isolated dactyl
recognition: existing Russian dactyl datasets
lack subject heterogeneity, contain insufficient
samples, or cover only static signs. We provide
Bukva, the first open-source video dataset for
RSL dactyl recognition that is free of all these
shortcomings. It contains 3,757 videos with
more than 100 samples for each RSL alpha-
bet sign, including dynamic ones. We utilized
crowdsourcing platforms to increase the sub-
jects’ heterogeneity, resulting in the participa-
tion of 155 deaf and hard-of-hearing experts in
the dataset creation. We use a TSM (Temporal
Shift Module) block to handle static and dy-
namic signs effectively, achieving 83.6% top-1
accuracy with real-time inference on CPU only.
The dataset, demo code, and pre-trained models
will be made publicly available1.

1 Introduction

According to the World Health Organization, over
430 million people worldwide have disabling hear-
ing loss2, and many deaf and hard-of-hearing peo-
ple use sign language. According to the statistical
report for 2019, there are more than 150 thousand
deaf sign language speakers in Russia3. Such lan-
guages are unique in terms of rules and grammar in
different countries. A fundamental component of

1https://github.com/ai-forever/bukva
2https://www.who.int/news-room/fact-sheets/

detail/deafness-and-hearing-loss
3https://voginfo.ru/about/

sign language is the SL alphabet called dactyl. It vi-
sually represents the words of the spoken language
letter by letter, a process known as fingerspelling or
dactylology. Fingerspelling spells words without
a distinct sign, such as proper names and special-
ized terms, e.g., technical and scientific words and
names of people or animals. Also, any word can
be fingerspelled letter by letter.

Fingerspelling recognition is an urgent task with
vast potential for practical applications. Such a
system can be implemented at train stations and air-
ports to indicate toponyms and in hospitals when
describing diagnoses and medications. Schools,
universities, and other institutions also require a
dactylology recognition system to simplify com-
munication using special terms. Another helpful
application case is the creation of an interactive
SL trainer. The user is shown an example of per-
forming a sign, after which the recognition sys-
tem checks whether the user repeated it correctly.
Since there is a lack of sign language teachers and
free courses with feedback, such trainers could
improve accessibility to learning Russian Sign Lan-
guage (RSL). Throughout this work, we consulted
with members of the “All-Russian Society of the
Deaf” (VOG), who confirmed that a dactyl simula-
tor could simplify learning the alphabet for further
usage in fingerspelling. A similar application exists
for American Sign Language — the browser-based
fingerspelling.xyz4. While fingerspelling applica-
tions involve continuous dactyl recognition, the SL
trainer represents an isolated task since using a fin-
gerspelling model would be redundant. This paper
focuses on recognizing isolated letters to build the
dactyl recognition system for a sign language al-
phabet trainer. It can also serve as a baseline for
continuous fingerspelling recognition.

Moreover, fingerspelling is a key bottleneck
for sign language translation (SLT): proper nouns,

4https://fingerspelling.xyz
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named entities, and out-of-vocabulary technical
terms are conveyed almost entirely through the
alphabet, and these are precisely the tokens that
most often break gloss-free SLT in low-resource
settings. Robust isolated-letter recognition is there-
fore a building block for downstream continuous
SLT, not only an educational tool.

Some unique challenges are presented in the
dactyl recognition task. It involves smaller, faster
movements that are more difficult to recognize than
regular sign language. Since dactyl movements are
short and quick, motion blur can have a significant
negative impact, requiring the network to be more
robust to alterations in data quality. The presence
of static and dynamic letters in numerous dactyl
alphabets makes it impossible to create a dataset
containing only images. Moreover, some dactyl
letters in RSL can appear similarly, making recog-
nition problematic. For instance, “л” (“l”) – “п”
(“p”) and “м” (“m”) – “т” (“t”) have comparable
configurations and are distinguished only by the
spacing between fingers. Similarly, “ё” (“yo”) dif-
fers from “е” (“e”) solely in the hand movement.

Given the use cases discussed above, it is clear
that the dactyl recognition system must be robust to
variations in the background, lighting, and subjects.
It must also operate in real-time and handle videos
of varying quality and resolution. Striving for high
quality is also crucial, as even a small error can
have significant consequences. These requirements
place certain constraints on the model: it must be
efficient enough for real-time processing and of
acceptable size to avoid overfitting caused by the
relatively small number of classes in the dactyl
alphabet. Furthermore, the task’s specifics restrict
the training data: the dataset must be heterogeneous
across subjects and scenes, balanced across classes,
and contain sufficient samples. Existing Russian
dactyl datasets are unsuitable because they lack
diverse subjects and scenes and sufficient samples.
Besides, some cannot be used to build a full-fledged
SL alphabet recognition system as they only cover
static signs, omitting dynamic ones.

This work presents Bukva, the first full-fledged
open-source video dataset for classifying the RSL
alphabet. By full-fledged, we mean a dataset that
simultaneously (1) covers all 33 RSL alphabet let-
ters, including dynamic ones, (2) provides a suffi-
cient number of samples per sign (more than 100),
and (3) features heterogeneous signers, scenes, and
recording conditions; none of the existing RSL al-
phabet datasets, including the open-source Slovo

(Kapitanov et al., 2023), satisfies all these criteria.
RSL remains an underrepresented sign language
in terms of available resources. Since RSL signifi-
cantly differs from the Russian language, we regu-
larly consult with RSL teachers and native speakers
to create the data, considering the language’s rules
and nuances. The resulting dataset contains 3,757
high-quality videos divided into 33 classes. The
videos were captured using various devices and
featured 155 RSL speakers as signers, showcasing
diverse scenes and lighting conditions. We inte-
grated the RSL exam into the data creation pipeline
to limit video recording access to individuals with-
out RSL knowledge. Besides, all videos were fil-
tered and validated to ensure the quality of the data.
Bukva also includes an extra “no sign” class to as-
sist the model in determining the sign frames from
the entire video.

In experiments, we employ the TSM block (Lin
et al., 2019) to balance different frame variability
according to the temporal component for static and
dynamic signs. It enables the 2D convolutions to
process video data without increasing the number
of parameters. The experiments demonstrate that a
model trained using the proposed dataset achieves
high metrics, with a top-1 accuracy of 83.6% and
real-time CPU performance. Furthermore, we also
provide a demo application illustrating the opera-
tion of a simulator for teaching dactyl in Russian
sign language. The Bukva dataset, demo code, and
pre-trained models will be made publicly available.

Our contributions can be summarized as follows:
(1) Bukva involves the largest number and diver-
sity of signers among RSL alphabet datasets (155);
(2) all samples are HD or FullHD videos; (3) the
dataset covers all 33 RSL alphabet letters, includ-
ing dynamic ones; (4) the dataset, demo code, and
pre-trained models are open-sourced; (5) we de-
scribe a reproducible crowd-based collection and
annotation methodology — proficiency-gated re-
cruitment, multi-annotator validation, and sign-
interval annotation — transferable to other low-
resource sign languages

2 Related Work

This section overviews widespread sign language
alphabet datasets. We prioritize isolated alphabetic
RSL datasets and cover fingerspelling and isolated
datasets in other languages only briefly to focus
the reader on the primary topic. Note, however,
that datasets of other sign languages can be helpful,
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Figure 1: Each of the RSL alphabet’s 33 signs corre-
sponds to a letter of the Russian language alphabet. Ar-
rows indicate the direction of movement for 8 dynamic
signs.

for example, for pre-training or developing multi-
lingual sign language models. Since one of this
paper’s main parts is the data creation process, we
also analyze existing methods for collecting and
annotating dactyl data, regardless of language.

2.1 Russian Sign Language Alphabet Datasets

To our knowledge, only three datasets contain
RSL alphabet isolated signs. Two are dedicated
to dactyls, while one contains alphabet signs on par
with other word signs. Makarov et al. (2019) pro-
posed a dataset of the RSL alphabet divided into
26 static signs, while samples for the remaining
7 dynamic RSL signs were decided not to be col-
lected5. This choice allowed the authors to create
a dataset consisting of only images. 20 people in
20 different scenes recorded 520 samples subse-
quently cropped by authors. The experiments with
this dataset were redundant since it is limited to
static images and does not contain dynamic signs.
Grif and Kondratenko (2021) collected 14,978 sam-
ples, images for 25 static signs, and videos for 8
dynamic ones. 4 people participated in the record-
ing in studio conditions. The comparison analysis
with this dataset was impossible since it is private.
Kapitanov et al. (2023) presented the dataset Slovo
– the most significant open dataset of isolated RSL
signs. Among 20,000 videos, only 660 were pro-
vided for 33 dactyl signs, recorded by 30 people.
The Slovo was collected on crowdsourcing plat-
forms with significant heterogeneity in recording
conditions.

Considered datasets are unsuitable for building
a dactyl recognition system limited by conditions
in Section 1. Samples from Makarov et al. (2019)

5Based on expert consultation, 8 letters are dynamically
displayed, but due to uncertainty in the RSL alphabet, the
authors of Makarov et al. (2019) consider only 7 letters are
shown with movement.

were collected only for static signs. Moreover, they
are artificially deprived of context using cropping.
Also, on par with data from Grif and Kondratenko
(2021), the images are homogeneous in subjects,
negatively affecting model overfitting. The Slovo
dataset’s number of samples is insufficient to train
a high-quality model. However, the Slovo is an
appropriate basis for constructing a more powerful
dataset. In contrast to these datasets, Bukva pro-
vides (1) the largest number and diversity of signers
(155 vs. 4–30), (2) HD/FullHD video samples, and
(3) coverage of all 33 RSL alphabet letters, includ-
ing dynamic ones, in an open-source dataset.

2.2 Other Sign Language Alphabet Datasets

There are multiple dactyl datasets consisting only
of static signs. The American SL (ASL) dataset
(Kang et al., 2015) includes 24,000 depth maps
divided into solely 24 static signs, despite dynamic
signs in ASL. Analogously, static signs entirely fill
the Japanese SL dataset (Hosoe et al., 2017) and the
Bengali alphabet dataset (Podder et al., 2020). An-
other group of dactyl datasets represents dynamic
signs with images. MU HandImages ASL (Bar-
czak et al., 2011), the Polish (Szyszka, 2021), and
Kazakh (Kenshimov et al., 2021) dactylic datasets
consist of images for static and dynamic signs.
In these datasets, dynamic signs are represented
by an image of the hand’s final position. The
most appropriate choice of modality for dactyl
data is video. Such datasets as the RWTH-Gesture
Database (Dreuw et al., 2006), the KArSL Arabic
SL dataset (Sidig et al., 2021), and the KSU-SSL
dataset for the Saudi language (Alsulaiman et al.,
2023) contain video samples for all signs. This
subsection also considers fingerspelling datasets to
show the difference between continuous and iso-
lated dactyl tasks. The dataset from Kim et al.
(2016) consists of 3,684 sign sequences of 21,453
letters. The ChicagoFSWild dataset (Shi et al.,
2018) and its extension (Shi et al., 2019) contain
62,536 sign sequences and 302,806 letters. The
largest continuous fingerspelling dataset is pro-
vided by Google – American Sign Language Fin-
gerspelling Recognition competition (Chow et al.,
2023); note that it differs in modality, as its samples
are hand keypoints rather than videos.

2.3 Data Collection Pipeline

Considered datasets can be categorized based on (1)
samples’ recording method, (2) sign bucket choice,
(3) expert choice, (4) additional modalities, and (5)
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Table 1: The main parameters of widespread SL alphabets in different languages. The datasets are divided into two
groups, containing predominantly images or videos. Relevant Russian SL datasets are highlighted in blue. In the
Resolution column, “crop” denotes images cropped to the hand region, and “signals” denotes data glove sensor
recordings rather than RGB samples. The WLASL row refers only to the alphabet-letter subset of this word-level
dataset.

Dataset Letters Samples Signers Resolution Language
Images

MU HandImages ASL, 2011 (Barczak et al., 2011) 26 2,425 5 crop American
ASL Fingerspelling, 2015 (Kang et al., 2015) 24 24,000 5 320 × 240 American
RSL dactyl, 2019 (Makarov et al., 2019) 26 520 20 crop Russian
BdSL alphabet, 2021 (Podder et al., 2020) 37 35,149 350 crop Bangla
PSL Alphabet 100, 2021 (Szyszka, 2021) 36 3,707 – crop Polish
Kazakh Sign Language, 2021 (Kenshimov et al., 2021) 42 2,100 – crop Kazakh

Videos
RWTH-Gesture Database, 2006 (Dreuw et al., 2006) 30 1,200 20 varying German
WLASL, 2020 (Li et al., 2020) 21 150 12 varying American
KArSL, 2021 (Sidig et al., 2021) 39 5,850 3 512 × 424 / FullHD Arabic
RSL alphabet (NSTU), 2021 (Grif and Kondratenko, 2021) 33 14,978 4 varying Russian
PSL Alphabet, 2023 (Piskozub, 2023) 36 43,200 16 signals Polish
AzSL dactyl alphabet, 2023 (Hasanov et al., 2023) 32 13,440 221 varying Azerbaijani
KSU-SSL, 2023 (Alsulaiman et al., 2023) 37 18,315 33 varying Saudi
Slovo, 2023 (Kapitanov et al., 2023) 33 660 30 HD / FullHD Russian
NSL23, 2024 (Sunuwar et al., 2023) 49 1,205 23 varying Nepali
Bukva, 2026 (ours) 33 3,757 155 HD / FullHD Russian

annotation method.

Recording method One commonly used method
for gathering dactyl samples is through studio
recording. The dataset from Barczak et al. (2011)
was recorded in a studio with a green background
and with specially designed moving light sources
to create varied lighting effects. The authors of
the papers (Kang et al., 2015; Kim et al., 2016;
Dreuw et al., 2006) also selected a studio record-
ing. Some papers utilized the attempts to diversify
the data recorded in studios. So, the KSU-SSL
videos (Alsulaiman et al., 2023) were recorded by
simultaneously employing three cameras, while
in Hosoe et al. (2017), the recorders rotated and
changed poses during the sign display. The back-
ground color was changed while recording the
NSL23 dataset (Sunuwar et al., 2023). The combi-
nation of studio recording and internet downloads
is also widespread in the sign video collection. Grif
and Kondratenko (2021) constructed a dataset of
1,566 samples from YouTube and 13,412 samples
recorded in the studio. Shi et al. (2018) proposed
a dataset consisting entirely of YouTube videos,
while its extended version (Shi et al., 2019) was
supplemented with videos recorded in the studio.
The authors of several datasets received samples
through crowdsourcing. Thus, in Makarov et al.
(2019), part of the data was recorded by 15 people
in real conditions and transferred to the authors

online. Videos of dactyl signs for the Slovo dataset
(Kapitanov et al., 2023) were obtained from 30 peo-
ple through a crowdsourcing platform. The authors
validated the data for errors in showing signs due
to the perception of crowdworkers as low-skilled.

Sign bucket choice Depending on whether the
selected signs were dynamic or not, the authors de-
cided on the modality of the final dataset: (1) video
for dynamic and images for static, (2) video for all
signs (if there are dynamic ones), (3) images for
all signs (if there are no dynamic ones). However,
there are two exceptions: (1) the authors from Bar-
czak et al. (2011) collected images for all dactyl
signs of the ASL, including a number for dynamic
ones; (2) the authors from Makarov et al. (2019)
and Kang et al. (2015) collected samples only for
static signs, ignoring dynamic ones to simplify the
data collection process.

Expert choice Since recording sign videos re-
quires specialized knowledge, selecting signers is
integral to creating SL data. The authors of the
papers (Kim et al., 2016; Sunuwar et al., 2023) in-
volved native SL speakers and beginners just learn-
ing it. Videos from the KSU-SSL dataset (Alsu-
laiman et al., 2023) were obtained from individ-
uals specially trained in sign language, followed
by expert moderation. The Slovo dataset authors
(Kapitanov et al., 2023) restricted video recording
task access to signers who had not passed the RSL
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exam. The exam was structured to only be passable
by native speakers and students of the RSL.

Additional modalities Numerous datasets
(Sunuwar et al., 2023; Makarov et al., 2019;
Kenshimov et al., 2021; Hosoe et al., 2017;
Szyszka, 2021; Podder et al., 2020; Dreuw et al.,
2006; Kapitanov et al., 2023) represent images or
videos showing hands performing a sign. However,
some authors used specialized devices such as
Microsoft Kinect V2 (Sidig et al., 2021) and
Creative Senz3D (Kang et al., 2015) to collect
depth maps for each sign. Also, Microsoft Kinect
V2 allowed the authors (Sidig et al., 2021) to
obtain human skeleton annotations. The authors
from Hosoe et al. (2017) made 3D sign models
to receive 8,000 synthetic images of signs from
different angles.

Annotation method Considered datasets prac-
tically avoid additional annotation since samples
contain a single sign. However, the Slovo (Kap-
itanov et al., 2023) consists of extra videos that
include normal human movement. Such “sign free”
sequences can further assist the model in detecting
signs in a sequence of frames.

3 Dataset Creation Pipeline

We collected videos for all 33 RSL letters via the
ABC Elementary and Yandex Toloka crowdsourc-
ing platforms. Following Kapitanov et al. (2023),
the pipeline comprises three stages: (1) video col-
lection, (2) video filtering and validation, and (3)
sign time interval annotation. All crowdworkers
passed a mandatory exam to verify RSL profi-
ciency: scoring 80% or higher granted access to
video validation, and 90% or higher to video record-
ing.

Of approximately 8,400 collected videos, we fil-
tered out low-quality samples and duplicates (8.6%
in total), normalized the rest to 30 FPS, and ap-
proved about 6,000 (71.4%) in validation by at least
three workers per video. Three annotators then
marked the sign-showing interval in each video.
Finally, we combined the approved samples with
660 videos from the Slovo dataset, ensuring at least
101 unique samples per class, and discarded videos
where the hand left the frame. See Appendix A for
details, including compensation, exam examples,
and the validation and annotation interfaces.

4 Dataset Characteristics

Dataset Versions We build two versions of the
Bukva: an untrimmed version and a trimmed ver-
sion with an extra 34th class “no sign” with 23 GB
and 3.2 GB sizes, respectively. 105 additional sam-
ples were randomly obtained by annotations from
Section A.4 to expand the second set. There is a
further description of the initial untrimmed version
for clarity. The explicit “no sign” class, together
with the sign time-interval annotations, additionally
supports sign-presence prediction and the tempo-
ral localization of fingerspelling within continuous
signing. Detailed statistics for each class label are
provided in Appendix B.

Dataset Content The Bukva dataset is a collec-
tion of 3,757 videos representing the RSL alphabet.
It is divided into 33 signs, each corresponding to
a letter of the Russian alphabet. On average, 113
videos per class with an average length of 49 frames
were recorded by 155 signers with RSL knowledge.
Some participants communicate with sign language
daily due to hearing limitations, while others are
RSL learners or teachers. The dataset presents
videos showing signers aged from ∼9 to ∼81. The
information about including videos with children in
the dataset can be found in Section 6. Most of the
videos (80%) were recorded by women, presum-
ably because most RSL teachers and translators
are women. The dataset was primarily gathered in-
doors and included various scenes and lighting con-
ditions. Figure 2 shows the distance to the camera
and the video’s brightness distributions. Because
we release per-signer identifiers together with de-
mographic (age, gender) and acquisition metadata
(device, resolution, distance, brightness), Bukva
also enables fairness and robustness analyses across
signer subgroups and recording conditions, which
we encourage the community to explore.

Dataset Size and Quality About 70% of the
Bukva videos are in FullHD format. Signers
recorded the videos using personal devices such
as smartphones and laptops (see Figure 2). Since
different devices record videos with varying FPS,
we standardized all videos to a consistent FPS. 81%
of the videos are in portrait orientation, 16% are in
landscape orientation, and 3% are in square format.
The total duration of the dataset is approximately 4
hours.

Dataset Splitting The Bukva was divided into
train and test sets, comprising 3,097 (82%) and
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Figure 2: Video resolution, brightness, signers, classes, and splitting analysis. a) class-based video distribution:
number of videos for each RSL alphabet letter in the train and test sets; b) brightness distribution: the central image
of each video sign part is extracted, converted to grayscale, and then the average pixel brightness is calculated;
c) distance distribution: the distance is approximately estimated in meters by computing the length between the
signers’ left and right shoulders using MediaPipe (Zhang et al., 2020); d) signers’ devices; e) video resolution;
f) signers’ gender; g) signers’ age distribution: the age is determined by the MiVOLO model (Kuprashevich and
Tolstykh, 2023).

660 (18%) videos, respectively. We intentionally
designed the sets to ensure no overlap between the
signer groups. Twenty signers who recorded videos
for all 33 signs were selected to construct the test
set. The train part contains 81 to 105 videos for
each sign.

5 Experiments

Since we are dealing with static and dynamic signs
recorded as videos, it is necessary to find a solution
to balance image and video classification. Model
capacity for image classification is insufficient to
cope with dynamics, while 3D architectures are
redundant for statics. The TSM block (Lin et al.,
2019) effectively handles this task by modifying the
2D convolutions operation without changing the
model architecture and increasing the parameters.
Such features enable us to use a pre-trained model
with weights from widespread image classification
models for the dactyl recognition task. We apply
the TSM block to train three architectures: (1) the
lightest and fastest MobileNetV2 (Sandler et al.,
2019), (2) MobileOne (Vasu et al., 2023) from S0
to S2 for a balance between speed and number
of parameters, and (3) two ResNet versions (He
et al., 2015) with 18 and 50 blocks as the most
widespread image encoders.

5.1 Experiments Setup
An essential aspect of training video encoders
is a specific strategy for selecting frames from

videos. We sample 8 frames uniformly with an
individual step calculated by the formula step =
round(Vlen

N ), where Vlen is the video length, N
is the frame number for sampling, the result is
rounded down. This strategy allows us to effec-
tively train models with weak receptive fields since
each sampled frame contains a certain proportion
of dynamic signs.

We utilize a unified setup for all architectures to
facilitate transparent comparisons. An SGD opti-
mizer with an initial learning rate of 0.02, momen-
tum of 0.9, and weight decay of 0.00002 is fixed in
the setup. The learning rate is modified by a Lin-
earLR scheduler up to the 20th epoch and then by
CosineAnnealingLR (Loshchilov and Hutter, 2017)
until the end of training. The models are trained
on two Tesla V100 with 32GB VRAM, using a
batch size of 16 for each card. It is sufficient for all
models to converge in 80 epochs.

5.2 Dataset Capacity Ablation

Reducing the training set size from 3,182 to 2,000
samples undeniably resulted in an apparent decline
in top-1 accuracy, from 0.8368 to 0.7956. A further
reduction to 1,000 samples resulted in a significant
drop to 0.5676. The number of signers was kept
consistent across all three experiments. Similarly,
reducing the number of unique signers from 70 to
50 with consistent 1,500 samples decreases the top-
1 accuracy from 0.7588 to 0.7415. These results
prove an unquestionable decline in top-1 when ei-
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ther the number of samples per class or the diversity
of users is reduced. Also, this emphasizes the sig-
nificance of having a balanced dataset to guarantee
strong model performance.

5.3 Data Preprocessing
The experiments are based on the trimmed Bukva
version with an extra “no sign” class, allowing
the model to learn to separate signs from other
hand movements. Eighty-five samples expand the
training set for an additional class, while the test
set is expanded by 20, resulting in 3,182 and 680
videos, respectively.

Training Set. The vertical and horizontal videos
are required to be squared for model input. Pri-
marily, the source video frames are resized to the
smaller side of 300 to preserve the aspect ratio. Fur-
ther, we randomly employ either multi-scale crop-
ping or padding instead of straightforward square
resizing to prevent unrealistic spatial stretching of
the video. Since dactyl is invariant to the hand side,
we reflected the frames vertically by flip augmenta-
tion with a probability of 0.5. Multi-scale cropping
diversifies the training set regarding hand size and
position in the frame, while the flip balances videos
on hand orientation. Test Set. Each frame is re-
sized to 224 on the smaller side and padded with
114 to square. We processed the test set without
cropping to maintain the dataset’s original distribu-
tion.

5.4 Results
Table 2 presents the results of evaluating models
using the top-1 accuracy metric. We also provide
information about the model sizes, the number of
parameters, and the inference time to distinguish
the optimal trade-off between quality, model size,
and prediction speed. Note that the test set contains
only 20 videos per class, so the limited amount of
test data results in high error costs and could lead to
overestimating model performance. Since ResNet
architecture is high-capacity, the small amount of
training data and 76% static signs in the RSL alpha-
bet contributed to model overfitting. Meanwhile,
MobileNet performs better due to its relatively com-
pact size. There are multiple false positives in the
predictions for similar static signs (see Figure 3).
For example, the letters “н” (“n”) and “р” (“r”) ap-
pear almost identically (see Figure 1), so the model
is frequently mistaken while predicting each of
them. The confusion matrix shows that the model
struggles to differentiate visually similar signs: er-

rors occur between the dynamic sign “щ” (“shch”)
and the static sign “ш” (“sh”), which have similar
finger and hand positions, as well as between signs
with similar shapes, such as “п” (“p”), “т” (“t”),
“м” (“m”), and “л” (“l”). At the same time, the
model reliably distinguishes visually contrasting
signs. These results suggest that improvements
should target sensitivity to subtle differences in
hand shapes and movements.

Figure 3: The confusion matrix for test samples using
the MobileNetV2 model. Off-diagonal cells indicate
misclassifications. The model confuses the classes “м”
(“m”) and “л” (“l”), as their signs are nearly identical.

5.5 Application

Figure 4 shows the demo stand that provides real-
time sign language recognition to learn RSL. The
user can select any sign from the dataset and learn
it offline after watching the corresponding video
template. The trained classifier is integrated into
the trainer as follows: (1) the user is presented
with the correct version of a sign and prompted to
replicate it; (2) the system recognizes the sign pro-
duced by the user; and (3) it provides a confidence
score, which reflects the degree of accuracy in the
user’s execution of the sign. Thus, a learner who
produces a sign slightly incorrectly receives a low
confidence score as feedback rather than a simple
acceptance of the closest class. A similar approach
is used in the browser-based fingerspelling.xyz ap-
plication for the ASL alphabet. An automatic sys-
tem for learning any language cannot fully replace
a teacher; however, due to the lack of available re-
sources for studying RSL, a dactyl simulator can be
a good starting point for building a comprehensive
learning system.
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Table 2: The models’ training results on the Bukva. We evaluate models with top-1 accuracy as the standard metric
in the action recognition task. All models are tested on a MacBook M1 Pro using a single core. We measured the
model’s inference 100 times with further averaging.

Model Model Size (MB) Parameters (M) Inference Time (ms) top-1 acc.
ResNet-18 44.8 11.2 191 72.7
ResNet-50 94.6 23.6 333 79.2
MobileNetV2 10.3 2.3 145 83.6
MobileOne S0 4.4 1.1 94 71.3
MobileOne S1 14.1 3.5 165 75.7
MobileOne S2 23.4 5.8 232 77.2

Figure 4: Russian sign language demo stand for educa-
tion.

6 Conclusion

This paper presented Bukva, the first full-fledged
open-source video dataset for isolated Russian Sign
Language dactyl recognition. The dataset contains
3,757 HD and FullHD videos covering all 33 RSL
alphabet letters, including dynamic ones, recorded
by 155 signers – the largest number and diversity
of signers among existing RSL alphabet datasets.
The crowdsourcing-based creation pipeline with
a mandatory RSL exam, multi-stage filtering, val-
idation, and time interval annotation ensured the
quality of the data. Baseline experiments with the
TSM block demonstrated that a lightweight Mo-
bileNetV2 model achieves 83.6% top-1 accuracy
with real-time CPU inference, while the ablation
study confirmed the importance of both the num-
ber of samples and the diversity of signers. We
also presented a demo application illustrating how
the trained model can be integrated into an RSL
alphabet learning simulator. More broadly, Bukva
offers a reusable building block for continuous
RSL recognition and translation, and a template
for community-driven data collection in other un-
derrepresented sign languages. The dataset, demo
code, and pre-trained models will be made publicly
available upon acceptance.

Limitations

Although the Bukva contains enough samples for
training lightweight MobileNet, more is required to
train ResNet architecture without overfitting. Also,
the presence of static signs in the majority may
cause such degradation of ResNet’s metrics. How-
ever, since dactyl recognition applications require
only real-time inference, the described problem is
irrelevant.

Another limitation concerns the applicability of
the proposed dataset to continuous fingerspelling
recognition. Continuous fingerspelling includes a
significant amount of coarticulation: the appear-
ance of each letter depends on the preceding and
following letters, and signs are displayed rapidly
from various angles without transitions between
them. To fully address the fingerspelling problem,
a model must be trained to recognize rapid, subtle
movements and the influence of neighboring letters
on each letter’s appearance. Consequently, while a
model trained on the Bukva can serve as a baseline,
it is more prone to errors when processing words at
high speeds. However, it could help identify slow
fingerspelling, which is common in early-stage SL
learners with less signing fluency. The Bukva is
thus intended to be (1) a pre-training source for a
fingerspelling recognition model and (2) a training
set for the baseline.

Models can produce inaccurate results when mul-
tiple people appear in the same frame, as Bukva’s
videos contain only one person. Finally, collect-
ing a racially and ethnically diverse RSL dataset
presents significant challenges, as the majority of
deaf participants and RSL interpreters from crowd-
sourcing platforms do not represent ethnic minori-
ties. As a result, one of the limitations of the pre-
sented dataset is the lack of racial heterogeneity.
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Ethical Considerations

All crowdworkers recording the dataset signed in-
formed consent for data processing and publication.
We also ensured that the part of the Slovo dataset
(Kapitanov et al., 2023) included in Bukva adheres
to the described ethical requirements. We do not
restrict videos with signers under 18 since parental
permission was obtained during the registration,
which complies with the Civil Code of the Russian
Federation6. To preserve contributors’ privacy, we
employ anonymized user hash IDs in the dataset
annotations. We provide the dataset for research
purposes only. However, we recognize that it could
be misused for malicious purposes, such as identify-
ing individuals or enabling large-scale surveillance.

Positional Statement Throughout the research,
we involved experts from the “All-Russian Society
of the Deaf” and professional sign language inter-
preters. The expertise of the “All-Russian Society
of the Deaf” (VOG) was utilized at every stage of
the Bukva dataset creation. We also engaged deaf
consultants in the development of training strate-
gies to apply considerations to specific solutions.
Additionally, some of our researchers completed
formal courses on RSL to enhance their knowledge
in this domain.
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A Dataset Creation Details

Since the RSL alphabet contains dynamic signs for
8 letters and static for others, we collect videos
instead of images for all 33 letters to ensure clar-
ity. We base the data creation pipeline on the one
from Kapitanov et al. (2023). The pipeline consists
of 3 main stages: (1) video collection, (2) video
filtering and validation, and (3) sign time interval
annotation. Bragg et al. (2022) has a nearly similar
data creation pipeline and has several necessary
steps, which include data recording, quality con-
trol, dataset review, and qualitative feedback. We
utilized ABC Elementary7 as a crowdsourcing plat-
form through all stages. Note that we also employ
another crowdsourcing platform, Yandex Toloka8,
through the first stage to diversify the group of sign-
ers and such context characteristics as background
and lighting.

A.1 Exam
Since Russian sign language knowledge is infre-
quent, we conducted the qualifying stage to select
crowdworkers to show RSL dactyl signs. We asked
workers to watch 20 videos from the SpreadThe-
Sign website9 demonstrating RSL signs and choose
the appropriate translations to spoken Russian lan-
guage (see Figure 5). The exam time was limited to
10 minutes to avoid fake results from irresponsible
people.

Since each stage requires specific RSL alpha-
bet knowledge, the crowdworkers are required to
pass a mandatory exam aimed at identifying natives
and language learners. Figure 8 shows the dataset
creation process. Hourly wages for assignments
were comparable to or slightly higher than the na-
tional minimum wage in regions of the Russian
Federation. The passed exam was an identifier for
workers’ access to video collection and validation
stages. Crowdworkers who answered 80% of exam

7https://elementary.activebc.ru
8https://platform.toloka.ai/
9https://www.spreadthesign.com
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Figure 5: Example of a web page with an exam on crowdsourcing platforms translated into English.

Figure 6: Example of a web page with a video validation on the ABC Elementary crowdsourcing platform translated
into English.

Figure 7: Example of a web page for recording videos on crowdsourcing platforms translated into English.
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Figure 8: All crowdworkers are required to pass an exam before getting access to all crowd stages. During data
collection, signers recorded the sign from the video template with further filtering to remove low-quality videos and
duplicates. Only the videos remaining after the filtering stage were verified by at least three crowdworkers to ensure
their correctness compared to the template. The annotation stage was also applied only to the samples remaining
after the previous stage. Three annotators are asked to mark the video’s sign start and end marks. Received marks
are aggregated by the algorithm proposed in Kapitanov et al. (2023).

Figure 9: Example of a web page with a video annotation on the ABC crowdsourcing platform translated into
English.
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tasks correctly (at least 16 correct answers) were
allowed to validate collected videos (see Figure 6),
while access to the video recording stage required
at most two mistakes (at least 18 correct answers).

Some participants were involved in crowdsourc-
ing platforms from the “All-Russian Society of the
Deaf” (VOG), while others were already crowd-
workers. The data collection process included a
survey on participants’ level of deafness and rea-
sons for knowing RSL. The results showed that
about 60% are deaf, 30% are hard of hearing, and
10% are professional translators. It was discovered
that approximately 20% of the participants are sign
language learners, while the rest are fluent.

A.2 Video Collection

Crowdworkers were asked to show the RSL dactyl
sign specified in the task and record the video
through the crowdsourcing platform or load the
video from the device’s memory. A sign template
from the YouTube channel10 was provided for each
letter of the RSL alphabet to simplify the process of
recording the signs (see Figure 7). We attached in-
structions to this stage to outline the requirements:
(1) only one clothed person is allowed in the frame,
(2) the video should be of high quality and remain
unshaken throughout, (3) editing or processing the
video is prohibited, and (4) a hand performing a
sign should be completely visible in the frame. We
defined high-quality videos as those with a mini-
mum frame rate of 15 frames per second (FPS), a
minimum duration of 30 frames, and a resolution
of at least 720 pixels on the smaller side. We have
received approximately 8,400 videos at this stage,
which will undergo further filtering and validation.

Compensation. We paid $0.5 for each rule-
abiding video, valuing the crowdworker’s hour at
$8-10. It is important to note that the average price
for common crowdworker tasks is 5 times less. Fur-
thermore, professional sign language translators
can earn up to $10 per hour in this region.

A.3 Video Filtering and Validation

Filtering We left only videos with a frame’s short
edge of at least 720 pixels to subsequently receive
the HD dataset. Also, we filtered out videos shorter
than 30 frames and excluded those less than 15
frames per second (FPS). Further, videos were nor-
malized to 30 FPS to align subsequent time-interval
annotations. Since crowdsourcing platforms’ usage

10https://www.youtube.com/watch?v=jtbwEalS0CE

is fraught with unscrupulous workers, the filtering
stage was expanded with the deduplication process:
crowdworkers may receive a task they have already
completed and upload a previously recorded video.
We identified duplicates by (1) checking all videos
from the same user by user ID and (2) calculat-
ing the hash of some video keyframes for the en-
tire dataset. To improve the final dataset’s quality,
we automatically excluded 286 (3.4%) low-quality
videos. We also identified and rejected 439 (5.2%)
duplicate videos during the deduplication process.

Validation The validation stage was added to the
creation pipeline to check the correctness of sign
demonstration. This stage can be considered an
extra attempt to avoid wrong sign execution on par
with the RSL alphabet exam. The workers were
asked to compare the verifiable video with the sign
template from the collection stage. Also, valida-
tors should check videos for the presence of hands
entirely in the frame when a sign is being shown,
the absence of other people, traces of processing,
and watermarks. Note that including other individ-
uals in the dataset is not feasible due to challenges
in obtaining their consent. About 6,000 (71.4%)
samples were approved after this stage.

To increase confidence in the decision, at least
three different workers validate each video. In case
of disagreement, another crowdworker is required
to validate the video, allowing for a maximum of
5 reviewers. We accept samples with at least 70%
positive votes. Note that validators are permitted
to check only other people’s videos.

Although the validators are not certified RSL
instructors, several pipeline properties support the
reliability of their judgments. First, only crowd-
workers who passed the RSL proficiency exam with
at least 80% correct answers were granted access
to this stage. Second, validation is framed as a
template-matching task: validators compare the
verifiable video against the reference execution of
the sign by a professional signer rather than pro-
vide a free-form expert judgment of sign correct-
ness. Third, each decision aggregates the votes
of three to five independent validators. Finally, as
the survey described in Section A shows, fluent
signers, most of whom are deaf or hard of hearing,
constitute the majority of the crowdworker pool.

A.4 Time Interval Annotation

The process of sign recording frequently includes
three parts: (1) the signer is preparing to perform
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the sign, (2) the signer shows the sign, and (3)
the signer has already performed the sign (see Fig-
ure 8). Since only the second part is informative for
the SLR model, the annotation stage was applied to
separate the sign frames from the others. We asked
the crowdworkers to indicate the time interval on
the video with a sign by the sign’s start and end
marks (see Figure 9). Each video was annotated
by three different workers with subsequent interval
aggregation. We utilized the aggregation pipeline
from Kapitanov et al. (2023) without modifications.
Furthermore, videos were trimmed along the re-
ceived marks.

A.5 Combination and Extra Filtering
We combined collected samples with 660 dactyl
videos from the Slovo dataset to diversify classes
on signers. The merged version was cleared of
duplicates within a class. We left unique signers
per class, receiving at least 101 samples in each.

Although validators checked videos for complete
hand presence in the frame, some videos with the
hand out of the frame leaked to the annotation stage.
We added extra filtering to exclude such samples
from the dataset completely. With a hand detector,
we receive the bounding box annotations for hands
in each video frame. Note that only the sign part11

of the video is considered. We agreed that the hand
is located out of the frame if there are 5 consecutive
frames where more than half of the bounding box
is outside the frame. The YOLOv7 (Wang et al.,
2023) trained on the HaGRID (Kapitanov et al.,
2024) dataset was utilized as a hand detector.

B Dataset Statistics

11Those, where the person shows the sign. At number 2 in
Section A.4
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Table 3: Dataset statistics. “Sign length” in frames, “Brightness” in grayscale levels, “Gender”, “Devices” by
records, “Age” of crowdworkers and “Total” number of videos. The Latin transliteration of each Cyrillic letter is
given in brackets.

Letters Sign length Brightness Gender Devices Age Total
Min Max Median Min Max Median Male Female Smartphone PC Min Max Median

А (A) 23 94 45.0 59 185 131 26 92 101 17 11.1 71.3 30.7 118
Б (B) 21 112 50.0 62 191 132 17 92 94 15 13.5 76.6 31.7 109
В (V) 22 105 44.0 57 192 129 21 95 95 21 10.4 71.7 32.4 116
Г (G) 25 100 43.0 69 190 125 19 92 94 18 12.7 63.9 31.4 112
Д (D) 32 105 50.0 65 190 130 20 82 84 18 11.4 66.1 31.1 102
Е (E) 22 101 47.0 66 186 129 22 97 99 20 10.8 74.4 31.8 119
Ё (Yo) 27 132 54.0 78 184 127 27 96 104 19 10.9 73.6 31.1 123
Ж (Zh) 22 125 48.5 31 206 123 28 90 99 19 12.0 77.6 29.6 118
З (Z) 28 92 51.0 67 191 127 24 84 92 16 11.8 75.3 31.9 108
И (I) 21 138 46.0 67 191 129 19 99 101 17 9.4 74.3 31.4 118
Й (Y) 25 111 48.0 65 194 129 22 85 89 18 8.7 75.0 31.7 107
К (K) 17 121 43.0 19 193 130 20 87 93 14 11.1 73.4 31.1 107
Л (L) 22 123 45.0 66 191 125 25 92 97 20 13.8 72.7 31.8 117
М (M) 24 140 46.5 63 177 125 21 83 89 15 10.0 72.1 31.1 104
Н (N) 28 124 47.0 54 189 128 22 96 99 19 14.2 65.5 31.5 118
О (O) 26 100 44.5 60 191 128 21 99 100 20 16.4 75.9 31.1 120
П (P) 22 124 47.0 58 190 126 22 96 95 23 10.8 71.9 33.0 118
Р (R) 23 90 50.0 60 191 128 22 93 98 17 11.7 74.2 30.6 115
С (S) 27 102 44.0 18 189 125 27 98 102 23 12.8 75.2 31.7 125
Т (T) 24 104 46.0 58 183 126 21 93 94 20 13.4 75.3 31.5 114
У (U) 24 182 45.0 31 193 129 21 92 98 15 10.1 62.5 30.4 113
Ф (F) 24 133 48.0 59 185 126 22 94 95 21 12.2 76.4 31.1 116
Х (Kh) 24 116 45.0 67 186 130 25 96 100 21 11.9 72.7 30.9 121
Ц (Ts) 24 85 47.0 51 200 128 24 86 93 19 12.5 74.6 31.8 112
Ч (Ch) 27 104 50.0 61 193 127 25 87 87 20 11.1 74.8 30.6 107
Ш (Sh) 28 132 49.0 18 194 129 23 96 100 19 12.2 73.3 30.5 119

Щ (Shch) 21 93 46.0 24 188 127 21 82 87 16 14.6 72.4 30.1 103
Ъ (hard sign) 26 124 48.0 55 191 128 26 89 97 18 13.9 81.2 32.2 115

Ы (Y) 23 174 43.0 73 185 127 24 99 105 18 11.7 72.9 31.9 123
Ь (soft sign) 24 124 44.0 21 187 131 18 83 90 11 12.3 64.0 31.7 101

Э (E) 22 156 47.0 22 191 129 24 86 92 18 9.8 73.6 30.9 110
Ю (Yu) 19 129 50.0 62 192 126 23 94 99 18 11.8 74.2 31.1 117
Я (Ya) 25 139 47.5 73 191 128 24 88 94 18 11.3 72.3 31.5 112
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Abstract

Sign Language Translation (SLT) is especially
difficult for low-resource languages such as
Turkish Sign Language (TID), where aligned
sign-text data are scarce. Self-supervised en-
coders pretrained on large sign corpora can re-
duce this dependence, but existing models are
developed and evaluated almost exclusively on
high-resource sign languages. One such model
is SHuBERT (Sign Hidden-Unit BERT), a pub-
licly released self-supervised contextual rep-
resentation model trained on American Sign
Language (ASL). We ask whether SHuBERT
can be adapted to TID translation on the open-
domain BUTID benchmark. Pretrained SHu-
BERT is incorporated into an encoder-decoder-
based translation model and evaluated under
both frozen and fine-tuned settings. This is
compared against two references trained un-
der the same recipe: a pose baseline, and
a raw-feature setting using DINOv2-encoded
hand/face crops and pose. All variants out-
perform the pose baseline, frozen SHuBERT
performs on par with raw-feature setting, and
fine-tuning yields the strongest result, reaching
7.15 BLEU-4 on the test set (+1.62 over the
pose baseline, +0.77 over the raw-feature set-
ting). Our results suggest that reusing a high-
resource, ASL-pretrained self-supervised en-
coder can benefit low-resource SLT, but this
benefit emerges through fine-tuning rather than
frozen transfer alone.

1 Introduction

Sign languages convey meaning through complex
visual patterns involving hand shapes, movements,
facial expressions, and body posture. Sign Lan-
guage Translation (SLT) remains challenging due
to long-range spatio-temporal dependencies, and
is especially difficult for low-resource and under-
represented sign languages such as Turkish Sign
Language (TID), where aligned sign-text data are
scarce.

Self-supervised pretraining on large unlabeled
sign corpora has emerged as a way to reduce an-
notation requirements (Rust et al., 2024; Gueuwou
et al., 2025). In particular, SHuBERT (Gueuwou
et al., 2025), a transformer-based contextual repre-
sentation model pretrained on 1,000 hours of ASL
data, attains state-of-the-art results on ASL transla-
tion.

We study cross-lingual transfer of SHuBERT’s
ASL-pretrained representations to TID translation
on the open-domain BUTID dataset (Şahin et al.,
2025). We combine these representations across
transformer layers via a learned weighted sum and
train a linear projection together with an encoder-
decoder-based translation model. The end-to-end
translation model is evaluated under both a frozen-
SHuBERT setting and a setting in which SHu-
BERT’s own weights are fine-tuned jointly with
the rest of the model.

To isolate where the improvement comes from,
we compare these two settings against two refer-
ences trained under the same recipe: a pose base-
line using MediaPipe (Lugaresi et al., 2019) land-
marks, and a raw-feature setting using SHuBERT’s
own four input streams (DINOv2-encoded (Oquab
et al., 2024) hand/face crops and pose) without its
transformer encoder.

Our contributions are:

• We evaluate cross-lingual transfer of SHu-
BERT, an ASL-pretrained self-supervised en-
coder, to TID translation.

• We compare frozen and fine-tuned configura-
tions of pretrained SHuBERT against a raw-
feature setting and a pose baseline.

• We analyze which SHuBERT transformer lay-
ers carry transferable information via their
learned mixing weights.
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2 Related Work

Early SLT systems relied on gloss annotations
(Camgöz et al., 2018), but the high cost of label-
ing has motivated a shift toward gloss-free, end-to-
end approaches (Zhang et al., 2024). These sys-
tems benefit from large open-domain corpora such
as YouTube-ASL (Uthus et al., 2023), but remain
largely restricted to high-resource languages.

Self-supervised pretraining has recently been
adapted to sign language videos. One such ap-
proach is SHuBERT (Gueuwou et al., 2025), which
extends HuBERT (Hsu et al., 2021) (originally
developed for speech, where it learns representa-
tions by a masked prediction paradigm) to a multi-
stream sign representation, achieving state-of-the-
art results on several ASL benchmarks. Because
SHuBERT inherits HuBERT’s transformer stack,
it plausibly inherits a comparable layer-wise orga-
nization. In speech, layer-wise analyses of self-
supervised models show that transformer layers en-
code qualitatively different information with depth,
intermediate layers frequently carrying richer lin-
guistic content than the final layers (Pasad et al.,
2021). The standard downstream protocol aggre-
gates all layers through learned weights rather than
relying on any single one (Yang et al., 2021). We
investigate whether analogous layer-specialization
effects hold for SHuBERT when transferred to TID.

Prior TID resources focused largely on iso-
lated sign recognition, the BosphorusSign corpus
(Camgöz et al., 2016) and its curated Bosphorus-
Sign22k benchmark (Özdemir et al., 2020), along-
side the large-scale AUTSL dataset (Sincan and
Keles, 2020). Within TID, self-supervised features
have so far been applied mainly to isolated recog-
nition (Şero et al., 2025).

Continuous, sentence-level translation resources
are comparatively recent, and work on TID trans-
lation remains limited. E-TSL (Öztürk and Keles,
2024) introduces a 24-hour educational-domain
dataset with pose-based baselines, and BUTID
(Şahin et al., 2025) provides the largest open-
domain TID translation benchmark to date, which
we adopt in this work. Even so, TID resources re-
main small relative to high-resource sign languages,
motivating approaches that reuse representations
learned elsewhere rather than training from scratch.

Cross-lingual transfer offers one such route: a
translation model pretrained on a high-resource
language benefits a low-resource one—for exam-
ple, Alhejab et al. (2026) pretrain a T5 model on

ASL and fine-tune on Saudi Sign Language, report-
ing a roughly threefold BLEU-4 gain over training
from scratch. Closest in goal, Mo et al. (2025)
pretrain a multi-stream skeleton masked autoen-
coder on YouTube-ASL and transfer it to several
unseen sign languages for recognition and transla-
tion. Transfer has also been studied within TID:
Kindiroglu et al. (2024) evaluate supervised cross-
dataset transfer between two Turkish isolated SLR
datasets (BosphorusSign22k and AUTSL) using a
temporal graph-convolutional model.

Our work differs from all of these in two re-
spects: (i) we transfer a publicly released self-
supervised encoder (SHuBERT) cross-lingually,
from high-resource ASL; and (ii) we target contin-
uous TID translation, a setting underrepresented in
prior work, rather than isolated recognition.

3 Methods

3.1 Dataset

We use the BUTID dataset (Şahin et al., 2025), a
large-scale open-domain Turkish Sign Language
corpus of broadcast television content (drama, com-
edy, and historical series) from the “Engelsiz TRT”
platform, spanning 27 signers. The official splits
are partitioned at the clip level rather than the se-
ries, episode, or signer level. Different clips from
the same series, and potentially the same episode
or signer, can appear across train, dev, and test. We
use its multi-caption subset of long-form, multi-
sentence clips (on average 4 sentences per clip):
106,665 / 5,925 / 5,925 train / dev / test clips (287.7
/ 16.1 / 16.1 hours), averaging ∼9.7 s and ∼22 text
tokens per clip. 1

3.2 SHuBERT-Based Translation Model

The translation pipeline is illustrated in Figure 1.
We run a combined translation model, following
the method used in the SHuBERT paper (Gueu-
wou et al., 2025) but substituting ByT5 (Xue et al.,
2022) with a multilingual T5 model (mT5-small)
(Xue et al., 2021). We extract four visual streams
(left hand, right hand, face, upper-body pose), via
MediaPipe (Lugaresi et al., 2019) landmarks and

1These split sizes and durations differ from those
in the original BUTID paper (e.g., 5,717 / 5,712 dev
/ test clips); we use the version available at the
time of writing. We release our exact train/dev/test
splits as CSV files, with permission from the dataset
creators, at https://drive.google.com/drive/folders/
1XOAC0CKR3sS9vKnoFIfIuW_pj0m_yrkO?usp=sharing.
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(“Go and look who is that?”)

1. Feature Extraction 2. Representation (SHuBERT) 3. Translation

Figure 1: Overview of the SHuBERT-to-mT5 TID translation pipeline: four visual streams are encoded by SHuBERT,
its per-layer 768-d states are combined by a learned weighted sum, projected into mT5-small, and decoded to
Turkish.

fine-tuned DINOv2 models (Oquab et al., 2024)2,
for every BUTID clip. The four streams are then
projected and concatenated to form a feature vec-
tor for each frame. The resulting sequence passes
through SHuBERT’s 12-layer transformer encoder
(768-dimensional hidden states, 86M parameters),
initialized from its public ASL-pretrained check-
point2. We combine its per-layer hidden states with
a learned weighted sum (Yang et al., 2021) rather
than using a single layer’s output. The result is pro-
jected through one linear layer into mT5-small’s
embedding space and prepended with an embedded
task-prefix, then passed through mT5-small as a
standard encoder-decoder, trained with token-level
cross-entropy and a label smoothing factor of 0.2.

4 Experiments

We evaluate this pipeline under four conditions:

1. Frozen SHuBERT: SHuBERT is kept frozen;
only the weighted-sum, projection, and mT5-
small are trained.

2. Fine-tuned SHuBERT: SHuBERT is fine-
tuned jointly with the rest of the model, warm-
started from the converged frozen checkpoint
in (1).

3. Raw-feature: To isolate SHuBERT’s impact
on translation performance, SHuBERT is re-
moved entirely. The four raw streams are

2We use the pretrained SHuBERT encoder and the face
or hand fine-tuned DINOv2 feature extractors released in
the official SHuBERT repository: https://github.com/
ShesterG/SHuBERT.

concatenated and projected directly into mT5-
small’s embedding space by a single linear
layer. Through this, we isolate how much of
the translation signal comes from SHuBERT’s
own representation as opposed to the raw vi-
sual features it is computed from.

4. Pose baseline: Pose-based baseline, trained
under the same conditions as our other ex-
periments, uses raw MediaPipe landmarks (8
body, 21 per hand, and 35 face points per
frame). The landmarks are normalized rela-
tive to the hands and face, rescaled using a
shared body-derived scale, flattened, and pro-
jected directly into mT5-small’s embedding
space through a single linear layer.

4.1 Training Configuration
All experiments were conducted on a single
NVIDIA RTX 4090 GPU. Models are optimized
with Adafactor (Shazeer and Stern, 2018), weight
decay 0.01, a linear learning-rate schedule, batch
size 4 with gradient accumulation over 64 steps (ef-
fective batch size 256), and the same label smooth-
ing (0.2) throughout. Early stopping is performed
based on validation performance. For all experi-
ments except SHuBERT fine-tuning, we use a peak
learning rate of 10−3 with a 2.4-epoch warmup and
train for up to 100 epochs.

For fine-tuning, we use a discriminative learn-
ing rate: SHuBERT’s own parameters receive a
peak learning rate of 5×10−5 in a separate opti-
mizer parameter group from the projection, layer-
mixing, and mT5-small parameters. Rather than
opening SHuBERT’s weights from a random or
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purely frozen starting point, we warm-start fine-
tuning from the best checkpoint of the correspond-
ing frozen run, and open SHuBERT’s encoder and
layer-mixing weights simultaneously for continued
training, with a shorter, 1-epoch warmup and a peak
rate of 10−4 for the non-SHuBERT parameters.

Appendix A reports, for every system in Ta-
bles 1–3, the number of epochs run to the reported
(best-dev) checkpoint and the corresponding opti-
mizer steps.

4.2 Evaluation Metrics

To assess the quality of sign language translations,
we employ standard evaluation metrics: BLEU
(Papineni et al., 2002), ROUGE-L (Lin, 2004) and
BERTScore (Zhang et al., 2020).

We report BLEU-1 through BLEU-4 to show
how performance changes with the length of the
matched n-gram. For a candidate translation and
reference translation, BLEU combines n-gram pre-
cision with a brevity penalty. 3

We additionally report ROUGE-L, which mea-
sures the longest common subsequence (LCS) be-
tween a hypothesis and its reference and converts
the resulting precision and recall into an F-measure
(Lin, 2004). 4

Finally, we compute BERTScore (Zhang et al.,
2020), which matches the most similar token in
the other sentence using cosine similarity and ag-
gregates these matches into precision, recall, and
F1.5

Several of the BLEU-4 margins we report are un-
der 1 point, we therefore test the pairwise compar-
isons discussed in Section 5 for significance using
paired bootstrap resampling (2000 resamples per
test) on BLEU-4, via SacreBLEU’s --paired-bs
implementation (Post, 2018; Koehn, 2004).

4.3 Decoding Configuration

At inference, we decode with beam search (4
beams) and a length penalty of 1.0, blocking rep-
etition of any 3-gram, and allow up to 128 new
tokens with early stopping at the end-of-sequence

3The implementation is based on
SacreBLEU (Post, 2018) with signature
BLEU|nrefs:1|case:mixed|eff:no|tok:13a|smooth:exp|version:1.4.2.

4ROUGE-L is computed using the Python rouge package:
https://github.com/pltrdy/rouge.

5Computed with Hugging Face evaluate us-
ing dbmdz/bert-base-turkish-cased: https:
//huggingface.co/dbmdz/bert-base-turkish-cased.
BERTScore is computed without baseline rescaling.

token. We use the same decoding configuration for
all systems, on both the development and test sets.

5 Results and Discussion

Table 1 reports results at each configuration’s best
checkpoint by dev BLEU-4. Both ASL-pretrained
SHuBERT-based variants outperform pose base-
line on every metric. Within the SHuBERT-based
variants, the frozen weighted-sum model performs
comparably to the raw-feature setting. Fine-tuning
SHuBERT’s own weights yields the largest gain ob-
served, surpassing both the frozen and raw-feature
configurations, with consistent trends between dev
and test.

Paired bootstrap resampling on the test set con-
firms that fine-tuned SHuBERT significantly out-
performs both the raw-feature and frozen config-
urations (p < 0.001 for both), while the differ-
ence between frozen SHuBERT and the raw-feature
setting is not significant (p = 0.354). The pose
baseline is also significantly below the raw-feature,
frozen, and fine-tuned SHuBERT configurations
(p < 0.001 for all three comparisons).

The absence of a significant difference between
the frozen SHuBERT model and the raw-feature
setting suggests that the pretrained representations
may not transfer optimally to TID without adapta-
tion.

One plausible explanation is that SHuBERT’s
pretrained encoder compresses its input toward rep-
resentations useful for ASL. Under frozen transfer
to a typologically distant language such as TID, this
compression may discard information relevant to
the target language, offsetting the benefit of useful
contextual structure. This would also explain why
fine-tuning, which allows SHuBERT’s representa-
tions to adapt away from ASL-specific structure,
recovers a clear advantage over both frozen config-
urations.

A translation baseline for the BUTID multi-
caption subset is reported in the official dataset
paper (Şahin et al., 2025): BLEU-1 37.61, BLEU-
4 2.42, ROUGE-L 22.16, and BERTScore 50.96 on
the test set. The two setups differ in several ways:
our models use a single linear projection rather
than a two-layer MLP sign encoder, the training
configurations differ, and, most importantly, the
evaluation metrics are computed using different
procedures. We therefore treat the reported BUTID
scores as context rather than a directly comparable
baseline, and base our conclusions on the systems
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Method
Development Set Test Set

B-1 B-2 B-3 B-4 R-L BERT B-1 B-2 B-3 B-4 R-L BERT

Pose Baseline 28.85 15.30 9.13 5.75 17.25 58.81 28.73 15.11 8.94 5.53 16.95 58.63
DINOv2+Pose (raw-feature) 30.60 16.76 10.26 6.57 18.83 59.39 30.42 16.41 9.97 6.38 18.28 59.18
Frozen SHuBERT 29.87 16.40 10.10 6.53 18.51 59.38 29.95 16.30 9.98 6.42 18.60 59.34
Fine-tuned SHuBERT 31.71 17.89 11.21 7.35 20.00 60.45 31.57 17.68 10.99 7.15 19.81 60.26

Table 1: SLT results on the BUTID development and test sets (Multi-Caption split). B-1 to B-4 denote BLEU-1 to
BLEU-4, R-L is ROUGE-L, and BERT is the mean F1 of BERTScore.

Init. Adapt. B-1 B-4 R-L BERT

Random Frozen 25.87 3.81 12.62 54.93
Random Fine-tuned 26.93 4.40 14.04 55.92
Pretrained Frozen 29.95 6.42 18.60 59.34
Pretrained Fine-tuned 31.57 7.15 19.81 60.26

Table 2: Impact of ASL pretraining on SHuBERT-
based SLT (BUTID test set; checkpoints selected on
dev BLEU-4, dev results follow the same trend). All
variants share the same architecture; only the encoder
initialization (random vs. pretrained SHuBERT) and
adaptation differ.

we evaluate under a single fixed configuration.

5.1 Impact of ASL pretraining

In order to determine whether SHuBERT’s gains
arise from ASL pretraining itself or merely from
the added encoder capacity, we evaluate two ad-
ditional variants. Instead of beginning with the
ASL-pretrained SHuBERT encoder, weights are
randomly initialized. The same warm-started
fine-tuning protocol is applied to the randomly-
initialized variant. All experiments share the same
architecture and parameter count (Section 4.1).6

Results are reported in Table 2.
In the frozen setting, ASL pretraining raises

BLEU-1 from 25.87 to 29.95 and ROUGE-L from
12.62 to 18.60 without updating any encoder pa-
rameters, indicating that the pretrained features
themselves encode transferable signing structure.
All pairwise differences in Table 2 are statistically
significant (p < 0.001, paired bootstrap resam-
pling). This gap persists after fine-tuning: the ASL-
pretrained encoder leads by 4.6 BLEU-1 and 5.8
ROUGE-L over its randomly initialized counter-
part, and the frozen ASL-pretrained encoder alone

6We also attempted training both the pretrained and the
randomly initialized encoder jointly with mT5-small end-to-
end under a standard 10−3 schedule, without warm-starting
from a frozen checkpoint; in both cases the training resulted
in models with poor performance (BLEU-4 remained below
1.0), motivating our staged protocol.

already surpasses the fully fine-tuned random one.
While suggestive of a genuine pretraining benefit
beyond added capacity, this comparison is con-
founded by the training protocol, and we cannot
fully rule out that the randomly initialized model’s
fine-tuned performance is limited by optimization
difficulty rather than the absence of ASL pretrain-
ing.

5.2 Layer Importance Analysis
The layer-weighted-sum mechanism learns a
softmax-normalized importance weight for each
SHuBERT layer. We inspect these weights at the
best checkpoint of all four weighted-sum config-
urations. Figures 2 and 3 compare the learned
layer-weight distributions for randomly initialized
and ASL-pretrained SHuBERT in the frozen and
fine-tuned settings, respectively.
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Figure 2: Layer-mixing weights, frozen setting: random
initialization vs. ASL-pretrained SHuBERT.
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Figure 3: Layer-mixing weights, fine-tuned setting: ran-
dom initialization vs. ASL-pretrained SHuBERT.

166



Method B-1 B-4 R-L BERT

Frozen (12 layers) 29.95 6.42 18.60 59.34
Frozen (Layer 4) 29.38 6.12 17.69 58.72

Table 3: Comparison of frozen SHuBERT using all
layers and Layer 4 only (BUTID test set; checkpoints
selected on dev BLEU-4, dev results follow the same
trend).

ASL pretraining changes which layers the model
relies on. Without pretraining, the weights concen-
trate sharply on the earliest layers (layers 1–2 alone
carry 47–51% of the mass) and decrease steadily
with depth. With ASL pretraining, the distribution
is flatter: the model draws on the middle layers
(roughly 1–5) fairly evenly before tailing off after
layer 6.

The distribution remains nearly unchanged af-
ter fine-tuning for both settings, suggesting the
frozen model already identifies the transferable lay-
ers, with fine-tuning refining representations rather
than reweighting them. We note, however, that our
fine-tuning runs are warm-started from a converged
frozen checkpoint and trained for relatively few ad-
ditional epochs (Section 4.1), so we cannot rule out
that longer or non-warm-started fine-tuning would
eventually shift the mixing weights further.

This concentration of weight in the early-to-
intermediate layers raises the question of whether
a single highly weighted layer can capture most
of the benefit of the full weighted-sum representa-
tion. To examine this, we additionally evaluate a
frozen model using only Layer 4, which individ-
ually receives one of the highest mixing weights
(∼16%) in the frozen and pretrained SHuBERT
setting. For this experiment, the projection and the
decoder are retrained from scratch under the same
frozen protocol as the full weighted-sum model;
only the layer-mixing is replaced by a fixed selec-
tion of Layer 4. As seen in Table 3, the Layer
4-only model achieves performance comparable to
the full 12-layer frozen representation: the differ-
ence is statistically significant (p = 0.004, paired
bootstrap resampling) but the absolute margin is
small (0.30 BLEU-4). Isolating Layer 4 recovers
most of the weighted-sum’s benefit, indicating that
the transferable signal is concentrated in a few lay-
ers rather than spread across the encoder.

5.3 Length-Stratified Analysis

Aggregate BLEU averages over utterances of very
different lengths, which can mask systematic differ-

ences. To examine this, we stratify the development
set clips into five bins by reference word count and
compute SacreBLEU corpus-level BLEU-4 sepa-
rately for each bin (Table 4).

Length # Sent. n Pose Raw Frozen FT

2–8 2.23 1185 11.15 11.32 10.74 12.24
8–12 2.58 1184 7.31 8.00 7.47 8.46
12–17 3.29 1185 6.61 7.19 7.27 7.77
17–26 4.63 1184 5.44 6.10 6.42 7.10
26–71 7.44 1185 4.30 5.64 5.50 6.27

Table 4: Dev BLEU-4 by reference length, using five
approximately equal-sized bins. # Sent.: average num-
ber of sentences per clip; n: references per bin; Raw:
raw-feature; FT: fine-tuned SHuBERT.

Fine-tuned SHuBERT outperforms the pose
baseline in every bin. Its margin remains similar
across the first three bins (+1.09–+1.16 BLEU-4)
and increases for longer clips, reaching +1.97 in
the longest bin. The raw-feature and frozen settings
also outperform the pose baseline in most bins, al-
though the frozen model trails pose in the shortest
bin. BLEU-4 declines with length for every system,
consistent with the greater difficulty of translating
longer, multi-sentence utterances. In summary, the
results suggest that fine-tuned SHuBERT becomes
advantageous over the pose baseline as utterance
length grows.

5.4 Qualitative Analysis

Table 5 shows four illustrative test-set examples
comparing the fine-tuned SHuBERT model against
the pose baseline.

In Example 1, SHuBERT reproduces the refer-
ence almost word-for-word while the pose baseline
shifts tense and drops a clause.

In Example 2, SHuBERT matches the reference
exactly, whereas the pose baseline loses the tempo-
ral marker “bugün” (today) and flattens the follow-
up question into a statement.

In Example 3, both models correctly preserve the
proper noun "Elizabeth" but generate an incorrect
name for the addressee. However, SHuBERT ac-
curately reproduces both the capture event and the
successful completion of the operation, whereas
the pose baseline omits the capture event. The
higher sentence-level BLEU-4 (40.46 vs. 8.18) is
consistent with the stronger performance of fine-
tuned SHuBERT on longer, multi-clause examples
discussed in Section 5.3.

In Example 4, the pose baseline reproduces the
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reference’s opening exchange verbatim, including
the numeral “elli kere” (fifty times), but neither sys-
tem renders the idiom “gözleri dolu dolu bakıyor”
(eyes welling up), each instead substituting an un-
related closing clause, suggesting this kind of non-
literal, idiomatic expression remains difficult for
both architectures.

6 Conclusion

We studied cross-lingual transfer of SHuBERT’s
ASL-pretrained representations to low-resource,
underrepresented Turkish Sign Language transla-
tion on BUTID. ASL-pretrained SHuBERT con-
sistently outperforms random initialization, indi-
cating that its pretrained representations contain
transferable information. However, frozen SHu-
BERT performs similarly to the raw-feature setting,
while fine-tuning the SHuBERT encoder yields the
strongest results, reaching 7.15 BLEU-4 on the test
set.

Our analyses further show that the transferable
information is concentrated primarily in early-to-
intermediate SHuBERT transformer layers, with a
single highly weighted intermediate layer recover-
ing most of the performance of the full weighted-
sum representation. Fine-tuned SHuBERT also
maintains an advantage over the pose baseline
across utterance lengths, with a larger margin on
longer inputs. Together, these results suggest
that reusing a high-resource, ASL-pretrained self-
supervised encoder can benefit low-resource sign
language translation, though this benefit emerges
through fine-tuning rather than frozen transfer
alone.

Limitations

Our study is limited to a single target sign language
and dataset (TID/BUTID), so it remains unclear
whether the observed transfer patterns generalize
to other low-resource sign languages or domains.
Computational constraints also limit our transla-
tion model to mT5-small and restrict the extent of
SHuBERT fine-tuning; larger translation models
may interact differently with the transferred repre-
sentations. We rely on automatic metrics, which
under-reflect semantic adequacy for morphologi-
cally rich, word-order-flexible Turkish and which
we do not complement with human evaluation. De-
spite the improvements, absolute translation quality
remains low on this open-domain benchmark for
all systems.

All experiments are run with a single random
seed; we do not report variance across training
seeds, though we assess the significance of our
main pairwise comparisons via bootstrap resam-
pling on the test set.

We also do not evaluate transfer under more
severely data-scarce conditions; such an experi-
ment would more directly test whether SHuBERT’s
benefit grows as target-language supervision be-
comes scarcer, and we leave this to future work.
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Karabüklü, Meltem Kelepir, A. Sumru Özsoy, and
Lale Akarun. 2016. BosphorusSign: A Turkish Sign
Language recognition corpus in health and finance
domains. In Proceedings of the Tenth International
Conference on Language Resources and Evaluation
(LREC’16), pages 1383–1388, Portorož, Slovenia.
European Language Resources Association (ELRA).

Shester Gueuwou, Xiaodan Du, Greg Shakhnarovich,
Karen Livescu, and Alexander H. Liu. 2025. SHu-
BERT: Self-supervised sign language representation
learning via multi-stream cluster prediction. In Pro-
ceedings of the 63rd Annual Meeting of the Associa-
tion for Computational Linguistics (Volume 1: Long
Papers), pages 28792–28810, Vienna, Austria. Asso-
ciation for Computational Linguistics.

Wei-Ning Hsu, Benjamin Bolte, Yao-Hung Hubert Tsai,
Kushal Lakhotia, Ruslan Salakhutdinov, and Abdel-
rahman Mohamed. 2021. HuBERT: Self-supervised
speech representation learning by masked prediction
of hidden units. IEEE/ACM Transactions on Audio,
Speech, and Language Processing, 29:3451–3460.

168

https://doi.org/10.1007/978-3-032-07959-6_24
https://doi.org/10.1007/978-3-032-07959-6_24
https://doi.org/10.1109/CVPR.2018.00812
https://doi.org/10.1109/CVPR.2018.00812
https://aclanthology.org/L16-1220/
https://aclanthology.org/L16-1220/
https://aclanthology.org/L16-1220/
https://doi.org/10.18653/v1/2025.acl-long.1397
https://doi.org/10.18653/v1/2025.acl-long.1397
https://doi.org/10.18653/v1/2025.acl-long.1397
https://doi.org/10.1109/TASLP.2021.3122291
https://doi.org/10.1109/TASLP.2021.3122291
https://doi.org/10.1109/TASLP.2021.3122291


Example System Output (Turkish) English gloss

1
Reference Seni bir daha hayal kırıklığına uğratmayacağım.

En azından kendi adıma söz veriyorum. Ben
elimden geleni yapacağım.

I won’t let you down again. At least I promise
on my own behalf. I will do everything I can.

Fine-tuned
SHuBERT

Seni bir daha hayal kırıklığına uğratmayacağım.
En azından benim adıma söz veriyorum. Elim-
den geleni yapacağım.

I won’t let you down again. At least I promise
on my behalf. I will do everything I can.

Pose base-
line

Seni hayal kırıklığına uğratamam. En azından
ben kendim adıma söz verdim. Elimden gelen
her şeyi yaptım.

I can’t let you down. At least I promised on my
own behalf. I did everything I could.

2
Reference Bugün çok garip bir şey oldu biliyor musun?

Ne oldu?
Do you know something really strange hap-
pened today? What happened?

Fine-tuned
SHuBERT

Bugün çok garip bir şey oldu biliyor musun?
Ne oldu?

Do you know something really strange hap-
pened today? What happened?

Pose base-
line

Bir şey mi oldu biliyor musun? Oldu. Do you know if something happened? It did.

3
Reference Komutanım, Elizabeth’i ele geçirdik. Op-

erasyon başarıyla tamamlandı. Bu harika bir
haber Emre. Peki konuştu mu? Şimdilik hayır
ama konuşacaktır.

Commander, we’ve captured Elizabeth. The
operation was completed successfully. That’s
great news, Emre. Did she talk? Not yet, but
she will.

Fine-tuned
SHuBERT

Komutanım, Elizabeth’i ele geçirdik. Op-
erasyon başarıyla tamamlandı. Harika haber
Elif. Bunu mu söylüyorsun? Burada değil ama
söyleyeceğim.

Commander, we’ve captured Elizabeth. The
operation was completed successfully. Great
news, Elif. Is that what you’re saying? Not
here, but I’ll tell you.

Pose base-
line

Komutanım, Elizabeth’in operasyonu başarıyla
tamamlandı. Harika haber Lilith. Sen ne
dediğinin farkında mısın? Hayır, konuşmayı
tercih ederim.

Commander, Elizabeth’s operation was com-
pleted successfully. Great news, Lilith. Are you
aware of what you’re saying? No, I’d rather
talk.

4
Reference Bir şey mi oldu? Bilmiyorum abla. Elli kere

sordum. Bir tuhaf, sadece gözleri dolu dolu
bakıyor.

Did something happen? I don’t know, sis. I’ve
asked fifty times. It’s strange, she just stares
with teary eyes.

Fine-tuned
SHuBERT

Bir şey mi oldu? Bilmiyorum abla en başından
beri soruyorum. Bozma moralini. Sanki bütün
gün susuyorum.

Did something happen? I don’t know, sis, I’ve
been asking since the very beginning. Don’t get
upset. It’s like I’ve been quiet all day.

Pose base-
line

Bir şey mi oldu? Bilmiyorum abla. Elli kere
sordum. Sanki biraz tatlı kokuyor.

Did something happen? I don’t know, sis. I’ve
asked fifty times. It’s like it smells a little sweet.

Table 5: Qualitative examples from the BUTID test set, comparing the fine-tuned SHuBERT model against the pose
baseline. English glosses are our own translations, provided for readability.
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A Training Epochs and Compute Budget

All experiments use a single fixed random seed
(42). With batch size 4 and 64-step gradient accu-
mulation, one optimizer step aggregates 256 clips,
so each epoch over the 106,665-clip train split (Sec-
tion 3.1) corresponds to ≈417 optimizer steps.

Table 6 reports, for every system in Tables 1–
3, the number of training epochs completed up
to the checkpoint selected by best dev BLEU-4
(Section 4.2), and the corresponding number of
optimizer steps (each aggregating 64 microbatches
of batch size 4, per Section 4.1). The frozen and
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fine-tuned SHuBERT variants (and their random-
init counterparts) are two-stage: fine-tuning warm-
starts from the corresponding frozen run’s own best
checkpoint (Section 4.1), so we report the fine-
tuning phase’s epochs/steps as an addition on top
of its frozen phase’s own cost.

System Epochs Steps

Pose Baseline 66 27,500
Raw-feature 33 13,750
Frozen SHuBERT 38 15,833

+ fine-tuning +8 +3,333
Frozen, layer 4 51 21,250
Random/Frozen 40 16,666

+ fine-tuning +8 +3,333

Table 6: Epochs and optimizer steps to the reported
(best-dev) checkpoint, per system. Rows marked “+
fine-tuning” are additional cost on top of the frozen row
directly above them.
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Abstract

Sign language translation (SLT) can help bridge
the communication gap between the Deaf and
hard-of-hearing community and the general
population. Yet progress has been driven
largely by a handful of high-resource sign lan-
guages, such as German or American Sign
Language, supported by large annotated cor-
pora and large computing budgets. Many sign
languages, including Bangla Sign Language
(BdSL), remain underrepresented because an-
notated data is scarce and much research as-
sumes access to powerful hardware. In this
paper, we share an early-stage adaptation of the
gloss-free SpaMo framework for Bangla, called
SpaMo-BdSL, and reflect on what we learned
while building it under real resource limits. We
report two findings that we believe matter for
low-resource and underrepresented SLT. First,
a small language-specific model (BanglaT5,
247M parameters) matches the translation qual-
ity of a much larger multilingual model (mT0-
XL, 3.7B parameters) on our Bangla dataset,
while being far cheaper to run; for example,
it translates the test set in 40 seconds versus
2 minutes 43 seconds for mT0-XL. Second,
a set of simple training changes suggested by
a large language model (Claude Opus 4.6) al-
lowed us to train the whole system on a single
consumer-grade GPU. We argue that the com-
mon assumption “bigger and more multilingual
is better” can quietly exclude underrepresented
sign languages and the researchers who work
on them, and we use our experience to open a
discussion on more inclusive, multilingual, and
culturally aware SLT.

1 Introduction

Sign language is the main way many Deaf and
hard-of-hearing people communicate. It is visual
and uses hand shapes, facial expressions, body pos-
ture, and movement instead of sound. Systems
that automatically translate sign language videos
into written text can help Deaf and hearing peo-

ple understand each other. This is an accessibility
problem at heart, and it is central to building inclu-
sive, multilingual, and culturally aware SLT that
serves underrepresented sign-language communi-
ties, not only the few languages that already have
large resources.

Most SLT work carries two hidden assumptions.
The first is about language: most systems target
high-resource sign languages such as German Sign
Language (Camgoz et al., 2018; Cihan Camgöz
et al., 2020) or American Sign Language, and often
rely on gloss annotations (a written label per sign)
that are costly to produce and do not exist for many
languages. The second is about compute: strong
results are usually reported with large models and
large GPUs that many researchers cannot access.
Both assumptions can quietly exclude low-resource
languages like Bangla Sign Language (BdSL) and
the people who study them.

Recent gloss-free methods translate directly
from video to text and remove the need for glosses
(Zhou et al., 2023). One such method, SpaMo
(Hwang et al., 2025), uses frozen off-the-shelf vi-
sual encoders to capture spatial configurations and
motion dynamics, then feeds these features to a
large language model (LLM). This design is at-
tractive for low-resource work because it avoids
expensive fine-tuning of the visual encoders.

We adapt SpaMo to Bangla, calling it SpaMo-
BdSL, and report what happened when we ran it
within our own limits. Our contributions are:

• We adapt the gloss-free SpaMo framework
to BdSL by running the BanglaGov dataset
(BanglaGov, 2025) through its pipeline.

• We compare a small Bangla-specific model
(BanglaT5 (Bhattacharjee et al., 2023), 247M)
with a much larger multilingual model (mT0-
XL (Muennighoff et al., 2023), 3.7B) on the
same data, and find that the small model
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matches the larger one’s accuracy while being
much cheaper and faster.

• We document concrete training changes, sug-
gested by Claude Opus 4.6, that let us train
the full pipeline on a single consumer-grade
GPU, and discuss why each helps.

We connect these findings to a central question for
underrepresented sign languages: how can SLT
progress reach languages and communities that
lack large annotated corpora and large compute,
rather than only those already well served?

2 The SpaMo-BdSL Framework

Our system follows SpaMo (Hwang et al., 2025)
with adaptations for Bangla. Figure 1 shows the
pipeline. It has three parts: (I) sign feature extrac-
tion, (II) visual–textual alignment, and (III) text
generation with a language model.

Feature extraction. We keep the two visual en-
coders frozen. A CLIP ViT-L/14 (Radford et al.,
2021) is the spatial encoder, producing (with multi-
scale S2 processing) one spatial vector per frame; a
VideoMAE-L/16 (Tong et al., 2022) is the motion
encoder, producing one motion vector per 16-frame
clip via a sliding window. Because the encoders
are frozen, we extract all features once and store
them, saving a lot of compute during training.

Fusion and language model. The spatial and
motion features are projected to a shared size,
joined along time, and passed through a tem-
poral convolutional Sign Adapter that shortens
the sequence and captures local timing. A
small MLP maps the result to the language
model’s embedding size. We then add a Bangla
prompt ("ইশারা ভাষা েথেক বাংলায় অনুবাদ করুন:", “Trans-
late from sign language to Bangla:”) and feed ev-
erything to the language model, which generates
the sentence. We fine-tune it with LoRA (Hu et al.,
2021) (rank 16, α = 32, dropout 0.1), so only a
small number of parameters are trained.

Training objective. We combine the standard
cross-entropy loss for text generation with a sym-
metric CLIP-style contrastive loss (Radford et al.,
2021) that pulls matching sign–text pairs closer in
the embedding space, giving L = LCE + αLCLIP
with α = 1.0. The contrastive term helps in the
gloss-free setting because there are no intermediate
sign labels to supervise the visual features.

Dataset. We use the BanglaGov dataset
(BanglaGov, 2025): 1,922 unique sentences, each
signed by 5 signers, for 9,610 videos in total. The
videos are high quality with clean backgrounds,
and the domain is narrow (eating-related activities),
so vocabulary and sentence patterns repeat often.
We split the data 80%/10%/10% (train/dev/test)
by sentence ID, so all five signers of a sentence
fall in the same split. A sentence therefore never
appears in more than one split, which prevents data
leakage.

3 Adapting to a consumer-grade GPU

The original SpaMo settings assume a data-center
GPU, and on our single consumer-grade GPU the
defaults ran out of memory. We used one NVIDIA
RTX 5060 Ti GPU with 16GB VRAM. We de-
scribed our limits to the Claude Opus 4.6 language
model, which suggested alternative settings for
each bottleneck; we then tried these ourselves and
kept the combination that actually ran. We report
this openly because such human–AI collaboration
is part of how inclusive tools get built, and because
the reasoning is simple and reusable.

Table 1 lists the changes:

• Feature-extraction batch size (32→ 8) for
the ViT and VideoMAE stages. Multi-scale
(S2) processing runs each frame through the
ViT as five 224 × 224 tiles, and each Video-
MAE “batch” is 16-frame clips, so memory
grows quickly. Dropping the batch to 8 cuts
peak memory by roughly 4×. Since the en-
coders are frozen and run only once, this costs
a little extra time but leaves the extracted fea-
tures unchanged.

• Maximum frame length (512 → 256).
Videos longer than the cap are randomly
cropped to a contiguous window. We use 256
because it is the largest cap that fits in mem-
ory, and it matches the data well: a 256-frame
window fully covers 87.46%/87.19%/83.94%
of BanglaGov train/dev/test videos and
98.94%/99.81%/100.00% of PHOENIX14T
(Camgoz et al., 2018). Because the crop is
random, the few cropped videos are seen from
different windows across epochs, acting a lit-
tle like augmentation.

• Training batch size (8 → 2) with gradient
accumulation (2 → 8). The effective batch
size is unchanged at 8× 2 = 2× 8 = 16, so
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Figure 1: Overview of the SpaMo-BdSL pipeline. A frozen CLIP ViT-L/14 extracts spatial features and a frozen
VideoMAE-L/16 extracts motion features; these are projected, fused by a temporal convolutional Sign Adapter, and
passed with a Bangla prompt to a LoRA-tuned text model that generates the sentence. A contrastive loss (VT-Align)
aligns the visual and text spaces. (Adapted from Hwang et al. (Hwang et al., 2025).)

Setting Original Ours

ViT extraction batch size 32 8
VideoMAE extraction batch size 32 8
Max. frame length 512 256
Training batch size 8 2
Gradient accumulation steps 2 8
Max. epochs (cap) 500 200

Table 1: Configuration changes to fit a single consumer-
grade GPU. The effective training batch size is un-
changed (16).

optimization behaves like the original while
far fewer samples sit in memory at once.

• Maximum epochs (500→ 200). This is only
a safety ceiling: we validate every 2 epochs
and stop early if BLEU-4 does not improve
for 50 checks. Since the original was trained
for 40 epochs, 200 is a comfortable cap that
also bounds wall-clock time.

None of these changes require new algorithms or
extra data; they are careful bookkeeping of memory.
This matters for inclusion: reproducing assistive-
technology research should not require a data cen-
ter. Running the full pipeline on our machine took
a total of four days.

4 Small Language-Specific vs. Large
Multilingual Models

A common instinct is to reach for the biggest, most
multilingual model available. Bangla uses a non-
Latin script, so a natural choice is a large multilin-
gual model that already covers many scripts, such
as mT0-XL (Muennighoff et al., 2023) (3.7B pa-
rameters). We compare it against BanglaT5 (Bhat-

Metric mT0-XL (3.7B) BanglaT5 (247M)

BLEU-1 96.041 96.301
BLEU-2 93.741 93.792
BLEU-3 91.782 91.718
BLEU-4 88.618 88.477

ROUGE-L Precision 0.969 0.968
ROUGE-L Recall 0.969 0.967
ROUGE-L F1 0.969 0.967

Table 2: Backbone comparison on the BanglaGov test
set. Both use the same SpaMo-BdSL pipeline; only the
language model differs. Higher is better for all metrics.

tacharjee et al., 2023) (247M parameters), a much
smaller model pre-trained only on Bangla. Both are
dropped into the exact same SpaMo-BdSL pipeline;
only the language model changes.

Table 2 shows the results. The two models are
essentially tied: mT0-XL is marginally ahead on
BLEU-3, BLEU-4, and ROUGE-L (for example,
88.618 vs. 88.477 on BLEU-4, about 0.14 points),
while BanglaT5 leads on BLEU-1 and BLEU-2. A
Bangla-specific model with roughly 15× fewer pa-
rameters thus matches the large multilingual model
on this dataset. The decisive difference is cost:
BanglaT5 uses far less memory and translates the
whole test set in 40 seconds versus 2 minutes 43
seconds for mT0-XL, about 4× faster on the same
hardware.

We read this as focus beating scale. A model
trained only on Bangla has seen the script, spelling,
and word patterns far more deeply than a mul-
tilingual model that spreads its capacity across
more than a hundred languages. In a low-resource,
narrow-domain setting, this focus lets a compact
model keep pace with one an order of magnitude
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larger. This echoes the finding that bigger models
mostly help when there is enough high-quality data
to feed them (Kaplan et al., 2020), and the origi-
nal SpaMo result that scaling up the LLM did not
always improve translation (Hwang et al., 2025).
For an underrepresented language, then, a small
language-specific model can match a much larger
one while being far more feasible to train and de-
ploy.

5 Discussion: Reflections for
Underrepresented Sign Languages

We highlight three reflections that we hope can
start a conversation about SLT for low-resource
and underrepresented languages.

“Bigger and more multilingual” is not automati-
cally more inclusive. Large multilingual models
are often presented as the inclusive choice because
they cover many languages at once. Our result
complicates this story. For Bangla, a small dedi-
cated model matched the quality of a much larger
multilingual model while being far cheaper and
faster to run. Coverage on paper is not the same as
good service in practice. For an underrepresented
sign language, investing in focused, community-
relevant models may serve the language at least as
well as adding it as one more entry in a giant multi-
lingual model, and at a cost that local researchers
can actually afford.

Compute access is an accessibility issue. If re-
producing a result needs a data center, then re-
searchers in low-resource regions, often the same
regions whose sign languages are underrepresented,
are pushed out. The changes in Section 3 show
that meaningful work is still possible on modest
hardware. We think reporting and sharing such
“low-compute recipes” should be a normal part of
low-resource SLT research, not an afterthought.

Narrow datasets give high scores but narrow
promises. Because no prior baseline exists for
BanglaGov, we contextualize our numbers with
PHOENIX14T (Camgoz et al., 2018), a Ger-
man weather-forecast benchmark. Running our
SpaMo-BdSL pipeline with Flan-T5-XL (Chung
et al., 2024) on PHOENIX14T reproduces the
original SpaMo numbers (Hwang et al., 2025)
closely (BLEU-4 19.53 versus 24.32), which in-
dicates that our compute adaptations (Section 3)
did not break the system. As Table 3 shows, our
BanglaGov BLEU-4 (88.48) is roughly four times

Metric PHOENIX14T PHOENIX14T BanglaGov
(Flan-T5-XL, (Flan-T5-XL, (BanglaT5,

original) ours) ours)

BLEU-1 49.80 44.44 96.30
BLEU-2 37.32 31.56 93.79
BLEU-3 29.50 24.12 91.72
BLEU-4 24.32 19.53 88.48
ROUGE-L F1 46.57 39.47 96.70

Table 3: Our BanglaGov result (BanglaT5) next to
PHOENIX14T results with Flan-T5-XL: both the num-
bers reported in the original SpaMo work (Hwang et al.,
2025) and our own reproduction using our setup. The
datasets and languages differ, so this is for context, not a
fair head-to-head comparison. ROUGE-L F1 is reported
on a 0–100 scale. The large gap mainly reflects how
much narrower BanglaGov is.

the PHOENIX14T BLEU-4. We do not read this
as being four times “better.” It mainly reflects how
narrow and repetitive BanglaGov is: a small vocab-
ulary and highly similar eating-related sentences
make the task far easier than open-domain weather
reports. Our scores should therefore not be read
as general BdSL translation. Inclusive evaluation
needs diverse signers, dialects, and everyday top-
ics, gathered with the community’s consent and
involvement.

6 Conclusion

We shared an early-stage adaptation of the gloss-
free SpaMo framework for BdSL, built under real
resource limits. Two findings stood out: a small
Bangla-specific model matched a much larger mul-
tilingual model on our data while being far cheaper
and faster to run, and a few simple, AI-suggested
configuration changes made training possible on
a single consumer-grade GPU. We offer these as
talking points rather than final answers. For SLT to
reach underrepresented languages and their com-
munities, we believe the field should question the
“bigger is better” default, treat compute access as
part of accessibility, and evaluate systems on data
that reflects the diversity of the communities they
claim to serve.

Ethics Statement

This work aims to support communication access
for the Deaf and hard-of-hearing community in
Bangladesh. Automatic translations can be wrong,
so such a system should support people rather than
replace human interpreters, and should be used
with a human in the loop for anything important.
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Our model is trained on a narrow domain and a
small set of signers, so it should not be assumed to
work for all of BdSL or all signers. We encourage
future data collection that includes more signers,
dialects, and topics, with informed consent and
community participation. We also note that we
used an AI assistant (Claude Opus 4.6) to help
choose training settings; we treat this as a tool
whose suggestions we checked, not as an author.

References
BanglaGov. 2025. Bangla sign language sentence

dataset. Available at https://huggingface.co/
datasets/banglagov/Ban-Sign-Sent-9K-V1.

Abhik Bhattacharjee, Tahmid Hasan, Wasi Uddin Ah-
mad, and Rifat Shahriyar. 2023. BanglaNLG and
BanglaT5: Benchmarks and resources for evaluating
low-resource natural language generation in Bangla.
In Findings of the Association for Computational
Linguistics: EACL 2023, pages 726–735, Dubrovnik,
Croatia. Association for Computational Linguistics.

Necati Cihan Camgoz, Simon Hadfield, Oscar Koller,
Hermann Ney, and Richard Bowden. 2018. Neural
sign language translation. In 2018 IEEE/CVF Con-
ference on Computer Vision and Pattern Recognition,
pages 7784–7793.

Hyung Won Chung, Le Hou, Shayne Longpre, Barret
Zoph, Yi Tay, William Fedus, Yunxuan Li, Xuezhi
Wang, Mostafa Dehghani, Siddhartha Brahma, Al-
bert Webson, Shixiang Shane Gu, Zhuyun Dai, Mirac
Suzgun, Xinyun Chen, Aakanksha Chowdhery, Alex
Castro-Ros, Marie Pellat, Kevin Robinson, and 16
others. 2024. Scaling instruction-finetuned language
models. Journal of Machine Learning Research,
25(70):1–53.

Necati Cihan Camgöz, Oscar Koller, Simon Hadfield,
and Richard Bowden. 2020. Sign language trans-
formers: Joint end-to-end sign language recognition
and translation. In 2020 IEEE/CVF Conference on
Computer Vision and Pattern Recognition (CVPR),
pages 10020–10030.

Edward J Hu, Yelong Shen, Phillip Wallis, Zeyuan
Allen-Zhu, Yuanzhi Li, Shean Wang, Lu Wang,
and Weizhu Chen. 2021. Lora: Low-rank adap-
tation of large language models. arXiv preprint
arXiv:2106.09685.

Eui Jun Hwang, Sukmin Cho, Junmyeong Lee, and
Jong C. Park. 2025. An efficient gloss-free sign lan-
guage translation using spatial configurations and
motion dynamics with LLMs. In Proceedings of
the 2025 Conference of the Nations of the Americas
Chapter of the Association for Computational Lin-
guistics: Human Language Technologies (Volume 1:
Long Papers), pages 3901–3920, Albuquerque, New
Mexico. Association for Computational Linguistics.

Jared Kaplan, Sam McCandlish, Tom Henighan, Tom B
Brown, Benjamin Chess, Rewon Child, Scott Gray,
Alec Radford, Jeffrey Wu, and Dario Amodei. 2020.
Scaling laws for neural language models. arXiv
preprint arXiv:2001.08361.

Niklas Muennighoff, Thomas Wang, Lintang Sutawika,
Adam Roberts, Stella Biderman, Teven Le Scao,
M Saiful Bari, Sheng Shen, Zheng Xin Yong, Hai-
ley Schoelkopf, Xiangru Tang, Dragomir Radev,
Alham Fikri Aji, Khalid Almubarak, Samuel Al-
banie, Zaid Alyafeai, Albert Webson, Edward Raff,
and Colin Raffel. 2023. Crosslingual generaliza-
tion through multitask finetuning. In Proceedings
of the 61st Annual Meeting of the Association for
Computational Linguistics (Volume 1: Long Papers),
pages 15991–16111, Toronto, Canada. Association
for Computational Linguistics.

Alec Radford, Jong Wook Kim, Chris Hallacy, Aditya
Ramesh, Gabriel Goh, Sandhini Agarwal, Girish Sas-
try, Amanda Askell, Pamela Mishkin, Jack Clark,
Gretchen Krueger, and Ilya Sutskever. 2021. Learn-
ing transferable visual models from natural language
supervision. In Proceedings of the 38th International
Conference on Machine Learning, volume 139 of
Proceedings of Machine Learning Research, pages
8748–8763. PMLR.

Zhan Tong, Yibing Song, Jue Wang, and Limin
Wang. 2022. Videomae: Masked autoencoders are
data-efficient learners for self-supervised video pre-
training. In Advances in Neural Information Process-
ing Systems, volume 35, pages 10078–10093. Curran
Associates, Inc.

Benjia Zhou, Zhigang Chen, Albert Clapés, Jun Wan,
Yanyan Liang, Sergio Escalera, Zhen Lei, and
Du Zhang. 2023. Gloss-free sign language transla-
tion: Improving from visual-language pretraining. In
2023 IEEE/CVF International Conference on Com-
puter Vision (ICCV), pages 20814–20824.

176

https://huggingface.co/datasets/banglagov/Ban-Sign-Sent-9K-V1
https://huggingface.co/datasets/banglagov/Ban-Sign-Sent-9K-V1
https://doi.org/10.18653/v1/2023.findings-eacl.54
https://doi.org/10.18653/v1/2023.findings-eacl.54
https://doi.org/10.18653/v1/2023.findings-eacl.54
https://doi.org/10.1109/CVPR.2018.00812
https://doi.org/10.1109/CVPR.2018.00812
http://jmlr.org/papers/v25/23-0870.html
http://jmlr.org/papers/v25/23-0870.html
https://doi.org/10.1109/CVPR42600.2020.01004
https://doi.org/10.1109/CVPR42600.2020.01004
https://doi.org/10.1109/CVPR42600.2020.01004
https://arxiv.org/abs/2106.09685
https://arxiv.org/abs/2106.09685
https://doi.org/10.18653/v1/2025.naacl-long.197
https://doi.org/10.18653/v1/2025.naacl-long.197
https://doi.org/10.18653/v1/2025.naacl-long.197
https://arxiv.org/abs/2001.08361
https://doi.org/10.18653/v1/2023.acl-long.891
https://doi.org/10.18653/v1/2023.acl-long.891
https://proceedings.mlr.press/v139/radford21a.html
https://proceedings.mlr.press/v139/radford21a.html
https://proceedings.mlr.press/v139/radford21a.html
https://doi.org/10.52202/068431-0732
https://doi.org/10.52202/068431-0732
https://doi.org/10.52202/068431-0732
https://doi.org/10.1109/ICCV51070.2023.01908
https://doi.org/10.1109/ICCV51070.2023.01908


Proceedings of the Second Workshop on Sign Language Processing, pages 177–192
October 29, 2026 ©2026 Association for Computational Linguistics

Zero-Shot Cross-Lingual Recognition of Sign Language Handshapes

Marcel Granero-Moya*, Carolina del Corral Farrarós*,
Gloria Haro, Coloma Ballester, Ricardo Marques

Universitat Pompeu Fabra

Abstract

Sign language processing advances rapidly
for high-resource languages such as American
Sign Language (ASL), yet most of the world’s
sign languages lack the phonological annota-
tions new methods require. We present the first
zero-shot cross-lingual framework for hand-
shape recognition, transferring from ASL to
Catalan Sign Language (LSC). Our approach
leverages the decomposition of handshapes into
five phonological features — selected fingers,
flexion, spread, thumb position, and thumb con-
tact — shared across both languages, to decode
LSC handshapes from predicted features via a
composite phonological distance metric. We
evaluate three architectures (MLP, SL-GCN,
SHuBERT) trained on two ASL corpora (Pop-
Sign, Sem-Lex) against a 37-handshape, single-
signer LSC benchmark. Zero-shot transfer
proves viable once recording-format dispari-
ties are harmonized, reaching 80.0% phonolog-
ical feature accuracy and 54.5% expected hand-
shape accuracy. Phonological decomposition
thus offers a bridge for extending sign language
technologies to low-resource languages with-
out any target-language video training labels.

1 Introduction

While over 70 million deaf people globally use over
200 distinct sign languages (SLs) (World Federa-
tion of the Deaf, 2026), most remain low-resource
(Bragg et al., 2019). Annotated corpora and model-
ing efforts are heavily concentrated on a few high-
resource languages like American Sign Language
(ASL). In contrast, Catalan Sign Language (LSC)
lacks the annotated resources needed to drive mod-
ern recognition systems, beyond a gloss-annotated
dataset (Institut d’Estudis Catalans, 2025) and com-
prehensive grammar (Quer and Barberà, 2020).

Sign Language Processing (SLP) is bottlenecked
by annotation costs: labels are costly and require

* Equal contribution.
Correspondence: marcel.granero@upf.edu

fluent experts, and gloss-level supervision does
not transfer across distinct lexicons. Phonologi-
cal features offer a compelling solution. They pro-
vide a linguistically grounded label set that bridges
languages. Because handshapes decompose into
core phonological features—selected fingers, fin-
ger flexion, spread, thumb position, and thumb con-
tact (Brentari, 1998)—a model trained on a high-
resource language could theoretically recognize un-
seen target-language handshapes by recombining
these shared phonological features.

While monolingual phonological recognition is
well established (Kezar et al., 2023; Carbo and
Nalisnick, 2025; Gueuwou et al., 2025; Inoue et al.,
2026), and prior cross-lingual modeling relies on
target-language annotations (Tornay et al., 2020;
Bilge et al., 2024), strictly zero-shot cross-lingual
phonological recognition remains unexplored.

We address this gap by transferring from ASL to
LSC. Our contributions are as follows.

• The first zero-shot cross-lingual handshape
recognition framework, evaluated across three
architectural paradigms (static MLP, SL-GCN
(Jiang et al., 2021), and SHuBERT (Gueu-
wou et al., 2025)), using two ASL corpora
(PopSign (Starner et al., 2023) and Sem-Lex
(Kezar et al., 2023)).

• A formal phonological alignment scheme
mapping Navarrete-González’s (2020) LSC
handshapes into the ASL-LEX 2.0 (Sehyr
et al., 2021) phonological feature space.

• A distance-based decoding protocol and
expected-accuracy metric designed to han-
dle mappings from phonological features to
target-language handshapes.

• Empirical evidence that transfer is viable—
achieving up to 80.0% phonological fea-
ture accuracy and 54.5% expected hand-
shape accuracy—but only after harmonizing
recording-format disparities.
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2 Related work

Our contribution bridges five lines of work that
structure this section. Cross-lingual phonological
transfer relies on three foundations: a shared fea-
ture inventory (phonology of sign languages), ro-
bust sign encoding models (sign language process-
ing), and annotated resources (phonology-curated
datasets). While their convergence enables mono-
lingual phonology recognition, extending this to
cross-lingual phonological recognition remains an
open frontier—where we position this work.

Phonology of Sign Languages Stokoe (1960)
and Battison (1978) established that Manual Fea-
tures of signs decompose into contrastive sub-
lexical units: handshape, palm orientation, loca-
tion, and movement. Subsequent frameworks like
Brentari’s (1998) Prosodic Model refined these into
a hierarchical feature geometry, decomposing hand-
shapes into finer-grained features such as selected
fingers, finger flexion, spread, and thumb posi-
tion; and decomposing movement into path and
location components. Modern datasets like ASL-
LEX (Caselli et al., 2017; Sehyr et al., 2021) code
phonology precisely at this granular level. Cru-
cially, LSC relies on these same sub-handshape
parameters (Quer and Barberà, 2020; Navarrete-
González, 2020). This structural overlap, stemming
from their shared lineage in the Francosign family
(Wittmann, 1991), motivates the cross-linguistic
transfer pursued in this work.

Sign Language Processing Early SLP relied on
gloss-based pipelines constrained by comparatively
small annotated datasets like RWTH-PHOENIX-
Weather dataset (Forster et al., 2012, 2014; Cam-
goz et al., 2018, 2020). Recent advances have
shifted the paradigm toward gloss-free translation
(Zhou et al., 2023; Lin et al., 2023; Müller et al.,
2023), mapping video or pose sequences directly
to text, but critically depend on robust visual fea-
tures. To address this, recent work leverages self-
supervised pre-training on large, unannotated video
corpora like YouTube-ASL (Uthus et al., 2023) and
YouTube-SL-25 (Tanzer and Zhang, 2025). Models
like SHuBERT (Gueuwou et al., 2025) use these
datasets to learn generalized spatio-temporal repre-
sentations without costly gloss annotations.

Phonology-Curated Datasets Interpreting fine-
grained sub-lexical structures requires dedicated
phonological resources. Several curated datasets
have emerged, though available resources remain

overwhelmingly restricted to ASL: ASL-LEX 2.0
(Sehyr et al., 2021) catalogs properties for over
2,700 glosses; Sem-Lex (Kezar et al., 2023) aligns
deaf signers’ isolated productions to ASL-LEX 2.0;
and PopSign (Starner et al., 2023; Chow et al.,
2023) offers game-collected sign recordings linked
to these phonological features. We refer the reader
to Section 3 for further dataset details.

Phonology Recognition Early work focused on
isolated feature extraction, with milestones like
DeepHand (Koller et al., 2016) targeting hand-
shape recognition. To enable deeper phonologi-
cal understanding, subsequent systems have lever-
aged on the aforementioned curated datasets to
capture complex spatial and temporal variations.
For example, Kezar et al. (2023) demonstrated
that phonology recognition is an effective aux-
iliary target for Isolated Sign Language Recog-
nition (ISLR), showing that an SL-GCN (Jiang
et al., 2021) trained on Sem-Lex achieves 85%
average accuracy across the 16 ASL-LEX phono-
logical feature types. For handshape recognition,
the Handshape-GNN model (Carbo and Nalisnick,
2025)—trained for the PopSign Kaggle challenge
(Chow et al., 2023)—separates temporal sign dy-
namics from static hand configurations, bench-
marking effectively against a multilayer percep-
tron (MLP) baseline. Similarly, the self-supervised
SHuBERT (Gueuwou et al., 2025) achieved state-
of-the-art ISLR accuracy on Sem-Lex when fine-
tuned, suggesting that its learned representations
implicitly encode sub-lexical phonological struc-
ture.

Cross-lingual Phonological Recognition De-
spite successes with rich, language-specific train-
ing data, the aforementioned models have not
been evaluated on lower resourced SLs in a cross-
lingual setup. Prior cross-lingual approaches adapt
phonological subunits on target-language data (Tor-
nay et al., 2020) or recognize novel signs from
a few labeled target-language examples (Bilge
et al., 2024). However, target-language annotation
is a prohibitively expensive bottleneck for under-
documented sign languages. A zero-shot approach
bypasses this by leveraging shared cross-linguistic
phonological structures. To our knowledge, zero-
shot cross-lingual sign phonology prediction re-
mains unexplored. We address this gap, demon-
strating successful zero-shot transfer and establish-
ing the first baseline for this task.
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3 Datasets

To evaluate cross-lingual transfer across diverse
capture conditions and signers, our framework com-
bines three ASL resources with a target LSC bench-
mark. Table 1 synthesizes their primary character-
istics.

ASL-LEX 2.0 (Sehyr et al., 2021) serves as the
ASL lexical-phonological reference dictionary, pro-
viding over 2,700 glosses with detailed phonologi-
cal annotations. While the dataset tracks 16 phono-
logical features, our handshape prediction pipeline
employs the 5 phonological features strictly related
to the handshape (selected fingers, flexion, spread,
thumb position, and thumb contact) plus handshape
class. Crucially, the combination of these 5 features
is not always a strict 1-to-1 mapping. As detailed
by Sehyr et al. (2021), phonological feature combi-
nations can group non-contrastive variants together
or fail to differentiate contrastive handshapes that
vary in unselected finger flexion (see Section 6).

Sem-Lex (Kezar et al., 2023) connects ASL-
LEX 2.0 annotations to a large-scale corpus of over
84,000 webcam video instances representing 3,149
signs recorded remotely by 41 Deaf signers. The
dataset combines ASL-LEX citation signs, free-
text responses, and SignBank (Hochgesang et al.,
2019) entries. Due to reproducibility issues with
the official pre-extracted poses, we re-extracted all
poses directly from the raw video source.

PopSign (Starner et al., 2023) introduces in-the-
wild mobile recordings collected from 47 ASL
learners, comprising ∼175k videos covering 250
isolated glosses balanced across all three dataset
splits. We utilize the raw video release of the game
split rather than the landmark-only Kaggle release
(Chow et al., 2023), as RGB source videos are re-
quired for hybrid multimodal architectures (e.g.,
SHuBERT) that process pixel features alongside
pose sequences.

LSC Benchmark1 was accessed as a pre-release
subset to evaluate zero-shot cross-lingual transfer.
It comprises 37 target handshapes performed by a
native Deaf LSC signer. Structured according to
SignHub’s LSC finger configuration (Navarrete-
González, 2020), each handshape contains two
videos: (1) a target handshape demonstration, and
(2) an example sign.

1A pre-release subset was shared with us prior to publica-
tion; redistribution and visual sample display are restricted by
the dataset creators.

Dataset Lang. #Hs #Glosses #Videos #Signers Rec. Type

ASL-LEX 2.0† ASL 58 2,723 2,723 – Studio
Sem-Lex ASL 58 3,149 84,568 41 Deaf Webcam
PopSign ASL 37 250 175,022 47 Learners Smartphone
LSC Benchmark LSC 37 – 74 1 Deaf Studio

Table 1: Overview and comparison of datasets evalu-
ated in our experiments. Lang.: sign language; #Hs.:
number of unique handshape classes; Rec. Type: video
recording environment or device. †ASL-LEX 2.0 was
used strictly as a lexical mapping reference; its video
data was not utilized in our experiments.

4 Methodology

4.1 Model Architectures
To benchmark phonological feature prediction and
cross-lingual transferability, we evaluate three rep-
resentative architectural paradigms: a lightweight
pose-based MLP baseline, a spatio-temporal graph
neural network (SL-GCN) (Jiang et al., 2021),
and a multi-modal pre-trained transformer (SHu-
BERT) (Gueuwou et al., 2025). Each architecture
is trained and evaluated across two distinct ASL
source datasets spanning different capture modal-
ities: Sem-Lex and PopSign. To ensure complete
reproducibility, we publicly release our model im-
plementations, hyperparameter configurations, and
evaluation pipelines, together with trained model
checkpoints.2

4.1.1 Baseline MLP
Following the static baseline architecture intro-
duced by Carbo and Nalisnick (2025), we employ
a Multi-Layer Perceptron (MLP) with 3 layers of
dimensions 63 → 256 → 256 → Nclasses. The
model operates strictly on static spatial features,
removing the temporal dimension by extracting a
single representative frame per sign sequence cor-
responding to minimal hand motion. Input features
consist of raw 3D hand landmarks (21 × 3 = 63
features) extracted via MediaPipe (Lugaresi et al.,
2019). The network is trained from scratch on Sem-
Lex and PopSign independently to predict multi-
label phonological feature targets. This model
serves as a computationally efficient reference to
compare with more complex temporal and multi-
modal architectures.

4.1.2 SL-GCN
To capture dynamic spatio-temporal hand move-
ments and finger interactions, we employ the

2https://marcelgranero.github.io/cross-lingual-
handshapes
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Sign Language Graph Convolutional Network (SL-
GCN) (Jiang et al., 2021), which served as the pri-
mary baseline for the Sem-Lex benchmark (Kezar
et al., 2023). SL-GCN models pose sequences as
spatio-temporal graphs, applying graph convolu-
tions across skeletal joints and temporal convolu-
tions across consecutive frames. Following Kezar
et al.’s (2023), we first train the network on ISLR
before fine-tuning for joint gloss and phonolog-
ical feature prediction across both Sem-Lex and
PopSign. To maintain a unified extraction pipeline
across both datasets (Section 3) and achieve op-
timal pose fidelity, all input pose sequences are
re-extracted via MediaPipe (Lugaresi et al., 2019)
directly from the raw video sources. The complete
reproduction benchmarks and validation metrics
are provided in Table 10 (Appendix C).

4.1.3 SHuBERT
To test whether large-scale video-pose pre-training
enhances zero-shot cross-lingual transfer compared
to purely pose-based models, we evaluate SHu-
BERT (Gueuwou et al., 2025). SHuBERT is a self-
supervised multimodal transformer pre-trained on
YouTube-ASL (Uthus et al., 2023) that fuses raw
video pixels with pose sequences. We fine-tune the
pre-trained encoder for phonological feature pre-
diction on Sem-Lex and PopSign. Reproduction
performance benchmarks against the original paper
are detailed in Table 11 (Appendix C).

4.2 Zero-Shot Cross-Lingual Transfer

To evaluate zero-shot handshape recognition across
languages, we map target LSC handshapes to five
phonological features in ASL-LEX format. Models
trained on ASL predict this shared phonological
feature space, and we map the resulting predicted
features to target LSC handshape classes with a
distance-based metric. Note that this protocol is
zero-shot with respect to target-language videos
and video-level labels, but it does presuppose a
dictionary-level target resource: a predefined LSC
handshape inventory and its handshape-to-feature
mapping (Appendix A).

4.2.1 Aligning LSC Handshapes to ASL-LEX
Phonological Features

To bridge the structural differences between ASL-
LEX 2.0 and the SignHub LSC annotations (SH-
LSC), we establish a rule-based alignment that de-
terministically assigns the five ASL-LEX phono-
logical features pertaining strictly to handshape

configuration —selected fingers, finger flexion,
spread, thumb position, and thumb contact— to
each LSC handshape (detailed in Appendices A
and B). Specifically, Spread and Thumb Contact
are mapped directly from SH-LSC to ASL-LEX
categories without structural modifications. Fin-
ger flexion is mapped by harmonizing label con-
ventions across schemes. For example, SH-LSC
Extended is mapped to ASL-LEX FullyOpen. Ad-
ditionally, because SH-LSC uses a single curved
category, curved maps to a combined Curved/Bent
class formed by joining ASL-LEX Curved and
Bent. Regarding thumb phonology, SH-LSC treats
the thumb as a standard selected finger, whereas
ASL-LEX excludes the thumb from Selected Fin-
gers unless it is the sole active digit. To align these
paradigms, we map SH-LSC Selected Fingers onto
ASL-LEX Selected Fingers and Thumb Position: if
an SH-LSC handshape includes the thumb t3 in its
selected set, t is re-encoded as Thumb Position =
Open and removed from Selected Fingers, un-
less t is the only selected digit (e.g., SH-LSC
{t, i,m} → ASL-LEX {i,m}+ Open).

4.2.2 Phonological Handshape Matching and
Evaluation

Phonological Representation Space Let
Psel,Pflex,Psprd,Pth_pos,Pth_cnt be discrete cate-
gorical sets representing five articulatory features:
selected fingers, finger flexion, spread, thumb posi-
tion, and thumb contact, respectively. The phono-
logical domain P is defined as their Cartesian
product: P = Psel×Pflex×Psprd×Pth_pos×Pth_cnt
An arbitrary phonological configuration is thus
represented as a 5-dimensional column vector
p = [psel, pflex, psprd, pth_pos, pth_cnt]

T ∈ P ,
where each component pk takes a value
from its corresponding feature set Pk. Let
H = {h1, h2, . . . , hC} denote the set of C = 37
target LSC handshape classes. Each class h ∈ H
is associated with a canonical phonological
feature vector p(h) ∈ P (See Table 7). We
define the set of valid LSC representations as
PLSC =

{
p(h) | h ∈ H

}
⊂ P . Notably, the

handshape-to-feature mapping h 7→ p(h) is
non-injective: two pairs4 among the 37 handshape

3Selected fingers are denoted as thumb t, index i, middle
m, ring r, and pinkie p.

47-flat_open with index+thumb-flat_open and
7-flat_closed with index+thumb-flat_closed coincide
on phonological features. These handshapes differ on
the unselected fingers flexion – closed or open for 7 and
index+thumb respectively.
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classes share identical feature vectors, yielding
|PLSC| = 35 unique canonical feature configura-
tions. Combinations in P that do not correspond
to any valid LSC handshape form the set of
unassociated phonological vectors U = P \ PLSC.

Inference and Constrained Decoding During
inference, the ASL-trained models generate cate-
gorical predictions for the five phonological chan-
nels. Because ASL’s selected fingers and fin-
ger flexion features contain more classes than
those in LSC (see Appendix B), we restrict each
model’s predictions to valid LSC target classes.
We achieve this by applying a target-space mask
to the output logits prior to the argmax opera-
tion5, yielding a predicted feature vector p̂ =
[p̂sel, p̂flex, p̂sprd, p̂th_pos, p̂th_cnt]

T ∈ P . However,
since each feature is predicted by an independent
classification head, nothing prevents the joint pre-
diction p̂ from falling into U .

Composite Phonological Distance Metric
Given a discrete predicted feature vector p̂ ∈ P
and a target handshape vector p(h) ∈ PLSC, we
measure their dissimilarity using a composite
distance function d(p̂,p(h)) =

∑
c∈C dc(p̂c, p

(h)
c )

where C = {sel,flex, sprd, th_pos, th_cnt} repre-
sents the set of feature categories. The category
distances dc are defined as follows. First, dsel is the
Hamming distance between the two selected-finger
representations, where a mismatch (present vs.
absent) for any of the four individual fingers
(i,m, r, p) adds 1 to the distance. Second, dflex is
defined over the four flexion values (FullyOpen,
Flat, Curved/Bent, and FullyClosed), assigning
a distance of 1 to every distinct pair except the
extreme transition FullyOpen ↔ FullyClosed,
which costs 2. Finally, dsprd, dth_pos, and dth_cnt
assign a distance of 0 for matching values6 and 1
for mismatches.

Candidate Selection and Evaluation The model
outputs discrete categorical class predictions for
each channel. Rather than requiring an exact vector
match, we map the predicted feature vector p̂ to
a set of candidate target handshapes Ĥ ⊂ H by
retrieving all classes whose feature vectors mini-
mize d(p̂,p(h)): Ĥ = argminh∈H d(p̂,p(h)). Be-
cause multiple handshapes can tie for the minimum

5We mask three flexion classes (Crossed, Stacked, and NA)
and four selected fingers combinations (imp, mr, mrp, and r).

6We include the NA class as a distinct, valid state for Spread
and Thumb contact.

Candidates (h) Phonological Features (p(h)) d(p̂,p(h))

Prediction (p̂ ∈ U ) {i,m, r}, FullyOpen, 1, Open, 0 –

8-extended {i,m}, FullyOpen, 1, Open, 0 1
5-extended {i,m, r, p}, FullyOpen, 1, Open, 0 1
3-extended {i,m, r}, FullyOpen, 1, Closed, 0 1

2-extended {i,m}, FullyOpen, 1, Closed, 0 2
4-extended {i,m, r, p}, FullyOpen, 1, Closed, 0 2
5-curved-open {i,m, r, p}, Curved/Bent, 1, Open, 0 2
8-curved-open {i,m}, Curved/Bent, 1, Open, 0 2
B-extended {i,m, r, p}, FullyOpen, 0, Open, 0 2

Table 2: Candidate selection for a prediction in U . Three
target classes tie at minimum distance d = 1, forming Ĥ.
Next-nearest classes (d = 2) are excluded. Mismatched
features are in red.

distance, Ĥ is a candidate set containing one or
more class labels. We evaluate performance us-
ing Expected Accuracy. Let h∗ ∈ H denote the
true target class. Sample-level expected accuracy
A(h∗, Ĥ) measures the probability of selecting h∗

under a uniform random choice from Ĥ, defined
as A(h∗, Ĥ) = 1/|Ĥ| if h∗ ∈ Ĥ, and 0 otherwise.
Table 2 illustrates a prediction p̂ ∈ U mapped to a
candidate set Ĥ of three equidistant target classes
(d = 1)7. This instance scores 1/3 if h∗ ∈ Ĥ, and
0 otherwise.

4.3 Mitigating Recording-Format Disparities
The LSC benchmark consists of uniform 16:9
1080p full-body studio footage recorded at 50 fps.
In contrast, the training corpora rely on in-the-wild
recordings—webcam video for Sem-Lex and smart-
phone footage for PopSign—with both training sets
having a median frame rate near 30 fps. To isolate
cross-lingual errors from these recording-format
disparities, we modify the LSC Benchmark clips to
match the training capture geometries and subsam-
ple them to lower frame rates. To address spatial
disparities, we extract a static bounding box cen-
tered on the median shoulder position for each tar-
get LSC clip, scaling it to match the training corpus
medians. Specifically, the target normalized shoul-
der width and vertical y-position are aligned with
Sem-Lex’s 4:3 landscape webcam format (denoted
as webcam) and PopSign’s 3:4 portrait smartphone
format (denoted as phone). Finally, to address tem-
poral disparities, frame rate subsampling is applied
to the LSC target clips after feature extraction us-
ing strides of 2 (25 fps) and 3 (16.7 fps). Integer
strides avoid frame interpolation; 25 fps approaches
the training corpora’s frame-rate medians, while
16.7 fps probes robustness below them. Note that

7See SignHub’s Finger Configuration.
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harmonization uses no target-side supervision: the
crop is computed independently for each clip from
its own pose sequence together with source-corpus
constants, without labels or any fitting across the
test set, and is therefore applicable to any input
video at inference time.

5 Results

In this section, we empirically evaluate the cross-
lingual transferability of phonological representa-
tions from ASL to LSC. We first verify our base-
line source-task reproductions and address pose
extraction artifacts. Next, we evaluate zero-shot
transfer performance on the LSC benchmark for
the three model architectures (MLP, SL-GCN, and
SHuBERT) and the two training corpora (Sem-Lex
and PopSign). Finally, we present a series of ab-
lations to isolate the key drivers of transfer perfor-
mance, examining the impact of recording-format
alignment, auxiliary supervision heads, and SHu-
BERT’s input channels and pretraining.

Source-Task Reproduction and Pose Correc-
tion Table 3 compares our reproduced perfor-
mance on Sem-Lex against the metrics reported
for SL-GCN (Kezar et al., 2023) and SHuBERT
(Gueuwou et al., 2025). While our SHuBERT
reproduction closely matches the published re-
sults, reaching 80.2% test macro Recall@1 ver-
sus the reported 79.4%, SL-GCN gloss recogni-
tion exhibits a noticeable gap. Training on the
released Sem-Lex pose files yields 57.1% Top-1
accuracy, underperforming the reported 66.6% by
9.5 percentage points. However, when the model is
trained with the poses we extracted from the source
videos—instead of Sem-Lex released poses—and
following the identical recipe, gloss top-1 accuracy
increases to 72.2%, surpassing the published base-
line rather than falling 9.5 points below it. Then,
we fine-tune it for joint gloss and phonological
feature prediction and improve the phonological
feature average from 78.7% to 87.1%. The shortfall
could be a property of the released data. Elsewhere
in this paper the SL-GCN Sem-Lex rows refer to
the model trained with re-extracted poses. Further
reproduction details are provided in Appendix C.

Zero-shot transfer to LSC We train all three
model architectures on PopSign and Sem-Lex us-
ing the full set of 16 phonological features. This
choice maintains consistency with prior work and
we hypothesize that additional feature targets pro-

Gloss Top-1 (%) ↑ 16-Feat. Ph. (%) ↑
Model Ref. Ours ∆ Ref. Ours ∆

SL-GCN (released poses) 66.6 57.1 -9.5 85.0 78.7 -6.3
SL-GCN (re-posed) 66.6 72.2 +5.6 85.0 87.1 +2.1

SHuBERT – – – 79.4 80.2 +0.9

Table 3: Reproduction fidelity of published Sem-Lex-
trained source models on the test set. Gloss Top-1:
top-1 sign gloss classification accuracy; 16-Feat. Ph.:
mean accuracy across all 16 phonological features. Ref.
denotes published baselines from Kezar et al. (2023) for
SL-GCN and Gueuwou et al. (2025) for SHuBERT. The
∆ columns give absolute percentage point differences
between our reproduction and the reference.

vide auxiliary supervision without degrading per-
formance, as ablated later in this section. However,
since our cross-lingual handshape recognition ap-
proach relies only on five handshape-related phono-
logical features, we evaluate performance using
the mean accuracy across these five phonological
features (Ph.% ↑) and the expected handshape ac-
curacy (Hs.% ↑). All models are evaluated across
three random seeds both in-domain on the corre-
sponding ASL test splits and zero-shot on LSC,
reporting mean performance alongside standard
deviations (Table 4).

As anticipated, all models score significantly
lower in the zero-shot LSC setting than in-domain,
with both metrics exhibiting similar trends. Train-
ing on Sem-Lex transfers better to unseen LSC
handshapes than training on PopSign, particularly
for the MLP (11.8% vs. 27.3% Hs.) and SHuBERT
(13.9% vs. 18.3% Hs.) models. For SL-GCN, the
two training corpora yield indistinguishable zero-
shot performance (8.3% vs. 8.6% Hs.). Notably,
while the MLP is the weakest model in-domain, it
emerges as the strongest zero-shot model on LSC,
leading both transfer metrics (62.6% Ph., 27.3%
Hs.). We hypothesize that high-capacity spatio-
temporal models overfit to source-dataset biases
and pose extraction artifacts.

Mitigating the recording-format gap As out-
lined in Section 4.3, we re-evaluated each model
under recording conditions closer to its training
distribution to isolate cross-lingual transfer from
recording-format disparities. To maintain a strict
zero-shot source-only setup, harmonization is de-
termined by the training corpus alone: each model
is evaluated with spatial cropping matching its cap-
ture geometry and the frame rate closest to its
training median—webcam at 25 fps for Sem-Lex-
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ASL test LSC zero-shot

Train Model Ph. (%) ↑ Hs. (%) ↑ Ph. (%) ↑ Hs. (%) ↑

PopSign
MLP 76.5±0.1 55.4±0.1 53.6±1.6 11.8±1.7
SL-GCN 98.2±0.1 96.5±0.1 52.3±0.7 8.3±2.4
SHuBERT 94.3±0.1 89.7±0.3 56.7±1.5 13.9±0.7

Sem-Lex
MLP 75.2±0.2 48.8±0.2 62.6±1.7 27.3±1.2
SL-GCN 90.0±0.1 78.4±0.3 47.9±2.6 8.6±3.7
SHuBERT 81.7±0.2 64.9±0.2 59.9±1.3 18.3±4.2

Table 4: In-domain ASL vs. zero-shot LSC transfer per-
formance. Three model families are trained on PopSign
and Sem-Lex, then evaluated on their respective ASL
test splits and zero-shot on the LSC benchmark. Ph.:
mean accuracy across handshape phonological features;
Hs.: expected handshape accuracy. Cells report the
mean ± standard deviation across random seeds. Bold
indicates the best-performing model within each train-
ing corpus block.

trained models and phone at 25 fps for PopSign-
trained ones (shaded cells in Table 5). Under this
corpus-matched setting, the Sem-Lex MLP reaches
80.0% Ph. / 54.5% Hs., the Sem-Lex SHuBERT
65.6% / 22.1%, and the PopSign SL-GCN 70.4% /
29.5%—gains of +17.4 / +27.2, +5.7 / +3.8, and
+18.1 / +21.2 points (Ph. / Hs.), respectively, over
their uncropped 50 fps baselines (Table 4).

For completeness and as an ablation of both
factors, Table 5 also reports performance across
the full grid of crop and frame-rate combinations.
Spatial cropping drives the vast majority of the
gains: compared to uncropped baselines at matched
frame rates, webcam and phone cropping yield av-
erage improvements of +11.1 / +11.3 and +10.5 /
+10.6 (Ph. / Hs.), respectively, whereas frame-rate
reduction offers marginal benefits (≤ 0.7 points av-
eraged across models; see Table 13 in Appendix D).

Crucially, tuning the configuration on the tar-
get benchmark—rather than adhering to a strict
zero-shot protocol—yields minimal gain. The grid
optimum coincides with the corpus-matched set-
ting for the strongest model (Sem-Lex MLP). For
the remaining models, the grid optima exceed the
corpus-matched configuration by at most 2.4 Ph.
/ 2.7 Hs. points (e.g., Sem-Lex SHuBERT at we-
bcam, 50 fps: 66.1% / 23.5%; PopSign SL-GCN
at phone, 16.7 fps: 72.5% / 31.5%). Thus, the
observed improvements hold under a strictly zero-
shot, source-only setup.

Appendix E decomposes these results per phono-
logical feature: the corpus-matched harmonization
gains concentrate on selected fingers and spread,
while flexion remains the weakest feature.

Ph. (%) ↑ Hs. (%) ↑
Model Crop 50 25 16.7 50 25 16.7

Po
pS

ig
n

MLP
no crop 53.6 50.4 51.9 11.8 10.4 12.0
webcam 71.9 72.6 71.9 25.3 26.9 27.8
phone 70.7 70.2 69.5 26.0 26.4 25.9

SL-GCN
no crop 52.3 55.0 54.7 8.3 11.8 9.9
webcam 67.0 68.2 69.3 19.8 22.4 20.7
phone 70.4 70.4 72.5 26.0 29.5 31.5

SHuBERT
no crop 56.7 55.6 54.8 13.9 13.4 14.5
webcam 55.6 56.2 56.8 14.6 15.8 15.1
phone 55.1 56.9 56.4 14.9 15.8 13.5

Se
m

-L
ex

MLP
no crop 62.6 60.5 62.9 27.3 22.4 25.0
webcam 79.7 80.0 79.8 53.8 54.5 52.9
phone 76.5 76.9 76.3 42.7 43.7 42.8

SL-GCN
no crop 47.9 50.2 51.6 8.6 9.6 10.3
webcam 56.3 57.2 57.8 13.1 14.5 15.9
phone 54.3 58.2 59.1 13.1 17.2 15.2

SHuBERT
no crop 59.9 58.5 58.2 18.3 15.7 16.3
webcam 66.1 65.6 65.0 23.5 22.1 23.5
phone 64.6 63.9 63.6 22.7 20.2 22.5

Table 5: Zero-shot evaluation on the LSC benchmark of
video-crop (none, 4:3 webcam, 3:4 phone) and frame-
rate (50, 25, 16.7) ablations for models trained on
PopSign and Sem-Lex. Ph.: mean accuracy of five
handshape phonological features; Hs.: expected hand-
shape accuracy. Bold indicates the best Ph. and Hs.
result per model configuration. Shaded cells mark
the corpus-matched harmonization configuration—crop
matching the training corpus, 25 fps (nearest to the train-
ing median)—fixed without consulting LSC results.

Target phonological heads To ablate the effect
of auxiliary supervision, we retrained each model
family on both ASL corpora to predict only the
five handshape phonological features alongside the
handshape class, rather than all 16 phonological
heads. Holding model architectures and random
seeds fixed, we present these comparative results
in Table 15 (Appendix F). Removing auxiliary su-
pervision yields no systematic benefits. In-domain,
the shallow MLP is largely unaffected (≤ 0.3 per-
centage point shift), while deeper architectures suf-
fer minor-to-moderate declines in handshape ac-
curacy, particularly on Sem-Lex (SHuBERT −4.8,
SL-GCN−3.1). On zero-shot LSC transfer, perfor-
mance fluctuates directionlessly (e.g., SHuBERT
Ph. +2.9 vs. SL-GCN Ph. −4.7 on Sem-Lex) with
overlapping seed standard deviations in nearly all
cases. We conclude that while auxiliary heads of-
fer mild regularization for deep models in-domain,
they neither systematically aid nor degrade cross-
lingual transfer.
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ASL test LSC zero-shot

Ablation Ph. (%) ↑ Hs. (%) ↑ Ph. (%) ↑ Hs. (%) ↑
Po

pS
ig

n all channels (reference) 94.3±0.1 89.7±0.3 56.7±1.5 13.9±0.7
hands-only 94.3±0.1 89.4±0.3 56.2±2.0 13.9±3.8
body-only 55.4±0.0 12.3±0.0 50.3±0.0†† 2.7±0.0††

no pre-training 90.6±0.5 83.1±0.9 50.6±4.6 8.6±3.5

Se
m

-L
ex

all channels (reference) 81.7±0.2 64.9±0.2 59.9±1.3 18.3±4.2
hands-only 81.8±0.1 64.2±0.6 64.4±3.2 23.5±5.8
body-only 55.0±0.0 11.0±1.1 50.3±0.0†† 2.7±0.0††

no pre-training 74.3±0.3 50.7±1.0 58.4±1.4 14.9±1.5

Table 6: Input channel and pre-training ablation for
SHuBERT fine-tuned on PopSign and Sem-Lex, evalu-
ated in-domain (ASL) and zero-shot (LSC). Ph.: mean
phonological feature accuracy; Hs.: expected handshape
accuracy. Cells report mean ± std over seeds; bold de-
notes best result per training corpus. ††Degenerate runs
emitting constant majority-class predictions.

SHuBERT ablations We ablate SHuBERT
along two axes (input channels and pretraining),
varying one factor at a time against the all-channel
pretrained reference (Table 6). Input channels:
SHuBERT fuses four positional streams: face, left
hand, right hand, and body posture. We evalu-
ate configurations retaining all four channels, the
two hand streams only, and the body stream only.
Dropped channels are masked using SHuBERT’s
pretrained mask embedding. Restricting the input
to hand channels matches the all-channel reference
with performance gaps in-domain falling within
the standard deviation, demonstrating that face
and body pose contribute minimally to handshape
recognition. Conversely, the body-only model col-
lapses: without hand signals, it predicts the train-
ing majority class, yielding a constant-predictor
floor (marked †† in Table 6). Pretraining: training
SHuBERT from scratch without self-supervised
pretraining confirms that SSL pretraining provides
substantial performance gains across all setups. On
Sem-Lex, pretraining boosts in-domain phonolog-
ical feature macro accuracy by +7.4 points and
handshape accuracy by +14.2 points, whereas on
PopSign the corresponding gains are +3.7 and
+6.6 points. Consequently, zero-shot transfer to
LSC exhibits a corresponding degradation when
removing pre-training.

6 Discussion

Cross-Lingual Transfer and Phonological Uni-
versality Our findings show that zero-shot cross-
lingual transfer from ASL to LSC is viable once
domain gaps in recording format such as spatial
cropping are explicitly harmonized. This supports

the hypothesis that phonological features capture
foundational articulatory properties that transcend
individual sign languages. However, important
scope limitations remain. Our evaluation is re-
stricted to a single historically related language pair
(ASL → LSC) and a benchmark containing two
videos per handshape from a single signer across 37
handshape classes (out of more than 43 described in
LSC, excluding fingerspelling, numerals, and clas-
sifiers). In particular, signer-independent general-
ization within LSC cannot be established from this
benchmark, and robustness to uncontrolled target
recording conditions remains untested. Although
our decoding framework remains mathematically
agnostic to the target set PLSC, future work will
evaluate this approach across larger multi-signer
datasets and typologically unrelated sign language
families to test cross-lingual universality.

Model Capacity, Dataset Biases, and Practical
Efficiency A key insight from our experiments is
the counterintuitive strength of the shallow MLP,
which outperforms deeper architectures in zero-
shot transfer. We hypothesize that high-capacity
spatio-temporal models (such as SHuBERT and
SL-GCN) overfit to source-dataset biases and pose-
extraction artifacts. Because the MLP lacks tem-
poral mechanics and receives only dominant-hand
features, its capacity bottleneck prevents it from
learning non-transferable contextual cues, yielding
superior zero-shot generalization. Crucially, our
ablations show that SHuBERT can be stripped to
hand-only input streams and supervised on only
six handshape-relevant heads without sacrificing
accuracy. This stream pruning significantly reduces
the annotation burden and computational overhead
required to deploy phonological recognizers for
handshape prediction in new target languages.

Static Phonological Representation Although
the 5-dimensional phonological feature vector suc-
cessfully grounds categorical decoding, its formula-
tion reveals structural limits as observed by Sehyr
et al. (2021). First, the feature mapping is non-
injective: the five phonological categories used in
this work fail to capture unselected finger flexion,
causing distinct handshapes to map to identical
phonological feature vectors. Second, reducing
signs to a single static handshape simplifies dy-
namic signing reality, overlooking handshape tran-
sitions over time as well as non-dominant hand
configurations. Extending the shared feature space
to parameterize unselected fingers, dynamic tempo-
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ral trajectories, and two-handed signs to the feature
space would expand cross-lingual transfer across
the complete manual phonological spectrum.

Expected Accuracy and Decoding Ties These
representational constraints are directly manifested
during evaluation, defining the expected handshape
accuracy as a diagnostic metric rather than a stan-
dard classification performance score. Because can-
didate ties are resolved uniformly at random, even
an ideal feature predictor achieves a theoretical ceil-
ing of 94.6% (reflecting 35 unique canonical fea-
ture configurations across 37 target classes). Such
ties stem from two distinct mechanisms: structural
ties between handshape class pairs sharing iden-
tical phonological feature vectors, and distance
ties, where a prediction lies equidistant from mul-
tiple valid LSC handshape classes. Future work
can resolve distance ties by leveraging the model’s
per-feature confidences—ensuring a single, deter-
ministic prediction—and disambiguate structural
ties only through supplementary information, such
as unselected finger flexion features.

7 Conclusions

In this work, we introduced the first zero-shot cross-
lingual framework for sign language handshape
recognition, bridging American Sign Language
(ASL) and Catalan Sign Language (LSC) through
a shared, linguistically grounded phonological fea-
ture space. By decomposing handshapes into five
phonological features and mapping predictions via
a composite distance metric, our method enables
direct target-language classification without requir-
ing target-language phonological training labels.

Evaluated across three distinct model architec-
tures (MLP, SL-GCN, and SHuBERT) and two
source corpora (PopSign and Sem-Lex), our experi-
ments on a single-signer LSC benchmark show that
zero-shot transfer is viable—achieving up to 80.0%
phonological feature accuracy and 54.5% expected
handshape accuracy. Crucially, we show that isolat-
ing true cross-lingual transfer requires first harmo-
nizing recording-format disparities such as spatial
cropping. Our experiments reveal that low-capacity
models (MLP) offer superior zero-shot general-
ization, providing evidence that model complex-
ity does not necessarily translate into better cross-
lingual transfer; we hypothesize that high-capacity
models overfit source-dataset spatio-temporal bi-
ases. Complex multimodal transformers (SHu-
BERT), meanwhile, can be pruned to hand-only

streams without loss of handshape performance.
These results support the hypothesis that phonologi-
cal decomposition can provide a language-agnostic
representation bridge: for the language pair studied,
this work substantially reduces target-language an-
notation requirements and opens new avenues for
scaling sign language technologies to underserved
sign communities and low-resource sign languages
worldwide.
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A LSC Handshape Inventory and Feature Mapping

LSC handshapes were derived from the SignHub LSC Grammar: Finger Configuration. We inferred
selected fingers from the finger configuration table, relying either on explicit mentions in the handshape
names or on standard number and letter conventions. Configuration values correspond to the original
header row, while spread was manually annotated following ASL-LEX rules.

Table 7 presents the complete inventory of 43 LSC handshapes alongside their original SignHub
annotations and mapped ASL-LEX features. The deterministic alignment procedure used to link these
two feature spaces is detailed in Section 4.2.1. Note that spread distinguishes class 5 (spread) from
B (unspread) exclusively for extended and curved open configurations. The remaining configurations
collapse into a single 5B class. We encode this merged class as unspread based on SignHub’s LSC finger
configuration illustrations and the benchmark clips.

As noted by Sehyr et al. (2021) and discussed in Section 6, the five ASL-LEX handshape features—
selected fingers, flexion, spread, thumb position, and thumb contact—cannot distinguish all handshapes,
as certain classes differ exclusively in the flexion of unselected fingers.

SignHub-inferred LSC annotations ASL-LEX 2.0 phonological features

LSC Handshape Sel. fingers Configuration Spread Sel. fingers Flexion Spread Thumb pos. Thumb cont.

6-extended t extended NA t FullyOpen NA Open NA
6-curved_open t curved open NA t Curved/Bent NA Open NA

6-closed t closed NA t FullyClosed NA Open NA
1-extended i extended NA i FullyOpen NA Closed 0

1-curved_open i curved open NA i Curved/Bent NA Closed 0
1-closed i closed NA i FullyClosed NA Closed 1

middle-extended m extended NA m FullyOpen NA Closed 0
middle-flat_open m flat open NA m Flat NA Closed 0

i-extended p extended NA p FullyOpen NA Closed 0
i-curved_open∗ p curved open NA p Curved/Bent NA Closed 0

7-extended ti extended NA i FullyOpen NA Open 0
7-flat_open† ti flat open NA i Flat NA Open 0

7-flat_closed‡ ti flat closed NA i Flat NA Open 1
7-curved_open ti curved open NA i Curved/Bent NA Open 0

index+thumb-flat_open† ti flat open NA i Flat NA Open 0
index+thumb-flat_closed‡ ti flat closed NA i Flat NA Open 1

index+thumb-curved_closed ti curved closed NA i Curved/Bent NA Open 1
middle+thumb-flat_open∗ tm flat open NA m Flat NA Open 0

middle+thumb-flat_closed∗ tm flat closed NA m Flat NA Open 1
middle+thumb-curved_closed∗ tm curved closed NA m Curved/Bent NA Open 1

2-extended im extended spread im FullyOpen 1 Closed 0
2-curved_open im curved open spread im Curved/Bent 1 Closed 0

2-curved_closed im curved closed spread im Curved/Bent 1 Closed 1
n-extended im extended unspread im FullyOpen 0 Closed 0

n-curved_open∗ im curved open unspread im Curved/Bent 0 Closed 0
Y-extended tp extended NA p FullyOpen NA Open 0
u-extended ip extended NA ip FullyOpen NA Closed 0
8-extended tim extended spread im FullyOpen 1 Open 0

8-flat_closed tim flat closed spread im Flat 0 Open 1
8-curved_open tim curved open spread im Curved/Bent 1 Open 0

4-extended imrp extended spread imrp FullyOpen 1 Closed 0
4-flat_open imrp flat open spread imrp Flat 0 Closed 0
5-extended timrp extended spread imrp FullyOpen 1 Open 0

5-curved_open timrp curved open spread imrp Curved/Bent 1 Open 0
b-extended timrp extended unspread imrp FullyOpen 0 Open 0

b-curved_open timrp curved open unspread imrp Curved/Bent 0 Open 0
5B-flat_open timrp flat open unspread∗∗ imrp Flat 0 Open 0

5B-flat_closed timrp flat closed unspread∗∗ imrp Flat 0 Open 1
5B-curved_closed timrp curved closed unspread∗∗ imrp Curved/Bent 0 Open 1

5B-closed timrp closed unspread∗∗ imrp FullyClosed NA Open 1
pinkie+middle+thumb-extended tmp extended NA mp FullyOpen NA Open 0

3-extended imr extended spread imr FullyOpen 1 Closed 0
3-curved_open∗ imr curved open spread imr Curved/Bent 1 Closed 0

Table 7: Mapping of the 43 LSC handshape classes (Navarrete-González, 2020) to ASL-LEX 2.0 phonological
features, alongside their SignHub-inferred annotations. Asterisks (∗) mark the six handshape classes lacking visual
clips in the benchmark. The double asterisk (∗∗) denotes collapsed 5B classes encoded as unspread (see text).
Classes sharing a dagger (†, ‡) possess identical ASL-LEX feature configurations, differing only in the flexion of
unselected fingers.
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B Phonological Feature Inventories Across Datasets

To analyze the structural granularity of the feature spaces across datasets, Table 8 contrasts the class counts
across each phonological feature for Sem-Lex, PopSign, and the LSC Benchmark. Table 9 provides an
itemized comparison of the value inventories for the five primary handshape features, explicitly denoting
merged classes (e.g., Curved/Bent) and structural gaps between ASL-LEX and LSC.

Comparing these label spaces highlights a key structural divergence in Selected Fingers: the combination
mp (middle and pinkie) is attested in LSC (e.g., in the pinkie+middle+thumb-extended handshape) but
absent from the ASL-LEX training set. Consequently, our model cannot directly predict the exact mp value
during zero-shot evaluation. Nevertheless, because target handshape retrieval relies on a distance metric
over the combined feature space, pinkie+middle+thumb-extended can still be successfully recovered
within the candidate set. To systematically handle unobserved finger combinations in future work,
finger selection could be decomposed into independent per-digit binary features rather than treating joint
configurations as discrete atomic classes.

Phonological Feature Sem-Lex PopSign LSC Benchmark

Other phonological features
Major Location 5 5 –
Minor Location 37 25 –
Second Minor Location 37 16 –
Contact 2 2 –
Sign Type 6 5 –
Repeated Movement 2 2 –
Path Movement 8 7 –
Wrist Twist 2 2 –
Spread Change 3 3 –
Nondominant Handshape 56 25 –

Handshape phonological features
Selected Fingers 12 9 9
Flexion 8 7 4
Spread 3 3 3
Thumb Position 2 2 2
Thumb Contact 3 3 3

Handshape class
Handshape 58 37 37

Table 8: Number of classes per phonological feature in each dataset’s label space. Sem-Lex uses the full ASL-LEX
2.0 coding; PopSign’s space is reduced to the values attested among its 250 glosses; the LSC Benchmark column is
the canonical target space of the five handshape features in ASL-LEX format (Curved and Bent flexion merged) plus
the 37 handshape classes – the remaining features have no LSC annotation (–). Counts include the NA class where
the annotation has structurally-absent values (Table 9 lists the value inventories of the five handshape features).

Feature ASL-LEX 2.0 values LSC values (ASL-LEX format)

Selected Fingers t, i, m, r, p, im, ip, mr, imr, imp, mrp, imrp t, i, m, p, im, ip, mp, imr, imrp
Flexion FullyOpen, Flat, Curved, Bent, FullyClosed,

Stacked, Crossed, NA
FullyOpen, Flat, Curved/Bent, Fully-
Closed

Spread 0, 1, NA 0, 1, NA
Thumb Position Open, Closed Open, Closed
Thumb Contact 0, 1, NA 0, 1, NA

Table 9: Value inventories of the five phonological features strictly related to handshape: the ASL-LEX 2.0 space
the models are trained on vs the reduced LSC target space in ASL-LEX format. Bold marks the changes: ASL-LEX
values with no identical LSC counterpart (Crossed, Stacked, and flexion NA have no LSC realisation; Curved and
Bent collapse into the merged Curved/Bent class; four selected-finger combinations are unattested in LSC) and LSC
values absent from the ASL-LEX space (the merged Curved/Bent; mp, attested in LSC but not in ASL-LEX). NA is
a real class, marking structurally-absent values, never missing supervision.
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Test Top-1 Accuracy (%) ↑
Released Poses Re-posed

Feature Ref. Ours ∆ Ours ∆

Gloss ISR (Tab. 4/6): the feature heads’ encoder
Gloss top-1 66.6 57.1 -9.5 72.2 +5.6
Gloss top-3 81.5 71.1 -10.4 85.6 +4.1

Phonological features (Tab. 5, multitask)
Major Location 87.5 79.4 -8.1 88.4 +0.9
Minor Location 78.1 67.3 -10.8 80.0 +1.9
2nd Minor Location 77.2 69.2 -8.0 80.4 +3.2
Contact 88.6 85.1 -3.5 90.7 +2.1
Sign Type 87.9 80.8 -7.1 88.8 +0.9
Repeated Movement 85.4 81.5 -3.9 88.6 +3.2
Path Movement 75.4 69.7 -5.7 80.4 +5.0
Wrist Twist 92.6 89.5 -3.1 93.5 +0.9
Spread Change 89.5 84.3 -5.2 91.2 +1.7
Nondominant Handshape 81.7 72.4 -9.3 82.9 +1.2
Selected Fingers 90.2 84.6 -5.6 92.3 +2.1
Flexion 81.0 73.8 -7.2 83.3 +2.3
Spread 88.0 81.7 -6.3 89.6 +1.6
Thumb Position 91.5 87.7 -3.8 92.6 +1.1
Thumb Contact 91.1 86.4 -4.7 92.2 +1.1
Handshape 74.7 65.6 -9.1 78.4 +3.7
Average 85.0 78.7 -6.3 87.1 +2.1

Table 10: SL-GCN reproduction fidelity on the test
split. We compare the results reported by Sem-Lex
(Kezar et al., 2023) against our reproduction runs. Our
models are evaluated on two pose sets: the original
Released Poses provided by the benchmark, and Re-
extracted, which denotes the poses we independently
extracted from the same videos. The ∆ columns indicate
the absolute percentage point difference between our
reproduction and the baseline.

C Reproduction Results

To ensure the reliability of our baseline implementa-
tions, we reproduce experiments on both SL-GCN
(Kezar et al., 2023) and SHuBERT (Gueuwou et al.,
2025). Table 10 reports the reproduction fidelity
for SL-GCN across two distinct pose inputs: the
official pose files shipped with the Sem-Lex release
versus pose sequences extracted directly from the
raw dataset videos using our pipeline. Evaluat-
ing on the official released poses reveals a system-
atic performance drop (averaging −6.3 percentage
points), whereas our re-extracted pose sequences
reliably match and slightly exceed original paper
metrics (+2.1 percentage points on average across
phonological tasks).

Table 11 evaluates our fine-tuned SHuBERT
baseline against the published Sem-Lex test re-
sults. Our reproduced SHuBERT model consis-
tently matches or marginally outperforms pub-
lished per-feature Recall@1 scores in all 16 phono-
logical dimensions, achieving an average perfor-
mance gain of +0.86 percentage points.

Test Recall@1 (%) ↑
Phonological Feature Ref. Ours ∆

Major Location 84.77 85.03 +0.26
Minor Location 71.30 71.73 +0.43
2nd Minor Location 73.28 73.64 +0.36
Contact 86.84 87.35 +0.51
Sign Type 84.64 84.66 +0.02
Repeated Movement 82.65 84.01 +1.36
Path Movement 72.75 72.92 +0.17
Wrist Twist 90.58 91.48 +0.90
Spread Change 81.60 82.85 +1.25
Nondominant Handshape 76.32 76.72 +0.40
Selected Fingers 79.53 81.04 +1.51
Flexion 72.64 74.38 +1.74
Spread 79.42 80.38 +0.96
Thumb Position 86.04 87.03 +0.99
Thumb Contact 84.74 85.76 +1.02
Handshape 62.93 64.89 +1.96

Average 79.38 80.24 +0.86

Table 11: SHuBERT reproduction fidelity evaluated
on the Sem-Lex test set. We compare the per-feature
Recall@1 results reported in the original SHuBERT
baseline (Gueuwou et al., 2025) against our fine-tuned
reproduction. The ∆ column indicates the absolute
percentage point difference between our reproduction
and the baseline.

D Further results for mitigation of
recording-format gap

To provide a full accounting of stability and individ-
ual factor contributions in our domain-adaptation
experiments, this section presents detailed break-
downs of the cropping format and frame-rate ab-
lations. Table 12 extends Table 5 from the main
text by reporting sample standard deviations across
three random seeds for every cell in the 3× 3 grid
of crop configurations (uncropped, 4:3 webcam,
and 3:4 phone portrait) and frame rates (50 fps,
25 fps, and 16.7 fps). Table 13 isolates the marginal
treatment effects (∆) of spatial cropping relative to
uncropped inputs, as well as temporal frame-rate
reductions relative to native 50 fps video.

Spatial alignment drives gains. Spatial crop-
ping yields substantial performance improvements
for all models (+10.5%–+11.3% average gain),
peaking at +28.9% for MLP handshape accu-
racy on Sem-Lex. This shows pose-based mod-
els are sensitive to video framing, though SHu-
BERT is less affected by uncropped inputs. Con-
versely, frame-rate reductions (from 50 fps to 25
or 16.7 fps) have a negligible impact (≤ +0.7%
average change). This confirms that spatial domain
shift—rather than temporal resolution—is the pri-
mary bottleneck in zero-shot cross-dataset transfer.
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Ph. (%) ↑ Hs. (%) ↑
Model Crop 50 fps 25 fps 16.7 fps 50 fps 25 fps 16.7 fps

Po
pS

ig
n

MLP
no crop 53.6±1.6 50.4±2.6 51.9±2.1 11.8±1.7 10.4±2.8 12.0±2.9
webcam crop 71.9±2.1 72.6±2.0 71.9±2.1 25.3±2.0 26.9±2.8 27.8±3.7
phone crop 70.7±2.3 70.2±1.1 69.5±1.3 26.0±1.9 26.4±1.8 25.9±1.4

SL-GCN
no crop 52.3±0.7 55.0±1.0 54.7±2.3 8.3±2.4 11.8±0.5 9.9±1.7
webcam crop 67.0±1.4 68.2±1.8 69.3±0.7 19.8±2.2 22.4±3.3 20.7±2.2
phone crop 70.4±1.1 70.4±0.9 72.5±0.4 26.0±1.6 29.5±2.7 31.5±1.0

SHuBERT
no crop 56.7±1.5 55.6±1.0 54.8±2.3 13.9±0.7 13.4±1.1 14.5±1.6
webcam crop 55.6±1.5 56.2±1.5 56.8±1.1 14.6±1.4 15.8±1.0 15.1±0.7
phone crop 55.1±1.4 56.9±1.3 56.4±1.2 14.9±0.2 15.8±1.6 13.5±1.8

Se
m

-L
ex

MLP
no crop 62.6±1.7 60.5±1.9 62.9±1.6 27.3±1.2 22.4±0.8 25.0±1.2
webcam crop 79.7±1.2 80.0±0.9 79.8±0.7 53.8±2.6 54.5±3.6 52.9±3.3
phone crop 76.5±1.2 76.9±1.1 76.3±0.4 42.7±1.9 43.7±2.2 42.8±2.3

SL-GCN
no crop 47.9±2.6 50.2±3.1 51.6±4.4 8.6±3.7 9.6±2.1 10.3±4.0
webcam crop 56.3±4.3 57.2±3.3 57.8±0.9 13.1±4.8 14.5±1.2 15.9±0.5
phone crop 54.3±5.3 58.2±5.3 59.1±1.0 13.1±3.6 17.2±4.4 15.2±1.7

SHuBERT
no crop 59.9±1.3 58.5±0.7 58.2±1.8 18.3±4.2 15.7±3.2 16.3±4.6
webcam crop 66.1±2.3 65.6±2.0 65.0±1.7 23.5±5.3 22.1±1.8 23.5±5.1
phone crop 64.6±0.7 63.9±1.3 63.6±1.9 22.7±2.5 20.2±1.1 22.5±3.6

Table 12: Video-crop × frame-rate ablation on the LSC benchmark with seed spreads: the appendix sibling of
Table 5. Models are trained on PopSign and Sem-Lex and evaluated zero-shot on the LSC Benchmark. Ph. is the
mean accuracy over the five handshape phonological features; Hs. is the expected handshape accuracy; decoding
is constrained to the LSC inventory. The Crop column gives the type of image cropping applied to the LSC clips
(none, webcam-style 4:3, or phone-style 3:4 portrait), with each model’s input re-extracted from the cropped video;
the numeric sub-columns give the video frame rate in fps (native 50, subsampled 25 and 16.7). Bold marks, for
each trained model, its best Ph. and best Hs. cell over the whole grid; shaded cells mark the corpus-matched
harmonization configuration (crop matching the training corpus, 25 fps), fixed without consulting LSC results. Cells
are mean± sample sd over three seeds.

Phonological feature macro ∆ (%) ↑ Expected handshape ∆ (%) ↑
Model webcam phone 25 16.7 webcam phone 25 16.7

Po
pS

ig
n MLP +20.2±2.3 +18.2±2.0 -1.0±0.4 -1.0±0.3 +15.3±3.6 +14.7±3.1 +0.2±0.3 +0.9±0.9

SL-GCN +14.2±1.9 +17.1±1.2 +1.3±1.3 +2.3±1.0 +11.0±2.8 +19.0±2.5 +3.2±2.9 +2.7±1.9
SHuBERT +0.5±0.8 +0.5±0.5 +0.5±0.3 +0.2±0.4 +1.2±1.7 +0.8±1.0 +0.5±0.4 -0.1±1.1
mean +11.6±10.1 +11.9±9.9 +0.2±1.2 +0.5±1.7 +9.1±7.2 +11.5±9.5 +1.3±1.7 +1.2±1.4

Se
m

-L
ex

MLP +17.8±1.2 +14.6±1.1 -0.5±0.4 +0.1±0.4 +28.9±2.4 +18.2±1.4 -1.0±0.5 -1.0±0.7
SL-GCN +7.2±3.4 +7.3±4.7 +2.3±1.9 +3.3±2.1 +5.0±3.1 +5.6±4.1 +2.2±1.0 +2.2±1.6
SHuBERT +6.7±2.2 +5.2±2.3 -0.9±1.1 -1.3±1.0 +6.3±0.8 +5.1±2.3 -2.2±1.7 -0.7±2.3
mean +10.6±6.3 +9.0±4.9 +0.3±1.8 +0.7±2.4 +13.4±13.4 +9.6±7.4 -0.3±2.3 +0.1±1.8

M
ea

n

MLP +19.0±1.7 +16.4±2.5 -0.7±0.4 -0.5±0.7 +22.1±9.6 +16.4±2.5 -0.4±0.9 -0.1±1.3
SL-GCN +10.7±4.9 +12.2±6.9 +1.8±0.7 +2.8±0.7 +8.0±4.2 +12.3±9.4 +2.7±0.7 +2.4±0.3
SHuBERT +3.6±4.4 +2.8±3.3 -0.2±1.0 -0.5±1.0 +3.8±3.6 +2.9±3.0 -0.8±1.9 -0.4±0.5
mean +11.1±7.5 +10.5±7.2 +0.3±1.3 +0.6±1.8 +11.3±9.9 +10.6±7.7 +0.5±2.0 +0.7±1.5

Table 13: Treatment effects of the crop × frame-rate grid, one row per trained model. webcam and phone are the
crop’s effect against the uncropped clips, averaged over the three frame rates; 25 and 16.7 are the frame rate’s effect
against native 50 fps, averaged over the three crops. Mean rows average the unrounded deltas of the rows in their
scope (a corpus, a model family across both corpora, or all six models); their ± is the sd across the averaged rows,
not a seed sd – every other ± is a sample sd over three seeds.
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Per-feature accuracy (%) ↑
Model Config SF Flex. Sprd. Th.Pos. Th.Cnt. Ph.

Majority class 27.0 40.5 54.1 62.2 67.6 50.3

Po
pS

ig
n

MLP
no crop, 50 47.7 44.6 64.9 64.4 46.4 53.6
phone, 25 76.6 60.8 87.8 60.8 64.9 70.2

SL-GCN
no crop, 50 49.5 40.1 53.6 64.9 53.2 52.3
phone, 25 74.3 53.6 77.5 66.7 79.7 70.4

SHuBERT
no crop, 50 39.6 44.1 64.9 67.6 67.1 56.7
phone, 25 44.1 44.1 63.5 67.6 65.3 56.9

Se
m

-L
ex

MLP
no crop, 50 64.0 48.6 63.5 74.8 62.2 62.6
webcam, 25 88.3 69.8 87.8 77.5 76.6 80.0

SL-GCN
no crop, 50 43.7 33.8 45.0 61.3 55.9 47.9
webcam, 25 57.7 41.9 58.6 63.1 64.9 57.2

SHuBERT
no crop, 50 49.1 47.7 64.9 69.4 68.5 59.9
webcam, 25 57.2 49.5 68.0 75.7 77.5 65.6

Table 14: Per-feature error analysis on the LSC bench-
mark: accuracy of each of the five phonological features
and their mean (Ph.), computed over the 74 benchmark
clips and three seeds. Each model is evaluated zero-shot
on the raw recordings (no crop, native 50 fps) and with
corpus-matched harmonization (crop matching the train-
ing corpus, 25 fps; shaded in Table 5); the two settings
differ only in label-free video pre-processing. Majority
class: a constant predictor answering the benchmark’s
most frequent value per feature. Bold: best config per
model and feature. SF: selected fingers.

E Per-Feature Error Analysis

Table 14 decomposes the zero-shot LSC results
into the five phonological features, reporting the
accuracy of each feature together with their mean
(Ph.). Each model is evaluated zero-shot on the raw
recordings (no crop, 50 fps) and with its corpus-
matched harmonization; the rows thus decompose
exactly the aggregate values of Table 5. The ma-
jority class row reports the accuracy of a constant
predictor answering the benchmark’s most frequent
value per feature. Because our models are trained
on ASL corpora whose class priors differ from
the benchmark’s and never observe its distribution,
this row is a reference line rather than an expected
floor. Three patterns emerge. First, flexion—a four-
way distinction of finger curvature—is the weakest
or tied-weakest feature in every corpus-matched
configuration. Second, harmonization gains con-
centrate on selected fingers and spread (e.g., +24.3
points each for the Sem-Lex MLP), while thumb
position is nearly unaffected. Third, measured
against the majority references, the learned signal is
largest for selected fingers (88.3% vs. a 27.0% ref-
erence for the Sem-Lex MLP) and smallest for the
two thumb features, whose accuracies stay within
a few points of their references.

ASL Test LSC Zero-Shot

Model Setting Ph. (%) ↑ Hs. (%) ↑ Ph. (%) ↑ Hs. (%) ↑

Po
pS

ig
n

MLP
all16 76.5±0.1 55.4±0.1 53.6±1.6 11.8±1.7
heads6 76.7±0.1 55.5±0.2 55.1±0.7 12.8±0.5

SL-GCN
all16 98.2±0.1 96.5±0.1 52.3±0.7 8.3±2.4
heads6 98.0±0.1 96.1±0.1 53.9±1.1 5.4±2.3

SHuBERT
all16 94.3±0.1 89.7±0.3 56.7±1.5 13.9±0.7
heads6 93.7±0.2 88.4±0.5 55.5±3.6 16.5±2.9

Se
m

-L
ex

MLP
all16 75.2±0.2 48.8±0.2 62.6±1.7 27.3±1.2
heads6 75.5±0.1 48.8±0.2 59.1±1.6 27.3±1.2

SL-GCN
all16 90.0±0.1 78.4±0.3 47.9±2.6 8.6±3.7
heads6 88.8±0.3 75.3±0.4 43.2±4.9 5.0±1.0

SHuBERT
all16 81.7±0.2 64.9±0.2 59.9±1.3 18.3±4.2
heads6 79.9±0.2 60.1±0.3 62.8±3.0 18.5±3.3

Table 15: Supervision head-set ablation across all three
model families. Models are grouped by training set
(PopSign and Sem-Lex blocks) and evaluated on two
test sets: in-domain (ASL Test) and zero-shot (LSC
Zero-Shot). Setting: full 16-head training (all16) vs.
6 handshape-relevant heads (heads6). Ph.: mean accu-
racy across the handshape phonological features; Hs.:
expected handshape accuracy. Cells report mean± stan-
dard deviation across seeds; bold denotes the higher
value per paired ablation setting.

F Ablation on Target Phonological Heads

To evaluate the impact of auxiliary multi-task super-
vision, we compare models trained to predict all 16
phonological features (denoted as all16) against
those trained exclusively on the 6 handshape-
related heads, i.e. the five handshape phonological
features alongside the handshape class, (denoted as
heads6), as introduced in Section 5.

Table 15 details the empirical results, revealing a
clear trade-off between in-domain performance and
zero-shot transfer capability. For in-domain ASL
evaluation, the full 16-head auxiliary supervision
(all16) acts as a valuable multi-task regularizer for
the more complex architectures (SL-GCN and SHu-
BERT), consistently yielding higher accuracy than
heads6. However, in zero-shot LSC transfer, re-
stricting supervision to heads6 frequently results in
competitive or even superior performance. For ex-
ample, Sem-Lex-trained SHuBERT improves from
59.9% to 62.8% (Ph.) when discarding the aux-
iliary non-handshape heads. Similarly, the sim-
pler MLP baseline slightly benefits from the fo-
cused heads6 setting across both datasets. This
suggests that while full multi-tasking helps ro-
bustly model in-domain ASL phonology, focusing
solely on handshape variables can sometimes pre-
vent over-specialization to ASL’s specific feature
distributions, aiding cross-lingual generalization.
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Abstract

Fingerspelling is a significant component of
Sign Language (SL), allowing the interpreta-
tion of proper names, characterized by fast
hand movements during signing. Although pre-
vious works on fingerspelling recognition have
focused on processing the temporal dimension
of videos, there remains room for improving
the accuracy of these approaches. This paper
introduces HandReader, a group of three archi-
tectures designed to address the fingerspelling
recognition task. HandReaderRGB employs
the novel Temporal Shift-Adaptive Module
(TSAM) to process RGB features from videos
of varying lengths while preserving important
sequential information. HandReaderKP is built
on the proposed Temporal Pose Encoder (TPE)
operating on keypoints as tensors. Such key-
point composition in a batch allows the en-
coder to pass them through 2D and 3D con-
volution layers, utilizing temporal and spatial
information and accumulating keypoint coordi-
nates. We also introduce HandReaderRGB+KP

– architecture with a joint encoder to benefit
from RGB and keypoint modalities. Each Han-
dReader model possesses distinct advantages:
on the ChicagoFSWild and ChicagoFSWild+
datasets, HandReader models achieve the best
results among methods trained on a single train-
ing set, including a new state-of-the-art result
on ChicagoFSWild+.

1 Introduction

Sign Language (SL) facilitates communication
among more than 430 million deaf and hard-of-
hearing individuals worldwide1. Due to the limited
quantity of SL interpreters, an automatic SL Recog-
nition (SLR) system can bridge the communication
barrier between deaf individuals and people with-
out SL knowledge (National Deaf Center, 2022;
Nimdzi Insights, 2021; Globo Language Solutions,

1https://www.who.int/news-room/fact-sheets/de
tail/deafness-and-hearing-loss

2023). Such systems find application in schools,
hospitals, and other social environments.

Fingerspelling is an integral component of any
sign language, used for parts of speech, such
as prepositions, conjunctions, and interjections,
proper names, and instances without specific signs,
such as addresses, abbreviations, and surnames.
For example, to sign the metro station’s name, the
SL user should sign it letter by letter, using the
corresponding signs for each letter from the SL al-
phabet. Therefore, fingerspelling is characterized
by rapid and swift movements, complicating its
recognition by blurry video frames. The motiva-
tion to tackle the fingerspelling recognition task is
supported by interest from major companies, such
as Google, which organized a Kaggle competition
(Chow et al., 2023) to address it.

Many prior approaches to fingerspelling recog-
nition are based on neural networks capable of
processing the temporal component. To con-
vert a video which consists of a frame sequence
I = {I1, I2, ..., In} to a letter sequence W =
{W1,W2, ...,Wk}, encoder-decoder architectures
are typically utilized (Fayyazsanavi et al., 2024;
Kumwilaisak et al., 2022; Shi et al., 2018). How-
ever, fingerspelling recognition, similar to Auto-
matic Speech Recognition (ASR) and Optical Char-
acter Recognition (OCR), is complicated by the
lack of alignment between W and I , as multiple
frames can interpret a single letter. The Connec-
tionist Temporal Classification (CTC) loss (Graves,
2012) function is widely used in ASR and OCR to
address this challenge by facilitating the learning
of alignment between input frames and their cor-
responding output sequences, without the need for
explicitly annotated segmentations. So, there is an
option to simplify the task and enhance methods’
performance by employing not only RGB frames
but also such modalities as depth maps, keypoints,
or combinations of video frames and keypoints
(Kang et al., 2015; Shi et al., 2019; Fayyazsanavi
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Figure 1: Three HandReader architectures. a) The videos with different lengths b) are processed to get crops and
keypoints for HandReaderRGB and HandReaderKP , respectively, c) form the batches, and d) pass through the en-
coders. Further, e) the GRU decoder is applied to the encoder outputs. The final output of the HandReaderRGB+KP

is obtained by summing the outputs of TSAM and TPE. Red-colored encoders are the paper’s contribution.

et al., 2024; Parelli et al., 2020).
Despite multiple attempts to enhance finger-

spelling recognition, the results of prior methods
(Kang et al., 2015; Shi et al., 2019; Fayyazsanavi
et al., 2024; Parelli et al., 2020; Shi et al., 2018;
Pannattee et al., 2024; Kumwilaisak et al., 2022) on
two American fingerspelling datasets – ChicagoF-
SWild (Shi et al., 2018) and ChicagoFSWild+ (Shi
et al., 2019) highlight the need for improved ac-
curacy to ensure the applicability of existing ap-
proaches in real-world scenarios. Our work aims to
enhance letter recognition accuracy while keeping
the architectures lightweight.

We aimed to develop an efficient approach for
fingerspelling recognition. The contributions of
this paper are summarized as follows:

• We introduce the Temporal Shift-Adaptive
Module (TSAM), extending the original Tem-
poral Shift Module (TSM) (Lin et al., 2019) to
effectively process RGB image features from
videos of varying lengths without trimming or
padding.

• The Temporal Pose Encoder (TPE) to operate
keypoints as three-channel tensors, capturing
spatial and temporal information.

• HandReader, a group of three architectures
(see Figure 1) that achieved a state-of-the-art
result on the ChicagoFSWild+ test set and the
best result on ChicagoFSWild among models
trained solely on its training set.

We release the pre-trained models and code2.

2 Related Work

This overview excludes isolated Sign Language
Recognition and Continuous Sign Language Recog-
nition (CSLR) research, as methods for these tasks
operate at the sign level: CSLR is further compli-
cated by the need to recognize the independent re-
lationships between signs and letters within words.
In contrast, fingerspelling recognition presents a
more straightforward one-to-one correspondence.

Recently, the fingerspelling recognition task has
been explored using various data modalities, includ-
ing RGB imagery (Shi et al., 2019, 2018; Pannattee
et al., 2024; Kumwilaisak et al., 2022), keypoints
(Fayyazsanavi et al., 2024), and depth maps (Kang
et al., 2015). Moreover, Parelli et al. (2020) uti-
lized data obtained by combining different modal-
ities. Researchers are motivated to focus on the

2https://github.com/ai-forever/HandReader
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RGB modality because a fingerspelling recogni-
tion system must apply in real-world conditions
and resist external changes. Meanwhile, acquir-
ing data from other modalities requires additional
equipment, such as extra cameras like Kinect for
depth maps or an extra data processing stage for
keypoints.

Typical videos for the fingerspelling task contain
irrelevant information, such as backgrounds and
foreign objects. Therefore, only RGB data requires
the model to identify the most relevant areas in
the frames, specifically the hands, before recog-
nizing a sign sequence. To simplify locating the
signing hand, Shi et al. (2018) developed a hand
detection method using Faster R-CNN, then trained
a CNN-LSTM model for the recognition task. In
their subsequent work (Shi et al., 2019), they re-
placed the explicit hand detection method with an
iterative attention mechanism. The authors of Pan-
nattee et al. (2024) and Kumwilaisak et al. (2022)
employed representation learning to improve the
model’s ability to distinguish different signs by
alignment from CTC and incorporated the method
from Shi et al. (2019) as a preprocessing stage. Pan-
nattee et al. (2024) acquired state-of-the-art results
on ChicagoFSWild and ChicagoFSWild+.

Since most RGB modality methods are centered
around the hand detection problem, they are lim-
ited to exploring different architectures or decod-
ing methods on the final results. In contrast, the
keypoint modality avoids this issue because it in-
cludes relevant information about hand placement.
Fayyazsanavi et al. (2024) trained a Transformer
encoder-decoder architecture with a new decoding
approach, advancing performance on ChicagoF-
SWild and ChicagoFSWild+ test sets. Keypoints
are usually acquired using MediaPipe (Lugaresi
et al., 2019) or another neural network trained for
pose estimation. Parelli et al. (2020) combined
RGB and keypoint modalities employing linear lay-
ers to project the 2D coordinates into 3D space. Af-
ter extracting all features, they concatenated them
and used a decoder based on an attention mecha-
nism. Despite the promise shown by the methods
above, recognition accuracy still has potential for
improvement. Therefore, our primary objective is
to enhance the methodologies employed without
compromising the model’s weight and inference
speed.
Multi-Stream Sign Language Models. Combin-
ing RGB and keypoint streams has also been ex-
plored beyond fingerspelling. Zhou et al. (2021)

exploited multiple visual cues, including hands,
face, and full-frame appearance, for continuous
sign language recognition and translation, while
Chen et al. (2022) modeled raw videos and key-
point sequences with a two-stream network for the
same tasks. More recently, self-supervised multi-
stream approaches, such as SignMusketeers (Gueu-
wou et al., 2025a) and SHuBERT (Gueuwou et al.,
2025b), learn sign language representations from
separate face, hand, and body streams. These meth-
ods operate at the sign or sentence level and typi-
cally involve large-scale pre-training. In contrast,
our work addresses the letter-level fingerspelling
task, and its contribution lies at the encoder level:
TSAM for variable-length RGB processing and
TPE for tensor-based keypoint encoding, combined
through a deliberately lightweight fusion.

RGB Feature Extraction in the Fingerspelling
Task. There are two main ways to extract features
in the fingerspelling task. (1) Spatial features can
be received by applying a 2D CNN to each frame,
then extracting temporal features using 1D convolu-
tions or RNNs. (2) Spatio-temporal features can be
obtained with 3D convolution. However, process-
ing frames as a sequence of independent frames
lacks temporal information. The TSM (Lin et al.,
2019) was developed to address this issue by em-
ploying 2D convolutions and shifting information
along the temporal dimension. However, TSM pro-
cesses fixed-size videos, which leads to the loss of
valuable information in long videos or negatively
affects training time and memory allocation due to
the padding in shorter videos. Therefore, this paper
presents a modified version of the original TSM to
handle videos of varying lengths.

3 Approach

We present a family of three architectures, collec-
tively referred to as HandReader, designed for sign
sequence recognition across multiple modalities.
The models differ only in the encoder stage (see
Figure 1). Thus, HandReaderRGB solely utilizes
RGB features, HandReaderKP relies on keypoints,
and HandReaderRGB+KP combines both. Each
was trained directly using CTC loss, eliminating
the need for frame-level letter alignment. The CTC
loss accounts for all possible alignments between
hand shapes and sign language letters, eliminating
the need for explicit alignment supervision. More
formally:
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Figure 2: Comparison of the TSAM architecture (outlined in red at the top) with the original TSM (outlined in gray
at the bottom). The input batch includes two videos of different lengths, with specific frames highlighted in blue and
yellow. While the TSM model requires fixed-length inputs utilizing padding (shown in white) or trimming frames
(shown in red) when necessary, the TSAM model employs individual shift counters to manage variable-length
sequences without additional padding or trimming. The shift counter displayed at the top of the TSAM block shows
how the shifts are activated individually for each video, incrementing the shift counter until it reaches the length of
that specific video.

Figure 3: Demonstration of the Temporal Pose Encoder operating on a single batch. a) The encoder receives an
input tensor containing N frames and K keypoints. All videos are padded to match the length of the most extended
video clip in the batch, allowing them to be stacked. b) 2D convolutions process multiple keypoints across several
frames, extracting temporal features. c) Subsequently, a 3D convolution in the form of a “tube” aggregates the
extracted motion information for each body part into final feature representations F . d) After applying TPE, features
are processed with linear layer, e) followed by MLP with convolution modules from Gulati et al. (2020).

LCTC = − log
∑

A∈AX,Y

T∏

t=1

pt(at | X), (1)

where AX,Y represents the set of valid alignments
between the model input X and the target sequence
Y , A = (a1, . . . , aT ) is one such alignment, and
pt(at | X) denotes the probability of symbol at
occurring at time step t. Each at is either a letter of
the alphabet or the special blank symbol “_”, intro-
duced by CTC for time steps that emit no letter and
to separate repeated letters; blanks and repetitions
are removed from an alignment to obtain the final
prediction.

A two-layer bidirectional Gated Recurrent Unit
(GRU) (Cho et al., 2014) was chosen as a decoder
to generate a sequence of characters, enhancing the
model’s capability to capture temporal dynamics.
We apply a linear layer with SoftMax to the GRU
output to generate posterior probabilities for each

predicted character at every frame. Encoders for
each architecture are described below.

3.1 HandReaderRGB

The original TSM is a video understanding ap-
proach that enables temporal modeling in 2D con-
volutional networks by shifting portions of channel
features along the temporal dimension. However,
TSM is constrained to processing a fixed number
of frames. Therefore, videos that exceed the frame
limit require trimming, while shorter videos need
additional empty frames (i.e., padding). Further-
more, the number of shifts is determined by the
fixed frame limit. As a result, videos with extra
empty frames lose critical sequential information
during processing (see Figure 2). We modified the
TSM to manage a dynamic number of input frames,
avoiding padding and enabling frame-by-frame pro-
cessing for each video in the batch. Besides, a shift
counter is introduced to preserve important sequen-
tial information, bypassing shifts on short videos.
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Temporal Shift-Adaptive Module. The TSAM
was designed to effectively process videos of var-
ious lengths. Figure 2 illustrates the distinction
between TSAM and TSM operations. The TSAM
is incorporated into the ResNet-34 model and oper-
ates an input tensor with dimension (bs, C,H,W ),
where bs indicates batch size, equal to the sum
of the video lengths, C is the number of chan-
nels, H and W are the height and width of the
frames, respectively. The TSAM also requires an
auxiliary list of video lengths, denoted as L =
[LS1 , LS2 , . . . , LSn ], where Si signifies ith video
in the batch, and bs =

∑
i LSi . We iterate through

L, extracting LSi frames from the batch to obtain
Si video sequence and apply shifts individually, as
detailed in Algorithm 1. Such a method reduces
VRAM usage by up to 50% during batch creation,
thereby facilitating the processing of longer videos.

The number of shifts is determined by the num-
ber of convolutional blocks within the backbone
architecture, leading to overwrite temporal features
similar to the original TSM. To prevent this loss of
information, we introduce a shift counter that stops
temporal shifts at the final frame, i.e., no shifting is
applied if a video’s length is smaller than the cur-
rent shift count. Such a method ensures that each
video in a batch is treated individually, resulting in
more accurate feature extraction.

Each sequence of the received tensor with dimen-
sion (bs,H,W,F ), where F represents the number
of features, was subsequently padded with zeros to
align with the maximum sequence length within the
batch. All features are aggregated using 1D con-
volution, and the resulting tensor is transformed
into the format (bs,N, F ), where F is the flattened
features across all channels, and N is calculated as
H ∗W .

3.2 HandReaderKP

We utilized MediaPipe (Lugaresi et al., 2019) to
extract body keypoints from every frame. Face key-
points were excluded as stated in Section 5.2; we
used 21 keypoints for each hand and 12 body pose
keypoints (6 per arm), resulting in 54 (x, y, z) coor-
dinates per frame. The proposed feature encoder is
built on a new way to structure keypoints explicitly
developed for it, which organizes keypoints within
tensors. Each video is treated as a tensor with di-
mension (3, N, 54), where 54 (x, y, z) vectors are
stacked into matrices for each of N video frames.
Such a configuration enables the spatial represen-
tation of temporal data, allowing the application

Algorithm 1 Applying temporal shifts in TSAM.

Require: Input tensor S of size
(bs, C,H,W ), list of sequence lengths
L = [LS1 , LS2 , . . . , LSn ]

Ensure: Output tensor with temporal shifts ap-
plied

1: for each sequence Si in batch from input tensor
do

2: counter ← 0
3: for each convolutional block in backbone

do
4: if counter < LSi then
5: Apply temporal shift for sequence

Si

6: counter ← counter + 1
7: else
8: Skip temporal shift for sequence Si

9: end if
10: end for
11: Apply 1D Convolution for Si

12: end for

of processing techniques typically used for stan-
dard images. We passed the received tensor to the
feature extractor described below.
Temporal Pose Encoder. We present a Tempo-
ral Pose Encoder based on the convolution lay-
ers. TPE operates an input tensor of dimension
(bs, 3, N,K), where bs is the batch size, indicat-
ing the number of videos in the batch (in con-
trast to TSAM, where bs denotes the total number
of frames across the videos in the batch), N de-
notes the maximum length of videos in the batch,
while shorter videos were padded, and K – is
the number of keypoint coordinates. The tensor
is processed by two 2D convolution layers, fol-
lowed by a 3D one (see Figure 3). 2D convolu-
tions serve to extract both temporal and spatial
features, while transforming keypoint coordinates,
enhancing the model’s understanding of dynamic
finger movements. At the same time, 3D convo-
lution tries to accumulate coordinate information
within a single video with the kernel-tube size of
(5, 1, 1), treating each coordinate independently. In
this context, the hyperparameter of 5 defines the
size of the receptive window along the coordinate
dimension, which captures local patterns across
five neighboring coordinate features. We insert a
dummy dimension in the second position, enabling
3D convolution to treat the original channels as
temporal dimensions. The process can be repre-
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Dataset Lang Sequences Chars Hours Signers Source
ChicagoFSWild ASL 7K 38K 2 160 Web
ChicagoFSWild+ ASL 55K 0.3M 14 260 Web

Table 1: Open fingerspelling recognition datasets used
in this work.

sented as follows: (bs, 32, N,K) is unsqueezed to
(bs, 1, 32, N,K) and processed by 3D convolution
to (bs, 1, 10, N,K). A linear layer is then applied
to project the features of the keypoints (bs,N, F ),
where F is the final encoder’s features. We ad-
ditionally use multi-layer perceptron (MLP) with
convolution modules from Gulati et al. (2020) as a
neck between the encoder and the GRU decoder.

3.3 HandReaderRGB+KP

We combine features from the HandReaderRGB

and HandReaderKP encoders to take advantage of
both modalities. Two output tensors of features
from TSAM and TPE are summed and passed to
the GRU (see Figure 1).

4 Experiments

This section outlines the experimental setup and
data preprocessing procedures used to assess the
proposed HandReader architectures and compare
them with other approaches. Table 1 shows the
open datasets used in this work.

4.1 Experimental Setup

All three architectures were trained from scratch
using an AdamW optimizer (Loshchilov and Hut-
ter, 2019) with an initial learning rate of 0.0001.
The MultiStepLR modifies the learning rate with a
gamma of 0.1 using milestones at 20 and 40 for the
HandReaderRGB and HandReaderRGB+KP mod-
els and 25 and 40 for the HandReaderKP . We
trained the HandReaderRGB for 60 epochs, while
the other two models were trained for 100 epochs
each. A single Nvidia H100 with 80GB RAM was
utilized for training.

4.2 Data Preprocessing

The ChicagoFSWild and ChicagoFSWild+ datasets
are commonly used to evaluate approaches to the
fingerspelling task.

The RGB frames for each dataset were cropped
using the model described in Shi et al. (2019), aug-
mented with horizontal flipping and random rota-
tion (see parameters in Table 2), then resized to 224

Augmentation Parameters Probability Modality

Resample rate=(0.5, 1.5) 0.8 KP, RGB+KP

SpatialAffine
scale=(0.8, 1.2), shear=(-0.15, 0.15),

shift=(-0.1, 0.1), degree=(-30, 30)
0.75 KP

TemporalMask size=(0.2, 0.4), value=0.0 0.5 KP

SpatialMask
size=(0.05, 0.1),

value=0.0, mode="relative"
0.5 KP

HorizontalFlip — 0.5 RGB, RGB+KP, KP
Rotation angle=(-10, 10) 0.5 RGB, RGB+KP

Table 2: Augmentations used during training.

and normalized. Keypoints were extracted by Medi-
aPipe from raw frames rather than cropped images.
We utilized only the hand keypoints (21 per hand)
and 12 body pose keypoints (6 per arm), result-
ing in 54 keypoints. We replaced the NaN values
with zeros, normalized the rest, and applied aug-
mentations specified in Table 2. Only resampling,
horizontal flipping, and random rotation augmenta-
tions are applied when combining two modalities
in HandReaderRGB+KP .

4.3 Results

We assessed HandReader architectures using the
letter accuracy metric: 1 − S+D+I

N , where S, D,
and I denote substitutions, deletions, and inser-
tions, respectively, N is the length of ground-truth
sequence. Metric values for other methods were
obtained from the original papers for comparison
purposes. Each HandReader version outperformed
all prior methods trained on a single training set
on both benchmarks, and HandReaderRGB+KP

achieved a new state-of-the-art result on ChicagoF-
SWild+ (see Table 3). Note that Conformers
(CFW+CFW+) (Shi, 2023) reaches a higher score
on ChicagoFSWild; however, it was trained on
the union of the ChicagoFSWild and ChicagoF-
SWild+ training sets, whereas each HandReader
model was trained only on the training set of the
corresponding benchmark. We also present predic-
tion comparison between PoseBased Transformer
(Fayyazsanavi et al., 2024) and our models in Ta-
ble 4. For decoding, all models employed the beam
search strategy with a beam width of 5, which ex-
plores multiple candidate sequences at each step
and selects the most probable transcription.

Table 5 provides qualitative examples of pre-
dictions produced by the three HandReader vari-
ants on the ChicagoFSWild dataset. We observe
that the keypoint-based model (KP) tends to gen-
erate shorter and less stable outputs, frequently
dropping characters (e.g., “youtube”→ “outube”)
or producing heavily distorted strings. The RGB-
based model (RGB) is generally more consistent
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in capturing the global temporal structure, but still
suffers from confusions between visually similar
finger configurations, resulting in character-level
substitutions (e.g., “organic” → “orgadic”). The
multimodal model (RGB+KP) demonstrates the
most robust behavior across the examples, often
correcting errors present in the unimodal variants,
which indicates that RGB and keypoint cues pro-
vide complementary information.

To further analyze the error patterns, Table 6
reports the SDI (Substitution, Deletion, Insertion)
breakdown for each model under greedy and beam-
search decoding. Across all models, deletions con-
stitute the dominant error type, highlighting the
difficulty of maintaining correct character continu-
ity in fast fingerspelling sequences. Beam search
consistently reduces the number of deletions for all
variants (e.g., from 677 to 628 for RGB, and from
857 to 789 for KP), at the cost of a small increase in
substitutions and insertions. This trade-off suggests
that beam search improves sequence completeness
but may introduce additional character-level confu-
sions. Overall, the RGB+KP model achieves the
best balance between the three error types, rein-
forcing the benefit of multimodal fusion for finger-
spelling recognition.

5 Ablation

This section provides an ablation study to demon-
strate the impact of each component on the
HandReader’s overall performance. Note that
HandReaderRGB+KP was excluded from the study
since it relies solely on the heuristics of the other
two architectures. We maintained a consistent
experimental setup described in Section 4 and
changed only one component at a time to analyze
its influence. The ChicagoFSWild dataset was uti-
lized in all experiments.

5.1 HandReaderRGB

Encoder. Table 7 indicates that integrating TSM
into the baseline model improves the performance
metric by 1.69. Furthermore, replacing TSM with
TSAM leads to an additional 1.4 improvement. To
isolate the effect of the count shift mechanism, we
implemented a variant of TSAM without the timely
stopping of shifts, which led to a 1.49 performance
degradation.
Decoder. We experimented with the LSTM
(Hochreiter and Schmidhuber, 1997) decoder in-
stead of the GRU (Cho et al., 2014) one, which

resulted in a difference of 1.69. Replacing RNN
with a linear layer reduces the metric by 11.0. Such
observations underlined that high-level features of
each frame cannot be used as independent features
for final predictions.
Others. Table 7 highlights the significant impact
of augmentations, as a model trained without rota-
tions and horizontal flips reached a final metric of
70.49. Such influence is explained by the dataset
containing signers with different dominant hands
and videos where hands are misaligned due to cam-
era angles or the signer’s position. Additionally,
we tested different batch sizes and showed that a
bigger batch size is not always optimal. It is es-
pecially noticeable in ablation studies with RGB.
This may happen because the batch contains videos
of varying lengths, complicating the model’s de-
coding process.

5.2 HandReaderKP

Keypoints. We tested possible combinations of
different parts of keypoints and provided results in
Table 8. The metric was reduced by adding face
keypoints since sign language users can express the
same phrases differently without verbal language
skills. The model performs better with pose and
hand keypoints than with just hand keypoints, as
the pose coordinates carry information about the
position of the whole hand, which may help the
model better understand the hand’s relative position
throughout the video.
Encoder and Decoder. The same procedure of
RNN impact assessment is provided in Table 8. In
contrast to Section 5.1, the usage of the linear layer
does not show a significant metric drop, as the
HandReaderKP encoder contains more modules
for processing temporal dimensions. We studied
the impact of the number of convolution modules
utilized in the encoder. As the number of convolu-
tion blocks increases, the final metric declines.
Others. The augmentations have a crucial effect
on model performance. We also examined various
batch sizes: 4, 6, and 8. As the batch size increases,
there are noticeable metric drops.

5.3 HandReaderRGB+KP

Feature reduction. We evaluated various feature
reduction techniques, including simple summation,
feature concatenation, element-wise multiplication,
and weighted summation, obtaining 72.95, 72.95,
72.55, and 72.57 letter accuracy, respectively. We
preferred the simple summation due to the smaller
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Model ChicagoFSWild ChicagoFSWild+ Modality

Hand Det + CNN + RNN (Shi et al., 2018) 41.9 41.2 RGB
Iterative Attention (Shi et al., 2019) 45.1 46.7 RGB
3d hand pose + RGB (Parelli et al., 2020) 47.9 – RGB + KP
SiameseNet+Iterative model (Kumwilaisak et al., 2022) 49.6 – RGB
Iter train + SupCon (Pannattee et al., 2024) 64.9 71.7* RGB
Pose-based transformer (Fayyazsanavi et al., 2024) 66.3 71.1 KP
Conformers (CFW) (Shi, 2023) 68.4 60.2 RGB
Conformers (CFW+CFW+) (Shi, 2023) 77.5* 73.0* RGB
HandReaderKP 69.3 72.4 KP
HandReaderRGB 72.0 73.8 RGB
HandReaderRGB+KP 72.9** 75.6 RGB + KP

Table 3: Results comparison on ChicagoFSWild and ChicagoFSWild+ test sets. * indicates the model was trained
on both ChicagoFSWild and ChicagoFSWild+ training sets. ** means two convolution modules were used for
HandReaderKP encoder, while only one was employed for other metrics.

PoseBased (Fayyazsanavi et al., 2024)* KP RGB+KP RGB Reference
macah mach mach mach mach
meach meah beack fealc beach
hospital hospital hospital hospital hospital
- outube iutube iutube youtube
- organic organic orgadic organic

Table 4: Results comparison of predictions between
previous SotA solution and our models, predictions for
PoseBased model were taken from the original paper.

Gt KP RGB RGB+KP
youtube outube iutube iutube
issue isue isue isue
organic or ganic orgadic organic
pharmacology opharmacoint opharoacolohy opharmacolgi
pharmacology harmcogiy haroscothy harmacotgy
physical phisical phylsical phistical
audio uio ardio atudio
biochemistry biochemitry biockemistry biochemiry

Table 5: Result of comparison of predictions between
different models on ChicagoFSWild dataset.

dimension of the sum output than concatenation
one. The evaluation was conducted on the test set
of the ChicagoFSWild dataset.

6 Conclusion

This paper presents HandReader, a suite of three
distinct architectures that significantly advance
the fingerspelling recognition task. The Tempo-
ral Shift-Adaptive Module and Temporal Pose En-
coder were developed to capture RGB and keypoint
features effectively. We achieved state-of-the-art
performance on the ChicagoFSWild+ dataset and
the best performance on ChicagoFSWild among
models trained solely on its training set. The ab-
lation study revealed that the proposed techniques
and training pipelines are essential for achieving op-
timal results. The presented findings offer valuable
insights for enhancing fingerspelling recognition

Model D S I
RGB 677 / 628 462 / 478 122 / 130
KP 857 / 789 382 / 406 148 / 161
RGB+KP 683 / 621 386 / 409 160 / 164

Table 6: SDI breakdown on ChicagoFSWild. Each cell
shows Greedy / Beam decoding.

systems.

Limitations

Architectures. Although the HandReaderKP

and HandReaderRGB effectively recognize finger-
spelling, extra models are required to extract key-
points and hand region crops, respectively. Such
necessities add computational overhead, decreasing
inference speed and limiting the model’s real-time
usability, particularly on devices with limited pro-
cessing power. There is an opportunity to replace
an additional model with center cropping augmen-
tation in the HandReaderRGB , provided the input
focuses on the hands’ region in the center of the
frame. The HandReaderRGB+KP is subject to the
limits of other HandReader architectures, but it
can utilize only the keypoint prediction model and
obtain crops operating received points.
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Abstract

Fingerspelling — the sequential signing of
letters that compose proper names, technical
terms, and out-of-vocabulary words — is an in-
tegral component of any sign language. Despite
Russian Sign Language (RSL) being used by
more than 150,000 native signers, no public fin-
gerspelling dataset for RSL exists, in contrast to
American, British, German, and several other
sign languages. We introduce Znaki1, the first
open RSL fingerspelling dataset: 37,252 video
recordings (35.4 hours) of 1,593 unique se-
quences — proper names sampled from 16 do-
main categories — recorded by 68 native RSL
signers (37 Deaf, 29 hard-of-hearing, and 2
certified interpreters) through a crowdsourcing
pipeline with a two-stage signer qualification
procedure and expert validation. The dataset
covers all 33 Cyrillic handshapes, and its letter-
frequency distribution matches the Russian Na-
tional Corpus. As reference points for future
research, we establish two baselines adapted
from American Sign Language fingerspelling
recognition: a Squeezeformer-based encoder-
decoder, reaching a character-level accuracy
(1− CER) of 0.932 and a sequence accuracy
of 0.596, and Fingerspelling-PoseNet, reaching
0.886 and 0.545, respectively.

1 Introduction

Sign languages are full-fledged natural languages
that exhibit cultural and regional variation. There
are approximately 72 million Deaf and hard-of-
hearing people worldwide, and more than 300 sign
languages2. Sign language is typically the first
(native) language of Deaf individuals, and with-
out adequate education, it may remain their only
language — which can hinder communication and
limit access to certain products or services. Given
the limited number of sign language interpreters,

1https://github.com/ai-forever/HandReader
2https://education.nationalgeographic.org/res

ource/sign-language/

automatic sign language recognition systems can
help reduce communication barriers and contribute
to preserving the culture of these languages. As
of 2024, there are over 150,000 Deaf signers of
Russian Sign Language (RSL) in Russia3. The
use of RSL also extends to the countries of the
former Soviet Union (now the CIS countries), pos-
sibly with minor regional variations, which implies
significantly wider use of RSL in the world.

Sign language comprises manual and non-
manual components. Signs can be classified based
on their articulation into one-handed and two-
handed signs, with two-handed signs being either
symmetrical (both hands perform identical move-
ments) or asymmetrical (one hand performs the
primary movement while the other serves a sup-
porting role). In RSL, each of the four manual
components of a sign — handshape, location, ori-
entation, and movement — contributes to the mean-
ing of the sign. In RSL, fingerspelling is primarily
used to represent proper names, technical and spe-
cialized terms, words for which no conventional
sign exists, as well as words that are convention-
ally fingerspelled — such as “зал” (zal, “hall”)
and “как” (kak, “how”). The ability to recognize
fingerspelling — an integral part of sign language
— is an important step toward full sign language
recognition.

The Russian language has 33 letters, which cor-
respond to 33 unique fingerspelling signs (hand-
shapes) in RSL (see Figure 1). Handshapes are pro-
duced with a single dominant hand, approximately
at chest level, with each letter being clearly articu-
lated. Fingerspelling recognition is complicated by
the presence of dynamic signs (“Д”, “Ё”, “З”, “Й”,
“Ц”, “Щ”, “Ъ”, “Ь” — D, Yo, Z, Y, Ts, Shch, hard
sign, soft sign) and signs with similar hand con-
figurations — such as “Ш” (Sh) and “Щ” (Shch),
“Е” (E) and “Ё” (Yo), “И” (I) and “Й” (Y), and

3https://voginfo.ru/about/
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“Р” (R) and “Н” (N).
This paper presents an efficient data collection

methodology and a new fingerspelling dataset for
Russian Sign Language recognition. The main
contributions of this paper are as follows:

• Znaki, the first publicly available finger-
spelling dataset for RSL, comprising 37,252
videos (35.4 hours) of 1,593 unique proper
names recorded by 68 native RSL signers.

• A Deaf-community-informed phrase sampling
covering all 33 Cyrillic handshapes and 696
letter bigrams, with a letter-frequency distri-
bution matching the Russian National Corpus.

• A two-stage signer qualification procedure —
an RSL proficiency exam followed by a fin-
gerspelling distractor test.

• Baseline results from two pose-based fin-
gerspelling recognition architectures previ-
ously developed for American Sign Language
(ASL).

Figure 1: The 33 signs of the RSL alphabet, each cor-
responding to a letter of the Russian alphabet. Arrows
indicate the direction of movement for 8 dynamic signs.

2 Related Work

Sign language recognition has been an active area
of research for many years. Early approaches
primarily focused on image-based recognition of
static hand signs in ASL (Barczak et al., 2011;
Kang et al., 2015), RSL (Makarov et al., 2019),
BdSL (Podder et al., 2020), and other sign lan-
guages (Szyszka, 2021; Kenshimov et al., 2021).
Nevertheless, dynamic signs are present in virtu-
ally all sign languages, and recognizing them ne-
cessitates capturing the temporal dimension of the
sign. Robust fingerspelling recognition therefore
requires a dataset comprising video samples. At
present, two categories of fingerspelling data are
publicly available: isolated handshapes (individual

letters) and continuous fingerspelling (complete
words or phrases). Table 1 summarizes the publicly
available resources most relevant to our work.

As noted in Section 1, no continuous finger-
spelling datasets exist for RSL.

2.1 Isolated Handshape Datasets
One of the earliest fingerspelling datasets, the
RWTH German Fingerspelling Database (Dreuw
et al., 2006), contains 1,400 video sequences
(320×240 and 352×288 resolution, 25 fps) rep-
resenting 35 DGS signs recorded from 20 partic-
ipants across two sessions. Each sign was cap-
tured simultaneously by two cameras from different
viewpoints under varying lighting and background
conditions. Participants wore no special clothing
and received no training, making the dataset more
representative for unconstrained recognition sys-
tems.

The Nepali Sign Language dataset (NSL23)
(Sunuwar et al., 2023) is the first dataset for NSL,
containing 630 videos (1,205 signs) representing
36 consonants and 13 vowels. Recordings were
collected from 14 volunteers (9 beginners, 5 ex-
perts) under various conditions (normal lighting,
low lighting, prepared/unprepared, and real-world
environments).

For RSL handshapes, two datasets are known:
the publicly available Bukva dataset (Kvanchiani
et al., 2024) and the private NSTU dataset (Grif
and Kondratenko, 2021). The Bukva dataset com-
prises 3,757 videos covering all 33 letters of the
Russian alphabet, with an average of 113 videos per
class (49 frames per video). Recorded by 155 sign-
ers — including Deaf individuals, RSL learners,
and teachers — the dataset represents a wide age
range (9 to 81 years). The NSTU dataset comprises
13,412 images and videos of 33 Russian finger-
spelling signs recorded from four signers (waist-up,
right hand at chest level). Due to the limited signer
diversity, the authors augmented the dataset with an
additional 1,566 samples collected from YouTube
and custom recordings to improve real-world per-
formance.

Moreover, general sign language datasets com-
monly include a collection of handshapes as well
(LI et al., 2020; Kapitanov et al., 2023).

2.2 Continuous Fingerspelling Datasets
Among the first large-scale ASL fingerspelling col-
lections are the ChicagoFSWild (Shi et al., 2019b)
and ChicagoFSWild+ (Shi et al., 2019a) datasets.

204



Dataset Language Samples Signers Hours Type

RWTH (Dreuw et al., 2006) DGS 1,400 20 — isolated
NSL23 (Sunuwar et al., 2023) NSL 630 14 — isolated
Bukva (Kvanchiani et al., 2024) RSL 3,757 155 — isolated
NSTU (Grif and Kondratenko, 2021) RSL 14,978 4 — isolated (private)
ChicagoFSWild (Shi et al., 2019b) ASL 7,304 168 — continuous
ChicagoFSWild+ (Shi et al., 2019a) ASL 55,232 260 — continuous
FSboard (Georg et al., 2024) ASL 151,000 147 266 continuous
FS23K (Chan et al., 2026) BSL 23,000 27 10.5 continuous
BANZ-FS (Shen et al., 2026) BANZSL 35,028 116 — continuous

Znaki (ours) RSL 37,252 68 35.4 continuous

Table 1: Publicly available fingerspelling datasets. Znaki is the first continuous fingerspelling dataset for RSL.

ChicagoFSWild was collected from online sources
(YouTube, ASLized, and deafvideo.tv). The au-
thors collected 214 raw ASL videos and manu-
ally annotated all fingerspelling clips, resulting in
7,304 sequences from 168 signers. The dataset
includes proper nouns, other words, and abbrevia-
tions. Like ChicagoFSWild, the ChicagoFSWild+
dataset was also collected from online sources;
however, annotation of the fingerspelling sequences
was performed through a crowdsourcing platform.
ChicagoFSWild+ contains 55,232 sequences from
260 signers in total, split into 50,402 training
sequences (216 signers), 3,115 development se-
quences (22 signers), and 1,715 test sequences (22
signers).

The FSboard dataset (Georg et al., 2024) con-
tains 151,000 sequences with an average length
of 21 characters, totaling 3.2 million characters
and 266 hours of video — recorded entirely on
smartphones — making it the largest previously
available ASL fingerspelling dataset. It includes
147 unique signers split into training (117), valida-
tion (15), and test (15) sets with no phrase overlap
between splits. FSboard includes numbers along-
side fingerspelling and covers five phrase domains:
MacKenzie phrases, random URLs, random street
addresses, random names, and random phone num-
bers.

The FS23K dataset (Chan et al., 2026) contains
23K BSL fingerspelling instances with letter-level
annotations and 133K temporal boundaries. It com-
prises 23K words, 139K letter annotations, 920K
frames, 10.5 hours of video, and 27 signers. The
letter distribution closely follows natural frequen-
cies from BBC broadcast data.

The most recent resource, BANZ-FS (Shen

et al., 2026), is the first large-scale dataset of two-
handed fingerspelling in BANZSL — the manual
alphabet shared by British, Australian, and New
Zealand Sign Languages. It comprises 35,028 fin-
gerspelling instances (over 200K fingerspelled char-
acters) from 116 signers, compiled from three het-
erogeneous sources: sign-interpreted news broad-
casts, controlled laboratory recordings, and web
vlogs. Each instance carries multi-level alignment
(video to subtitles, fingerspelled letters, and target
lexicons), and the dataset supports four benchmark
tasks: isolated fingerspelling recognition, finger-
spelling detection, detection-then-recognition, and
fingerspelling recognition in the context of contin-
uous signing.

Znaki differs from these recent resources in
both language and collection methodology. FS-
board, FS23K, and BANZ-FS cover ASL and
BANZSL — with BANZ-FS specifically target-
ing the two-handed BANZSL alphabet — whereas
Znaki addresses the one-handed manual alphabet
of RSL, for which no continuous fingerspelling
data was previously available. Furthermore, unlike
datasets mined from broadcast or web footage, all
Znaki recordings were collected specifically for the
dataset through a crowdsourcing pipeline with a
two-stage signer qualification procedure and subse-
quent expert validation, providing explicit control
over signer proficiency, phrase coverage, and anno-
tation quality.

3 Dataset Collection

Sign language datasets are typically collected using
one of three common approaches: (1) studio record-
ings, (2) recordings sourced from the internet or
television broadcasts, and (3) crowdsourcing plat-
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forms. The first method suffers from several limita-
tions: a small number of participants and limited
clothing diversity; limited variation in backgrounds
and lighting; low diversity of recording devices;
and overly idealized signing resulting from expert
supervision during recording. The limitations of
the second approach include a limited number of
signers and, most critically, the necessity of ad-
ditional data filtering, processing, and annotation.
The third method avoids many of the limitations
listed above; however, it requires a well-established
data collection pipeline involving expert validation
procedures. The Znaki dataset was collected using
the crowdsourcing platform TagMe4. Figure 2 pro-
vides samples from the Znaki dataset. The data col-
lection pipeline consisted of the following stages:
signer recruitment, video collection, video valida-
tion, video processing, and video annotation.

Figure 2: Sample frames from the Znaki dataset.

3.1 RSL Experts

RSL experts included Deaf or hard-of-hearing indi-
viduals and certified interpreters with relevant qual-
ifications. The majority were members of the VOG
(All-Russian Society of the Deaf)5 community, in-
cluding RSL researchers and teachers. These ex-
perts were responsible for screening participants
during the project admission stages and were also
granted access to video verification and annotation
tasks.

3.2 Phrase Selection

Since fingerspelling is primarily used for signing
proper names, only words and phrases belonging
to this group were selected for the dataset. We
consulted with Deaf experts and identified the 16

4https://tagme.sberdevices.ru
5https://voginfo.ru/

most common categories of proper names (see Ta-
ble 2), selecting approximately 100 well-known
words and phrases for each category. The proper
names for each category were generated using GPT-
4o (OpenAI, 2024), a large language model (LLM)
developed by OpenAI (the prompt template is pro-
vided in Appendix A). All generated words and
phrases were subsequently verified by RSL experts
and manually refined when necessary. The result-
ing phrases contain between 1 and 4 proper names,
with an average of 1.4 words (σ = 0.6), and range
from 3 to 29 (excluding the space character) char-
acters in length, with an average of 10,0 characters
(σ = 4.1).

Category Count
Moscow Metro 231
Social terms 121
Banking terms 107
Countries 99
Russian cities 99
Authors 98
Book titles 97
Government institutions 96
World cities 93
Movie titles 92
World landmarks 91
Disease names 90
Russian landmarks 84
Professions 75
Geographical names 70
Personal names 50

Table 2: The number of unique samples in each category
of the Znaki dataset.

3.3 Signer Selection
We specifically sought to recruit Deaf or hard-of-
hearing signers who are members of the VOG com-
munity. However, the platform did not restrict
projects to specific user groups — they were acces-
sible to all annotators. To ensure data quality, we
implemented a two-stage screening process.

RSL knowledge exam. Candidates were required
to pass a knowledge test of RSL, which involved
recording a video translating Russian sentences
into RSL. RSL experts and RSL teachers evaluated
the correctness of the submissions and determined
whether candidates would proceed to the next test.
This exam made it possible to assess the candidates’
RSL proficiency and their ability to understand and
follow task instructions.
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Fingerspelling exam. Candidates who passed the
RSL exam were then required to complete an ad-
ditional fingerspelling test. This test consisted of
15 tasks. In each task, candidates watched a video
of RSL fingerspelling and had to select the cor-
rect Russian translation from a list of words, with
a time limit of 30 seconds per task. The videos
were recorded by RSL experts, who also created
the incorrect response options. These experts de-
liberately designed plausible distractors that could
be mistaken for the correct answer due to a candi-
date’s lack of knowledge or attention. A score of
at least 85% correct answers was required to pass.
68 candidates out of 100 were accepted to the main
tasks.

3.4 Video Collection

The video collection task was accompanied by writ-
ten instructions describing the recording rules and
quality requirements. Additionally, signers were
provided with a video in which RSL teachers ex-
plained the same instructions in sign language.

The recording rules were as follows: (1) only
one person could appear in the video; (2) the sign-
ing hand had to remain fully within the frame; and
(3) camera shaking and visual effects were not per-
mitted. The platform verification process accepted
only videos with a minimum HD resolution, a du-
ration exceeding one second, and a frame rate of at
least 15 fps. Duplicate videos were rejected, and
signers were allowed to re-record submissions.

Signers could record videos in arbitrary envi-
ronments, making the dataset heterogeneous with
respect to recording conditions. To further increase
data diversity, a daily limit of 30 tasks per signer
was enforced. Figure 3 illustrates an example of a
video recording task.

Figure 3: Task for recording the proper name «Виктор
Гюго» (Victor Hugo).

3.5 Video Validation

Each video was checked for the correctness of the
translation from Russian into RSL fingerspelling
sequences. The videos were validated by a diverse
group of participants, including Deaf and hard-of-
hearing individuals, certified RSL interpreters, and
RSL teachers and educators, all of whom confirmed
their proficiency in Russian Sign Language. Val-
idators also verified that each video complied with
the recording requirements.

To become a validator, crowdworkers were re-
quired to complete the mandatory qualifying tasks
described in Section 3.3, undergo training, and pass
a video validation exam.

Each video was reviewed by at least three valida-
tors. In cases of insufficient inter-annotator agree-
ment, additional validators were recruited until a
satisfactory level of consensus was achieved. Over-
all, 82% of the samples received unanimous val-
idator agreement, i.e., inter-annotator agreement of
the validation judgments, indicating a high level
of annotation reliability. On average, validating a
single video took 17.3 seconds.

Approximately 12% of the collected videos were
rejected during expert validation due to signing er-
rors or failure to comply with the recording require-
ments and instructions.

3.6 Time Interval Annotation

Time interval annotation was required to separate
the sign sequence from other activity periods (see
Figure 4). As in the validation stage, crowdwork-
ers received training and passed an exam to gain
access to the annotation tasks. Validated videos
were processed to 30 frames per second (fps) to
ensure consistent time alignment. Each video was
annotated by three users, and the annotations were
subsequently aggregated into a single result using
an open-source aggregation framework6; 95% of
the videos achieved an agreement level above 80%.
This annotation approach made it possible to de-
termine the fingerspelling speed, with an average
rate of 3.2 signs (letters) per second. Importantly,
the signing rate was not strongly dependent on the
sequence length, as the standard deviation was only
0.1 signs per second.

Note that the annotations mark the boundaries
of the entire fingerspelled sequence (start and end);
the dataset does not include frame-level or letter-
level segmentation. Reliable letter boundaries are

6https://github.com/ai-forever/aggme
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difficult and costly to annotate at scale, since adja-
cent handshapes blend into one another due to coar-
ticulation (cf. FS23K (Chan et al., 2026), where
letter boundaries were annotated for a substantially
smaller collection). We discuss the implications of
this design choice in the Limitations section.

Figure 4: Illustration of the annotation scheme for fin-
gerspelling sequence boundaries (start and end).

3.7 Dataset Characteristics

Signers. The dataset was recorded by 68 signers,
including 37 Deaf individuals, 29 hard-of-hearing
individuals, and two sign language interpreters (see
Figure 5). The signers are aged from 20 to 54 years,
with 52 women and 16 men.

Figure 5: Age and gender distribution in the Znaki
dataset.

Sequences. The dataset contains 1,593 unique
proper names, covering all 33 letters of the Rus-
sian alphabet and 696 letter bigrams (≈64% of all
possible combinations). The letter-frequency distri-
bution in Znaki corresponds to that of the Russian
National Corpus7 (see Figure 6).

Videos. Znaki contains 37,252 videos (35.4 hours
in total) with a minimum frame side of 720 pixels,
trimmed according to the time interval annotations,
resulting in about 42 GB of data. Each sequence
was recorded by between 8 and 41 different sign-
ers, averaging 23 videos per phrase. The average
length of each sequence is 102 frames (see Fig-
ure 7). More than 80% of the dataset’s videos are

7https://ruscorpora.ru/en/

Figure 6: Comparison of letter frequencies in the Znaki
dataset and the Russian National Corpus.

in Full HD format, and the rest are in HD. About
88% of the samples were recorded on a phone cam-
era, and the rest on a laptop.

Figure 7: Znaki dataset statistics: a) video length dis-
tribution; b) distance distribution, where the distance
to the camera is approximately estimated in meters by
computing the length between the signer’s left and right
shoulders using MediaPipe (Lugaresi et al., 2019).

Split. The initial collection comprised more than
50,000 videos. To avoid potential data leakage
— specifically, to ensure no overlap of phrases or
signers between training, validation, and test sets —
a portion of the data was deliberately excluded from
the final dataset. We split the dataset into training
(58%), validation (23%), and test (19%) sets, each
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containing unique phrases only: 743, 300, and 550,
respectively. No signers from the test set overlap
with the training and validation sets. Additionally,
we ensured a proportional distribution of letters
across the splits (see Figure 8).

Figure 8: Distribution of the total number of letters
across the dataset splits.

4 Experiments

4.1 Experimental Setup

The goal of our experiments is not to introduce a
new recognition architecture, but to validate the
proposed dataset as a viable benchmark for RSL
fingerspelling recognition. Since no publicly avail-
able benchmark for this task currently exists, we es-
tablish baseline results using two publicly available
fingerspelling recognition models (Henkel, 2023;
Fayyazsanavi et al., 2023) originally developed for
ASL.

All experiments were conducted on a single
H100 80 GB GPU with 12 CPU cores and 244 GB
RAM. Training each model required approximately
14 GPU hours. Training hyperparameters are listed
in Appendix B.

Dataset Split. No additional preprocessing
or modifications were applied to the proposed
train/validation/test split. The models were trained
on the training set, validated on the validation set,
and evaluated on the test set.

Input Representation. We used MediaPipe Holis-
tic (Grishchenko and Bazarevsky, 2020) to extract
a total of 543 landmarks per frame: 33 pose land-
marks, 21 landmarks for each hand, and 468 facial
landmarks.

Evaluation Metrics. We evaluate our models us-
ing two complementary metrics: Character Error
Rate (CER) and Accuracy (Acc). CER measures
the edit distance between the predicted and ground-

truth character sequences. To improve interpretabil-
ity (higher is better), we report 1− CER, where a
value of 1.0 corresponds to perfect character-level
prediction:

1− CER = 1− S +D + I

N
,

where S is the number of substitutions, D is
the number of deletions, I is the number of inser-
tions, and N is the total number of characters in
the ground-truth sequence.

Accuracy is defined as the proportion of com-
pletely correct sequence predictions (all characters
in the correct order) relative to the total number of
test samples:

Acc =
# fully correct sequences

# total sequences
.

4.2 Baseline Models

We benchmark the dataset using two publicly avail-
able architectures previously proposed for ASL fin-
gerspelling recognition.

Transformer-Based. Our first baseline is based
on the winning solution of the Kaggle ASL Fin-
gerspelling competition (Henkel, 2023). The archi-
tecture employs an improved Squeezeformer en-
coder adapted for MediaPipe landmark sequences
together with a two-layer transformer decoder for
sequence prediction. From the full set of extracted
landmarks, the model uses a subset of 130 per
frame: 42 hand landmarks (21 per hand), 12 pose
landmarks, and 76 facial landmarks.

Fingerspelling-PoseNet. Our second baseline is
based on Fingerspelling-PoseNet (Fayyazsanavi
et al., 2023), a pose-based transformer encoder-
decoder architecture designed for fingerspelling
recognition from hand pose sequences. The model
operates on the 21 2D landmarks of the automat-
ically detected signing hand and performs autore-
gressive sequence prediction.

Adaptation to RSL. Both baselines were trans-
ferred to RSL with minimal changes. The only
modification was a configuration-level replacement
of the output vocabulary with the 33 letters of the
Cyrillic alphabet; the source code of both public im-
plementations was left unchanged, so the input rep-
resentation, normalization, architecture, optimizer
settings, learning rate schedule, and augmentations
remain the defaults released by the original authors
(see Appendix B).
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4.3 Results

We evaluate the two baseline architectures on the
held-out test split of the Znaki dataset. Table 3
reports character-level 1− CER and phrase-level
(Acc) performance.

Model 1− CER ↑ Acc ↑
FS-PoseNet 0.886 0.545
Transformer-Based 0.932 0.596

Table 3: Baseline results on the proposed RSL finger-
spelling dataset.

The Transformer-Based model, adapted from
ASL to RSL, achieves strong character-level accu-
racy (1− CER = 0.932) but exhibits a substantial
gap at the sequence level (Acc = 0.596), indicating
compounding errors in sequence prediction.

Error analysis reveals three primary failure
modes:

• Visual confusability: high confusion rates
among visually similar handshapes (e.g.,
“Ш”/“Щ” (Sh/Shch), “Е”/“Ё” (E/Yo), “И”/“Й”
(I/Y), “Р”/“Н” (R/N)), accounting for 38% of
character substitutions.

• Dynamic sign instability: temporal segmen-
tation errors for movement-based handshapes
(“Д”, “З”, “Й”, “Ц”, “Щ” — D, Z, Y, Ts, Shch),
leading to 27% of deletions and insertions.

• Length-dependent degradation: Acc de-
creases by 4.2% per additional character for
sequences of ≥4 letters, reflecting accumu-
lated alignment uncertainty.

Despite heterogeneous recording conditions
(lighting, viewpoint, device), models trained on
MediaPipe Holistic landmarks (Grishchenko and
Bazarevsky, 2020) demonstrate robust generaliza-
tion: no performance drop is observed when evalu-
ating on signers unseen during training, confirming
the absence of signer-specific overfitting.

These baselines establish Znaki as a challenging
benchmark for RSL fingerspelling recognition and
provide a reference point for future methodological
advances.

5 Conclusion

In this work, we presented Znaki — the first pub-
lic fingerspelling dataset for RSL and the largest
RSL fingerspelling resource to date. By involving

only native and near-native members of the sign-
ing community, Znaki captures natural intra- and
inter-signer variability while ensuring the linguistic
authenticity of the collected data, addressing a crit-
ical gap: prior to our work, no publicly available
RSL fingerspelling datasets existed.

We involved RSL experts in defining the cat-
egories of lexical sequences and used LLMs to
generate candidate proper names for recording. In
addition, we developed a participant verification
procedure for the crowdsourcing platform to im-
prove recording quality and annotation reliability.

To validate the usability of the proposed dataset,
we trained two publicly available strong baselines
previously developed for ASL fingerspelling recog-
nition. The successful transfer of these architec-
tures to RSL fingerspelling demonstrates the suit-
ability of the proposed dataset for training and eval-
uating modern fingerspelling recognition models.

We believe that publicly releasing Znaki will
stimulate further progress in sign language pro-
cessing, particularly for under-resourced sign lan-
guages.

Limitations

The Znaki dataset reflects the demographic com-
position of its participants and therefore exhibits
several imbalances. The dataset was collected from
signers aged 20–54 years, without representation
of children or elderly signers, whose signing pat-
terns may differ substantially. In addition, the gen-
der distribution is imbalanced (52 women and 16
men), and all participants belong to a relatively
homogeneous ethnic and geographic background.
These factors may limit the generalization of mod-
els trained on Znaki to broader signer populations.

The dataset focuses exclusively on fingerspelled
proper names and predefined phrase categories. As
a result, it does not cover several important aspects
of real-world fingerspelling communication, includ-
ing numerical sequences, conversational phrases,
abbreviations, partial fingerspelling, fingerspelling
embedded in mixed lexical contexts (interleaved
with lexical signs), and coarticulation between fin-
gerspelling and surrounding signs in continuous
signing. Although the selected phrase categories
were designed in consultation with Deaf experts,
the phrase distribution may not fully reflect nat-
ural fingerspelling usage frequencies in the Deaf
community. More broadly, this scope is deliberate:
Znaki is a fingerspelling dataset rather than a full
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continuous sign language recognition or translation
resource, and it does not include RSL gloss anno-
tations — fingerspelling is one component of sign
language communication, not a substitute for full
sign language recognition.

The annotations provide only sequence-level
temporal boundaries (start and end of finger-
spelling); frame-level and letter-level segmenta-
tion is not available. This limits the direct use of
Znaki for research on letter-to-frame alignment,
fine-grained temporal modeling of handshape tran-
sitions, and fingerspelling detection within contin-
uous signing. Adding letter-level temporal annota-
tions is a natural direction for future extensions of
the dataset.

The recording setup also introduces several con-
straints. Most videos were recorded using smart-
phone cameras in frontal-view settings, with lim-
ited variation in viewpoint. The dataset does not
explicitly cover challenging scenarios such as se-
vere occlusions, extreme lighting conditions, or
multi-view recordings.

Our experimental evaluation is limited to two
publicly available baseline architectures origi-
nally developed for ASL fingerspelling recognition.
Therefore, the reported results should be viewed as
initial baselines rather than exhaustive performance
estimates for the dataset.

Ethical Statement

The legal and ethical aspects of the dataset collec-
tion procedure were reviewed and approved by our
institution’s legal team. All crowdworkers provided
informed consent through the crowdsourcing plat-
form, authorizing the processing and public release
of their data for research purposes. Participation
in the project was voluntary, and all contributors
received financial compensation proportional to the
time required for task completion. Compensation
rates were aligned with the average income levels
in the Russian Federation.

To protect participant privacy, all contributors
were identified only through anonymized hash-
based user identifiers. Since facial expressions
and non-manual components constitute an essen-
tial part of sign language communication, facial
information was retained in the recordings and may
be misused in surveillance-related applications.

To mitigate such risks, the dataset is released
exclusively for research purposes under a restricted-
use license.
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A Phrase Generation Prompt

Candidate proper names for each of the 16 cate-
gories (Table 2) were generated with GPT-4o using
the following prompt template:

Compile a list of the 100 most popular
proper names from the “{category}” do-
main.

All generated candidates were subsequently ver-
ified by RSL experts and manually refined when
necessary (see Section 3.2).

B Training Details

Both baselines were trained on the training split
with early stopping on the validation split, using
the default hyperparameters of the respective pub-
lic implementations (Henkel, 2023; Fayyazsanavi
et al., 2023). We did not modify the source code of
either repository: the training procedure, optimizer
settings, learning rate schedule, and augmentations
were kept exactly as released by the original au-
thors, so the exact values can be found in the corre-
sponding public repositories. The only adaptation
required for RSL was a configuration-level change
of the output vocabulary, replacing the original
character set with the 33 letters of the Cyrillic al-
phabet. Each model was trained for approximately
14 hours on a single H100 80 GB GPU.
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Abstract

Gloss-free sign language translation (SLT)
aims to translate sign videos directly into
spoken-language sentences without relying on
costly gloss annotations. However, when super-
vision is available only at the sentence level, the
correspondence between visual dynamics and
linguistic content remains weak. We introduce
TransAlign-SLT, a lightweight fully gloss-free
framework that derives complementary tempo-
ral and semantic supervision from the avail-
able translations. Auxiliary TranslationCTC
provides coarse temporal regularization, while
Masked Entropic Optimal Transport (MOT)
aligns visual temporal features with contextual-
ized word-level representations from a frozen,
corpus-adapted BERT encoder. Since the se-
mantic branch is used only during training, the
inference pipeline remains lightweight and au-
toregressive. TransAlign-SLT achieves 23.54
BLEU-4 / 48.46 ROUGE-L on PHOENIX14T
and 16.39 BLEU-4 / 44.68 ROUGE-L on
CSL-Daily, with 45.6M inference parameters
and 123 GFLOPs. Ablation studies show that
temporal modeling, semantic alignment, and
decayed TranslationCTC supervision provide
complementary benefits. Overall, the results
show that useful visual-language structure can
be learned directly from translation supervision
without glosses, pseudo-glosses, or a large pre-
trained language decoder at inference.

1 Introduction

Sign languages express meaning through coordi-
nated hand movements, facial expressions, body
posture, and other non-manual cues. Sign Lan-
guage Translation (SLT) aims to translate contin-
uous sign videos into spoken-language sentences,
supporting communication between signed and spo-
ken languages.

Many existing SLT systems use gloss annota-
tions as an intermediate form of supervision (Cam-

*Corresponding author: k.pallapu@iitg.ac.in

goz et al., 2018, 2020). Glosses provide use-
ful temporal and lexical structure, but producing
them requires linguistic expertise and substantial
annotation effort, which makes them difficult to
scale across languages and domains. This limita-
tion has encouraged growing interest in gloss-free
SLT, where models learn directly from paired sign
videos and sentence-level translations (Zhou et al.,
2023; Fu et al., 2023; Chen et al., 2025). In this
setting, however, the model must infer both tempo-
ral structure and visual-language correspondence
from the relatively weak supervision provided by
sentence-level translations.

Recent gloss-free methods address this difficulty
in several ways, including gloss-inspired atten-
tion (Yin et al., 2023), visual-language pretrain-
ing (Zhou et al., 2023; Jiao et al., 2024), cross-
modal contrastive learning (Fu et al., 2023; Chen
et al., 2025), and the use of large pretrained lan-
guage or multimodal models (Wong et al., 2024;
Gong et al., 2024; Chen et al., 2024; Kim et al.,
2025). While these approaches have improved
translation performance, they may involve addi-
tional pretraining stages, auxiliary recognition mod-
els, pseudo-label generation, or large language
components. This raises a natural question: can
useful temporal and semantic structure be learned
directly from raw video-translation pairs without
gloss supervision or a large pretrained language
decoder at inference?

To investigate this question, we introduce
TransAlign-SLT, a fully gloss-free framework
that combines complementary temporal and se-
mantic supervision. The visual stream couples
multi-scale temporal modeling with bidirectional
sequence refinement. During training, Transla-
tionCTC provides a coarse temporal-linguistic
prior, while Masked Entropic Optimal Transport
(MOT) encourages soft semantic correspondence
between visual temporal features and contextual-
ized word-level representations obtained from a
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frozen, corpus-adapted BERT encoder. To obtain
word-level representations, WordPiece subwords
belonging to the same lexical unit are pooled before
transport alignment. Translation is then generated
autoregressively using an attention-based GRU de-
coder, with optional post-hoc CTC rescoring at
inference.

We evaluate TransAlign-SLT on PHOENIX14T
and CSL-Daily and examine the contributions of
temporal modeling, semantic supervision, Transla-
tionCTC weighting, and decoding.

Our main contributions are:

• We introduce TransAlign-SLT, a fully gloss-
free SLT framework trained directly from sign
videos and spoken-language translations with-
out gloss or pseudo-gloss supervision.

• We combine TranslationCTC for coarse tem-
poral regularization with MOT-based seman-
tic alignment using corpus-adapted contex-
tualized word representations and subword-
aware pooling.

• We evaluate the framework on PHOENIX14T
and CSL-Daily and provide component-level
analyses of temporal modeling, semantic su-
pervision, TranslationCTC, and decoding,
while retaining an inference pipeline that does
not require a large pretrained language de-
coder.

The implementation is publicly available at
https://github.com/pallapumohankrishna/
TransAlign-SLT.

2 Related Work

2.1 Gloss-Supervised and Weakly Supervised
SLT

Early SLT systems often relied on gloss annotations
as an intermediate source of supervision (Camgoz
et al., 2018, 2020). Later work improved temporal,
multi-cue, and sequence modeling through stochas-
tic transformers, spatial-temporal representations,
cross-modal reranking, and stronger sequence ar-
chitectures (Voskou et al., 2021; Zhou et al., 2022;
Zhao et al., 2022; Chen et al., 2022a,b; Zhang et al.,
2023; Zhou et al., 2021). While these approaches
have been effective, many of them depend on gloss
annotations, which require substantial linguistic ex-
pertise and are difficult to scale across languages
and domains.

Weakly supervised methods aim to reduce this
dependence by introducing auxiliary alignment or
pseudo-label signals. TSPNet (Li et al., 2020) ex-
plored temporal-semantic correspondence, while
GASLT (Yin et al., 2023) introduced gloss attention
and transferred sentence-level similarity knowl-
edge from a pretrained natural language model.
ConSLT (Fu et al., 2023) introduced contextual
cross-modal contrastive learning, and VAP (Jiao
et al., 2024) employed visual alignment pretrain-
ing. Although these approaches reduce reliance on
manual gloss supervision, they may still involve
pseudo-glosses, pretrained recognition models, or
additional pretraining stages.

2.2 Fully Gloss-Free SLT
Fully gloss-free SLT learns directly from paired
sign videos and spoken-language translations with-
out using intermediate gloss supervision. GFSLT-
VLP (Zhou et al., 2023) introduced visual-language
pretraining, while C2RL (Chen et al., 2025) used
cross-modal contrastive representation learning
to improve semantic consistency between visual
and textual representations. More recent systems,
including FLa-LLM (Chen et al., 2024), Sign-
LLM (Gong et al., 2024), and MMSLT (Kim et al.,
2025), increasingly make use of large pretrained
language or multimodal models to strengthen trans-
lation generation.

TransAlign-SLT takes a different approach by
deriving complementary supervision directly from
the paired translation signal. TranslationCTC pro-
vides a coarse temporal prior, while masked opti-
mal transport supplies training-time semantic cor-
respondence with contextualized word representa-
tions. This design keeps the inference pipeline fully
gloss-free and avoids both pseudo-gloss generation
and the use of a large pretrained language decoder.

3 Methodology

3.1 Method Overview
Given a continuous sign video X = {x1, . . . , xT }
and its corresponding spoken-language translation
Y = {y1, . . . , yN}, fully gloss-free SLT learns a
mapping fθ : X→ Y without relying on interme-
diate gloss or pseudo-gloss supervision.

As shown in Figure 1, TransAlign-SLT combines
a visual-temporal encoding pipeline with comple-
mentary temporal and semantic training signals.
The encoding process is defined as

X
ϕCNN−−−→ F

ϕHMTF−−−−→ Hconv ϕBiLSTM−−−−−→ Hseq, (1)
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(a) Training Phase

(b) Inference Phase

Encoder Decoder

Encoder Decoder

Translation
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ResNet18 HMTF Bi-LSTM

❄ BERT
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TransCTC

Distill
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Attention 
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   : training-only
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(optional CTC rescoring)Training-only modules omitted from the main inference path:
BERT, MOT, Distill, Teacher Forcing, CE

Sign Video
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Figure 1: Overview of TransAlign-SLT during training and inference. ResNet18 features are processed by HMTF
and BiLSTM before autoregressive translation with a Bahdanau-attention GRU. During training, TranslationCTC
provides auxiliary temporal guidance, while frozen corpus-adapted BERT representations provide semantic super-
vision through MOT. BERT, MOT, distillation, teacher forcing, and training losses are excluded from the main
inference path. TranslationCTC scores may optionally be used for post-hoc beam rescoring.

where ϕCNN is an ImageNet-pretrained
ResNet18 (He et al., 2016; Deng et al., 2009),
ϕHMTF denotes the Hierarchical Multi-scale Tem-
poral Fusion encoder adapted from GPGN (Guo
et al., 2024), and ϕBiLSTM provides bidirectional
sequence refinement (Graves and Schmidhuber,
2005).

TranslationCTC encourages coarse temporal or-
ganization of the visual representations, while
Masked Entropic Optimal Transport (MOT) pro-
vides soft visual-text semantic correspondence. To-
gether, these signals improve representation learn-
ing from sentence-level translation supervision be-
fore an attention-based GRU generates the target
sentence autoregressively.

3.2 Hierarchical Multi-scale Temporal Fusion

HMTF adapts the Parallel Densely-Connected Tem-
poral Feature Extraction design of GPGN (Guo
et al., 2024) to the translation setting. We adopt
only the architectural design from GPGN and do
not initialize HMTF using GPGN checkpoints or
any gloss-supervised pretrained weights. Parallel
dilated temporal convolutions capture information
over multiple receptive fields, while cross-scale
residual connections and hierarchical fusion inte-
grate the resulting temporal representations. A de-
tailed view of the HMTF architecture is shown in
Figure 2.

Given frame-level features F and valid lengths L,

HMTF produces temporal representations, Transla-
tionCTC logits, and encoded sequence lengths:

(Hconv,Zconv, ℓ) = ϕHMTF(F,L). (2)

Here, Hconv ∈ Rℓmax×B×dh and Zconv ∈
Rℓmax×B×Vctc .

The fused temporal representations are then re-
fined by a stacked BiLSTM:

Hseq = ϕBiLSTM(Hconv, ℓ), (3)

which introduces bidirectional sequence context
that complements the multi-scale convolutional
modeling performed by HMTF.

3.3 Auxiliary TranslationCTC Supervision

Without gloss supervision, there is no explicit in-
termediate correspondence between the visual se-
quence and linguistic units. We therefore apply
TranslationCTC, based on Connectionist Tempo-
ral Classification (CTC) (Graves et al., 2006), to
both the HMTF and BiLSTM representations as an
auxiliary temporal regularizer.

Let r ∈ {conv, seq} denote the two branches,
and let Zr

b denote their logits produced by a shared
classifier. For sample b, the branch-specific objec-
tive is
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Figure 2: Hierarchical Multi-scale Temporal Fusion (HMTF). Parallel dilated convolutions capture multiple temporal
scales, cross-scale residual connections exchange information across branches, and hierarchical fusion produces the
final temporal representation.

LrCTC =
1

B

B∑

b=1

CTC
(
log softmax(Zr

b),

yctc
b , ℓb, Nb

)
.

(4)

where yctc
b is the target spoken-language token

sequence, ℓb is the valid visual sequence length,
and Nb denotes the corresponding target sequence
length.

TranslationCTC uses the same translation vo-
cabulary as the decoder, excluding PAD, BOS,
and EOS tokens, with an additional CTC
blank class. We use PyTorch CTCLoss with
zero_infinity=True to handle invalid align-
ments.

During the early stages of training, the visual
representations are only weakly organized with
respect to the target language. As a result, fine-
grained visual-semantic correspondence is difficult
to learn directly from sentence-level supervision.
TranslationCTC is therefore assigned a relatively
strong initial weight, providing a coarse token-level
temporal-linguistic prior that helps organize the vi-
sual sequence.

This weight is smoothly reduced from 0.5 to
0.1 over the course of training. Reducing its influ-
ence relaxes the monotonic auxiliary constraint and
increases the relative contribution of MOT-based
semantic alignment and autoregressive translation
learning. This is important because sign-to-spoken-
language translation does not necessarily follow a
strictly monotonic frame-to-word correspondence.
TranslationCTC therefore acts primarily as an early

optimization prior rather than as the final alignment
mechanism.

We further transfer sequence-level information
from the BiLSTM branch to the convolutional
branch through knowledge distillation:

LDist =
τ2

Nvalid

B∑

b=1

ℓb∑

t=1

DKL

(
p̃seq
t,b ∥ p̃conv

t,b

)
,

(5)
where τ is the distillation temperature and

Nvalid =
∑

b ℓb is the total number of valid tempo-
ral positions. We set τ = 8 in all experiments.

3.4 Masked Semantic Alignment with Frozen
BERT

TranslationCTC provides temporal guidance, but
it does not explicitly capture contextual sentence
semantics. To complement this signal, we use
Masked Entropic Optimal Transport (MOT) to
establish soft semantic correspondence between vi-
sual temporal features and contextualized textual
representations.

A language-specific BERT encoder (Devlin et al.,
2019) is first adapted using only the training-set
translations of the target corpus through masked
language modeling and is then frozen during SLT
training. Since WordPiece tokenization may di-
vide a single lexical unit into multiple subwords,
subwords associated with the same original word
are mean-pooled before alignment, yielding Tb =
{tb,j}Tb

j=1.
Each visual sequence feature is projected into

the textual embedding space:

qb,i = Wph
seq
b,i + bp, (6)
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and the corresponding visual-text transport cost is
defined using cosine distance:

C
(b)
ij = 1− q̂⊤

b,it̂b,j . (7)

To prevent padded positions from contributing to
the alignment, uniform marginals are normalized
only over valid visual and textual positions:

µb,i =
mv

b,i∑
k m

v
b,k

, νb,j =
mt

b,j∑
k m

t
b,k

. (8)

The entropically regularized transport plan is
defined as

π(b) = arg min
T∈Π(µb,νb)

[
⟨T,C(b)⟩ − ϵH(T)

]
,

(9)
with the semantic alignment objective

LMOT =
1

B

B∑

b=1

〈
π(b),C(b)

〉
. (10)

We solve Eq. 9 using 50 log-space Sinkhorn it-
erations (Cuturi, 2013) with ϵ = 0.1. In contrast
to TranslationCTC, MOT does not explicitly en-
force monotonic frame-to-word correspondence. It
therefore provides a complementary form of seman-
tic supervision. The frozen BERT/MOT branch is
used only during training.

3.5 Translation Decoder and CTC Rescoring
The target translation is generated autoregressively
using a single-layer GRU with Bahdanau additive
attention (Bahdanau et al., 2015; Camgoz et al.,
2018), conditioned on Hseq. At decoding step u,
the model predicts

P (yu | y<u,H
seq) = softmax

(
Wo[su; cu;xu]

+ bo

)
.

(11)
where su is the GRU hidden state and cu denotes

the Bahdanau attention context.
At inference, hypotheses are generated autore-

gressively using beam search and may optionally
be reranked with TranslationCTC scores:

Sfinal = (1− βctc)Sbeam + βctcSCTC. (12)

The autoregressive beam score is normalized
using a length penalty, while the TranslationCTC
score is normalized by the target hypothesis length
before interpolation. The CTC score is applied only

to completed hypotheses and does not participate in
autoregressive beam expansion. Thus, it does not
constrain the decoder’s generation path, although
its sequence score retains the monotonic alignment
assumption of CTC.

3.6 Overall Training Objective
The complete training objective is

Ltotal = λctc(e)
(
LconvCTC + LseqCTC

)
+ 10LDist

+ 2LMOT + LTransCE,

(13)

where λctc(e) is the epoch-dependent Transla-
tionCTC coefficient, smoothly reduced from 0.5 to
0.1. TranslationCTC provides coarse temporal reg-
ularization, MOT contributes contextual semantic
alignment, and translation cross-entropy directly
optimizes the final autoregressive translation objec-
tive.

4 Experiments

4.1 Datasets and Evaluation
Datasets. We evaluate TransAlign-SLT on RWTH-
PHOENIX-Weather 2014T (PHOENIX14T) (Cam-
goz et al., 2018) and CSL-Daily (Zhou et al., 2021).
PHOENIX14T consists of 7,096 training, 519 de-
velopment, and 642 test video-translation pairs
collected from German weather broadcasts. Its
spoken-language vocabulary contains 2,887 words.
CSL-Daily contains 18,401 training, 1,077 develop-
ment, and 1,176 test examples covering daily-life
communication, with a spoken-language vocabu-
lary of 2,343 Chinese words. Although gloss anno-
tations are available for both datasets, TransAlign-
SLT uses only sign videos and spoken-language
translations during training and inference.
Metrics.

Following standard SLT evaluation protocols, we
report BLEU-1 through BLEU-4 (Papineni et al.,
2002) together with ROUGE-L (Lin, 2004). BLEU
scores are computed using NLTK’s corpus-level
BLEU implementation with smoothing method
3. ROUGE-L is computed as the mean sentence-
level F1 score based on the longest common sub-
sequence of token sequences. The translation text
is lowercased, and punctuation is removed before
dictionary encoding.

4.2 Implementation Details
We use a ResNet18 backbone initialized with
ImageNet-pretrained weights from torchvision.
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Following TSN-style sampling (Wang et al., 2016),
50% of the frames are retained during training by
partitioning each video into uniformly spaced tem-
poral segments and randomly sampling one frame
from each segment. Each sampled frame is resized
to 256× 256, randomly cropped to 224× 224, and
horizontally flipped. During inference, we sample
the same number of frames at uniformly spaced
temporal positions and apply center cropping.

The semantic branch uses a language-specific
BERT encoder with a hidden dimension of 768.
The encoder is adapted using only the training-set
translations of the corresponding benchmark, with
MLM masking ratios of 0.5 for PHOENIX14T and
0.3 for CSL-Daily. After this adaptation, BERT
remains frozen throughout SLT training and is not
used during inference.

All models are trained for 60 epochs using Adam.
For PHOENIX14T, both the learning rate and
weight decay are set to 10−4. For CSL-Daily, the
learning rate is 5× 10−5 and the weight decay is
10−6. The TranslationCTC coefficient is gradually
reduced from 0.5 to 0.1. MOT is computed using
50 log-space Sinkhorn iterations with ϵ = 0.1. All
experiments were conducted on an NVIDIA RTX
A6000 GPU.

At inference, we use beam search with a beam
size of 10, followed by post-hoc TranslationCTC
reranking with βctc = 0.6. CTC scores are ap-
plied only to completed hypotheses and there-
fore do not affect autoregressive beam expansion.
The deployed model contains 45.6M parameters
and requires 123 GFLOPs for 64 RGB frames at
224× 224. The frozen BERT/MOT branch is used
only during training.

4.3 Main Results

Tables 1 and 2 summarize performance on both the
development and test sets. All component-level
ablations are conducted on the PHOENIX14T de-
velopment split.

PHOENIX14T. TransAlign-SLT achieves 22.86
BLEU-4 / 47.63 ROUGE-L on the development
set and 23.54 BLEU-4 / 48.46 ROUGE-L on the
test set (Table 1). Among fully gloss-free systems,
it outperforms GFSLT-VLP, FLa-LLM, and Sign-
LLM in test BLEU-4, while STN-SLT, C2RL, and
MMSLT achieve higher scores. These results show
that competitive translation performance can be
obtained directly from video-translation pairs with-
out gloss or pseudo-gloss supervision and without

relying on a large pretrained language decoder at
inference.

CSL-Daily. On CSL-Daily, TransAlign-SLT ob-
tains 16.17 BLEU-4 / 44.13 ROUGE-L on the de-
velopment set and 16.39 BLEU-4 / 44.68 ROUGE-
L on the test set (Table 2). It again outperforms
GFSLT-VLP, FLa-LLM, and SignLLM in test
BLEU-4, while C2RL and MMSLT achieve higher
scores. These results show that TransAlign-SLT
remains competitive across two distinct SLT bench-
marks, while component-level ablations are con-
ducted on PHOENIX14T.

4.4 Qualitative Analysis

Table 3 presents representative examples of suc-
cessful semantic preservation together with re-
maining translation errors. In the first example,
TransAlign-SLT preserves most of the sentence-
level content while producing a slightly shorter
translation. In the second example, the model re-
tains the geographic and weather context but fails
to preserve the distinction between Schnee (snow)
and Schneeregen (sleet). The third example illus-
trates a fine-grained numerical error, where fün-
ften (fifth) is replaced by zehnten (tenth). Taken
together, these examples suggest that the model
captures broad semantic content more reliably than
fine-grained lexical and numerical details.

5 Ablation and Analysis

We study the contribution of temporal modeling,
semantic supervision, TranslationCTC, decoding
strategy, and decoder choice on the PHOENIX14T
development set.

5.1 Temporal Modeling Components

We begin by examining the temporal modeling
components of TransAlign-SLT. Table 4 compares
the full HMTF + BiLSTM encoder with two con-
trolled architectural variants.

Replacing HMTF with a conventional temporal
convolution module while retaining the BiLSTM
lowers BLEU-4 from 22.86 to 18.18, correspond-
ing to a drop of 4.68 points. Keeping HMTF but
removing the BiLSTM reduces BLEU-4 to 20.14
and ROUGE-L to 43.77. These results indicate that
the two stages play complementary roles. HMTF
captures temporal patterns at multiple scales, while
the BiLSTM further refines these representations
using bidirectional sequence context.

218



Method Dev Test

B1 B2 B3 B4 R B1 B2 B3 B4 R

Gloss-supervised SLT
SLRT (Camgoz et al., 2020) 47.26 34.40 27.05 22.38 – 46.61 33.73 26.19 21.32 –
STMC-T (Zhou et al., 2022) 47.60 36.43 29.18 24.09 48.24 46.98 36.09 28.70 23.65 46.65
BN-TIN-Transf.+SignBT (Zhou et al., 2021) 51.11 37.90 29.80 24.45 50.29 50.80 37.75 29.72 24.32 49.54
MMTLB (Chen et al., 2022a) 53.95 41.12 33.14 27.61 53.10 53.97 41.75 33.84 28.39 52.65
TS-SLT (Chen et al., 2022b) 54.32 41.99 34.15 28.66 54.08 54.90 42.43 34.46 28.95 53.48
SLTUNET (Zhang et al., 2023) – – – 27.87 52.23 52.92 41.76 33.99 28.47 52.11

Weakly Supervised Gloss-free SLT
TSPNet (Li et al., 2020) – – – – – 36.10 23.12 16.88 13.41 34.96
GASLT (Yin et al., 2023) – – – – – 39.07 26.74 21.86 15.74 39.86
ConSLT (Fu et al., 2023) – – – 21.11 47.74 – – – 21.59 47.69
Sign2GPT (Wong et al., 2024) – – – – – 49.54 35.96 28.83 22.52 48.90
VAP (Jiao et al., 2024) 52.78 – – 26.62 51.47 53.07 – – 26.16 51.28

Fully Gloss-free SLT
NSLT (Camgoz et al., 2018) 28.10 16.81 11.82 9.12 31.00 27.10 15.61 10.82 8.35 29.70
NSLT+Bahdanau (Camgoz et al., 2018) 31.87 19.11 13.16 9.94 31.80 32.24 19.03 12.83 9.58 31.80
NSLT+Luong (Camgoz et al., 2018) 31.58 18.98 13.22 10.00 32.60 29.86 17.52 11.96 9.00 30.70
STN-SLT (Voskou et al., 2021) 49.12 36.29 28.34 23.23 – 48.61 35.97 28.37 23.65 –
CSGCR (Zhao et al., 2022) 35.85 24.77 18.65 15.08 38.96 36.71 25.40 18.86 15.18 38.85
GFSLT-VLP (Zhou et al., 2023) 44.08 33.56 26.74 22.12 43.72 43.71 33.18 26.11 21.44 42.49
FLa-LLM (Chen et al., 2024) – – – – – 46.29 35.33 28.03 23.09 45.27
SignLLM (Gong et al., 2024) 46.88 36.59 29.91 25.25 47.23 45.21 34.78 28.05 23.40 44.49
C2RL (Chen et al., 2025) – – – – – 52.81 40.20 32.20 26.75 50.96
MMSLT (Kim et al., 2025) 48.73 37.78 30.51 25.47 48.58 48.92 38.12 30.79 25.73 47.97

TransAlign-SLT (Ours) 48.13 36.04 28.55 22.86 47.63 48.53 36.97 29.39 23.54 48.46

Table 1: Comparison with prior methods on PHOENIX14T. Methods are grouped by supervision setting. B1 to
B4 denote BLEU-1 to BLEU-4, and R denotes ROUGE-L. Best and second-best results within the fully gloss-free
setting are shown in bold and underlined, respectively.

Method Dev Test

B1 B2 B3 B4 R B1 B2 B3 B4 R

Gloss-supervised SLT
SLRT (Camgoz et al., 2020) 37.47 24.67 16.86 11.88 37.96 37.38 24.36 16.55 11.79 36.74
BN-TIN-Transf.+SignBT (Zhou et al., 2021) 51.46 37.23 27.51 20.80 49.49 51.42 37.26 27.76 21.34 49.31
MMTLB (Chen et al., 2022a) 53.81 40.84 31.29 24.42 53.38 53.31 40.41 30.87 23.92 53.25
Twostream-SLT (Chen et al., 2022b) 55.21 42.31 32.71 25.76 55.10 55.44 42.59 32.87 25.79 55.72
SLTUNET (Zhang et al., 2023) – – – 23.99 53.58 54.98 41.44 31.84 25.01 54.08

Weakly Supervised Gloss-free SLT
TSPNet⋆ (Li et al., 2020) – – – – – 17.09 8.98 5.07 2.97 18.38
GASLT (Yin et al., 2023) – – – – – 19.90 9.94 5.98 4.07 20.35
ConSLT (Fu et al., 2023) – – – 14.80 41.46 – – – 14.53 40.98
Sign2GPT (Wong et al., 2024) – – – – – 41.75 28.73 20.60 15.40 42.36
VAP⋄ (Jiao et al., 2024) 50.41 – – 21.16 48.72 49.99 – – 20.85 48.56

Fully Gloss-free SLT
SLRT-GF‡ (Camgoz et al., 2020; Zhou et al., 2023) 21.03 9.97 5.96 4.04 20.51 20.00 9.11 4.93 3.03 19.67
NSLT+Luong (Camgoz et al., 2018) 34.22 19.72 12.24 7.96 34.28 34.16 19.57 11.84 7.56 34.54
GFSLT-VLP (Zhou et al., 2023) 39.20 25.02 16.35 11.07 36.70 39.37 24.93 16.26 11.00 36.44
FLa-LLM (Chen et al., 2024) – – – – – 37.13 25.12 18.38 14.20 37.25
SignLLM (Gong et al., 2024) 42.45 26.88 17.90 12.23 39.18 39.55 28.13 20.07 15.75 39.91
C2RL (Chen et al., 2025) – – – – – 49.32 36.28 27.54 21.61 48.21
MMSLT (Kim et al., 2025) 50.05 36.39 26.91 20.51 48.53 49.87 36.37 27.29 21.11 48.92

TransAlign-SLT (Ours) 44.59 32.22 22.75 16.17 44.13 44.59 32.21 22.89 16.39 44.68

Table 2: Comparison with prior methods on CSL-Daily (Zhou et al., 2021). Methods are grouped by supervision
setting. B1 to B4 denote BLEU-1 to BLEU-4, and R denotes ROUGE-L. ⋆ denotes TSPNet results reproduced
by prior work (Yin et al., 2023). ‡ denotes the SLRT architecture reproduced under the gloss-free setting by
GFSLT-VLP (Zhou et al., 2023). For VAP (Jiao et al., 2024), marked with ⋄, we report results without punctuation
post-processing following (Min and Chen, 2023). Best and second-best results within the fully gloss-free setting are
shown in bold and underlined, respectively.
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Reference: auch morgen erwartet uns eine ruhige herbstmischung aus hochnebel wolken und sonne
(tomorrow too we can expect a calm autumnal mix of high fog, clouds and sunshine)

TransAlign-SLT: morgen erwartet uns eine mischung aus hochnebel wolken und sonne
(tomorrow we can expect a mix of high fog, clouds and sunshine )

Reference: im osten und südosten auch schnee oder schneeregen
(in the east and southeast also snow or sleet)

TransAlign-SLT: im osten und südosten schnee oder schnee
(in the east and southeast snow or snow )

Reference: und nun die wettervorhersage für morgen samstag den fünften dezember
(and now the weather forecast for tomorrow, Saturday, 5 December)

TransAlign-SLT: und nun die wettervorhersage für morgen samstag den zehnten dezember
(and now the weather forecast for tomorrow, Saturday, 10 December )

Table 3: Qualitative translations on the PHOENIX14T test set. Correctly preserved content is shown in blue,
semantically related but inaccurate content is shown in green, and incorrect content is shown in red.

Temporal Encoder B4 R

TemporalConv + BiLSTM 18.18 43.09
HMTF w/o BiLSTM 20.14 43.77
HMTF + BiLSTM 22.86 47.63

Table 4: Effect of temporal modeling components on
PHOENIX14T Dev. B4 denotes BLEU-4 and R denotes
ROUGE-L.

5.2 Semantic Supervision

Table 5 examines the individual components of the
training-time semantic branch. The baseline re-
moves BERT-based semantic guidance while keep-
ing the remaining TransAlign-SLT components un-
changed. Introducing frozen BERT representations
through MOT increases BLEU-4 from 21.54 to
21.85 and ROUGE-L from 45.10 to 45.95.

Adapting BERT to the target translation corpus
using masked language modeling provides a further
improvement, reaching 22.54 BLEU-4 and 46.90
ROUGE-L. The best performance is obtained when
WordPiece subwords are additionally pooled into
word-level representations before transport align-
ment, yielding 22.86 BLEU-4 and 47.63 ROUGE-
L. This result suggests that the semantic signal
is more useful when the text representations are
adapted to the target corpus and aligned at the word
level rather than at fragmented subword positions.

Method MLM Word MOT B1 B2 B3 B4 R
Adapt Pool Align

Baseline ✗ ✗ ✗ 47.43 34.00 27.21 21.54 45.10
+ BERT ✗ ✗ ✓ 47.50 34.23 27.88 21.85 45.95
+ MLM adaptation ✓ ✗ ✓ 48.00 35.88 28.10 22.54 46.90
+ Word pooling ✓ ✓ ✓ 48.13 36.04 28.55 22.86 47.63

Table 5: Effect of training-time semantic supervision
on PHOENIX14T Dev. B1 to B4 denote BLEU-1 to
BLEU-4, and R denotes ROUGE-L.

5.3 Effect of TranslationCTC

Table 6 studies both the strength and the scheduling
of TranslationCTC supervision. Removing Transla-
tionCTC (λ = 0) causes BLEU-4 to fall from 22.86
to 10.50 and ROUGE-L from 47.63 to 27.01, show-
ing that this auxiliary signal is important during
representation learning. At the same time, main-
taining a strong constant weight is not optimal. A
fixed weight of λ = 0.6 produces 21.50 BLEU-4,
while moderate constant weights recover most of
the performance.

The proposed 0.5→ 0.1 schedule achieves the
best BLEU-2, BLEU-3, and BLEU-4 scores. This
behavior supports the role of TranslationCTC as an
early temporal-linguistic prior whose influence is
gradually reduced as training progresses.

CTC Strategy B1 B2 B3 B4 R

Constant (λ = 0.0) 16.58 13.56 11.20 10.50 27.01
Constant (λ = 0.6) 47.56 35.01 26.32 21.50 47.20
Constant (λ = 0.5) 48.32 35.93 28.24 22.42 47.46
Constant (λ = 0.4) 48.50 35.76 28.09 22.40 47.70
Decay (0.5 → 0.1) 48.13 36.04 28.55 22.86 47.63

Table 6: Effect of TranslationCTC weighting on
PHOENIX14T Dev.

Complementarity with MOT. TranslationCTC
encourages coarse temporal organization, whereas
MOT provides soft semantic correspondence with-
out explicitly enforcing a monotonic frame-to-word
alignment. The separate ablations show that both
signals are useful. However, we do not interpret
these results as a fully controlled factorial decom-
position of their interaction.
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5.4 Decoding with CTC Rescoring
Table 7 separates the contribution of autoregressive
beam search from that of post-hoc TranslationCTC
rescoring. Beam search accounts for most of the de-
coding improvement, raising BLEU-4 from 20.58
with greedy decoding to 22.40.

Applying TranslationCTC rescoring to com-
pleted beam hypotheses provides an additional
improvement, reaching 22.86 BLEU-4 and 47.63
ROUGE-L. By comparison, CTC rescoring with-
out beam search produces only a small gain over
greedy decoding.

CTC scores are used only to rerank completed
hypotheses and do not participate in beam expan-
sion. TranslationCTC therefore does not impose
a hard monotonic decoding path. Moreover, the
relatively small gain from inference-time rescor-
ing, compared with the large performance drop
observed when TranslationCTC is removed dur-
ing training, suggests that its main contribution
comes from representation learning rather than
from decoding-time reranking.

Decoding Beam CTC B1 B2 B3 B4 R

Greedy ✗ ✗ 45.84 33.32 26.03 20.58 45.44
CTC rescore only ✗ ✓ 45.90 33.50 26.20 20.60 45.60
Beam ✓ ✗ 47.18 35.27 27.97 22.40 46.54
Beam + CTC ✓ ✓ 48.13 36.04 28.55 22.86 47.63

Table 7: Effect of beam search and post-hoc Transla-
tionCTC rescoring on PHOENIX14T Dev.

5.5 Effect of Decoder Choice
We also examine whether the observed gains
can be explained primarily by the choice of a
larger pretrained language decoder. An mBART-
based decoder variant achieves 20.43 BLEU-4 on
PHOENIX14T Dev, compared with 22.86 BLEU-4
for the GRU-Bahdanau decoder used in TransAlign-
SLT. This 2.43-point difference indicates that sim-
ply increasing decoder scale does not account for
the improvements. Strong visual-temporal repre-
sentations and training-time alignment remain im-
portant even when translation is generated with a
lightweight recurrent decoder.

Translation quality versus model size.
TransAlign-SLT achieves 23.54 test BLEU-
4 with 45.6M inference parameters, compared
with 25.73 BLEU-4 using 640.94M parameters for
MMSLT (Kim et al., 2025) and 22.52 BLEU-4
using approximately 1.77B parameters for
Sign2GPT (Wong et al., 2024). This indicates a
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Figure 3: Translation quality versus model size on
PHOENIX14T. The x-axis reports total model param-
eters on a logarithmic scale, and the y-axis reports test
BLEU-4. Only methods with directly reported or mea-
sured complete model parameter counts are included.

favorable trade-off between translation quality and
model size rather than establishing a direct runtime
efficiency comparison. Figure 3 visualizes this
trade-off on PHOENIX14T.

Limitations and future work. Evaluation is lim-
ited to PHOENIX14T and CSL-Daily, so general-
ization beyond these benchmarks remains untested.
We report model size and computational cost but
not hardware-matched latency, memory, or training-
time comparisons. Future work will consider
broader sign languages and domains and controlled
efficiency benchmarking.

6 Conclusion

We presented TransAlign-SLT, a fully gloss-free
SLT framework that learns directly from paired
sign videos and spoken-language translations using
complementary temporal and semantic supervision.
TranslationCTC provides coarse temporal regular-
ization, while MOT encourages semantic alignment
between visual features and contextualized word-
level representations from a frozen, corpus-adapted
BERT encoder. Experiments on PHOENIX14T
and CSL-Daily, together with component-level ab-
lations, show that these training signals improve
learning from raw translation supervision while pre-
serving a compact GRU-based inference pipeline
that does not rely on glosses, pseudo-glosses, or
a large pretrained language decoder. The results
suggest a practical direction for scalable gloss-free
SLT with compact inference pipelines.
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Abstract

Cross-lingual transfer is standard in low-
resource sign language translation, but it is
unclear what the transferred model provides.
We fine-tune a pose-based model from Amer-
ican Sign Language (ASL) to Indian Sign
Language (ISL) and decompose the transfer
across its encoder, decoder, and articulator
streams. The matched encoder-decoder pair
reaches 3.61± 0.12 BLEU-4 over three seeds,
while either component alone performs close
to training from scratch. Content-word recall
shows a sharp frequency effect: frequent con-
tent improves with training and data, whereas
rare and unseen content stays near zero, even
after twenty epochs and 49% more data. This is
not a decoder artefact: decoded blind, the same
checkpoint reproduces no frequency gradient,
and frequency still orders recall within strata
of contextual predictability. Comparing ASL
and Chinese Sign Language sources with the
output language held fixed, a 22% encoder ad-
vantage survives across seeds, and multi-seed
weight analysis localises it to the hand, spatial,
and body components; an apparent Chinese
advantage on face and temporal does not sur-
vive a second seed. A second ASL corpus of a
different domain reproduces the effect. Trans-
fer supplies a coupled encoder-decoder starting
point, but does not by itself solve the long tail
of target-language content.

1 Introduction

Sign language translation has drawn increasing re-
search interest, but progress remains concentrated
on a small number of languages with large anno-
tated corpora. For low-resource languages such as
Indian Sign Language (ISL), a common strategy is

* These authors contributed equally to this work.
The iSign corpus (Joshi et al., 2024) and the Uni-Sign

checkpoints (Li et al., 2025) we build on are public; Ap-
pendix A gives the source checkpoints, training configuration,
per-condition initialisation, and evaluation protocol behind
every number here.

cross-lingual transfer: pretrain on a higher-resource
sign language and fine-tune on the target (Artiaga
et al., 2024; Dal Bianco et al., 2025). Yet papers
typically report only the resulting aggregate score,
leaving open what the transferred model actually
provides.

We study this question using a pose-based
encoder-decoder model fine-tuned from American
Sign Language (ASL) to ISL. We first decompose
the transferred checkpoint by separating its sign en-
coder and language decoder. The matched pair
reaches 3.61 ± 0.12 BLEU-4 over three seeds,
while either component alone performs close to
training from scratch. We then examine what the re-
sulting model can actually translate. Content-word
recall follows training frequency closely: frequent
content improves with training and additional data,
while rare and unseen content remains near zero
even after twenty epochs and a 49% increase in
training data. Two controls establish that this is a
property of what the model reads rather than of its
decoder: with the visual input removed the same
checkpoint shows no frequency gradient, and fre-
quency continues to order recall within strata of
contextual predictability.

We additionally compare ASL and Chinese Sign
Language (CSL) as source languages while holding
the output language fixed. Most of the apparent
gap between full checkpoints turns out to be the
decoder’s output language, leaving a 22% encoder
advantage whose per-arm ranges do not overlap
across seeds. Running the weight analysis over
several seeds separates what survives from what
does not: the ASL encoder starts measurably closer
to ISL on the hand, spatial, and body components,
while an apparent CSL advantage on the face and
temporal components lies inside run-to-run spread.
Because the ASL and CSL checkpoints differ in
pretraining domain as well as language, we treat
the surviving pattern as suggestive; a second ASL
corpus of a different domain reproduces it, which
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weakens a purely domain-based account without
settling the question. Figure 1 further shows that
the transferred model depends strongly on the body
stream: removing it causes a larger degradation
than removing either hand, while the hands alone
provide almost no translation signal.

Our contributions are:

• We show that transfer from ASL to ISL
requires the matched pretrained encoder-
decoder pair; neither component alone recov-
ers the transfer gain.

• We show that content-word recall is strongly
tied to training frequency, with rare and un-
seen content remaining resistant to additional
training and data.

• We isolate source-language effects from de-
coder output language and find an articulator-
specific pattern, reported over multiple seeds
so that the components which survive run-to-
run variation are separated from those which
do not, and whose interpretation remains lim-
ited by a source-domain confound.

• We audit our own evaluation: a corrected clip-
to-video mapping exposing residual split leak-
age and its measured effect on every score,
and two controls separating the vocabulary
effect from the decoder’s language model.

2 Related Work

Sign language translation has drawn growing atten-
tion as a way to bridge deaf and hearing communi-
ties (Camgoz et al., 2020; Joshi et al., 2024). Early
systems relied on gloss annotation as an interme-
diate supervision signal, but glosses are costly to
produce and unavailable for most sign languages,
which has pushed recent work toward gloss-free
translation. A common recipe pairs a visual en-
coder over the signing video, or its extracted pose
keypoints, with a large pretrained language model
as decoder (Zhou et al., 2023; Wong et al., 2024; Li
et al., 2025), a design that trades some appearance
detail for efficiency and signer invariance when
keypoints replace raw frames (Dal Bianco et al.,
2025).

Two properties of the languages bear on what
follows. Sign languages mark interrogatives and
negation non-manually, through brow position held
across a clause rather than a lexical item (Zeshan,

2004), which makes the face stream a meaning-
ful unit to ablate. Indian Sign Language is typo-
logically independent of both American and Chi-
nese Sign Language (Zeshan, 2003), so neither
source is a close relative. The corpora also differ in
domain — How2Sign is instructional monologue
(Duarte et al., 2021), OpenASL interpreted news
(Shi et al., 2022), CSL-Daily scripted conversation
(Zhou et al., 2021) — a difference we use as a
partial control in Section 4.4.

Because sign language data is scarce, a substan-
tial line of work looks outside the target language
for supervision. Scaling the pretraining corpus,
model size, and number of source languages to-
gether improves translation broadly, though qual-
ity remains far from usable (Zhang et al., 2024).
Multilingual pretraining followed by brief target-
language fine-tuning reaches 2.71 BLEU-4 from a
2.61 monolingual baseline on ISLTranslate (Joshi
et al., 2023), a different ISL corpus, and is the
closest prior transfer result to ours (Dal Bianco
et al., 2025). A complementary approach stitches
poses for words drawn from recognition datasets
into synthetic training pairs, raising iSign — the
corpus we use — from 0.55 to 3.43 (Joshi et al.,
2025); because it can only recombine signs it al-
ready has isolated examples for, it bounds what
lexicon-internal augmentation can buy. Transfer
between sign languages is established for isolated-
sign recognition (Artiaga et al., 2024), but transla-
tion, with its encoder–decoder structure and open
output space, raises the further question of which
components carry the benefit. Pose is not the
only route: video features augmented with optical
flow reach 8.58 BLEU-4 on iSign (Chowdhury and
Sanyal, 2025), well above any pose-only system
including ours. We study what transfer contributes
within a pose-only architecture, not what the corpus
admits overall.

Two recent studies bear on our findings with-
out addressing them directly. A self-supervised
model over separate hand, face, and body streams
reports a masking ablation on ASL consistent with
ours: hands alone reach 0.2 BLEU-4, comparable
to blind decoding, against 2.4 for all streams (Gueu-
wou et al., 2025). At a stronger operating point on
British Sign Language, remaining failure modes
include an inability to distinguish questions from
statements, missed negations, and difficulty with
fingerspelling (Jang et al., 2025) — all of which
we observe independently.

Closest to our concerns about evaluation, signer-
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dependent splits are shown to inflate reported
scores, with BLEU-4 on one benchmark falling
by more than half under signer-independent evalua-
tion (Artiaga et al., 2025). We split by source video
for this reason; Section 4 audits how well our im-
plementation of that rule held and what its residual
failure was worth. Signer identity is not distributed
with the corpus, so signer non-overlap cannot be
checked directly. Our benchmark anticipates a re-
lated concern, noting that names are fingerspelled
and then assigned a short sign, and that clip seg-
mentation often separates a name’s introduction
from its later use (Joshi et al., 2024).

3 Methodology

3.1 Model
We use Uni-Sign (Li et al., 2025) in its pose-only
configuration. Four ST-GCN streams (Yan et al.,
2018), one each for body, left hand, right hand,
and face, read pose keypoints and produce pooled
per-stream representations. These are concatenated
and projected into an mT5-base decoder (Xue et al.,
2021), which we refer to throughout as the sign en-
coder and the language decoder respectively. The
encoder reads 69 of the 133 COCO-WholeBody
keypoints (Jin et al., 2020): 9 body, 21 per hand,
and 18 face. Uni-Sign ties the left- and right-hand
modules, so the two hands share one set of weights;
we report them jointly as hands throughout. The
two halves are architecturally separable: either can
be loaded from a pretrained checkpoint while the
other is left at its own pretrained initialisation, or
replaced entirely with a checkpoint pretrained on a
different source language. This separability is what
makes the decomposition and source-language ex-
periments in Section 4 possible without any change
to the architecture itself. Where we test the pre-
trained encoder in isolation, we keep it frozen; this
probes the pretrained representation directly rather
than testing whether a trainable encoder-only con-
figuration would also underperform.

Source checkpoints. We do not pretrain: all
three source checkpoints are the public pose-only
translation releases accompanying Li et al. (2025),
which share a common stage-1 pose pretraining
on CSL-News and differ only in the translation
corpus each was subsequently fine-tuned on. We
use how2sign, openasl, and csl_daily,
trained respectively on How2Sign (Duarte et al.,
2021), OpenASL (Shi et al., 2022), and CSL-Daily
(Zhou et al., 2021). Because stage 1 is shared,

a comparison between two of these checkpoints
isolates the stage-2 translation corpus, which is
what varies in sign language and in domain; it does
not isolate language from domain, and Section 4.4
returns to that. Appendix A lists file identifiers,
parameter counts, and exactly which tensors each
condition loads, freezes, and trains.

3.2 Isolating the Source Language
A full checkpoint pretrained on one sign language
differs from a full checkpoint pretrained on another
in two ways at once: the sign language the encoder
was trained to read, and the spoken language the
decoder was trained to write. Comparing two full
checkpoints therefore conflates both effects, and
cannot tell us which one is responsible for an ob-
served gap.

We separate them by constructing a hybrid
model: the sign encoder from one source-language
checkpoint, paired with the language decoder from
another. Concretely, we pair a Chinese Sign Lan-
guage (CSL) encoder with the English-writing de-
coder from the ASL checkpoint. This hybrid iso-
lates the encoder’s source-language effect, since
the decoder’s output language is now held constant
across every comparison. We separately confirmed
that the ordering between source languages was un-
changed when one arm was rerun under the other’s
training configuration, which rules out incidental
training differences as the explanation for the order-
ing; we did not, however, control for the fact that
the two source checkpoints’ pretraining data differ
in domain as well as language, which we return to
in Section 4.4.

3.3 Locating the Advantage Across
Articulators

Where a source-language advantage exists, we ask
where in the signer’s body it lives, using two meth-
ods that draw on different signals. The first mea-
sures how much each source encoder’s weights
change during ISL fine-tuning, separately for each
of five components: hands, spatial configuration,
body, face, and temporal movement. We define
relative weight change for component c as

∆c =
∥θfine-tuned

c − θ
pretrained
c ∥

∥θpretrained
c ∥

× 100%, (1)

where θ
pretrained
c is the component’s weights imme-

diately after loading the source-language check-
point and θfine-tuned

c is the same component’s
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Figure 1: Left: keypoints supplied to each pose stream
for a test clip. Right: BLEU-4 when streams are zeroed
at inference. Removing the body stream causes the
largest single-stream degradation, while the hands alone
provide almost no translation signal.

weights after ISL fine-tuning completes. A smaller
∆c means the source encoder’s representation for
component c needed less adjustment to fit ISL. In-
teger buffers such as BatchNorm step counters are
excluded; squared in a norm, they would otherwise
dominate every component.

The five components are two overlapping par-
titions of the same encoder, not five disjoint parts,
and they do not sum. Hands, body, and face par-
tition it by stream (74 tensors each); spatial and
temporal partition it by layer type within the ST-
GCN blocks (132 and 156 tensors), cutting across
all four streams. The temporal component shows
the largest relative change in every run, partly be-
cause its pretrained weights have the smallest norm,
so an equal displacement registers as a larger ratio.
∆c is therefore comparable between two sources
within a component, not between components, and
we treat it as directional rather than calibrated evi-
dence: there is no control arm against which “small”
is defined. We report it over two ASL and two CSL
runs in one training configuration, and call a com-
ponent separating only when the per-arm ranges do
not overlap.

That second method measures behavioural recall
directly: for content tied to a specific articulator,
hand-carried proper nouns and numerals, or face-
marked interrogatives, we measure how often the
fine-tuned model reproduces that content correctly,
with the decoder held fixed as described above. We
define content-word recall as

Rword =
1

|D|
∑

d∈D

|ŵd ∩ wd|
|wd|

, (2)

where D is the evaluation set of clips, wd is the set

of target content words for clip d, and ŵd is the set
of content words the model actually produces for
that clip. Question recall, reported in Sections 4.4
and 4.7, is a distinct quantity: the fraction of in-
terrogative references rendered as questions in the
output, and is not computed by Equation 2.

Both ∆c and Rword are computed from the same
underlying fine-tuning runs, so agreement between
them is evidence that a pattern is not an artefact
of one measurement method, but it is not evidence
that the pattern is independent of confounds shared
by both runs, including the pretraining domain con-
found noted above.

Finally, because the model’s four pose streams
are concatenated rather than fused earlier in the net-
work, any subset of them can be zeroed at inference
without retraining. We use this to run an articula-
tor masking ablation directly on the trained model,
which gives a third, purely behavioural view of
which streams the model actually needs, indepen-
dent of any source-language comparison.

4 Experiments

4.1 Experimental Setup
We use a verified-representative subsample of the
iSign pose corpus, 23,921 of its 127,237 clips: per-
decile counts range from 2332 to 2457 against an
expected 2392, and mean reference length matches
the corpus to within 0.04 words, 10.76 against
10.72. iSign defines no canonical split; we fol-
low the dataset authors’ recommendation to split
by source video, obtaining 19,093 training, 2,396
development, and 2,432 test clips. Published re-
sults on this benchmark use self-constructed splits,
so cross-paper comparisons throughout this section
are indicative rather than exact.

Split audit. Our first clip-to-video rule was
wrong, fragmenting single videos whose identi-
fiers contain hyphens (Appendix B). Corrected, the
splits hold 3,198, 411, and 413 source videos, and
22 videos cross the train–test boundary, contribut-
ing 0.90% of test clips. Removing them raises
BLEU-4 by +0.02 to +0.03 on all three ASL seeds,
since those clips are harder than average: the leak-
age is real but inflates nothing. Signer identity is
not released with iSign, so signer-level indepen-
dence cannot be checked directly.

Inputs are converted from MediaPipe Holistic
(Lugaresi et al., 2019) to the COCO-WholeBody-
133 layout the model expects (Jin et al., 2020).
Every condition trains for 20 epochs with AdamW
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(Loshchilov and Hutter, 2019) under a one-cycle
schedule at peak learning rate 3× 10−4, effective
batch 8, and bf16 autocast, on a single 16 GB or
24 GB consumer GPU. We take the final epoch
rather than selecting on development score, so no
condition benefits from checkpoint selection the
others did not get; Appendix A gives the full con-
figuration. Evaluation uses beam search with 4
beams and a 100-token limit, matching the refer-
ence implementation, and we report BLEU-4 (Pap-
ineni et al., 2002) and chrF (Popović, 2015) through
sacrebleu (Post, 2018).

Seeds, and which set numbers come from. Ev-
ery number below is a full test-set score, and condi-
tions run at up to three seeds; we report the mean,
the population standard deviation, and the individ-
ual runs. With so few runs, that spread describes the
runs we have rather than a sampling distribution,
so our claims turn on whether two arms’ ranges
overlap. Arms are compared only within a train-
ing configuration, since micro-batch size changes
padding (Appendix A). Inference-time analyses
needing one fixed model (Sections 4.5–4.6) use the
seed-13 checkpoint, 3.58 BLEU-4 and 21.85 chrF
standalone; bf16 decoding is not bit-deterministic,
so it varies by up to±0.03 BLEU-4 between passes
and each table carries its own control.

We validated the evaluation harness indepen-
dently: the released ASL checkpoint scores 9.59
BLEU-4 and 30.28 chrF on How2Sign through our
pipeline, matching its published figure, so the low
absolute scores that follow reflect the difficulty of
the ISL task rather than a fault in the harness.

4.2 Transfer Requires Both Components

Table 1 decomposes the transferred checkpoint on
the test set. Every partial transfer we can construct,
whether half the network or a single pose stream,
lands between 0.31 and 0.76 BLEU-4, a band that
straddles training from scratch rather than sitting
above it, while the matched pair reaches 3.61 ±
0.12: roughly five times the best of them. Under
this decomposition, the transferred benefit is not
recovered by either component in isolation, but
by the matched encoder-decoder pair. This has a
direct practical consequence: replacing either half
after transfer, for instance swapping in a stronger
decoder, discards this relationship even when the
replacement is individually stronger on its own.

One caveat: the frozen-encoder arm has by far
the widest spread, 1.12 against 0.41 and 0.47, so

Transferred BLEU-4 Runs

Encoder + decoder 3.61± 0.12 3.58, 3.77, 3.47

Encoder only (frozen) 0.67± 0.32 1.12, 0.41, 0.47
Decoder only 0.76 0.76
Hand streams only 0.61± 0.08 0.70, 0.53
Body stream only 0.58 0.58
Face stream only 0.31 0.31

Neither (scratch) 0.455± 0.001 0.454, 0.456

Table 1: Test-set decomposition of an ASL→ISL trans-
fer. No partial transfer materially exceeds scratch; only
the matched pair does. Spread is population standard
deviation; the scratch row is given to three decimals be-
cause its two runs differ by 0.002. chrF in Appendix A.
For reference, Joshi et al. (2025) report 3.43 BLEU-4 on
iSign, the corpus we use, and Dal Bianco et al. (2025)
2.71 via multilingual transfer on ISLTranslate.

its mean of 0.67 rests on one high run and is not
a tier above the other partial transfers. What is
robust is the gap between any partial transfer and
the matched pair, an order of magnitude beyond
the largest within-arm spread (Appendix A notes
the configurations).

4.3 Source Language, Isolated from Output
Language

Table 2 reports the intact CSL checkpoint alongside
the hybrid configurations described in Section 3.
Comparing full checkpoints within one configura-
tion, ASL reaches 3.61 and CSL 0.59: an apparent
gap of 3.02 BLEU-4, almost all of it the decoder’s
output language. With the decoder held fixed and
both arms in the same configuration, the gap is 0.68
(3.75 against 3.07) — a 22% encoder advantage,
not a fivefold one. That 22% is not a single-run
artefact: the two arms’ ranges, 3.67–3.82 against
3.06–3.09, do not overlap.

Both checkpoints share stage-1 pretraining and
differ in the sign language and the domain of
the stage-2 corpus. A partial control is available:
OpenASL is also ASL but is interpreted news
rather than instructional monologue, differing from
How2Sign in domain about as much as CSL-Daily
does. Its encoder reaches 3.54 with the same En-
glish decoder, close to How2Sign’s 3.61 in that con-
figuration and well clear of CSL’s 3.07, while the
configuration difference is worth only +0.14. Two
ASL corpora of different domains behave alike and
both beat CSL, which weakens a purely domain-
based account without eliminating it: both remain
more hand-forward than scripted conversation.
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Encoder Dec. n BLEU-4 chrF

matched configuration, same machine
How2Sign (ASL) En 2 3.75± 0.08 21.82
CSL-Daily (CSL) En 2 3.07± 0.01 20.39

second configuration
How2Sign (ASL) En 3 3.61± 0.12 21.80
OpenASL (ASL) En 1 3.54 21.82
CSL-Daily (CSL) Zh 1 0.59 15.61

Table 2: Test scores separating source sign language
from output language. Most of the naive ASL–CSL gap
is the decoder; a 22% encoder advantage survives with
the decoder held fixed, with non-overlapping per-arm
ranges. OpenASL is a second ASL source of a different
domain.

4.4 Where the Advantage Lives

We report this analysis as a suggestive pattern, for
the reasons noted in Section 3. Table 3 and Figure 2
report weight change by component over two ASL
and two CSL runs, all in one training configuration.

ASL starts closer to ISL on hands, spatial config-
uration, and body, with ranges that do not overlap.
Face and temporal do not separate: face spans 415–
492 across ASL runs against 365–515 across CSL,
and temporal 264–293 against 281–326. A sin-
gle run per source had shown CSL closer on both,
which invited a typological reading of that split; it
was an artefact of that run’s ASL face value, 718.6,
and we withdraw the claim. A third ASL run in
the other configuration leaves which components
separate unchanged.

Behavioural recall, computed as in Equation 2
with the decoder held fixed and paired at the
item level, shows the same pattern: ASL leads
on proper nouns (20.7% against 18.2%, 95% CI
[+1.4,+3.6]) and numerals (35.9% against 29.3%,
[+3.9,+9.3]), content carried mostly by hand
shape, while face-marked questions do not sep-
arate (36.9% against 31.0% on 84 clips, interval
[−2.4,+14.9]). Two measurements on different
signals agree on which components resolve.

One explanation is that ASL is linguistically
closer to ISL in hand configuration. An equally
consistent explanation is that our ASL source is in-
structional monologue, which tends to be lexically
dense and hand-forward, while our CSL source is
scripted conversation. The OpenASL arm of Sec-
tion 4.3 favours the first without settling it, and we
flag this as the main open question raised by our
source-language experiments rather than resolving
it here.

Component ASL (n=2) CSL (n=2) Closer

Hands 142.1± 1.6 157.9± 3.2 ASL
Spatial 50.5± 2.3 58.2± 1.9 ASL
Body 174.5± 7.8 217.1± 21.1 ASL
Face 453.9± 38.5 440.0± 74.9 —
Temporal 278.4± 14.3 303.3± 22.8 —

Table 3: Relative weight change during ISL fine-tuning
(∆c, Equation 1), mean and population standard de-
viation over two runs per source in one configuration.
Smaller means the source’s pretrained representation
needed less adjustment for ISL. “—” marks components
whose per-arm ranges overlap, so the two sources do not
separate. Hands, body, and face partition the encoder
by stream; spatial (graph convolution over joints) and
temporal (convolution over time) partition it by layer
type, so the five rows are two overlapping views and do
not sum.

Condition BLEU-4 chrF Date recall

Intact 3.59 21.80 65.8%
Shuffled poses 0.25 14.25 0.9%
Blind (all masked) 0.03 13.96 0.0%

Table 4: Grounding controls, test set, all decoded in
one pass from the seed-13 checkpoint. Removing or
scrambling the visual input destroys performance. The
intact row is this pass’s own control and reads 3.59
against the 3.58 of standalone evaluation and the 3.61 of
the masking pass in Appendix E; the spread is decode
nondeterminism, not a different model.

4.5 Grounding

Before relying on any of the above, we check that
the model is reading the signing rather than gen-
erating plausible English independent of it. Blind
decoding zeroes every pose stream at inference.
Shuffled decoding feeds each clip a different clip’s
pose sequence while keeping its own reference,
a stronger control since the input remains well-
formed sign motion, just the wrong motion. We
track date recall alongside BLEU, since dates can-
not be guessed from a language prior and are ex-
actly measurable.

Both controls collapse performance (Table 4):
0 of 111 dates survive blind decoding, and only 1
survives shuffling. Blind chrF, 13.96, falls below
the length-matched random-sentence baseline of
15.14, meaning the model without visual input per-
forms worse than random guessing calibrated to
sentence length. The model’s output depends on
reading the visual input, and that blind decode is
reused in Section 4.8 as the language-prior control.
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Figure 2: Where the ASL and CSL source encoders dif-
fer. (a) Relative weight change during ISL fine-tuning
by component, log scale, two runs per source in one
configuration, whiskers spanning their range. (b) Be-
havioural recall for content tied to each articulator, with
the decoder held fixed. A triangle marks the source that
wins; “n.s.” marks a comparison whose ranges over-
lap (a) or whose bootstrap interval spans zero (b). The
two panels agree: hand-carried measures separate, face-
marked ones do not.

4.6 Articulator Masking

Because the four pose streams are concatenated
rather than fused, any subset can be zeroed at infer-
ence without retraining. Figure 1 illustrates the four
input streams and the resulting BLEU-4 changes,
while Appendix E reports all sixteen stream combi-
nations with chrF and date recall. Every configura-
tion lacking the body stream collapses.

The body stream is necessary but not sufficient.
Above size one, a subset containing body beats
every same-sized subset without it, and removing
body from the full set costs 3.61 → 0.47, more
than removing any other stream. Yet body alone
reaches 0.05, below hands alone at 0.12 and indis-
tinguishable from blind decoding; no single stream
exceeds 0.10. What the model needs is the conjunc-
tion: body with one hand reaches 1.26 and recovers
55% of dates, while both hands without body reach
0.12 and recover 0.9%. Hand configuration appears
interpretable only relative to where the hands are,
which the architecture encodes by positioning the
hand streams on body keypoints. The hands are
also not interchangeable: removing the right costs
3.61→ 1.09 against 2.90 for the left.

4.7 Non-Manual Marking

Sign languages mark interrogatives non-manually,
principally through eyebrow position held across

BLEU-4 Q recall

Seed brow jaw brow jaw

13 3.46 3.58 44.0% 33.3%
21 3.45 3.77 34.5% 39.3%
37 3.59 3.47 38.1% 42.9%

mean 3.50 3.61 38.9% 38.5%

Table 5: Eyebrow landmarks versus jaw contour, three
seeds per arm. No measurable effect: both arms’ ranges
overlap on both measures.

the clause (Zeshan, 2004). The face stream in this
architecture samples jaw contour, inner mouth, and
nose tip; mapped onto the standard 68-point face
scheme (Sagonas et al., 2016), none of its 18 land-
marks fall on the brows. Behaviour matches this
gap: the seed-13 checkpoint renders 33.3% of inter-
rogative references as questions, against 97.0% of
statements kept as statements. (Section 4.4 quotes
36.9% for a different arm; 84 clips cannot resolve
it.) Transfer lifts interrogative rendering (16.7%
scratch, 25.0% frozen encoder, 33.3% matched
pair) but it stays far behind the statement rate, and
behind content grounding over the same three mod-
els, where outputs sharing no content word with
the reference fall from 93.5% to 49.9%.

We tested the implied fix directly: refilling the
jaw-contour slots with eyebrow landmarks, keep-
ing the stream size fixed so pretrained weights still
load, three seeds per arm with matched jaw con-
trols (Table 5). It does not measurably help. Pooled
over seeds, question recall is 38.9% with eyebrows
against 38.5% without, a difference of 0.4 points
(z = +0.09, p = 0.93), with translation quality un-
changed. A single seed would have suggested oth-
erwise: seed 13 alone gives eyebrows a 10.7-point
advantage, pairing that arm’s best seed with the
jaw arm’s worst. Within-arm spread, 34.5–44.0%
for brow and 33.3–42.9% for jaw, dwarfs the 0.4-
point pooled difference. Because the pretrained
face weights were fit to jaw-contour statistics, we
cannot separate a capacity limit from a structural
mismatch, making this an observation rather than a
controlled test. Both readings predict the same les-
son: adding non-manual features without adapting
the capacity devoted to them is unlikely to help.

4.8 Vocabulary
This is, independent of the source-language com-
parisons above, our most consequential finding.
Content-word recall, computed as in Equation 2,
tracks closely with how often each reference word
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Behaviour Reference Model output

Anchors survive,
context invented

The Queen of the United Kingdom – Queen
Elizabeth passed away on the afternoon of 8th
September 2022.

However in a devastating incident, a beautiful girl
named Queen Elizabeth died on 8th September
2022.

Unseen name
dropped

DWWF was founded in 2014 and has been working
ever since.

It was founded in 2014 and has been working ever
since.

Correct, BLEU-
penalised

On 3rd July Rahul Gandhi has made his resignation
official and final.

On 3rd July, Rahul Gandhi announced his
retirement.

Polarity
reversed

This is the first time he is visiting the state since the
removal of Article 370 in 2019.

This is not the first time such a case was reported in
2019 and was not the first time such a case was
reported.

Degenerate
repetition

On 15th June, 20 Indian soldiers were martyred in a
violent face-off with Chinese troops in Galwan
Valley.

On 15th June, the Chinese army participated in a
fight against the Chinese army.

Table 6: Test-set outputs from the ASL-transferred model, one per behaviour. Dates and frequent names survive,
unseen names vanish without a trace, and the surrounding text stays fluent whether or not it is accurate.

Predict. unseen rare mid freq. v. freq.

low 0.000 0.002 0.072 0.143 0.173
mid 0.002 0.010 0.079 0.172 0.232
high — 0.056 0.163 0.246 0.271

Table 7: Content-word recall by training frequency
within terciles of contextual predictability. Frequency
orders recall inside every tercile, so the frequency effect
is not reducible to formulaic context. “—” marks a cell
with too few tokens to estimate (142 or fewer elsewhere
in that row).

appeared in training (Table 8), spanning more than
two orders of magnitude between unseen and very
frequent words.

Is this the decoder rather than the encoder? A
frequent word is also likelier to sit in a formulaic
context the decoder can pattern-match, so the curve
could be a language-model effect. Two controls say
it is not. Decoding the same checkpoint with ev-
ery pose stream zeroed isolates the language prior,
and that prior shows no frequency gradient: re-
call is ≤ 0.002 in four of five bands and peaks
at 0.016, against 0.248 intact (Table 8, right col-
umn). Second, estimating each word’s contextual
predictability from its left context under a trigram
model fitted to the training references, frequency
still orders recall inside every tercile and the unseen
band stays at the floor in all of them (Table 7). A
logistic fit on both standardised predictors puts log
frequency at β = +0.73 against log predictability
at β = +0.25.

Restricting to proper nouns, which must be fin-
gerspelled and so give a cleaner test of reading than
ordinary vocabulary, the pattern sharpens: 0 of 370
proper-noun tokens unseen in training are ever re-

Training frequency n Intact Blind

Unseen (0) 1,251 0.001 0.000
Rare (1–4) 1,907 0.009 0.000
Mid (5–49) 5,920 0.096 0.002
Frequent (50–499) 6,397 0.203 0.016
Very frequent (500+) 1,320 0.248 0.001

Table 8: Content-word recall by training frequency, with
the same checkpoint decoded blind as a language-prior
control. Words unseen in training are essentially never
produced, and the blind column shows no frequency
gradient: the effect belongs to what the model reads, not
to its decoder.

produced, against 49.8% of those seen 50 times or
more. We detect proper nouns orthographically, as
capitalised tokens in non-sentence-initial position
with possessives normalised, a rule with no depen-
dence on a named-entity model; the same count
run over the data-scale pair below gives 0 of 1,130
and 0 of 465. Figure 3 shows what this looks like
in a single test clip: everything the model has seen
in training survives, and the one word absent from
training, a name, is replaced by a pronoun with no
signal that anything is missing. Measured in aggre-
gate, proper-noun recall of 0.216 looks reasonable;
that aggregate is carried entirely by high-frequency
names inferable from topic, and hides that recall
on unseen names is exactly zero.

To interpret the headline score itself, we anchor
it against trivial baselines that require no model
at all (Appendix D). A random training sentence
of matched length reaches chrF 15.14, close to
what training from scratch achieves (15.29 over two
seeds); the transferred model reaches 24 times the
random baseline on BLEU-4, so the gain over these
floors is real, even though the floors themselves sit
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frame 0 frame 136 frame 273

ref On 23rd June the Delhi High Court granted bail to

Safoora.

out On 23rd June the Delhi High Court granted her bail.

Figure 3: A test clip, evenly sampled, with its reference
and the model’s output. Everything the model has seen
in training survives: the date, the institution, the verb
phrase. The one word absent from training, a name,
is replaced by a pronoun, with nothing in the output
marking that a name was there.

higher than an unanchored score would suggest.
The same pattern holds under scaling. A con-

trolled comparison on a matched test set, one arm
trained on 19,099 clips and the other on 28,512
(a separate corpus draw, Appendix A), shows re-
call rising at the frequent end while the unseen end
stays at zero (Figure 4). Aggregate score does im-
prove, from 3.31 ± 0.02 to 3.98 BLEU-4, a 21%
relative gain from 49% more data, but recall on
frequent words rises only from 0.214 to 0.230 and
neither arm reproduces a single unseen proper noun.
More training data behaves like more transfer: it
improves the vocabulary the model already has
some purchase on, not the vocabulary it has never
seen. Our own headline result should be read in
the same light. It uses 19,093 training clips, 15.0%
of the 127,237-pair corpus (our full subsample is
18.8%). That makes the result data-efficient in ag-
gregate score and not in any sense open-vocabulary,
since both arms share the same floor.

We also checked whether pose estimation qual-
ity, rather than the model itself, explains this pat-
tern. Stratifying test clips by hand-keypoint cover-
age rejects that explanation: the best coverage quar-
tile reaches content recall of 0.152, against 0.108 in
the worst, with correlation r = +0.088 across clips.
Near-perfect hand tracking yields nearly identical
failure, so improving keypoint extraction is not the
lever it is often assumed to be.

4.9 Failure Modes

Table 6 shows five representative outputs, one per
behaviour discussed above; Appendix C asks where
the surrounding text comes from. Content the

unseen 1–4 5–49 50+
word frequency in training

0.00

0.05

0.10

0.15

0.20

0.25

co
nt

en
t-w

or
d 

re
ca

ll

the gain is all here

floor does not move

19,099 clips (BLEU 3.31)
28,512 clips (BLEU 3.98)

Figure 4: Content-word recall by training frequency for
the controlled data-scale pair, evaluated on the same test
set with frequency counted in each arm’s own training
corpus. The smaller arm is the mean of two seeds. Half
again as much data lifts the frequent end of the curve
and leaves the unseen end pinned at zero.

model has seen in training survives fluently; con-
tent it has not seen is either dropped or replaced
with a plausible substitute, and the resulting sen-
tence gives no indication that anything is missing.

Two of these behaviours are worth separating
from ordinary translation error. The third exam-
ple is penalised by BLEU despite being an accu-
rate paraphrase, which shows the metric is not uni-
formly too generous here. The fourth reverses the
polarity of the source sentence while remaining
fluent and confident, with nothing in the output to
signal the reversal to a reader who cannot check
the source. Across the test set, 9.9% of positive ref-
erences are rendered negative, a rate high enough
to matter for any deployment where a user cannot
verify against the original signing.

5 Conclusion

Cross-lingual transfer improves low-resource sign
language translation, and we report the best pose-
only result we are aware of on Indian Sign Lan-
guage from a 15% sample of iSign, though well
short of video-based systems on the same corpus.
Two findings follow from taking this result apart.
First, the benefit comes from a transferred encoder-
decoder relationship rather than from either com-
ponent alone, a pattern robust across every com-
parison we ran. Second, and independent of any
source-language comparison, the system’s recall
tracks training frequency almost exactly and does
not improve on rare or unseen content under any
intervention we tested. The source-language advan-
tage also splits unevenly across the body, holding
on the hands but not the face.
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Limitations

Our conditions run at up to three seeds, which is
enough to show when an arm’s range is disjoint
from another’s but not enough to estimate a sam-
pling distribution. One checkpoint per source lan-
guage remains a single sample of that language, so
the 22% encoder advantage is a property of these
two checkpoints before it is a property of ASL and
CSL.

The ASL and CSL source checkpoints differ in
domain as well as sign language. The OpenASL
arm weakens a purely domain-based reading, since
two ASL corpora of different domains behave alike,
but both are still more hand-forward than scripted
conversation, so we cannot fully separate the two
explanations and present the articulator pattern as
suggestive throughout.

Our splits contain residual source-video leak-
age: 22 videos cross the train–test boundary, con-
tributing 0.90% of test clips. We measure its effect
rather than assume it away, and removing the af-
fected clips raises BLEU-4 slightly on every seed,
so it is not inflating our results. Signer identity is
not distributed with iSign, so signer-level indepen-
dence cannot be verified directly and source-video
separation is the strongest proxy available to us.

Our absolute operating point is low, 3.61 BLEU-
4. The decompositions we report are therefore
established in a regime where the model translates
poorly, and encoder–decoder coupling, frequency-
tracking recall, and body-stream dominance may
behave differently in a system with more headroom.
The vocabulary finding is the one we would most
expect to generalise, since it concerns what is ab-
sent from the training distribution rather than what
the model does with what is present, but we have
not tested it elsewhere.

Our non-manual marking experiment is a nega-
tive result that admits two readings, as Section 4.7
notes: the substituted eyebrow landmarks reuse
weights fitted to jaw-contour statistics, so a struc-
tural mismatch and a capacity limit predict the
same null.

We study one architecture, one target language,
and one transfer direction. The parameter asym-
metry between visual and language components
is characteristic of gloss-free pose-based sign lan-
guage translation generally, but the specific face-
landmark selection is one design choice among
several. The non-manual marking finding in par-
ticular should be checked against other systems

before being treated as a general property of the
architecture class.
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A Training and Checkpoint Details

Source checkpoints. We pretrain nothing.
All three sources are the public pose-only
translation releases accompanying Li et al.
(2025): how2sign_pose_only_slt.pth,
openasl_pose_only_slt.pth, and
csl_daily_pose_only_slt.pth. They
share a stage-1 pose pretraining on CSL-News
and differ in the stage-2 translation corpus, so a
comparison between two of them isolates stage
2. Each stores 627 tensors: 343 belong to the
sign encoder (6.9M parameters) and 284 to the
mT5-base decoder, which holds the remainder.
Under 1% of the parameters touch the sign input.

Fine-tuning. Every condition trains for 20
epochs on the ISL training split with AdamW
(Loshchilov and Hutter, 2019), β = (0.9, 0.98),
weight decay 0.01 applied to non-bias non-norm pa-
rameters only, one-cycle schedule with peak learn-
ing rate 3 × 10−4 and 200 warmup steps, label
smoothing 0.2, at most 256 frames per clip, and
bf16 autocast. Effective batch is 8 throughout; the
micro-batch is 2 with gradient accumulation 4 on
the 16 GB card and 4 with accumulation 2 on the
24 GB card, which changes sequence padding and
is why arms are compared only within a configu-
ration. We take the final epoch: no condition uses
development-set checkpoint selection, so none ben-
efits from a model-selection step the others did not
receive. Seeds are 13, 21, and 37.

What each condition loads. Every condition in-
stantiates the same architecture and differs only in
which tensors are initialised from a source check-
point and which are trainable (Table 9).

Per-condition chrF. Encoder + decoder 21.80;
encoder only 15.02; decoder only 15.50; hand
streams only 15.14; body only 15.21; face only
15.39; scratch 15.29. These are means over the
same runs as Table 1.

Evaluation. Beam search, 4 beams, 100 new to-
kens maximum, matching the reference implemen-
tation. Scores are computed with sacrebleu
(Post, 2018) on the full test split. Decoding un-
der bf16 autocast is not bit-deterministic, so a fixed
checkpoint varies by up to±0.03 BLEU-4 between
passes; tables built from one decode pass carry their
own control.

Larger-data condition. The data-scale compar-
ison in Section 4.8 uses a second corpus draw

Condition Loaded Trained

Encoder +
decoder

all 627 all

Encoder only
(frozen)

343 encoder decoder +
projection

Decoder only 284 mT5 all
Hand / body /
face

that stream’s 85
(170 for both
hands)

all

Neither (scratch) none all
CSL enc +
English dec

343 from CSL,
284 from
How2Sign

all

Table 9: Parameter initialisation per condition. Tensors
not loaded keep the architecture’s own pretrained initial-
isation, which for the decoder is mT5-base (Xue et al.,
2021). “Frozen” means the four ST-GCN streams re-
ceive no gradient; the projection into the decoder stays
trainable, since a frozen projection would confound rep-
resentation quality with an unadapted interface.

of 28,512 training clips and a subsample of it at
19,099, both evaluated on the same 3,534-clip test
split with the same split assignment, so only train-
ing size varies. The subsample is drawn by source
video rather than by clip, so it does not split a video
across the two arms. This is a different draw from
the 19,093-clip split used everywhere else in the
paper, and the two numbers should not be confused.

Configuration across Table 1. The en-
coder+decoder, frozen-encoder and scratch rows
were trained at micro-batch 2 with accumulation
4; the decoder-only and single-stream rows at
micro-batch 4 with accumulation 2. Effective
batch is 8 in both. Where we can measure the
difference, on the ASL arm of Table 2, it is worth
+0.14 BLEU-4 — in the direction that would raise
the single-stream rows, and an order of magnitude
below the gap those rows are read against.

Provenance. Every run above is recorded with
a manifest giving its source checkpoint, loaded
tensor count, dataset, seed, and full argument list;
these are reproduced from the manifests rather than
from the launch scripts. Two exceptions: the mani-
fests for one scratch seed and one frozen-encoder
seed were lost with the machine they ran on, and
their configuration is taken from the launcher that
produced them, whose defaults match the verified
manifests of their sibling runs. Both contribute only
a second or third seed to a row, never a reported
comparison on their own.
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B Split Construction and Leakage Audit

iSign clip identifiers follow three conventions, and
a rule that handles only the first two silently frag-
ments videos of the third kind into several:

Shape Video id ends at Clips

<id>--<n> final -- 21,243
<hex>-<n> final - 2,181
<id>_<suffix> final _ 497

The third shape carries hyphens inside the iden-
tifier itself, for example Miy-F4TYnso_d. Our
original rule mis-parsed these, which is how 22
source videos came to cross the train–test bound-
ary. Under the corrected rule the three splits hold
3,198, 411, and 413 source videos. Residual leak-
age is 22 videos and 22 test clips (0.90%); for the
data-scale pair it is 39 of 3,534 (1.10%) and 48 of
3,534 (1.36%).

Removing the affected clips changes BLEU-4 by
+0.02, +0.03, and +0.02 on seeds 13, 21, and 37
respectively. Scored alone, the leaked clips reach
1.23, 0.69, and 0.73 BLEU-4, well below the full-
test-set scores of 3.58, 3.77, and 3.47. The leakage
does not inflate any reported number.

C Provenance of Model Output

If the output is not retrieved from training, where
does it come from? Comparing output n-grams
against the training corpus, and controlling for the
fact that real references share that corpus and over-
lap it by default, hypothesis trigrams appear in
training 46.5% of the time against 20.8% for gen-
uine references; at four-grams, 20.2% against 5.6%.
The model composes from training material at a
higher rate than a real translation does, yet 80% of
its four-grams appear nowhere in training: recom-
bination under weak conditioning, not verbatim
retrieval.

D Test-Set Anchors

System BLEU-4 chrF

Constant (commonest train sentence) 0.00 0.21
Random training sentence 0.06 12.63
Length-matched random sentence 0.15 15.14
Scratch (trained, no transfer) 0.46 15.29

ASL transfer (ours) 3.61 21.80

ASL transfer is a three-seed mean and scratch a
two-seed mean, matching Table 1; both are rounded
to two decimals here.

E Full Articulator Masking Lattice

All sixteen subsets, seed-13 checkpoint, one de-
code pass. Date recall is over the 111 test clips
whose reference contains a date.

Streams retained BLEU-4 chrF Date

body + left + right + face 3.61 21.91 68.5%
body + right + face 2.90 20.56 62.2%
body + left + right 2.08 19.45 60.4%
body + right 1.26 17.42 55.0%
body + left + face 1.09 15.61 0.0%
left + right + face 0.47 15.60 27.9%
body + face 0.24 13.54 0.0%
body + left 0.22 13.83 0.0%
right + face 0.21 14.99 15.3%
left + right 0.12 14.25 0.9%
right 0.10 13.97 0.0%
body 0.05 13.42 0.0%
left + face 0.05 14.50 0.0%
left 0.03 14.05 0.0%
face 0.03 13.73 0.0%
none (blind) 0.03 13.96 0.0%

At sizes two and three, every subset containing
body outperforms every same-sized subset with-
out it. At size one the ordering reverses: body
alone (0.05) is indistinguishable from blind decod-
ing while the right hand alone reaches 0.10, which
is the not-sufficient half of the claim in Section 4.6.
Note also that the four subsets recovering more
than half of dates all contain body together with
the right hand.
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Abstract

We present WSLP-Task2 for the
WSLP@EMNLP 2026 isolated sign lan-
guage recognition shared task. Given a short
Indian Sign Language video, the system
must return a closed-vocabulary ranking
of ten glosses. With 4,398 training clips
spanning 4,361 glosses (4,336 singleton
classes), softmax classification is ill-posed; we
therefore cast experts as metric learners with
gallery retrieval, or as a gated vision–language
decoder. Our approach combines a fine-tuned
I3D–DINO RGB ensemble (64.45% Top-1), a
Qwen2.5-VL-3B LoRA adjudicator restricted
to disagreement or low-margin clips, and aux-
iliary DINOv2–ArcFace, ViTPose–BiLSTM,
Pose-TCN, and MambaVision–CosFace
experts. Late fusion updates the top-1 predic-
tion only when independent policies agree,
reciprocal rank fusion selects a candidate
already supported by multiple variants, or a
filtered VLM vote lies inside the RGB shortlist.
On the blind Codabench test set (n=526),
ensemble reciprocal rank fusion attains 66.16%
Top-1 (72.43% Top-5, 73.19% Top-10). The
improvement over the disagreement-gated
RGB ensemble (65.97%) is only 0.19 percent-
age points, corresponding to one additional
correct prediction on the 526-clip test set.
We therefore interpret the main finding as
evidence that selective and constrained expert
intervention can preserve the strong RGB
baseline while avoiding the degradation caused
by unrestricted fusion.

1 Introduction

Isolated sign language recognition (ISLR) maps
a short video of a single sign to an English gloss.
WSLP@EMNLP 2026 Task 2 evaluates Top-1 /
Top-5 / Top-10 accuracy on 526 blind test clips
under a closed training vocabulary (Exploration
Lab, IIT Kanpur, 2026). Two dataset proper-
ties dominate system design. First, the training
split is nearly one-shot: 4,398 clips over 4,361

glosses, so conventional softmax classifiers overfit
quickly. Second, RGB convolutional ensembles
already reach the mid-60s: a frozen I3D–DINO–
EfficientNet–SegFormer ensemble scored 62.36%,
and fine-tuning I3D with ArcFace raised the same
four-way ensemble to 64.45% (Carreira and Zisser-
man, 2017; Deng et al., 2019).

The remaining Top-1 errors concentrate where
RGB experts disagree. On a disagreement-gated
RGB ensemble (65.97% Codabench), about 260
clips have fine-tuned I3D and EfficientNet pre-
dictions that conflict; accuracy on this subset is
only 55–58%. We therefore treat vision–language
and metric-learning models as auxiliary adjudica-
tors, not as replacements for the RGB ensemble:
Qwen2.5-VL-3B LoRA (Bai et al., 2025; Hu et al.,
2022) is invoked only under disagreement or low
confidence margin; DINOv2–ArcFace, ViTPose–
BiLSTM, and related experts may revise the top-1
gloss only when their candidate already appears in
the RGB shortlist.

Our contributions are: (1) a selective expert-
fusion framework in which a strong RGB ensemble
serves as the default predictor and auxiliary experts
are allowed to intervene only under disagreement or
low-confidence conditions; (2) a systematic evalua-
tion of constrained late-fusion strategies combining
appearance, pose, and vision–language evidence;
and (3) an empirical analysis showing that selective,
high-precision expert intervention is more reliable
than unrestricted fusion in the near-one-shot set-
ting.

2 Related Work

Word-level sign recognition commonly uses I3D
on RGB (Carreira and Zisserman, 2017; Li et al.,
2020) and self-supervised appearance features such
as DINOv2 (Oquab et al., 2024). Pose streams (Me-
diaPipe Holistic / ViTPose with temporal heads)
complement RGB (Xu et al., 2022; WSLP Or-

237



ganizers, 2025). ArcFace and CosFace provide
additive-margin metric learning for closed-set re-
trieval (Deng et al., 2019; Wang et al., 2018). We
adapt a vision–language model with LoRA as a
gated adjudicator rather than an open-vocabulary
captioner, and combine ranked lists with reciprocal
rank fusion (Cormack et al., 2009).

3 Task and Data

Task. For each test clip, systems submit a closed-
vocabulary ranking of ten glosses. Codabench re-
ports Top-1/5/10 accuracy on n=526 clips.

Data. We use the official WSLP word-
recognition videos and splits. CISLR clips that
overlap the WSLP vocabulary are relabelled to
form an 8,154-clip augmented training set for
Qwen, DINOv2, and ViTPose. Offline leave-one-
out nearest-neighbor probes on multi-clip classes
are used only for development diagnostics and are
never reported as leaderboard scores.

4 Method

Figure 1 summarizes the pipeline. All late-fusion
variants start from a disagreement-gated RGB en-
semble and revise the top-1 prediction only under
the gates below.

Design principle. The framework follows an
asymmetric intervention principle: the primary
RGB ensemble is trusted by default, while aux-
iliary experts are treated as sources of corrective
evidence rather than independent classifiers. An
auxiliary prediction is therefore permitted to re-
place the primary top-1 prediction only when the
primary models indicate uncertainty and the can-
didate satisfies additional shortlist or agreement
constraints. This design reflects the strong perfor-
mance of the RGB ensemble and the substantially
weaker standalone performance of several auxiliary
experts.

4.1 Training objectives

Let z = fθ(x) ∈ Rd be an ℓ2-normalized embed-
ding of clip x. Gallery retrieval ranks gloss g by
sim(z, eg) = z⊤eg.

ArcFace (fine-tuned I3D / DINOv2). With class
weights W ∈ R|G|×d, scale s, margin m:

θj = arccos
(
clip(z⊤Wj ,−1 + ϵ, 1− ϵ)

)
, (1)

LArcFace = − log
exp(s cos(θy +m))∑

j exp
(
s cos(θj +m · ⊮[j=y])

) .

(2)
FT-I3D heads use s=30, m=0.30, embedding
dimension 256. DINOv2 ArcFace uses s=20,
m=0.20, emb 256.

CosFace (MambaVision).

LCosFace = − log
exp

(
s(cos θy −m)

)
∑

j exp(s cos θj)
.

(3)

Qwen gloss LM. LoRA-adapted Qwen2.5-VL
minimizes causal cross-entropy on gold gloss to-
kens:

LVLM = −
T∑

t=1

log pϕ(wt | w<t, x). (4)

Confidence gate. With expert scores s1 ≥ s2,
define m = s1 − s2. Qwen runs iff

gate(x) =⊮[ŷI3D ̸= ŷDINO]

∨min(mI3D,mDINO) < τ,
(5)

with τ=0.05; otherwise the stronger RGB ranking
is retained (Figure 1).

Confidence-aware reciprocal rank fusion.
With k0=60,

RRFw(w) =
∑

k

wk

k0 + rankk(w)
. (6)

Easy clips (I3D=DINO and both margins >0.05)
use weights (0.55, 0.45, 0) for (I3D, DINO,
Qwen), or a 0.1 Qwen drip if a Qwen row ex-
ists. Hard gated clips use (0.45, 0.20, 0.35) or
(0.20, 0.45, 0.35), favoring the stronger RGB ex-
pert plus Qwen.

Weighted Borda.

B(g) =
∑

k

wk ·max(0, 10− rankk(g)). (7)

4.2 RGB ensemble
A frozen four-way reciprocal rank fusion
(RRF) over I3D, DINOv2, EfficientNet-
B4, and SegFormer reaches 62.36% Top-1.
Fine-tuning I3D and retraining ArcFace
heads raises the same ensemble to 64.45%
(+2.09pp). Locked stream weights (k=60)
are I3D:DINOv2:EfficientNet:SegFormer
= 1.30:0.40:1.20:0.35. Within the hybrid
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Video RGB
Ensemble

Confidence Gate
(Eq. 5)

Candidate
Pool

Constrained
Fusion (RRF)

Final
Prediction

Qwen2.5-VL
Adjudicator

Auxiliary Experts
(Pose, Appearance)

confident (no)

uncertain (yes)

Figure 1: WSLP-Task2 pipeline. The primary RGB ensemble processes every video. The confidence gate invokes the
Qwen2.5-VL adjudicator only for uncertain predictions. Auxiliary experts contribute candidates to the constrained
late fusion, which restricts updates to preserve reliable RGB predictions.

I3D–DINOv2 expert, gallery and class logits
are mixed at 0.7:0.3 and then combined with
equal z-normalized weights. Single-stream RGB
baselines score only about 52%. Disagreement-
gated refinement of I3D–EfficientNet conflicts,
restricted to Top-5 candidates, yields a 65.97%
RGB ensemble that anchors all subsequent fusion
variants.

4.3 Qwen2.5-VL LoRA adjudicator

Adapters. We fine-tune Qwen2.5-VL-3B-
Instruct with LoRA. The prompt-augmented
adapter uses rank r=64, α=128, dropout 0.05
on attention and MLP projections; 16 frames;
8,000 steps; learning rate 8×10−5; and six prompt
paraphrases. A second adapter freezes the bottom
eight LLM layers and the vision tower (r=32,
α=64, 6,000 steps, learning rate 10−4) on the
same augmented CISLR+WSLP data. Additional
adapters with varied freezing and capacity supply
gated predictions to agreement-based and Borda
fusion only.

Prompts and decoding. At inference the model
is instructed to output a single English gloss for
an Indian Sign Language clip. Training samples
uniformly from six paraphrases with fixed gold tar-
gets. A pairwise variant asks which of two RGB
Top-5 glosses better matches the video (answer A
or B). Generated text is normalized and mapped
onto the closed WSLP vocabulary by exact, pre-
fix, and substring matching; unmapped strings are
discarded.

Disagreement diagnostic. On the 260 clips
where I3D and DINOv2 disagree, ungated Qwen
predictions differ from the RGB top-1 on 255 clips,
enter the RGB Top-10 on only 8, and agree with
I3D/EfficientNet on only 2. Ungated substitution is
therefore harmful; agreement-based fusion admits

at most five Qwen votes that already lie in the RGB
Top-6 or side with I3D/EfficientNet.

4.4 Auxiliary metric and pose experts

DINOv2–ArcFace. We apply LoRA (r=16,
α=32) to DINOv2-base query/value projections
with an ArcFace head (s=20, m=0.2, embedding
size 256), using six frames per clip for 30 epochs
on 8,154 WSLP+CISLR clips. Leave-one-out re-
trieval reaches 0.788 offline, but ungated Cod-
abench Top-1 is only ≈0.30; gated fusion reaches
0.6426. Agreement with the 65.97% RGB ensem-
ble is 30.4% at top-1 and 51% within Top-5, so
DINOv2 is used only as a constrained candidate.

ViTPose–BiLSTM. Pooled ViTPose-plus-large
embeddings feed a BiLSTM with ArcFace under
temporal augmentation. Early pose-only systems
collapsed to the majority gloss “Pencil”; after Arc-
Face training, leave-one-out accuracy is 0.393 with
463 distinct top-1 predictions. A gated ViTPose
variant matches the 65.97% RGB ensemble with
five updates. Floor agreement is only ≈5.7%, so
constrained fusion ignores Pencil votes and Borda
down-weights pose-embedding streams to 0.4/0.3.

Pose-TCN. MediaPipe Holistic features (225-D)
with a temporal convolutional head enter Borda at
weight 0.9. As a single model, Pose-TCN scores
0.1103 Top-1.

MambaVision–CosFace. Partial fine-tuning
with CosFace yields offline probes near 0.42,
but raw Codabench Top-1 is 0.1179; fused
Mamba variants reach 0.616–0.627. Multi-feature
embedding fusion including MambaVision scores
0.6407.

Negative results. Gemma-4 E2B LoRA col-
lapses to a few majority glosses and is excluded
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from fusion. Frozen-backbone DINOv2 LoRA
probes remain at 2–3% and are discarded.

4.5 Late fusion strategies
Our fusion pipeline utilizes 15 constrained variants
combined via RRF. The expert weights, disagree-
ment thresholds (τ ), shortlist constraints, and up-
date caps (d) were selected using only development-
time leave-one-out nearest-neighbor diagnostics
available before blind-test evaluation. The blind
test set was used only for final evaluation. These
settings are therefore task-specific and should
not be interpreted as dataset-independent hyper-
parameters. Our goal is to evaluate the selective-
intervention principle under the competition’s near-
one-shot setting rather than claim direct transfer of
the complete fusion configuration to other datasets.

Unless noted, variants start from the
disagreement-gated RGB ensemble (0.6597).
Let d denote the fraction of clips whose top-1
prediction changes. We group the strategies into
three core mechanisms:

Constrained Multi-Expert & Stream-Level RRF.
We enforce that candidate updates only occur when
primary vision models (I3D and EfficientNet) dis-
agree. Candidates must already reside within
the RGB Top-5 or Top-7 to be considered valid,
preventing weaker experts from injecting out-of-
context glosses. Updates are strictly capped (e.g.,
d ≤ 0.15 to 0.22).

Weighted Borda & Agreement Fusion. These
variants assign offline-derived weights to each
stream (e.g., RGB=1.2, Pose=0.9). We replace
the RGB top-1 prediction only when a strong con-
sensus emerges: either ≥3 auxiliary experts agree,
or the Borda score exceeds the RGB score by at
least 15% within the Top-8 shortlist.

Ensemble RRF (final system; d=0.0361). RRF
over fifteen constrained fusion variants, with higher
weight on the disagreement-gated RGB ensemble
(w=1.5) and moderate weight on ViTPose- and
Qwen-supported variants (w=0.8). Adopt a fused
top-1 only if at least two variants already support it;
cap d ≤ 0.20. This is our reported system: 0.6616
Top-1, 0.7243 Top-5, 0.7319 Top-10.

Unsuccessful combinations. Constrained multi-
expert fusion with gated DINOv2 scores 0.6350.
Joint DINOv2, freeze-8 Qwen, and ViTPose scores
0.6407. Both show that strong offline experts can
degrade Top-1 without multi-variant consensus.

5 Experimental Setup

Experiments run on the SVNIT Aurora GPU clus-
ter with offline Hugging Face caches on compute
nodes. Table 1 summarizes model objectives and
key hyperparameters.

Model Objective Key settings

Fine-tuned I3D ArcFace
(s=30,
m=0.30)

Four-way ens.
64.45%

Qwen2.5-VL (prompt-aug) Causal CE 16 frames;
LoRA r=64

Qwen2.5-VL (freeze-8) Causal CE LoRA r=32;
freeze 8

DINOv2–ArcFace ArcFace
(s=20,
m=0.2)

LoRA r=16;
LOO 0.788

ViTPose–BiLSTM ArcFace LOO 0.393;
gated 0.6597

MambaVision CosFace Single-model
0.1179

Table 1: Optimization settings for the reported models.

6 Results

Table 2 reports Codabench Top-1 accuracy. Our
public entry ranked fifth at 66.16 / 72.43 / 73.19
(Top-1/5/10). Leading systems reach 72.05% Top-
1 while Top-5/10 are already close to ours, sug-
gesting that shortlist coverage is strong and top-1
selection remains the bottleneck.

7 Analysis

Statistical Significance and the Fusion Gap.
The final 15-variant Ensemble RRF achieves
0.6616, improving over the disagreement-gated
RGB ensemble’s 0.6597 by exactly one additional
correct prediction out of 526 test clips. A paired
McNemar test does not indicate a statistically sig-
nificant difference (p > 0.05). Consequently, we
do not interpret the 0.19-point increase as evidence
of a substantial accuracy improvement. Instead, our
core finding is that disagreement-gated constraints
successfully prevent the performance degradation
that occurs with unrestricted fusion in this low-
resource setting. Without these constraints, incor-
porating weaker experts substantially harms Top-1
accuracy.

Expert Ablation. To understand which auxiliary
experts contribute to the final 0.6616 Ensemble
RRF, we perform a leave-one-out ablation on the fu-
sion pool. Removing the Qwen adjudicator variants
reduces performance to 0.6559, while removing
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# System Top-1

1 Ensemble RRF (final system) 0.6616
2 Disagreement-gated RGB ensemble 0.6597
3 Constrained multi-expert fusion 0.6559
4 Confidence-weighted stream RRF 0.6540
5 Low-edit refinement 0.6521
6 Consensus collision resolution 0.6502
7 Fine-tuned I3D four-way ensemble 0.6445
8 Equal-weight Top-5 consensus 0.6445
9 Gated DINOv2–ArcFace 0.6426
10 Multi-expert DINOv2–Qwen–ViTPose 0.6407
11 Constrained fusion + DINOv2 0.6350
12 High-edit fusion 0.6274
13 Pairwise VLM ranking 0.6103
14 Soft Borda consensus 0.5951
15 Single-model DINOv2 / Mamba / Pose-TCN 0.2985 / 0.1179 / 0.1103

Table 2: Codabench Top-1 on the blind test set (n=526).

Setting Rule Outcome

Confidence gate Eq. 5; ∼260 clips Agreement fusion
Ungated VLM substitution Replace RGB top-1 255/260 outside

Top-10
Gated VLM votes Top-6 or I3D/Eff

agree; ≤5
5 accepted updates

Pairwise VLM ranking RGB Top-5; wins ≥4 Below 0.6616
Adapter variants Gated predictions

only
Agreement / Borda

Table 3: Ablations of the Qwen2.5-VL adjudicator.

Expert wk Type

FT-I3D / RGB ens. 1.2 RGB
EffNet / I3D–DINO / Qwen 1.0 RGB/VLM
Pose-TCN 0.9 Pose
DINOv2 / SegFormer 0.8 App.
Light Qwen adapter 0.7 VLM
Pose keypoints 0.5 Pose
ViTPose LSTM/TF 0.4/0.3 Pose

Table 4: Borda weights (Eq. 7).

ViTPose and DINOv2 appearance variants gives
0.6578 and 0.6597, respectively. These results sug-
gest that the final fusion draws complementary evi-
dence from multiple expert families, although the
absolute differences are small and should not be
interpreted as statistically reliable gains for any
individual expert family.

Errors concentrate on disagreement clips. The
disagreement-gated RGB ensemble is already cor-
rect on most easy clips. Further gains require
changing incorrect conflict cases with high per-
update precision. Ensemble RRF revises only
19/526 predictions (d=0.0361) yet yields the best
score; stream-level RRF revises 115 (d=0.2186)
and is less reliable.

Vision–language models require gating. On the
260-clip disagreement set, ungated Qwen almost
always proposes a gloss outside the RGB shortlist.
Pairwise ranking inside the RGB Top-5 is safer than
free generation, but combinations that promote on
Qwen∩DINOv2 agreement still fall below 0.6616.

Offline probes overestimate leaderboard gains.
DINOv2 leave-one-out 0.788 collapses to ∼0.30
alone and ∼0.64 when gated. ViTPose leave-one-

out 0.393 coexists with a 0.6597 Codabench score
only because ViTPose is embedded in the RGB en-
semble, not because the probe predicts leaderboard
accuracy. MambaVision and Pose-TCN show the
same pattern (0.12 / 0.11 alone).

Update rate versus accuracy. Preserving the
RGB ensemble without further updates retains
0.6616 when used inside ensemble RRF. Equal-
weight Top-5 consensus (16 updates) scores
0.6445; soft Borda (71) scores 0.5951; collision res-
olution scores 0.6502; high-edit fusion (28) scores
0.6274; pairwise VLM ranking scores 0.6103. Con-
strained fusion with DINOv2 and joint DINOv2–
Qwen–ViTPose score 0.6350 and 0.6407—both be-
low the final system. Equal-weight voting fails be-
cause the RGB ensemble already matches the final
top-1 on 84% of clips, whereas DINOv2 matches
on only 37%. Confidence-weighted stream RRF
(0.6540) improves on equal consensus but still trails
the final system.

Mode collapse. Ungated ViTPose systems pre-
dicted “Pencil” for nearly all 526 clips. Gemma
collapsed to a few majority glosses. Auxiliary pose
and VLM experts are therefore useful only under
constraints, never as standalone systems.
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Top-5 versus Top-1 and Error Analysis. With
Top-5 already near the public leader, roughly thirty
clips contain the correct gloss in the Top-5 but not
at rank one. Error analysis on these 30 misranked
clips reveals three primary failure modes: (1) fine-
grained handshape confusion on visually similar
signs (e.g., distinguishing Apple vs Onion where
motion is identical but finger closure differs); (2)
severe motion blur during the critical apex frame,
causing the RGB models to rely on context; and
(3) out-of-distribution signers not well-represented
in the near one-shot training set. Future improve-
ments will require dedicated high-resolution hand-
crop models and better temporal alignment, rather
than simply re-ranking existing holistic features.

8 Conclusion

We presented WSLP-Task2, a selective multi-
expert framework for near-one-shot isolated Indian
Sign Language recognition. The framework uses
an I3D–DINOv2 RGB ensemble as the primary pre-
dictor and allows vision–language, appearance, and
pose experts to intervene only when the primary
prediction is uncertain and additional agreement or
shortlist constraints are satisfied.

The final Ensemble RRF achieves 66.16% Top-
1, 72.43% Top-5, and 73.19% Top-10 accuracy on
the blind test set. Although this improves over
the 65.97% disagreement-gated RGB ensemble by
only 0.19 percentage points and is not statistically
significant, the experiments consistently show that
unrestricted expert fusion can substantially degrade
performance. The main empirical finding is there-
fore that selective, high-precision expert interven-
tion is more reliable than allowing heterogeneous
experts to modify predictions freely.

Error analysis indicates that further gains are
likely to require stronger fine-grained hand repre-
sentations, improved temporal alignment, and bet-
ter handling of signer variation. More broadly, our
results suggest that in near-one-shot recognition, ef-
fective expert coordination may be more important
than simply increasing the number of models.
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Abstract

Recent benchmarks show that multimodal large
language models (MLLMs) can answer ques-
tions about sign-language video, but accuracy
alone does not reveal which visual cues sup-
port those answers. We test behavioral sensi-
tivity to hand-localized visual detail using 150
front-view isolated signs from NationalCSL-
DP. For each item, a hand-target condition (T)
blurs tracked hand regions and a same-arm con-
trol (C) applies the same Gaussian operator,
nominal σ, and translated mask geometry to
nearby arm regions; the underlying regional
content is not information-matched. The same
four-choice question is used across conditions
and four video MLLMs. All 1,800 final Pri-
mary responses are uniquely scorable, with
1,200 T/C responses entering the primary con-
trast. Mean accuracy is 38.17% on original
videos (O), 33.50% on T, and 36.67% on C. The
pre-specified C–T contrast is +3.17 percentage
points (95% bootstrap CI [−0.17, 6.50]; item-
cluster sign-flip p = 0.08172). The four model-
level point estimates are descriptively positive,
but two models are floor-limited. The evidence
is therefore directional rather than confirmatory.
The contribution is a matched-control diagnos-
tic that complements aggregate benchmark ac-
curacy while making its residual anatomical-
content mismatch explicit.

1 Introduction

Signed languages are full natural languages whose
lexical and grammatical contrasts are expressed
through coordinated manual and non-manual sig-
nals. For isolated signs, fine hand appearance—
including handshape and local orientation cues—
can be central, while a video model can also exploit
easier regularities in the signer, body, background,
or overall motion. A correct multiple-choice an-
swer therefore does not by itself show that the

model was sensitive to the visual detail that lin-
guistically distinguishes the sign.

CNSL-bench evaluates 21 open- and closed-
source MLLMs on Chinese National Sign Lan-
guage and documents large capability gaps across
modalities and articulatory categories (Zhao et al.,
2026). Recent sign-language MLLM work also
spans linguistically informed modeling and small-
VLM translation (Inan et al., 2025; Chowdhury
and Sanyal, 2026). These results establish what
systems can answer, but leave a narrower question
open: are video-MLLM decisions selectively sensi-
tive to fine visual detail localized on the hands?

We test that question by perturbing the input
rather than changing the task. Each sign is ren-
dered in three conditions: an unmodified standard-
ized video (O), a hand-target condition (T), and a
same-arm control (C). T and C use the same Gaus-
sian operator and nominal severity, but at different
anatomical locations (Figure 1). If hand-localized
detail matters more than a nearby local perturba-
tion, accuracy should be lower under T than C. This
is a behavioral diagnostic, not a claim to recover
an internal causal representation.

The study makes three contributions. First, it
turns isolated-sign recognition into a cue-sensitivity
diagnostic rather than another model-ranking ex-
ercise. Second, it introduces an anatomically
constrained translated control with a pairwise-
symmetric no-op rule. Third, it evaluates a frozen
four-model panel with pre-specified paired and
item-cluster inference. The Primary estimate is
+3.17 points, but its interval includes zero and the
sign-flip test remains above 0.05; we treat that un-
certainty as part of the result rather than as some-
thing to optimize away.
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Figure 1: A frame from one of the 150 evaluation items. O is the standardized input; T applies Gaussian blur to
tracked hand regions; C applies the same local operator to a translated copy of the target envelope along the same
arm. The face is pixelated only in this publication figure; model inputs were unchanged.

2 Related Work

Signed languages should not be reduced to generic
gesture streams (Yin et al., 2021). Sign-language
MLLM studies expose modeling, data, and evalu-
ation challenges, including signer-dependence ef-
fects (Inan et al., 2025; Chowdhury and Sanyal,
2026; Artiaga et al., 2025). Broader video-MLLM
diagnostics reveal temporal and motion-specific
weaknesses through MVBench, TempCompass,
Video-MME, and MotionBench (Li et al., 2024;
Liu et al., 2024; Fu et al., 2025; Hong et al., 2025).
Together, they motivate diagnostics of what visual-
temporal information supports a decision, rather
than accuracy alone.

Our closest benchmark context is CNSL-bench
(Zhao et al., 2026). We do not extend its leader-
board; we hold the item and question fixed and lo-
cally alter a hypothesized evidence source. Related
to contrast-set evaluation (Gardner et al., 2020), our
change is label-preserving and anatomically paired:
the scientific quantity is the difference between two
local degradations, not the drop caused by blur
alone.

3 Matched Visual Intervention

Data, sampling, and task. NationalCSL-DP con-
tains 6,707 Chinese National Sign Language signs
and 134,140 dual-view videos from ten signers (Jin
et al., 2025). We use Participant 01’s front-view
stream, making this a controlled within-signer di-
agnostic rather than a signer-generalization test.
The pre-outcome protocol removed explicit variant-
suffix entries and three media-only calibration
signs, leaving 6,026 eligible entries. A frozen
PCG64 draw selected 180 targets; the first 150 were
FORMAL and the remaining 30 RESERVE. All
source videos passed the media gate, so no reserve
item was used. Each four-choice item pairs the
target with three random distractors from the same

Design factor Control and residual scope

Local corruption Same Gaussian operator and nominal
σ; regional content is not information-
matched.

Mask geometry Translate the target envelope; anatomi-
cal texture and motion may still differ
by location.

Question/options Fix prompt, candidate set, and option
order within each item.

Invalid placement Apply PAIRWISE-SYMMETRIC-NOOP
to both T and C for that hand-frame.

Outcome selection Freeze items/media before scoring; no
outcome-based replacement.

Table 1: What the C–T design controls, and what re-
mains residual.

eligible pool under frozen identity and translation-
uniqueness constraints; distractors were not seman-
tic nearest neighbors. Candidate sets and order are
identical across conditions and models, with cor-
rect positions A=38, B=38, C=37, D=37. Dataset-
provided lexical labels are used as the answer key
and were not independently re-annotated for this
study. Exact construction seeds are in Appendix A.

Conditions and identification logic. O is the
standardized source video. T applies Gaussian low-
pass blur to tracked hand regions. C translates a
copy of the same hand-shaped mask along the cor-
responding wrist–elbow–shoulder path and applies
the same operator and nominal σ there (Figure 1).
Thus T and C share the video, question, candi-
date set, mask geometry, operator, and nominal
severity; they do not guarantee equal perceptual
or model-relevant information removal because
the underlying regional content differs. A positive
Acc(C) − Acc(T ) therefore indicates greater be-
havioral sensitivity to the hand-localized placement
under this matched-corruption design, not pure re-
moval of linguistic information. O is contextual;
O–T is not the primary estimand.
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Geometry and degradation. Hand and arm lo-
cations are obtained with RTMW-L (Jiang et al.,
2024) at 384× 288, followed by a five-frame tem-
poral median. The 21 hand keypoints define a
convex-hull core; the target envelope dilates it by
0.15× hand scale. Candidate controls translate
a copy of this envelope along the same-arm path
with γ ∈ {1.0, 1.1, . . . , 3.0}, selecting the smallest
valid placement with hand-core overlap≤ 0.05, tar-
get/control IoU ≤ 0.10, and area retention ≥ 0.98.

Both T and C use Gaussian blur with σ =
0.16× hand scale and boundary feathering with
σ = 0.04× hand scale. If no valid control ex-
ists for a hand-frame, that hand-frame is left un-
changed in both T and C (PAIRWISE-SYMMETRIC-
NOOP). Formal items require at least 98% pairwise-
valid hand-frame coverage and no invalid interval
longer than 0.15 s. In the final set, 55,172/55,248
hand-frames (99.8624%) are pairwise-valid; 76
use symmetric no-op. Minimum item coverage
is 98.5119%, and the longest invalid interval is
0.12 s.

Pre-outcome media safeguards. Severity was
selected only from fixed media calibration. At σ =
0.16× hand scale, fine finger separation and lo-
cal handshape edges were suppressed while coarse
hand position and gross trajectory remained read-
able. A pre-outcome calibration-panel MAE san-
ity check was approximately 0.1845 for T versus
0.1698 for C; it was not an information-equivalence
metric and motivates treating the corruption as
nominally, not information-, matched. All 450
formal videos passed full decode/resolution/frame-
count/frame-rate checks; O/T/C keep the same
native rate (25 or 50 fps) within an item and
1920 × 1080 resolution. No outcome-based re-
placement occurred.

4 Experimental Setup and Inference

Prompt and execution. The frozen Chinese
prompt presents four candidate glosses and re-
quests one letter (A/B/C/D) with no explana-
tion; exact wording and manifest hash are in Ap-
pendix A. Prompt bytes and option order are iden-
tical for O/T/C and across providers. The execu-
tion manifest is blinded to the correct letter and
target gloss; the scoring key is separately sealed.
Condition order is balanced across all six O/T/C
permutations (25 items each), and each provider
follows a pre-generated item order with an item’s
three conditions adjacent.

The completed Primary panel contains Qwen,
GLM, Doubao, and ERNIE; each receives all 150
items in all three conditions. All 1,800 final Pri-
mary responses are uniquely scorable (malformed
count: 0), with 1,200 T/C responses entering the
estimand. Each scheduled call seeks one scientific
response; retries are infrastructure-only, never qual-
ity resampling. Frozen decoding/request details are
in Appendix A. Provider video ingestion is partly
unobservable, so absolute accuracies are descrip-
tive rather than a cross-provider leaderboard.

Gemini and MiniCPM-V were predeclared sec-
ondary systems but were not closed before the scor-
ing key was opened, so later secondary execution is
recorded as a sequence deviation. Gemini remained
partial after deblinding (20 valid responses; the rest
infrastructure-failed or not run), and MiniCPM-
V never reached formal video execution; neither
altered Primary requests, panel membership, or
statistics.

Inference. The primary estimand is ∆ =
Acc(C)−Acc(T ). Per-model paired comparisons
use exact McNemar tests with Holm adjustment
across four tests. For each item, di is the four-
model mean of correct(C)−correct(T ). The con-
firmatory panel-level test flips the sign of di at
the item-cluster level (100,000 Monte Carlo flips;
seed 20260819031). Under the null, these item-
level signed contrasts are treated as sign-symmetric
around zero for this fixed four-model panel; in-
ference therefore targets the sampled items un-
der this panel, not a population of video MLLMs.
A 10,000-resample item-cluster percentile boot-
strap (seed 20260819032) gives the 95% inter-
val. A pre-specified floor guard flags models with
Acc(O) ≤ 0.30; flagged models remain equally
weighted in the fixed panel.

5 Results

All 150 items enter the panel-level analysis, and all
600 model-by-item T/C pairs are complete. Mean
accuracy is 38.17% on O, 33.50% on T, and 36.67%
on C. Relative to O, T lowers mean accuracy by
4.67 points and C by 1.50. The Primary C–T esti-
mate is +3.17 points, with a bootstrap 95% interval
of [−0.17,+6.50] and sign-flip p = 0.08172; the
interval includes zero and the confirmatory test
does not cross 0.05.

Descriptively, C–T is positive for each model
(Table 2). C-correct/T-wrong versus T-correct/C-
wrong counts are 16/7 for Qwen, 5/3 for GLM,

245



Model O T C C–T

Qwen 46.67 37.33 43.33 +6.00
GLM 28.00 27.33 28.67 +1.33
Doubao 48.00 44.00 47.33 +3.33
ERNIE 30.00 25.33 27.33 +2.00

Table 2: Primary results. O/T/C are accuracies (%);
C–T is in percentage points. GLM and ERNIE trigger
the pre-specified floor guard.

26/21 for Doubao, and 8/5 for ERNIE; unadjusted
exact McNemar p values are 0.09314, 0.72656,
0.56006, and 0.58105, and none survives Holm
adjustment. The interval and panel-level sign-flip
result are the primary evidence; the four same-sign
point estimates are descriptive context only. We
therefore treat the result as directional, not con-
firmed.

6 Discussion

The C–T comparison is stronger than a clean-
versus-blurred ablation because it holds the local
Gaussian operator, nominal σ, mask construction,
question, and options fixed while moving the per-
turbation anatomically. It does not, however, make
the two regions information-equivalent. Hands con-
tain different spatial detail and motion structure
from nearby forearm regions, and the pre-outcome
media sanity check itself shows a modest T>C
pixel-difference asymmetry. A generic sensitivity
to the amount of local detail removed can therefore
contribute to C–T. The estimand is best read as se-
lective behavioral sensitivity to the hand-localized
placement under a nominally matched corruption,
not as a pure measure of linguistic evidence use.

The +3.17-point estimate is uncertain: its 95%
interval crosses zero and two models are floor-
limited near the 25% chance level. The fixed-panel
test and interval are more informative than sign
agreement across four point estimates. Retaining
the floor-limited models is deliberate: the Primary
estimand is the unweighted mean over the pre-
specified panel, and removing them after observing
outcomes would change that estimand.

The operator also has a narrower construct than
“hand evidence” broadly. Gaussian low-pass blur
suppresses fine appearance detail while largely pre-
serving coarse hand position and gross trajectory,
so the contrast does not isolate handshape from
all other fine manual appearance cues. Provider-
side resizing and temporal preprocessing are partly
unobservable and may attenuate or transform the

effective perturbation before inference. A stronger
follow-up would pre-specify a larger model panel,
evaluate multiple signers, and use interventions that
separately target fine handshape/orientation cues,
coarse trajectory/location, and complementary non-
manual evidence.

7 Conclusion

Across 150 isolated Chinese signs and a fixed four-
model video-MLLM panel, the pre-specified C–
T contrast is +3.17 percentage points (95% CI
[−0.17,+6.50]; sign-flip p = 0.08172). The inter-
val includes zero, so the result is directional rather
than confirmatory; the four positive model-level
point estimates are descriptive rather than separate
confirmatory evidence. Matched visual interven-
tions can complement benchmark accuracy by test-
ing sensitivity to hypothesized cue locations while
making the control’s residual mismatches explicit.

8 Limitations

The study covers one signer, 150 isolated signs,
one dataset, and a four-choice task, so it does not
establish signer generalization, continuous signing,
discourse, or open-ended translation. Dataset labels
were not independently re-annotated, and fixed pre-
outcome visual/geometric QC was not an indepen-
dent ground-truth tracking study. The control does
not match regional information content; provider
resizing/frame sampling is partly unobservable;
and no full-sample native-pixel σ distribution is
asserted. Two Primary models are floor-limited.
The fixed four-model panel does not support broad
generalization across video MLLMs. The incom-
plete post-deblinding secondary branches do not
enter Primary inference.

9 Ethical Considerations

We reuse NationalCSL-DP and recruit no new par-
ticipants; the dataset paper reports informed con-
sent and ethics-board approval for public release
(Jin et al., 2025). The representative face in Fig-
ure 1 is pixelated only for publication; model inputs
are unchanged. We frame errors as system limita-
tions and encourage Deaf and sign-language user
involvement in future accessibility studies.
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A Execution Details

Models and frozen request settings. Qwen:
qwen3.7-plus-2026-05-26, Base64 video_url,
exposed fps=10, temperature=0, max to-
kens=16, thinking disabled, stream=false. GLM:
glm-5v-turbo, Base64 video_url, provider-
native video preprocessing, temperature=0, max
tokens=16, thinking disabled, stream=false.
Doubao: doubao-seed-2-0-pro-260215, frozen
Base64-video route, provider-native preprocessing,
temperature=0, max tokens=16, thinking disabled,
stream=false. ERNIE: ernie-4.5-turbo-vl,
MP4/mp4v Base64 data URL, exposed fps=5,
use_audio=false, temperature=0, max to-
kens=16, stream=false; no explicit thinking
parameter was recovered. Parameters not explicitly
set (including top-p and a decoding seed) were left
to provider defaults.

Task construction. The source vocabulary had
6,707 rows; frozen eligibility left 6,026. Tar-
get sampling used NumPy Generator/PCG64 seed
20260818 (180 without replacement; 1–150 FOR-
MAL, 151–180 RESERVE), correct-position bal-
ancing seed 2026081801, and distractor seed
2026081802. Distractors came from the same el-
igible pool with target exclusion and normalized-
English-translation uniqueness constraints, not se-
mantic nearest-neighbor selection. All 180 can-
didate glosses mapped uniquely to Participant_
01-front/CSY/front and passed the media gate,
so no replacement was used.

Exact model-visible prompt. The 150-
record UTF-8 prompt manifest has SHA-256
75aa014aea247476aad81f97097d79b1e
9aa2ba823cd589996a8c58c099b1d10. Its fixed
instruction is:

你将看到一段国家通用手语的孤立
词视频。请仅根据视频内容，从以
下四个候选词中选择最符合该手语
表达含义的一项。只输出一个大写字
母A、B、C或D，不要解释，不要输
出任何其他内容。

Pinyin transliteration: Ni jiang kan dao yi duan
Guojia Tongyong Shouyu de guli ci shipin. Qing
jin genju shipin neirong, cong yixia si ge houxuan
ci zhong xuanze zui fuhe gai shouyu biaoda hanyi
de yi xiang. Zhi shuchu yi ge daxie zimu A, B,
C huo D, bu yao jieshi, bu yao shuchu renhe qita
neirong.

English translation: You will see a video of an
isolated word in Chinese National Common Sign
Language. Based only on the video content, choose
from the following four candidate words the one
that best matches the meaning expressed by the
sign. Output only one uppercase letter A, B, C, or
D. Do not explain and do not output anything else.

The four candidate glosses then follow as A–D.
For a given item, prompt bytes and A/B/C/D order
are identical across O/T/C and all Primary models.

Retries and parsing. Each scheduled call has
at most three attempts: attempt 2 after 5 s and
attempt 3 after an additional 20 s, only for tran-
sient transport/network/timeout/408/425/429/5xx
failures. Retries keep the same model, video,
prompt, and provider parameters. HTTP-200
empty/refusal/safety/malformed outputs are scien-
tific outputs and are not retried for quality; per-
manent non-transient 4xx errors are infrastructure
failures. Returned text is NFKC-normalized with
whitespace removed; an exact A/B/C/D or unique
leading answer is accepted, while conflicting/non-
unique outputs are malformed scientific outputs.
Final Primary malformed count is zero.
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