








3 Modelling Multilevel Corpora in OWL DL

3.1 A formal graph-based Lexicon

This section demonstrates how OWL DL, a strongly
typed representation language, can serve to transpar-
ently formalise corpora with multi-level annotation.
OWL DL is a logical language that combines the
expressivity of OWL2 with the favourable computa-
tional properties of Description Logics (DL), notably
decidability and monotonicity (Baader et al., 2003).
The strongly typed, well-defined model-theoretic se-
mantics distinguishes OWL DL from recent alterna-
tive approaches to lexicon modelling.

Due to the fact that OWL DL has been defined
in the Resource Description Framework (RDF3), the
first central benefit of using OWL DL is the possibil-
ity to conceive of the lexicon as a graph – a net-like
entity with a high degree of interaction between lay-
ers of linguistic description, with an associated class
hierarchy. Although OWL DL itself does not have a
graph model but a model-theoretic semantics based
on First Order Logic, we will illustrate our ideas with
reference to a graph-like representation, since this is
what we obtain by transforming our OWL DL files
into an RDFS database.

Each node in the graph instantiates one or more
classes that determine the properties of the node. In
a straightforward sense, properties correspond to la-
belled edges between nodes. They are, however, also
represented as nodes in the graph which instantiate
(meta-)classes themselves.

The model is kept compact by OWL’s support for
multiple instantiation, i.e., the ability of instances
to realise more than one class. For example, in a
syntactically and semantically annotated corpus, all
syntactic units (constituents, words, or even parts
of words) can instantiate – in addition to a syntac-
tic class – one or more semantic classes. Multiple
instantiation enables the representation of informa-
tion about several annotation layers within single
instances.

As we have argued in Section 2, we believe that
having one generic model that can represent all cor-
pora is problematic. Instead, we propose to construct
lexicon models for specific types of corpora. The

2http://www.w3.org/2004/OWL/
3http://www.w3.org/RDF/

design of such models faces two central design ques-
tions: (a) Which properties of the annotated instances
should be represented?; (b) How are different types
of these annotation properties modelled in the graph?

Implicit features in annotations. Linguistic anno-
tation guidelines often concentrate on specifying the
linguistic data categories to be annotated. However,
a lot of linguistically relevant information often re-
mains implicit in the annotation scheme. Examples
from the SALSA corpus include, e.g., the fact that
the annotation in Figure 1 is metaphorical. This in-
formation has to be inferred from the configuration
that one predicate evokes two frames. As such infor-
mation about different annotation types is useful in
final lexicon resources, e.g. to define clean generali-
sations over the data (singling out “special cases”), to
extract information about special data categories, and
to define formally grounded consistency constraints,
we include it in the lexicon model.

Form of representation. All relevant information
has to be represented either as assertional statements
in the model graph (i.e., nodes connected by edges),
or as definitional axioms in the class hierarchy.4

This decision involves a fundamental trade-off be-
tween expressivity and flexibility. Modelling features
as axioms in the class hierarchy imposes definitional
constraints on all instances of these classes and is
arguably more attractive from a cognitive perspec-
tive. However, modelling features as entities in the
graph leads to a smaller class hierarchy, increased
querying flexibility, and more robustness in the face
of variation and noise in the data.

3.2 Modelling SALSA/TIGER Data
We now illustrate these decisions concretely by de-
signing a model for a corpus with syntactic and
frame-semantic annotation, more concretely the
SALSA/TIGER corpus. However, the general points
we make are valid beyond this particular setting.

As concerns implicit annotation features, we have
designed a hierarchy of annotation types which now
explicitly expresses different classes of annotation
phenomena and which allows for the definition of
annotation class-specific properties. For example,
frame targets are marked as a multi-word target if

4This choice corresponds to the DL distinction between TBox
(“intensional knowledge”) and ABox (“extensional knowledge”).
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• Frames
w Intentionally_affect

w Placing
w Motion, . . .

• Roles
w Intentionally_affect.Act

w Placing.Means

• TIGER edge labels and POS
w SB, OA, PPER, ADJA, . . .

• Generalised functions and categories
w subj, obj, NounP, AdjP, . . .
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• Frame Annotations
w Simple
w Metaphoric
w Underspecified

• Role Annotations
w Simple
w Underspecified

• Target Annotations
w Single-word targets
w Multi-word targets

• Sentences, syntactic units, . . .

Figure 2: Schema of the OWL DL model’s class hierarchy (“TBox”)

their span contains at least two terminal nodes. The
hierarchy is shown on the right of Figure 2, which
shows parts of the bipartite class hierarchy.

The left-hand side of Figure 2 illustrates the lin-
guistic model, in which frames and roles are organ-
ised according to FrameNet’s inheritance relation.
Although this design seems to be straightforward, it
is the result of careful considerations concerning the
second design decision. Since FrameNet is a hierar-
chically structured resource with built-in inheritance
relations, one important question is whether to model
individual frames, such as SELF_MOTION or LEAD-
ERSHIP, and their relations either as instances of a
general class Frame and as links between these in-
stances, or as hierarchically structured classes with
richer axiomatisation. In line with our focus on con-
sistency checking, we adopt the latter option, which
allows us to use built-in reasoning mechanisms of
OWL DL to ensure consistency.

Annotation instances from the corpus instantiate
multiple classes in both hierarchies (cf. Figure 2): On
the annotation side according to their types of phe-
nomena; on the linguistic side based on their frames,
roles, syntactic functions, and categories.

Flexible abstraction. Section 1 introduced granu-
larity as a pervasive problem in the use of multi-level
corpora. Figure 2 indicates that the class hierarchy
of the OWL DL model offers a very elegant way
of defining generalised data categories that provide
abstractions over model classes, both for linguistic
categories and annotation types. Moreover, proper-
ties can be added to each abstracting class and then
be used, e.g., for consistency checking. In our case,
Figure 2 shows (functional) edge labels and part-of-

speech tags provided by TIGER, as well as sets of
(largely theory-neutral) grammatical functions and
categories that subsume these fine-grained categories
and support the extraction of generalised valence in-
formation from the lexicon.

An annotated corpus sentence. To substantiate
the above discussion, Figure 3 shows a partial lexicon
representation of the example in Figure 1. The boxes
represent instance nodes, with classes listed above
the horizontal line, and datatype properties below
it.5 The links between these instances indicate OWL
object properties which have been defined for the
instantiated classes. For example, the metaphorical
PLACING frame is shown as a grey box in the middle.

Multiple inheritance is indicated by instances
carrying more than one class, such as the in-
stance in the left centre, which instantiates the
classes SyntacticUnit, NP, OA, NounP and
obj. Multi-class instances inherit the properties
of each of these classes, so that e.g., the meta-
phoric frame annotation of the PLACING frame
in the middle has both the properties defined for
frames (hasCoreRole) and for frame annotations
(hasTarget). The generalised syntactic categories
discussed above are given in italics (e.g., NounP).

The figure highlights the model’s graph-based
structure with a high degree of interrelation between
the lexicon entities. For example, the grey PLAC-
ING frame instance is directly related to its roles
(left, bottom), its lexical anchor (right), the surround-
ing sentence (top), and a flag (top left) indicating
metaphorical use.

5For the sake of simplicity, we excluded explicit ’is-a’ links.
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MetaphoricFrameAnnotation
UspFrameAnnotation
Causation

SyntacticUnit
PRELS
SB

hasTigerID
hasContent

NounP
subj

SyntacticUnit
NE
NK
hasTigerID
hasContent

s2910_17
"Kroatien"

Source

SyntacticUnit
NP
OA

hasTigerID
hasContent

SimpleRoleAnnotation
Placing.Theme
hasContent

UspFrameAnnotation
Support

Lemma
hasLemma

LexicalUnit
rdf:ID bringen.Placing

SingleWordTarget
hasContent

SyntacticUnit
VVINF
HD
hasTigerID
hasContent

SyntacticUnit
NN
NK
hasTigerID
hasContent

NounP
obj

s2910_15
"das"

s2910_502
"das offizielle Kroatien"

s2910_14
"was"

SyntacticUnit
ART
NK
hasTigerID
hasContent

"bringen"

"bringen"

SimpleRoleAnnotation
Placing.Cause
hasContent "was"

SentenceAnnotation
hasSentenceID
hasContent

s2910
"Die Ausrufung des ..."

MetaphoricFrameAnnotation
Placing

"das offizielle Kroatien"

SimpleRoleAnnotation
Placing.Goal
hasContent "in beträchtliche völker..."

"bringen"
s2910_23

"Schwierigkeiten"
s2910_22

consistsOf

isAssignedTo
hasFlag

hasFrameAnnotation hasFrameAnnotation

isUspWith

hasFrameAnnotation

hasCoreRole

hasCoreRole
isAssignedTo

hasCoreRole

hasTarget

isTargetOf

isAssignedTo hasHead

hasAnnotation−
Instance

hasReadingisReadingOf

isAnnotation
InstanceOf

isAssignedTo

SyntacticUnit
ADJA
NK
hasTigerID
hasContent

s2910_16
"offizielle"

consistsOf consistsOf

...

Figure 3: Partial lexicon representation of an annotated corpus sentence

4 Querying the Model

We now address the second desideratum introduced
in Section 1, namely a flexible and powerful query
mechanism. For OWL DL models, such a mecha-
nism is available in the form of the Sesame (Broekstra
et al., 2002) SeRQL query language. Since SeRQL
makes it possible to extract and view arbitrary sub-
graphs of the model, querying of intersective hierar-
chies is possible in an intuitive manner.

An interesting application for this querying mecha-
nism is to extract genuine lexicon views on the corpus
annotations, e.g., to extract syntax-semantics map-
ping information for particular senses of lemmas, by
correlating role assignments with deep syntactic in-
formation. These can serve both for inspection and
for interfacing the annotation data with deep gram-
matical resources or general lexica. Applied to our
complete corpus, this “lexicon” contains on average
8.5 role sets per lemma, and 5.6 role sets per frame.
The result of such a query is illustrated in Table 1 for
the lemma senken (’to lower’).

From such view, frame- or lemma-specific role
sets, i.e., patterns of role-category-function assign-
ments can easily be retrieved. A typical example is
given in Table 2, with additional frequency counts.
The first row indicates that the AGENT role has been
realised as a (deep) subject noun phrase and the ITEM

as (deep) object noun phrase.
We found that generalisations over corpus cate-

gories encoded in the class hierarchies are central

Role Cat Func Freq
Item NounP obj 26
Agent NounP subj 15
Difference PrepP mod-um 6
Cause NounP subj 4
Value_2 PrepP mod-auf 3
Value_2 PrepP pobj-auf 2
Value_1 PrepP mod-von 1

Table 1: Role-category-function assignments for
senken / CAUSE_CHANGE_OF_SCALAR_POSITION (CCSP)

Role set for senken / CCSP Freq
Agent Item 11
subj obj
NounP NounP

Cause Item 4
subj obj
NounP NounP

Item 4
obj
NounP

Agent Item Difference 2
subj obj mod-um
NounP NounP PrepP

Table 2: Sample of role sets for senken / CCSP

to the usefulness of the resulting patterns. For ex-
ample, the number of unique mappings between se-
mantic roles and syntactic categories in our corpus
is 5,065 for specific corpus categories, and 2,289 for
abstracted categories. Thus, the definition of an ab-
straction layer, in conjunction with a flexible query
mechanism, allows us to induce lexical characterisa-
tions of the syntax-semantics mapping – aggregated
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and generalised from disparate corpus annotations.

Incremental refinements. Querying, and the re-
sulting lexical views, can serve yet another purpose:
Such aggregates make it possible to conduct a data-
driven search for linguistic generalisations which
might not be obvious from a theoretical perspective,
and allow quick inspection of the data for counterex-
amples to plausible regularities.

In the case of semantic roles, for example, such
a regularity would be that semantic roles are not
assigned to conflicting grammatical functions (e.g.,
deep subject and object) within a given lemma. How-
ever, some of the role sets we extracted contained
exactly such configurations. Further inspection re-
vealed that these irregularities resulted from either
noise introduced by errors in the automatic assign-
ment of grammatical functions, or instances with
syntactically non-local role assignments.

Starting from such observations, our approach sup-
ported a semi-automatic, incremental refinement of
the linguistic and annotation models, in this case in-
troducing a distinction between local and non-local
role realisations.

Size of the lexicon. Using a series of SeRQL
queries, we have computed the size of the cor-
pus/lexicon model for the SALSA/TIGER data (see
Table 3). The lexicon model architecture as described
in Section 3 results in a total of more than 304,000
instances in the lexicon, instantiating 581 different
frame classes and 1,494 role classes.

5 Consistency Control

The first problem pointed out in Section 1 was the
need for efficient consistency control mechanisms.
Our OWL DL-based model in fact offers two mech-
anisms for consistency checking: axiom-based and
query-based checking.

Axiom-based checking. Once some constraint has
been determined to be universally applicable, it can
be formulated in Description Logics in the form of
axiomatic expressions on the respective class in the
model. Although the general interpretation of these
axioms in DL is that they allow for inference of new
statements, they can still be used as a kind of well-
formedness “constraint”. For example, if an individ-
ual is asserted as an instance of a particular class, the

Type No. of instances
Lemmas 523
Lemma-frame pairs (LUs) 1,176
Sentences 13,353
Syntactic units 223,302
Single-word targets 16,268
Multi-word targets 258
Frame annotations 16,526
Simple 14,700
Underspecified 995
Metaphoric 785
Elliptic 107
Role annotations 31,704
Simple 31,112
Underspecified 592

Table 3: Instance count based on the first SALSA
release

reasoner will detect an inconsistency if this instance
does not adhere to the axiomatic class definition. For
semantic role annotations, axioms can e.g. define the
admissible relations between a particular frame and
its roles. This is illustrated in the DL statements be-
low, which express that an instance of PLACING may
at most have the roles GOAL, PATH, etc.

Placing v ∃.hasRole (Placing.Goal t Placing.Path t . . .)
Placing v ∀.hasRole (Placing.Goal t Placing.Path t . . .)

Relations between roles can be formalised in a
similar way. An example is the excludes relation in
FrameNet, which prohibits the co-occurrence of roles
like CAUSE and AGENT of the PLACING frame. This
can be expressed by the following statement.

Placing v ¬((∃.hasRole Placing.Cause)u
(∃.hasRole Placing.Agent))

The restrictions are used in checking the consistency
of the semantic annotation; violations of these con-
straints lead to inconsistencies that can be identified
by theorem provers. Although current state-of-the-art
reasoners do not yet scale to the size of entire cor-
pora, axiom-based checking still works well for our
data due to SALSA’s policy of dividing the original
TIGER corpus into separate subcorpora, each deal-
ing with one particular lemma (cf. Scheffczyk et al.
(2006)).
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Query-based checking. Due to the nature of our
graph representation, constraints can combine dif-
ferent types of information to control adherence to
annotation guidelines. Examples are the assignment
of the SUPPORTED role of support verb constructions,
which ought to be assigned to the maximal syntactic
constituent projected by the supported noun, or the
exclusion of reflexive pronouns from the span of the
target verb. However, the consistency of multi-level
annotation is often difficult to check: Not only are
some types of classification (e.g. assignment of se-
mantic classes) inherently difficult; the annotations
also need to be considered in context. For such cases,
axiom-based checking is too strict. In practice, it is
important that manual effort can be reduced by auto-
matically extracting subsets of “suspicious” data for
inspection. This can be done using SeRQL queries
which – in contrast to the general remarks on the
scalability of reasoners – are processed and evaluated
very quickly on the entire annotated corpus data.

Example queries that we formulated examine sus-
picious configurations of annotation types, such as
target words evoking two or more frame annota-
tions which are neither marked as underspecified nor
tagged as a pair of (non-)literal metaphorical frame
annotations. Here, we identified 8 cases of omitted
annotation markup, namely 4 missing metaphor flags
and 4 omitted underspecification links.

On the semantic level, we extracted annotation
instances (in context) for metaphorical vs. non-
metaphorical readings, or frames that are involved
in underspecification in certain sentences, but not in
others. While the result sets thus obtained still re-
quire manual inspection, they clearly illustrate how
the detection of inconsistencies can be enhanced by
a declarative formalisation of the annotation scheme.
Another strategy could be to concentrate on frames
or lemmas exhibiting proportionally high variation
in annotation (Dickinson and Meurers, 2003).

6 Conclusion

In this paper, we have constructed a Description
Logics-based lexicon model directly from multi-layer
linguistic corpus annotations. We have shown how
such a model allows for explicit data modelling, and
for flexible and fine-grained definition of various de-
grees of abstractions over corpus annotations.

Furthermore, we have demonstrated that a pow-
erful logical formalisation which integrates an un-
derlying annotation scheme can be used to directly
control consistency of the annotations using general
KR techniques. It can also overcome limitations
of current XML-based search tools by supporting
queries which are able to connect multiple levels of
linguistic analysis. These queries can be used vari-
ously as an additional means of consistency control,
to derive quantitative tendencies from the data, to
extract lexicon views tailored to specific purposes,
and finally as a general tool for linguistic research.
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Abstract

Numerative classifiers are ubiquitous in
many Asian languages. This paper pro-
poses a method to construct a taxonomy
of numerative classifiers based on a noun-
classifier agreement database. The taxon-
omy defines superordinate-subordinate rela-
tion among numerative classifiers and rep-
resents the relations in tree structures. The
experiments to construct taxonomies were
conducted for evaluation by using data from
three different languages: Chinese, Japanese
and Thai. We found that our method was
promising for Chinese and Japanese, but in-
appropriate for Thai. It confirms that there
really is no hierarchy among Thai classifiers.

1 Introduction

Many Asian languages do not mark grammatical
numbers (singular/plural) in noun form, but use nu-
merative classifiers together with numerals instead
when describing the number of nouns. Numerative
classifiers (hereafter “classifiers”) are used with a
limited group of nouns, in particular material nouns.
In English, for example: “three pieces of paper”. In
Asian languages these classifiers are ubiquitous and
used with common nouns. Therefore the number of
classifiers is much larger than in Western languages.
An agreement between nouns and classifiers is also
necessary, i.e., a certain noun specifies possible clas-
sifiers. The agreement is determined based on var-
ious aspects of a noun, such as its meaning, shape,
pragmatic aspect and so on.

This paper proposes a method to automati-
cally construct a taxonomy of numerative classi-
fiers for Asian languages. The taxonomy defines
superordinate-subordinate relations between classi-
fiers. For instance, the Japanese classifier “頭 (tô)”
is used for counting big animals such as elephants
and tigers, while “匹 (hiki)” is used for all animals.
Since “匹” can be considered more general than “
頭”, “匹” is the superordinate classifier of “頭”, rep-
resented as “匹” � “頭” in this paper. The taxon-
omy represents such superordinate-subordinate rela-
tions between classifiers in the form of a tree struc-
ture. A taxonomy of classifiers would be fundamen-
tal knowledge for natural language processing. In
addition, it will be useful for language learners, be-
cause learning usage of classifiers is rather difficult,
especially for Western language speakers.
We evaluate the proposed method by using the

data of three Asian languages: Chinese, Japanese
and Thai.

2 Noun-classifier agreement database

First, let us introduce usages of classifiers in Asian
languages. In the following examples, “CL” stands
for classifier.

• Chinese: yi-ju
(CL)

dian-hua
(telephone)

· · · a telephone

• Japanese: inu
(dog)

2 hiki
(CL)

· · · 2 dogs

• Thai: nakrian
(student)

3 khon
(CL)

· · · 3 students
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As mentioned earlier, the agreement between nouns
and classifiers is observed. For instance, the
Japanese classifier “hiki” in the above example
agrees with only animals. The agreement is also
found in Chinese and Thai.
The proposed method to construct a classifier tax-

onomy is based on agreement between nouns and
classifiers. First we prepare a collection of pairs
(n, c) of a noun n and a classifier c which agrees
with n for a language. The statistics of our Chinese,
Japanese, and Thai database are summarized in Ta-
ble 1.

Table 1: Noun-classifier agreement database

Chinese Japanese Thai
No. of (n,c) pairs 28,202 9,582 9,618
No. of nouns (type) 10,250 4,624 8,224
No. of CLs (type) 205 331 608

The Japanese database was built by extracting
noun-classifier pairs from a dictionary (Iida, 2004)
which enumerates nouns and their corresponding
classifiers. The Chinese database was derived from
a dictionary (Huang et al., 1997). The Thai database
consists of a mixture of two kinds of noun-classifier
pairs: 8,024 nouns and their corresponding classi-
fiers from a dictionary of a machine translation sys-
tem (CICC, 1995) and 200 from a corpus. The pairs
from the corpus were manually checked for their va-
lidity.

3 Proposed Method

3.1 Extracting superordinate-subordinate
relations of classifiers

We extracted superordinate-subordinate classifier
pairs based on inclusive relations of sets of nouns
agreeing with those classifiers. Suppose that Nk is
a set of nouns that agrees with a classifier ck. If Ni

subsumes Nj (Ni ⊃ Nj), we can estimate that ci

subsumes cj (ci � cj). For instance, in our Japanese
database, the classifier “店 (ten)” agrees with shops
such as “drug store”, “kiosk” and “restaurant”, and
these nouns also agree with “軒 (ken)”, since “軒” is
a classifier which agrees with any kind of building.
Thus, we can estimate the relation “軒” � “店”.
Given a certain classifier cj , ci satisfying the fol-

lowing two conditions (1) and (2) is considered as a

NjNi

Figure 1: Relation of sets of nouns agreeing with
classifiers

superordinate classifier of cj .

|Ni| > |Nj | (1)

IR(ci, cj) ≥ Tir

where IR(ci, cj)
def= |Ni∩Nj |

|Nj |

(2)

Condition (1) requires that a superordinate classifier
agrees with more nouns than a subordinate classifier.
IR(ci, cj) is an inclusion ratio representing to what
extent nouns in Nj are also included in Ni (the ratio
of the light gray area to the area of the small circle
in Figure 1).
Condition (2) means that if IR(ci, cj) is greater

than a certain threshold Tir , we estimate a
superordinate-subordinate relation between ci and
cj . The basic idea is that superordinate-subordinate
relations are extracted when Nj is a proper subset
of Ni, i.e. IR(ci, cj) = 1, but this is too strict. In
order to extract more relations, we loosen this condi-
tion such that relations are extracted when IR(ci, cj)
is large enough. If we set Tir lower, more relations
can be acquired, but they may be less reliable.

Table 2: Extraction of superordinate-subordinate re-
lations

Chinese Japanese Thai
Tir 0.7 0.6 0.6
No. of extracted relations 251 322 239
No. of CLs not in 36 76 395
the extracted relations (18%) (23%) (61%)

Table 2 shows the results of our experiments to
extract superordinate-subordinate relations of classi-
fiers. The threshold Tir was determined in an ad hoc
manner for each language. The numbers of extracted
superordinate-subordinate relations are shown in the
second row in the table. Manual inspection of the
sampled relations revealed that many reasonable re-
lations were extracted. The objective evaluation of
these extracted relations will be discussed in 4.2.
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The third row in Table 2 indicates the numbers of
classifiers which were not included in the extracted
superordinate-subordinate relations with its ratio to
the total number of classifiers in the database in
parentheses. We found that no relation is extracted
for a large number of Thai classifiers.

3.2 Constructing structure

The structure of a taxonomy is constructed based
on a set of superordinate-subordinate relations be-
tween classifiers. Currently we adopt a very naive
approach to construct structures, i.e., starting from
the most superordinate classifiers as roots, we ex-
tend trees downward to less general classifiers by
using the extracted superordinate-subordinate rela-
tions. Note that since there is more than one classi-
fier that does not have any superordinate classifiers,
we will have a set of trees rather than a single tree.
When constructing structures, redundant relations

are ignored in order to make the structures as concise
as possible. A relation is considered redundant if the
relation can be inferred by using other relations and
transitivity of the relations. The formal definition of
redundant relations is given below:

ca � cb is redundant iff ∃cm : ca � cm, cm � cb

Statistics of constructed structures for each lan-
guage are shown in Table 3. More than 50 iso-
lated structures (trees) were obtained for Chinese
and Japanese, while more than 100 for Thai. We ob-
tained several large structures, the largest containing
45, 85 and 23 classifiers for Chinese, Japanese and
Thai, respectively. As indicated in the fifth row in
Table 3, however, many structures consisting of only
2 classifiers were also constructed.

Table 3: Construction of structures

Chinese Japanese Thai
No. of structures 52 54 102
No. of CLs in a structure

Average 4.9 6.3 3.3
Maximum 45 85 23

Max. depth of structures 4 3 3
No. of structures with 2 CLs 18 24 54

4 Discussion

In this section, we will discuss the results of our
experiments. First 4.1 discusses appropriateness of

our method for the three languages. Then we eval-
uate our method in more detail. The evaluation of
extracted superordinate-subordinate relations is de-
scribed in 4.2, and the evaluation of structures in 4.3.

4.1 Comparison of different languages

According to the results of our experiments, the
proposed method seems promising for Chinese and
Japanese, but not for Thai. From the Thai data,
no relation was obtained for about 60% of classi-
fiers (Table 2), and many small fragmented struc-
tures were created (Table 3).
This is because of the characteristic that nouns

and classifiers are strongly coupled in Thai, i.e.,
many classifiers agree with only one noun. In our
Thai database, 252 (41.5%) classifiers agree with
only one noun. This means that the overlap between
two noun setsNi andNj can be quite small, making
the inclusion ratio IR(ci, cj) very small. Out basic
idea is that we can extract superordinate-subordinate
relations between two classifiers when the overlap of
their corresponding noun sets is large. However, this
assumption does not hold in Thai classifiers. The
above facts suggest that there seems to be no hierar-
chical taxonomy of classifiers in Thai.

4.2 Evaluation of extracted relations

4.2.1 Analysis of Nouns in Nj \ Ni

As explained in 3.1, our method extracts a relation
ci � cj even when Ni does not completely subsume
Nj . We analysed nouns in the relative complement
ofNi inNj (Nj \Ni), i.e., the dark gray area in Fig-
ure 1. The relation ci � cj implies that all nouns
which are countable with a subordinate classifier cj

are also countable with its superordinate classifier ci,
but there is no guarantee of this for nouns inNj \Ni,
since we loosened the condition as in (2) by intro-
ducing a threshold.
To see to what extent nouns in Nj \ Ni agree

with ci as well, we manually verified the agreement
of nouns in Nj \ Ni and ci for all extracted rela-
tions ci � cj . The verification was done by native
speakers of each language. Results of the valida-
tion are summarized in Table 4. For Japanese and
Chinese, multiple judges verified the results. When
judgments conflicted, we decided the final decision
by a discussion of two judges for Japanese, and by
majority voting for Chinese. The 4th and 5th rows
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in Table 4 show the agreement of judgments. The
“Agreement ratio” is the ratio of cases that judg-
ments agree. Since three judges verified nouns for
Chinese, we show the average of the agreement ra-
tios for two judges out of the three. The agreement
ratio and Cohen’s κ is relatively high for Japanese,
but not for Chinese. We found many uncertain cases
for Chinese nouns. For example, “位 (wei)” is a clas-
sifier used when counting people with honorific per-
spective. However, judgement if “位” can modify
nouns such as “political prisoner” or “local villain”
is rather uncertain.

Table 4: Analysis of nouns in Nj \ Ni

Chinese Japanese Thai
No. of nouns in Nj \ Ni 1,650 579 43
No. of nouns countable 1,195 241 24

with ci as well 72% 42% 56%
No. of judges 3 2 1
Agreement ratio 0.677 0.936 –
Cohen’s κ 0.484 0.868 –

Table 4 reveals that a considerable number of
nouns in Nj \ Ni are actually countable with ci,
meaning that our databases do not include noun-
classifier agreement exhaustively.

4.2.2 Reliability of relations “�”
Based on the analysis in 4.2.1, we evaluate ex-

tracted superordinate-subordinate relations. We de-
fine the reliability R of the relation ci � cj as

R(ci � cj) =
|Ni ∩ Nj | + |NCj,i|

|Nj | , (3)

where, NCj,i is a subset of Nj \ Ni consisting of
nouns which are manually judged to agree with ci.
We can consider that the more strictly this statement
holds, the more reliable the extracted relations will
be.
Figure 2 shows the relations between the thresh-

old Tir and both the number of extracted relations
and their reliability. The horizontal axis indicates
the threshold Tir in (2). The bar charts indicate the
number of extracted relations, while the line graphs
indicate the averages of reliability of all extracted re-
lations. Of course, if we set Tir lower, we can extract
more relations at the cost of their reliability. How-
ever, even when Tir is set to the lowest value, the
averages of reliability are relatively high, i.e. 0.98

(Chinese), 0.91 (Japanese) and 0.99 (Thai). Thus
we can conclude that the extracted superordinate-
subordinate relations are reliable enough.

4.3 Evaluation of structures

As in ordinary ontologies, we will assume that prop-
erties of superordinate classifiers can be inherited to
their subordinate classifiers. In other words, a clas-
sifier taxonomy suggests transitivity of agreement
with nouns over superordinate-subordinate relations
as

c1 � c2 ∧ c2 � c3 ⇒ c1 � c3.

In order to evaluate the structures of our taxonomy,
we verify the validity of transitivity.
First, we extracted all pairs of classifiers having

an ancestor-descendant relation from our classifier
taxonomy. Hereafter we denote ancestor-descendant
pairs of classifiers as (ca, cd), where ca is an ances-
tor and cd an descendant. The path from ca to cd on
the taxonomy can be represented as

c0(= ca) � c1 � ... � cn(= cd). (4)

We denote a superordinate-subordinate relation de-

rived by transitivity as
∗�, such as c0

∗� cn. Among
all ancestor-descendant relations, we extracted ones
with a path length of more than one, or n > 1
in (4). Then we compare R(ca

∗� cd), the re-
liability of a relation derived by transitivity, with
R(ci � ci+1) (0 ≤ i < n), the reliability of di-
rect relations in the path from ca to cd. If these are
comparable, we can conclude that transitivity in the
taxonomy is valid.
Table 5 shows the results of the analysis of transi-

tivity. As indicated in the column “all” in Table 5, 78
and 86 ancestor-descendant pairs (ca, cd) were ex-
tracted from the Chinese and Japanese classifier tax-
onomy, respectively. In contrast, only 6 pairs were
extracted from the Thai taxonomy, since each struc-
ture of the Thai taxonomy is rather small as we al-
ready discussed with Table 3. Thus we have omit-
ted further analysis of Thai. The extracted ancestor-
descendant pairs of classifiers are then classified into
three cases, (A), (B) and (C). Their numbers are
shown in the last three rows in Table 5, where mini

andmaxi denote the minimum and maximum of re-
liability among all direct relations R(ci � ci+1) in
the path from ca to cd.

400



Chinese Japanese Thai

0

50

100

150

200

250

300

350

0.9

0.92

0.94

0.96

0.98

1

1.0 0.9 0.8 0.7 irT

# of Rel. Ave. of R

0

50

100

150

200

250

300

350

0.9

0.92

0.94

0.96

0.98

1

1.0 0.9 0.8 0.7 0.6 irT

# of Rel. Ave. of R

0

50

100

150

200

250

300

350

0.9

0.92

0.94

0.96

0.98

1

1.0 0.9 0.8 0.7 0.6 irT

# of Rel. Ave. of R

Figure 2: Reliability of extracted superordinate-subordinate relations

Table 5: Verification of transitivity

Chinese Japanese
all direct indirect all direct indirect

No. of (ca, cd) 78 58 20 86 55 31

Average of R(ca

∗�cd) 0.88 0.98 0.61 0.77 0.93 0.48

(A)mini > R(ca

∗�cd) 16 (21%) 4 (7%) 12 (60%) 24 (28%) 3 (5%) 21 (68%)

(B)mini ≤ R(ca

∗�cd) < maxi 39 (50%) 34 (59%) 5 (25%) 27 (31%) 24 (44%) 3 (9%)

(C)maxi ≤ R(ca

∗�cd) 23 (29%) 20 (34%) 3 (15%) 35 (41%) 28 (51%) 7 (23%)

In case (A), reliability of a relation derived by

transitivity, R(ca
∗� cd), is less than that of any di-

rect relations, R(ci � ci+1). In case (B), reliability
of a transitive relation is comparable with that of di-

rect relations, i.e. R(ca
∗� cd) is greater or equal to

mini and less than maxi. In case (C), the transitive
relation is more reliable than direct relations.
The average of the reliability of ca

∗� cd is rela-
tively high, 0.88 for Chinese and 0.77 for Japanese.
We also found that more than 70% of derived rela-
tions (case (B) and case (C)) are comparable to or
greater than direct relations. The above facts indi-
cate transitivity on our structural taxonomy is valid
to some degree.
From a different point of view, we divided pairs

of (ca, cd) into two other cases, “direct” and “indi-
rect” as shown in the columns of Table 5. The “di-
rect” case includes the relations which are also ex-
tracted by our method. Note that such relations are
discarded as redundant ones. On the other hand, the
“indirect” case includes the relations which can not
be extracted from the database but only inferred by
using transitivity on the taxonomy. That is, they are
truly new relations. In order to calculate reliability
of “indirect” cases, we performed additional manual
validation of nouns in Nd\Na.

However, the average of R(ca
∗� cd) in “in-

direct” cases is not so high for both Chinese and
Japanese, as a large amount of pairs are classi-
fied into case (A). Thus it is not effective to infer
new superordinate-subordinate relations by transi-
tivity. Since we currently only adopted a very naive
method to construct a classifier taxonomy, more so-
phisticated methods should be explored in order to
prevent inferring irrelevant relations.

5 Related Work

Bond (2000) proposed a method to choose an appro-
priate classifier for a noun by referring its seman-
tic class. This method is implemented in a sentence
generation module of a machine translation system.
Similar attempts to generate both Japanese and Ko-
rean classifiers were also reported (Paik and Bond,
2001). Bender and Siegel (2004) implemented a
HPSG that handles several intricate structures in-
cluding Japanese classifiers. Matsumoto (1993)
reported his close analysis of Japanese classi-
fiers based on prototype semantics. Sornlertlam-
vanich (1994) presented an algorithm for selecting
an adequate classifier for a noun by using a cor-
pus. Their research can be regarded as a method to
construct a noun-classifier agreement database au-
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tomatically from corpora. We used databases de-
rived from dictionaries except for a small number
of noun-classifier pairs in Thai, because we believe
dictionaries provide more reliable and stable infor-
mation than corpora, and in addition they were avail-
able and on hand. Note that we are not concerned
with frequencies of noun-classifier coocurrence in
this study. Huang (1998) proposed a method to
construct a noun taxonomy based on noun-classifier
agreement that is very similar to ours, but aims at
developing a taxonomy for nouns rather than one for
classifiers. There has not been very much work on
building resources concerning noun-classifier agree-
ment. To our knowledge, this is the first attempt to
construct a classifier taxonomy.

6 Conclusion

This paper proposed a method to construct a tax-
onomy of numerative classifiers based on a noun-
classifier agreement database. First, superordinate-
subordinate relations of two classifiers are extracted
by measuring the overlap of two sets of nouns agree-
ing with each classifier. Then these relations are
used as building blocks to build a taxonomy of
tree structures. We conducted experiments to build
classifier taxonomies for three languages: Chinese,
Japanese and Thai. The effectiveness of our method
was evaluated by measuring reliability of extracted
relations, and verifying validity of transitivity in the
taxonomy. We found that extracted relations are re-
liable, and the transitivity in the taxonomy relatively
valid. Relations inferred by transitivity, however, are
less reliable than those directly derived from noun-
classifier agreement.
Future work includes investigating a way to en-

large classifier taxonomies. Currently, not all clas-
sifiers are included in our taxonomy, and it con-
sists of a set of fragmented structures. A more so-
phisticated method to build a large taxonomy in-
cluding more classifiers should be examined. Our
method should also be refined in order to make
superordinate-subordinate relations inferred by the
transitivity more reliable. We are now investigat-
ing a stepwise method to construct taxonomies that
prefers more reliable relations, i.e. an initial tax-
onomy is built with a small number of highly reli-
able relations, and is then expanded with less reli-

able ones.
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Abstract

This paper presents an approach to the
translation of compound words without the
need for bilingual training text, by mod-
eling the mapping of literal component
word glosses (e.g. “iron-path”) into flu-
ent English (e.g. “railway”) across mul-
tiple languages. Performance is improved
by adding component-sequence and learned-
morphology models along with context sim-
ilarity from monolingual text and optional
combination with traditional bilingual-text-
based translation discovery.

1 Introduction

Compound words such as lighthouse and fireplace
are words that are composed of two or more compo-
nent words and are often a challenge for machine
translation due to their potentially complex com-
pounding behavior and ambiguous interpretations
(Rackow et al., 1992). For many languages, such
words form a significant portion of the lexicon and
the compounding process is further complicated by
diverse morphological processes (Levi, 1978) and
the properties of different compound sequences such
as Noun-Noun, Adj-Adj, Adj-Noun, Verb-Verb, etc.
Compounds also tend to have a high type frequency
but a low token frequency which makes their transla-
tion difficult to learn using corpus-based algorithms
(Tanaka and Baldwin, 2003). Furthermore, most of
the literature on compound translation has been re-
stricted to a few languages dealing with compound-
ing phenomena specific to the language in question.

Compound Splitting English Gloss Translation
Input: Distilled glosses from German-English dictionary
Krankenhaus Kranken-Haus sick-house hospital
Regenschirm Regen-Schirm rain-guard umbrella
WörterBuch Wörter-Buch words-book dictionary
Eisenbahn Eisen-Bahn iron-path railroad
Input: Distilled glosses from Swedish-English dictionary
Sjukhus Sjhu-Khus sick-house hospital
Järnväg Järn-väg iron-path railway
Ordbok Ord-Bok words-book dictionary

Goal: To translate new Albanian compounds
Hekurudhë Hekur-Udhë iron-path ???

Table 1: Example lexical resources used in this task and their
application to translating compound words in new languages.

With these challenges in mind, the primary goal of
this work is to improve the coverage of translation
lexicons for compounds, as illustrated in Table 1
and Figure 1, in multiple new languages. We show
how using cross-language compound evidence ob-
tained from bilingual dictionaries can aid in com-
pound translation. A primary motivating idea for
this work is that the literal component glosses for
compound words (such as “iron path” for railway)
is often replicated in multiple languages, providing
insight into the fluent translation of a similar literal
gloss in a new (often resource-poor) language.
2 Resources Utilized
The only resource utilized for our compound trans-
lation lexicon algorithm is a collection of bilingual
dictionaries. We used bilingual dictionary collec-
tions for 50 languages that were acquired in elec-
tronic form over the Internet or via optical character
recognition (OCR) on paper dictionaries. Note that
no parallel or even monolingual corpora is required,
their use described later in the paper is optional.
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3 Related Work
The compound-translation literature typically deals
with these steps: 1) Compound splitting, 2) transla-
tion candidate generation and 3) translation candi-
date scoring. Compound splitting is generally done
using translation lexicon lookup and allowing for
different splitting options based on corpus frequency
(Zhang et al., 2000; Koehn and Knight, 2003).
Translation candidate generation is an important
phase and this is where our work differs signifi-
cantly from the previous literature. Most of the pre-
vious work has been focused on generating com-
positional translation candidates, that is, the trans-
lation candidates of the compound words are lexi-
cally composed of the component word translations.
This has been done by either just concatenating the
translations of component words to form a candi-
date (Grefenstette, 1999; Cao and Li, 2002), or us-
ing syntactic templates such as “E2 in E1”, “E1 of
E2” to form translation candidates from the transla-
tion of the component words E2 and E1 (Baldwin
and Tanaka, 2004), or using synsets of the compo-
nent word translations to include synonyms in the
compositional candidates (Navigli et al., 2003).
The above class of work in compositional-candidate
generation fails to translate compounds such as
Krankenhaus (hospital) whose component word
translations are Kranken (sick) and Haus (hospital),
and composing sick and house in any order will not
result in the correct translation (hospital). Another
problem with using fixed syntactic templates is that
they are restricted to the specific patterns occurring
in the target language. We show how one can use
the gloss patterns of compounds in multiple other
languages to hypothesize translation candidates that
are not lexically compositional.
4 Approach
Our approach to compound word translation is illus-
trated in Figure 1.

4.1 Splitting compound words and gloss
generation with translation lexicon lookup

We first split a given source word, such as the Al-
banian compound hekurudhë, into a set of compo-
nent word partitions, such as hekur (iron) and udhë
(path). Our initial approach is to consider all possi-
ble partitions based on contiguous component words
found in a small dictionary for the language, as in

Goal: To translate this 
Albanian compound word:

udhë

(English gloss)

Compound splitting
using lexicon lookup 

Using small Albanian
 English dictionary

Italian-English dictionary
   ferrovia      --->  ferro    via
   (railroad)   <--- (iron)  (path)

German-English dictionary
   eisenbahn  --->  eisen     bahn 
  (railroad)   <---  (iron)    (path)

Swedish-English dictionary
   järnväg  --->    järn          väg 
  (railway)    <--- (iron)    (path)

Uighur-English dictionary
  tömüryol   --->   tömür     yol       
 (railroad)    <--- (iron)     (path)

Lookup words in other 
languages that result in

"iron path" after splitting

Candidate 
translations 

of hekurudhë

Other dictionaries

iron path

hekur

hekurudhë zog bird
udhë path
hekur iron
vadis water

0.19
0.14
0.05

railroad
railway

rail

Algorithm output
for hekurudhë  

(iron) (path)

Figure 1: Illustration of using cross-language evidence us-
ing bilingual dictionaries of different languages for compound
translation
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Brown (2002) and Koehn and Knight (2003)1. For a
given split, we generate its English glosses by using
all possible English translations of the component
words given in the dictionary of that language2.

4.2 Using cross-language evidence from
different bilingual dictionaries

For many compound words (especially for borrow-
ings), the compounding process is identical across
several languages and the literal English gloss re-
mains the same across these languages. For ex-
ample, the English word railway is translated as a
compound word in many languages, and the English
gloss of those compounds is often “iron path” or a
similar literal meaning3. Thus knowing the fluent
English translation of the literal gloss “iron path”
in some relatively resource-rich language provides a
vehicle for the translation from all other languages
sharing that literal gloss4

4.3 Ranking translation candidates
The confidence in the correctness of a mapping be-
tween a literal gloss (e.g. “iron path”) and fluent
translation (e.g. “railroad”) can be based on the
number of distinct languages exhibiting this associa-
tion. Thus we rank the candidate translations gener-
ated via different languages as in Figure 1 as fol-
lows: For a given target compound word, say fc

with a set of English glosses G obtained via mul-
tiple splitting options or multiple component word
translations, the translation probability for a candi-
date translation can be computed as:

p(ec|fc) =
∑
g∈G

p(ec, g|fc)

=
∑
g∈G

p(g|fc) · p(ec|g, fc)

=
∑
g∈G

p(g|fc) · p(ec|g)

1In order to avoid inflections as component-words we limit
the component-word length to at least three characters.

2The algorithm is allowed to generate multiple glosses “iron
way,” “iron road,” etc. based on multiple translations of the
component words. Multiple glosses only add to the number of
translation candidates generated.

3For the gloss, “iron path”, we found 10 other languages in
which some compound word has the English gloss after split-
ting and component-word translation

4We do assume an existing small translation lexicon in the
target language for the individual component-words, but these
are often higher frequency words and present either in a basic
dictionary or discoverable through corpus-based techniques.

where, p(g|fc) = p(g1|f1) · p(g2|f2). f1, f2 are
the individual component-words of compound and
g1, g2 are their translations from the existing dic-
tionary. For human dictionaries, p(g|fc) is uni-
form for all g ∈ G, while variable probabilities
can also be acquired from bitext or other translation
discovery approaches. Also, p(ec|g) = freq(g,ec)

freq(g) ,
where freq(g, ec) is the number of times the com-
pound word with English gloss g is translated as
ec in the bilingual dictionaries of other languages
and freq(g) is the total number of times the English
gloss appears in these dictionaries.

5 Evaluation using Exact-match
Translation Accuracy

For evaluation, we assess the performance of the
algorithm on the following 10 languages: Alba-
nian, Arabic, Bulgarian, Czech, Farsi, German,
Hungarian, Russian, Slovak and Swedish. We de-
tail both the average performance for these 10 lan-
guages (Avg10), as well as provide individual per-
formance details on Albanian, Bulgarian, German
and Swedish. For each of the compound trans-
lation models, we report coverage (the # of com-
pound words for which a hypothesis was generated
by the algorithm) and Top1/Top10 accuracy. Top1
and Top 10 accuracy are the fraction of words for
which a correct translation (listed in the evaluation
dictionary) appears in the Top 1 and Top 10 trans-
lation candidates respectively, as ranked by the al-
gorithm. Because evaluation dictionaries are often
missing acceptable translations (e.g. railroad rather
than railway), and any deviation from exact-match is
scored as incorrect, these measures will be a lower
bound on acceptable translation accuracy. Also,
target language models can often select effectively
among such hypothesis lists in context.

6 Comparison of different compound
translation models

6.1 A simple model using literal English gloss
concatenation as the translation

Our baseline model is a simple gloss concatenation
model for generating compositional translation can-
didates on the lines of Grefenstette (1999) and Cao
and Li (2002). We take the translations of the in-
dividual component-words (e.g. for the compound
word hekurudhë, they would be hekur (iron) and
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udhë (path)) and hypothesizes three translation can-
didate variants: “iron path”, “iron-path” and “iron-
path”. A test instance is scored as correct if any
of these translation candidates occur in the transla-
tions of hekurudhë in the bilingual dictionary. This
baseline performance measures how well simple lit-
eral glosses serve as translation candidates. In cases
such as the German compound Nußschale (nutshell),
which is a simple concatenation of the individual
components Nuß(nut) and Schale (shell), the literal
gloss is correct. For this baseline, if the component-
words have multiple translations, then each of the
possible English gloss is ranked randomly. While
Grefenstette (1999) and Cao and Li (2002) proposed
re-ranking these candidates using web-data, the po-
tential gains of this ranking are limited, as we see in
Table 2 that even the Found Acc. is very low5, that
is for most of the cases the correct translation does
not appear anywhere in the set of English glosses6

Language Cmpnd wrds Top1 Top10 Found
translated Acc. Acc. Acc.

Albanian 4472 (10.11%) 0.001 0.010 0.020
Bulgarian 9093 (12.50%) 0.001 0.015 0.031
German 15731 (29.11%) 0.004 0.079 0.134
Swedish 18316 (31.57%) 0.005 0.068 0.111
Avg10 14228 (17.84%) 0.002 0.030 0.055

Table 2: Baseline performance using unreordered literal En-
glish glosses as translations. The percentages in parentheses
indicate what fraction of all the words in the test (entire) vocab-
ulary were detected and translated as compounds.

6.2 Using bilingual dictionaries
This section describes the results from the model ex-
plained in Section 4. To recap, this model attempts
to translate every test word such that there is at least
one additional language whose bilingual dictionary
supports an equivalent split and literal English gloss,
and bases its translation hypotheses on the consen-
sus fluent translation(s) corresponding to the literal
glosses in these other languages. The performance
is shown in Table 3. The substantial increase in ac-
curacy over the baseline indicates the usefulness of

5Found Acc. is the fraction of examples for which the cor-
rect translation appears anywhere in the n-best list

6One explanation for this could be that for only a small per-
centage of compound words, their dictionary translations are
formed by concatenating their English glosses. Also, Grefen-
stette (1999) reports much higher accuracies for German on this
model because the 724 German test compounds were chosen in
such a way that their correct translation is a concatenation of the
possible component word translations.

such gloss-to-translation guidance from other lan-
guages. The rest of the sections detail our investi-
gation of improvements to this model.

Language Compound words Top1 Top10
translated Acc. Acc.

Albanian 3085 (6.97%) 0.185 0.332
Bulgarian 6719 (9.24%) 0.247 0.416
German 11103 (20.55%) 0.195 0.362
Swedish 12681 (21.86%) 0.188 0.346
Avg10 9320.9 (11.98%) 0.184 0.326

Table 3: Coverage and accuracy for the standard model us-
ing gloss-to-fluent translation mappings learned from bilingual
dictionaries in other languages (in forward order only).

6.3 Using forward and backward ordering for
English gloss search

In our standard model, the literal English gloss for
a source compound word (for example, iron path)
matches glosses in other language dictionaries only
in the identical order. But given that modifier/head
word order often differs between languages, we
test how searching for both orderings (e.g. “iron
path” and “path iron”) can improve performance,
as shown in Table 4. The percentages in parentheses
show relative increase from the performance of the
standard model in Section 6.2. We see a substantial
improvement in both coverage and accuracy.

Language Cmpnd wrds Top1 Top10
translated Acc. Acc.

Albanian 3229(+4.67%) .217(+17.30%) .409(+23.19%)
Bulgarian 6806(+1.29%) .255(+3.24%) .442(+6.25%)
German 11346(+2.19%) .199(+2.05%) .388(+7.18%)
Swedish 12970(+2.28%) .189(+0.53%) .361(+4.34%)
Avg10 9603(+3.03%) .193(+4.89%) .362(+11.04%)

Table 4: Performance for looking up English gloss via both
orderings. The percentages in parentheses are relative improve-
ments from the performance in Table 3

.
6.4 Increasing coverage by automatically

discovering compound morphology
For many languages, the compounding process in-
troduces its own morphology (Figure 2). For ex-
ample, in German, the word Geschäftsführer (man-
ager) consists of the lexemes Geschäft (business)
and Führer (guide) joined by the lexeme -s. For the
purposes of these experiments, we will call such lex-
emes fillers or middle glue characters. Koehn and
Knight (2003) used a fixed set of two known fillers s
and es for handling German compounds. To broaden
the applicability of this work to new languages with-
out linguistic guidance, we show how such fillers
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Geschäft s Führer

Paterfamilias

Pater Familia s+ + + +

s as Middle Glue
     in German

s as End Glue
      in Latin

Geschäftsführer

(Business) (Guide) (Father) (Family)

(Manager) (Household head)

Figure 2: Illustration of compounding morphology using
middle and end glue characters.

can be estimated directly from corpora in different
languages. In additional to fillers, compound can
also introduce morphology at the suffix or prefix of
compounds, for example, in the Latin language, the
lexeme paterfamilias contains the genitive form fa-
milias of the lexeme familia (family), thus s in this
case is referred to as the “end glue” character. To

Albanian Bulgarian German Swedish
Top 5 Middle Glue Character(s)
j 0.059 O 0.129 s 0.133 s 0.132
s 0.048 N 0.046 n 0.090 l 0.051
t 0.042 H 0.036 k 0.066 n 0.049
r 0.042 E 0.025 h 0.042 t 0.045
i 0.038 A 0.025 f 0.037 r 0.035
Top 5 End Glue Character(s)
m 0.146 T 0.124 n 0.188 a 0.074
t 0.079 EH 0.092 t 0.167 g 0.073
s 0.059 H 0.063 en 0.130 t 0.059
k 0.048 M 0.049 e 0.069 e 0.057
r 0.037 AM 0.047 d 0.043 d 0.057

Table 5: Top 5 middle glues (fillers) and end glues discovered
for each language along with their probability scores.

augment the splitting step outlined in Section 4.1,
we allow deletion of up to two middle characters
and two end characters. Then, for each glue candi-
date (for example es), we estimate its probability as
the relative frequency of unique hypothesized com-
pound words successfully using that particular glue.
We rank the set of glues by their probability and take
the top 10 middle and end glues for each language.
A sample of glues discovered for some of the lan-
guages are shown in Table 5. The performance for
the morphology step is shown in Table 6. The rela-
tive percentage improvements are with respect to the
previous Section 6.3. We observe significant gain in
coverage as the flexibility of glue process allows dis-
covery of more compounds.
6.5 Re-ranking using context vector projection
We may further improve performance by re-ranking
candidate translations based on the goodness of se-
mantic “fit” between two words, as measured by

Language Cmpnd wrds Top1 Top10
translated Acc. Acc.

Albanian 3272(+1.33%) .214(-1.38%) .407(-0.49%)
Bulgarian 7211(+5.95%) .258(+1.18%) .443(+0.23%)
German 13372(+17.86%) .200(+0.50%) .391(+0.77%)
Swedish 15094(+16.38%) .190(+0.53%) .363(+0.55%)
Avg10 10273(+6.98%) .194(+0.52%) .363(+0.28%)

Table 6: Performance for increasing coverage by including
compounding morphology. The percentages in parentheses are
relative improvements from the performance in Table 4

.
their context similarity. This can be accomplished as
in Rapp (1999) and Schafer and Yarowsky (2002) by
creating bag-of-words context vectors around both
the source and target language words and then pro-
jecting the source vectors into the (English) target
space via the current small translation dictionary.
Once in the same language space, source words and
their translation hypotheses are compared via co-
sine similarity using their surrounding context vec-
tors. We performed this experiment for German
and Swedish and report average accuracies with and
without this addition in Table 7. For monolingual
corpora, we used the German and Swedish side of
the Europarl corpus (Koehn, 2005) consisting of ap-
proximately 15 million and 21 million words respec-
tively. We were able to project context vectors for
an average of 4224.5 words in the two languages
among all the possible compound words detected in
Section 6.4. The poor Eurpoarl coverage could be
due to the fact that compound words are generally
technical words with low Europarl corpus frequency,
especially in parliamentary proceedings. We believe
that the small performance gains here are due to
these limitations of the monolingual corpora.

Method Top1avg Top10avg

Original ranking 0.196 0.388
Comb. with Context Sim 0.201 0.391

Table 7: Average performance on German and Swedish with
and without using context vector similarity from monolingual
corpora.

6.6 Using phrase-tables if a parallel corpus is
available

All previous results in this paper have been for trans-
lation lexicon discovery without the need for paral-
lel bilingual text (bitext), which is often in limited
supply for lower-resource languages. However, it
is useful to assess how this translation lexicon dis-
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covery work compares with traditional bitext-based
lexicon induction (and how well the approaches can
be combined). For this purpose, we used phrase ta-
bles learned by the standard statistical MT Toolkit
Moses (Koehn et al., 2007). We tested the phrase-
table accuracy on two languages, one for which we
had a lot of parallel data available (German-English
Europarl corpus with approx. 15 million words) and
one for which we had relatively little parallel data
(Czech-English news-commentary corpus with ap-
prox. 1 million words). This was done to see how
the amount of parallel data available affects the ac-
curacy and coverage of compound translation. Table
8 shows the performance for this experiment. For
German, we see a significant improvement in accu-
racy and for Czech a small improvement in Top1 but
a decline in Top10 accuracy. Note that these ac-
curacies are still quite low as compared to general
performance of phrase tables in an end-to-end MT
system because we are measuring exact-match ac-
curacy on a generally more challenging and often-
lower-frequency lexicon subset. The third row in
Table 8 for each of the languages shows that if one
had a parallel corpus available, its n-best list can be
combined with the n-best list of Bilingual Dictio-
naries algorithm to provide much higher consensus
accuracy gains using weighted voting.

Method # of words Top1 Top10
translated Acc. Acc.

German
BiDict 13372 0.200 0.391
Parallel Corpus SMT 3281 0.423 0.576
Parallel + BiDict 3281 0.452 0.579
Czech
BiDictthresh=1 3455 0.276 0.514
Parallel Corpus SMT 309 0.285 0.404
Parallel + BiDict 309 0.359 0.599

Table 8: Performance of this paper’s BiDict approach com-
pared with and augmented with traditional statistical MT learn-
ing from bitext.

7 Quantifying the Role of Cross-languages

7.1 Coverage/Accuracy Trade off
The number of languages offering a translation hy-
pothesis for a given literal English gloss is a use-
ful parameter for measuring confidence in the algo-
rithm’s selection. The more distinct languages ex-
hibiting a translation for the gloss, the higher like-
lihood that the majority translation will be correct

Coverage/Accuracy Tradeoff
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Figure 3: Coverage/Accuracy trade off curve by incrementing
the minimum number of languages exhibiting a candidate trans-
lation for the source-word’s literal English gloss. Accuracy here
is the Top1 accuracy averaged over all 10 test languages.

rather than noise. Varying this parameter yields the
coverage/accuracy trade off as shown in Figure 3.

7.2 Varying size of bilingual dictionaries

Figure 4 illustrates how the size of the bilingual
dictionaries used for providing cross-language evi-
dence affects translation performance. In order to
take both coverage and accuracy into account, per-
formance measure used was the F-score which is
a harmonic average of Precision (the accuracy on
the subset of words that could be translated) and
Psuedo-recall (which is the correctly translated frac-
tion out of total words that could be translated using
100% of the dictionary size). We can see in Figure 4
that increasing the percentage of dictionary size7 al-
ways helps without plateauing, suggesting substan-
tial extrapolation potential from large dictionaries.

7.3 Greedy vs Random Selection of Utilized
Languages

A natural question for our compound translation al-
gorithm is how does the choice of additional lan-
guages affect performance. We report two experi-
ments on this question. A simple experiment is to
use bilingual dictionaries of randomly selected lan-
guages and test the performance of K-randomly se-
lected languages8, incrementing K until it is the full
set of 50 languages. The dashed lines in Figures 5

7Each run of choosing a percentage of dictionary size was
averaged over 10 runs

8Each run of randomly selecting K languages was averaged
over 10 runs.
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Figure 6: The performance relationship detailed in Figure 5
caption for Top-10 match F-score.

and 6 show this trend. The performance is measured
by F-score as in section 7.1, where Pseudo-Recall
here is the fraction of correct candidates out of the
total candidates that could be translated had we used
bilingual dictionaries of all the languages. We can
see that adding random bilingual dictionaries helps
improve the performance in a close to linear fashion.
Furthermore, we observe that certain contributing
languages are much more effective than others (e.g.
Arabic/Farsi vs. Arabic/Czech). We use a greedy
heuristic for ranking an additional cross-language,
that is the number of test words for which the correct
English translation can be provided by the bilingual
dictionary of the respective cross-language. Figures
5 and 6 show that greedy selection of the most ef-
fective K utilized languages using this heuristic sub-
stantially accelerates performance. In fact, beyond
the best 10 languages, performance plateaus and ac-
tually decreases slightly, indicating that increased
noise is outweighing increased coverage.

Albanian Arabic
Russian 0.067 0.116 Farsi 0.051 0.090
+Spanish 0.100 0.169 +Spanish 0.059 0.111
+Bulgarian 0.119 0.201 +French 0.077 0.138

Bulgarian Czech
Russian 0.186 0.294 Slovak 0.177 0.289
+Hungarian 0.190 0.319 +Russian 0.222 0.368
+Swedish 0.203 0.339 +Hungarian 0.235 0.407

Farsi German
Arabic 0.031 0.047 Dutch 0.130 0.228
+Dutch 0.038 0.070 +Swedish 0.191 0.316
+Spanish 0.044 0.079 +Hungarian 0.204 0.355

Hungarian Russian
Swedish 0.073 0.108 Bulgarian 0.185 0.250
+Dutch 0.103 0.158 +Hungarian 0.199 0.292
+German 0.117 0.182 +Swedish 0.216 0.319

Slovak Swedish
Czech 0.145 0.218 German 0.120 0.188
+Russian 0.168 0.280 +Hungarian 0.152 0.264
+Hungarian 0.176 0.300 +Dutch 0.182 0.309

Table 9: Illustrating 3-best cross-languages obtained for each
test language (shown in bold). Each row shows the effect of
adding the respective cross-language to the set of languages in
the rows above it and the corresponding F-scores (Top 1 and
Top 10) achieved.

7.4 Languages found using Greedy selection

Table 9 shows the sets of the most effective three
cross-languages per test language selected using the
greedy heuristic explained in previous section. Un-
surprisingly, related languages tend to help more
than distant languages. For example, Dutch is most
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effective for the test language German, and Slovak is
most effective for Czech. We can also see interest-
ing symmetries between related languages, for ex-
ample: Farsi is the top language used for test lan-
guage Arabic and vice-versa. Such symmetries can
also be seen for other pairs of related languages such
as (Czech, Slovak) and (Russian, Bulgarian). Thus,
related languages are most helpful and they can be
related in several ways such as etymologically, cul-
turally and physically (such as Hungarian contact
with the Germanic languages). The second point
to note is that languages having large dictionaries
also tend to be especially helpful, even when un-
related. This can be seen by the presence of Hun-
garian in top three cross-languages for most of the
test languages. This is likely because Hungarian was
one of the largest dictionaries and hence can provide
good coverage for obtaining translation candidates
of rarer or technical compounds, which may have
more language universal literal glosses.

8 Conclusion
This paper has shown that successful translation
of compounds can be achieved without the need
for bilingual training text, by modeling the map-
ping of literal component-word glosses (e.g. “iron-
path”) into fluent English (e.g. “railway”) across
multiple languages. An interesting property of us-
ing such cross-language evidence is that one does
need to restrict the candidate translations to compo-
sitional (or “glossy”) translations, as our model al-
lows the successful generation of more fluent non-
compositional translations. We further show im-
proved performance by adding component-sequence
and learned-morphology models along with context
similarity from monolingual text and optional com-
bination with traditional bilingual-text-based trans-
lation discovery. These models show consistent per-
formance gains across 10 diverse test languages.
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Abstract

A lightweight extraction method derives text
snippets associated to dates from the Web.
The snippets are organized dynamically into
answers to definition questions. Experi-
ments on standard test question sets show
that temporally-anchored text snippets allow
for efficiently answering definition ques-
tions at accuracy levels comparable to the
best systems, without any need for complex
lexical resources, or specialized processing
modules dedicated to finding definitions.

1 Introduction

In the field of automated question answering (QA),
a variety of information sources and multiple extrac-
tion techniques can all contribute to producing rele-
vant answers in response to natural-language ques-
tions submitted by users. Yet the nature of the infor-
mation source which is mined for answers, together
with the scope of the questions, have the most sig-
nificant impact on the overall architecture of a QA
system. When compared to the average queries sub-
mitted in a decentralized information seeking envi-
ronment such as Web search, fact-seeking questions
tend to specify better the nature of the information
being sought by the user, whether it is the name of
the longest river in some country, or the name of
the general who defeated the Spanish Armada. In
order to understand the structure and the linguistic
clues encoded in natural-language questions, many
QA systems employ sophisticated techniques, thus
deriving useful information such as terms, relations

among terms, the type of the expected answers (e.g.,
cities vs. countries vs. presidential candidates), and
other semantic constraints (e.g., the elections from
1978 rather than any other year).

One class of questions whose characteristics place
them closer to exploratory queries, rather than stan-
dard fact-seeking questions, are definition questions.
Seeking information about an entity or a concept,
questions such as “Who is Caetano Veloso?” of-
fer little guidance as to what particular techniques
could be used in order to return relevant information
from a large text collection. In fact, the same user
may choose to submit a definition question or a sim-
pler exploratory query (Caetano Veloso), and still
look for text snippets capturing relevant properties
of the question concept. Various studies (Chen et al.,
2006; Han et al., 2006) illustrate the challenges in-
troduced by definition questions. As such questions
have a less irregular form than other open-domain
questions, recognizing their type is relatively eas-
ier (Hildebrandt et al., 2004). Conversely, the iden-
tification of relevant documents and the extraction
of answers to definition questions are more labori-
ous, and the impact on the architecture of QA sys-
tems is quite significant. Indeed, separate, dedicated
modules, or even end-to-end systems are specifi-
cally built for answering definition questions (Kla-
vans and Mureşan, 2001; Hildebrandt et al., 2004;
Greenwood and Saggion, 2004). The importance of
definition questions among other question categories
is confirmed by their inclusion among the evalua-
tion queries from the QA track of TREC evalua-
tions (Voorhees and Tice, 2000).

This paper investigates the impact of temporally-

411



anchored text snippets derived from the Web, in
answering definition questions and, more gener-
ally, exploratory queries. Section 2 describes a
lightweight mechanism for extracting text snippets
and associated dates from sentences in Web docu-
ments. Section 3 assesses the coverage of the ex-
tracted snippets. As shown in Section 4, relevant
events, in which the question concept was involved,
can be captured by matching the queries on the text
snippets, and organizing the snippets around the as-
sociated dates. Section 5 describes discusses the role
of the extracted text snippets in answering two sets
of definition questions.

2 Temporally Anchored Text Snippets

All experiments rely on the unstructured text in ap-
proximately one billion documents in English from a
2003 Web repository snapshot of the Google search
engine. Pre-processing of the documents consists
in HTML tag removal, simplified sentence bound-
ary detection, tokenization and part-of-speech tag-
ging with the TnT tagger (Brants, 2000). No other
tools or lexical resources are employed.

A sequence of sentence tokens represents a po-
tential date if it consists of: single year (four-digit
numbers, e.g., 1929); or simple decade (e.g., 1930s);
or month name and year (e.g., January 1929); or
month name, day number and year (e.g., January
15, 1929). Dates occurring in text in any other for-
mat are ignored. To avoid spurious matches, such
as 1929 people, potential dates are discarded if they
are immediately followed by a noun or noun modi-
fier, or immediately preceded by a noun.

To convert document sentences into a few text
snippets associated with dates, the overall structure
of sentences is roughly approximated. Deep text
analysis may be desirable but simply not feasible on
the Web. As a lightweight alternative, the proposed
extraction method approximates the occurrence and
boundaries of text snippets through the following set
of lexico-syntactic patterns:
(P1): 〈Date [,|-|(|nil] [when] Snippet [,|-|)|.]〉
(P2): 〈[StartSent] [In|On] Date [,|-|(|nil] Snippet [,|-|)|.]〉
(P3): 〈[StartSent] Snippet [in|on] Date [EndSent]〉
(P4): 〈[Verb] [OptionalAdverb] [in|on] Date〉

The first extraction pattern, P1, targets sentences
with adverbial relative clauses introduced by wh-
adverbs and preceded by a date, e.g.:

“By [Date 1910], when [Snippet Korea was an-
nexed to Japan], the Korean population in America
had grown to 5,008”.

Comparatively, P2 and P3 match sentences that
start or end in a simple adverbial phrase containing
a date. In the case of P4, the occurrence of rele-
vant dates within sentences is approximated by verbs
followed by a simple adverbial phrase containing a
date. P4 marks the entire sentence as a potential
nugget because it lacks the punctuation clues in the
other three patterns.

The patterns must satisfy additional constraints in
order to match a sentence. These constraints con-
stitute heuristics to avoid, rather than solve, com-
plex linguistic phenomena. Thus, a nugget is always
discarded if it does not contain a verb, or contains
any pronoun. Furthermore, the snippets in P2 and
P3 must start with, and the nugget in P4 must con-
tain a noun phrase, which in turn is approximated by
the occurrence of a noun, adjective or determiner.
The combination of patterns and constraints is by
no means definitive or error-free. It is a practical
solution to achieve graceful degradation on large
amounts of data, reduce the extraction errors, and
improve the usefulness of the extracted snippets. As
such, it emphasizes robustness at Web scale, without
taking advantage of existing specification languages
for representing events and temporal expressions oc-
curring in text (Pustejovsky et al., 2003), and forgo-
ing the potential benefits of more complex methods
that extract temporal relations from relatively clean
text collections (Mani et al., 2006).

3 Coverage of Text Snippets

A concept such as a particular actor, country or or-
ganization usually occurs within more than one of
the extracted text snippets. In fact, the set of text
snippets containing the concept, together with the
associated dates, often represents an extract-based,
simple temporal summary of the events in which the
concept has been involved. Starting from this ob-
servation, a task-based evaluation of the coverage
of the extracted text snippets consists in verifying
to what extent they capture the condensed history
of several countries. Since any country must have
been involved in some historical timeline of events,
a reference timeline is readily available in an exter-
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Figure 1: Percentage of reference snippets with corresponding extracted snippets

nal resource, e.g., encyclopedia, as an excerpt cov-
ering a condensed history of the country. The refer-
ence timeline is compared against the text snippets
containing a country such as Ethiopia. To this ef-
fect, the text snippets containing a given country as
a phrase are retained, ordered in increasing order of
their associated dates, and evaluated against the ref-
erence timeline.

Both the test set of countries and the gold stan-
dard are collected from Wikipedia (Remy, 2002).
The test set comprises countries from Africa. Since
African countries have fewer extracted snippets than
other countries, the evaluation results provide more
useful, lower bounds rather than average or best-
case. Due to limited human resources available for
this evaluation, the test countries are a subset of the
African countries in Wikipedia, selected in the order
in which they are listed on the site. They cover all
Eastern, Central and Northern Africa. The Central
African Republic, the Republic of the Congo, and
Sao Tome and Principe are discarded and Gambia
added, leading to a test set of 24 country names. The
source of the reference timelines is the condensed
history article that is part of the main description
page of each country in Wikipedia.

The evaluation procedure is concerned only with
recall, but is still highly subjective. It requires
the manual division of the reference text into dated
events. In addition, the assessor must decide which
details surrounding an event are significant, and

must be matched into the extracted snippets in order
to get any credit. The actual evaluation consists in
matching each dated event from the reference time-
line into the extracted timeline. During matching,
the extracted snippets are analyzed by hand to decide
which snippets, if any, capture the reference event,
significant details around it, and the time stamp.

On average, 1173 text snippets are returned per
country name, with a median of 733 snippets. Fig-
ure 1 summarizes the comparison of reference snip-
pets and extracted snippets. The continuous line
corresponds to the total number of reference snip-
pets that were manually identified in the reference
timeline; Melilla has the smallest such number (2),
whereas Sudan has the largest (24). The dotted
line in Figure 1 represents the percentage of refer-
ence snippets that have at least one match into the
extracted snippets, thus evaluating recall. An av-
erage of 72% of the reference snippets have such
matches. For 5 queries, there are matches for all
reference snippets. The worst case occurs for Equa-
torial Guinea, for which only two out of the 11 ref-
erence snippets can be matched. Based on the re-
sults, we conclude that the text snippets and the as-
sociated dates provide a good coverage in the case
of information about countries. The snippets can be
retrieved as answers to questions asking about dates
(When, What year) as described in (Paşca, 2007), or
as answers to definition questions as discussed be-
low.
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4 Answering Definition Questions

Input definition questions are uniformly handled as
Boolean queries, after the removal of stop words as
well as question-specific terms (Who etc.). Thus,
questions such as “Who is Caetano Veloso?” and
“Who won the Nobel Peace Prize?” are consistently
converted into conjunctive queries corresponding to
Caetano Veloso and won Nobel Peace Prize respec-
tively. The score assigned to a matching text snippet
is higher, if the snippet occurs in a larger number
of documents. Similarly, the score is higher if the
snippet contains fewer non-stop terms in addition to
the question term matches, or the average distance
in the snippet between pairs of query term matches
is lower. A side effect of the latter heuristic is to
boost the snippets in which the query terms occur as
a phrase, rather than as scattered term matches.

When they are associated to a common date, re-
trieved snippets transfer their relevance score onto
the date, in the form of the sum of the individual
snippet scores. The dates are ranked in decreas-
ing order of their relevance scores, and those with
the highest scores are returned as responses to the
question, together with the top associated snippets.
Within a set of text snippets associated to a date, the
snippets are also ranked relatively to one another,
such that each returned date is accompanied by its
top supporting snippets. The ranking within a set of
snippets associated to a date is a two-pass procedure.
First, the snippets are scanned to count the number
of occurrences of non-stop unigrams within the en-
tire set. Second, a snippet is weighted with respect
to others based on how many of the unigrams it con-
tains, and the individual scores of those unigrams.

In the output, the snippets act as useful, implicit
text-based justifications of why the dates may be
relevant or not. As such, they implement a practi-
cal method of fusing together bits (snippets) of in-
formation collected from unrelated documents. In
some cases, the snippets show why a returned result
(date) is relevant. For example, 1990 is relevant to
the query Germany unified because “East and West
Germany were unified” according to the top snippet.
In other cases, the text snippets quickly reveal why
the result is related to the query even though it may
not match the original user’s intent. For instance, a
user may ask the question “When was the Taj Mahal

built?” with the well-known monument in mind, in
which case the irrelevance of the date 1903 is self-
explanatory based on one of its supporting snippets,
“the lavish Taj Mahal Hotel was built”.

5 Evaluation

The answers returned by the system are ranked in
decreasing order of their scores. By convention, an
answer to a definition question comprises a returned
date, plus the top matching text snippets that pro-
vide support for that date. Ideally, a snippet should
only contain the desired answer and nothing else. In
practice, a snippet is deemed correct if it contains
the ideal answer, although it may contain some other
extraneous information.

5.1 Objective Evaluation

A thorough evaluation of answers to definition ques-
tions would be complex, prone to subjective as-
sessments, and would involve significant human la-
bor (Voorhees, 2003). Therefore, the quality of the
text snippets in the context of definition questions
is tested on a set, DefQa1, containing the 23 “Who
is/was [ProperName]?” questions from the TREC
QA track from 1999 through 2002. In this case, each
returned answer consists of a date and the first sup-
porting text snippet.

Table 1 contains a sample of the test questions.
The right column shows actual text snippets re-
trieved for the definition questions, together with the
associated date and the rank of that date within the
output. In an objective evaluation strictly based on
the answer keys of the gold standard, the MRR score
over the DefQa1 set is 0.596. The score is quite high,
given that the answer keys prefer the genus of the
question concept, rather than other types of infor-
mation. For instance, the answer keys for the TREC
questions Q222:“Who is Anubis?” and Q253:“Who
is William Wordsworth?” mark poet and “Egyptian
god” as correct answers respectively, thus empha-
sizing the genus of the question concepts Anubis
and William Wordsworth. This explains the strong
reliance in previous work on hand-written patterns
and dictionary-based techniques for detecting text
fragments encoding the genus and differentia of the
question concept (Lin, 2002; Xu et al., 2004).
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Question (Rank) Relevant Date: Associated Fact
Q218: Who was (1) 1893: First patented in 1893 by Whitcomb Judson, the Clasp Locker was notoriously unreliable
Whitcomb Judson? and expensive

(2) 1891: the zipper was invented by Whitcomb Judson
Q239: Who is (1) February 21 1936: Barbara Jordan was born in Houston, Texas
Barbara Jordan? (2) January 17 1996: Barbara Jordan died in Austin, Texas, at the age of 59

(4) 1973: Barbara Jordan was diagnosed with multiple sclerosis and was confined to a wheelchair
(5) 1976: Barbara Jordan became the first African-American Woman to deliver a keynote address at
a political convention
(7) 1966: Barbara Jordan became the first black representative since 1883 to win an election to
the Texas legislature
(8) 1972: Barbara Jordan was elected to the US Congress

Q253: Who is (1) 1770: William Wordsworth was born in 1770 in the town of Cockermouth, England
William Wordsworth? (2) April 7 1770: William Wordsworth was born

(4) 1798: Romanticism officially began, when William Wordsworth and Samuel Taylor Coleridge
anonymously published Lyrical Ballads
(5) 1802: William Wordsworth married Mary Hutchinson at Brompton church
(7) 1795: Coleridge met the poet William Wordsworth
(8) April 23 1850: William Wordsworth died
(11) 1843: William Wordsworth (1770-1850) was made Poet Laureate of Britain

Q346: Who is (1) 1902: Langston Hughes was born in Joplin, Missouri
Langston Hughes? (2) May 22 1967: Langston Hughes died of cancer

(5) 1994: The Collected Poems of Langston Hughes was published
Q351: Who is (1) 1927: aviation hero Charles Lindbergh was honored with a ticker-tape parade in New York City
Charles Lindbergh? (2) 1932: Charles Lindbergh’s infant son was kidnapped and murdered

(3) February 4 1902: Charles Lindbergh was born in Detroit
(5) August 26 1974: Charles Lindbergh died
(7) May 21 1927: Charles Lindbergh landed in Paris
(8) May 20 1927: Charles Lindbergh took off from Long Island
(9) May 1927: an airmail pilot named Charles Lindbergh made the first solo flight across the Atlantic
Ocean

Q419: Who was (1) 1977: Goodall founded the Jane Goodall Institute for Wildlife Research
Jane Goodall? (2) April 3 1934: Jane Goodall was born in London, England

(3) 1960: Dr Jane Goodall began studying chimpanzees in east Africa
(8) 1985: Jane Goodall ’s twenty-five years of anthropological and conservation research was
published

Table 1: Temporally-anchored text snippets returned as answers to definition questions

5.2 Subjective Evaluation
Beyond the snippets that happen to contain the genus
of the question concept, the output constitutes sup-
plemental results to what other definition QA sys-
tems may offer. The intuition is that prominent facts
associated with the question concept provide use-
ful, if not direct answers to the corresponding def-
inition question, with the twist of presenting them
together with the associated date. For instance, the
first answer to Q239:“Who is Barbara Jordan?” re-
veals her date of birth and is associated with the
first retrieved date, February 21 1936. In the objec-
tive evaluation, this answer is marked as incorrect.
However, some users may find this snippet useful,
although they may still prefer the seventh or eighth
text snippets from Table 1 as primary answers, as
they mention Barbara Jordan’s election to a state
legislature in 1966, and to the Congress in 1972. As

an alternative evaluation, the top five matching snip-
pets for each of the top ten dates are inspected man-
ually, and answers such as the birth year of a person
are subjectively marked as correct. Overall, 59.1%
of the snippets returned for the DefQa1 questions are
deemed correct, which shows that the answers cap-
ture useful properties of the question concepts.

5.3 Alternative Objective Evaluation

A separate objective evaluation was conducted on
a set, DefQa2, containing the 24 definition ques-
tions asking for information about various people,
from the TREC QA track from 2004. Although cor-
rectness assessments are still subjective, they bene-
fit from a more rigorous evaluation procedure. For
each question, the gold standard consists of sets of
responses classified according to their importance
into two classes, namely vital nuggets, containing
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information that the assessors feel must be returned
for the overall output to be good, and non-vital, con-
taining information that is acceptable in the output
but not necessary.

Following the official 2004 evaluation proce-
dure (Voorhees, 2004), a returned text snippet is
considered vital, non-vital, or incorrect based on
whether it conceptually matches a vital, non-vital
answer, or none of the answers specified in the gold
standard for that question. The overall recall is
the average of individual recall values per question,
which are computed as the number of returned vi-
tal answers, divided by the number of vital answers
from the gold standard for a given question. In this
case, a returned answer is formed by a date and
its top three associated text snippets. If a vital an-
swer from the gold standard matches any of the three
snippets of a returned answer, then the returned an-
swer is vital.

The overall recall value over DefQa2 is 0.46. The
corresponding F-measure, which gives three times
more importance to recall than to precision as speci-
fied in the official evaluation procedure, is 0.39. The
score measures favorably against the top three F-
measure scores of 0.46, 0.40, and 0.37 reported in
the official 2004 evaluation (Voorhees, 2004). The
two better scores were obtained by systems that rely
extensively on human-generated knowledge from
resources such as WordNet (Zhang et al., 2005) and
specific Web glossaries (Cui et al., 2007). In com-
parison, the text snippets retrieved in this paper pro-
vide relevant answers to definition questions with
the added benefit of providing a temporal anchor
for each answer, and without using any complex lin-
guistic resources and tools.

The scores per question vary widely, with the re-
trieved snippets containing none of the vital answers
for six questions, all vital answers for other six, and
some fraction of the vital answers for the remain-
ing questions. For example, one of the retrieved
text snippets is “US Air Force Colonel Eileen Marie
Collins was the first woman to command a space
shuttle mission”. The snippet is classified as vital
for the question about Eileen Marie Collins, since it
conceptually matches a vital answer from the gold
standard, namely “first woman space shuttle com-
mander”. Again, even though the standard evalua-
tion does not require a temporal anchor for an an-

swer to be correct, we feel that the dates associated
to the retrieved snippets provide very useful, addi-
tional, condensed information. In the case of Eileen
Marie Collins, the above-mentioned vital answer is
accompanied by the date 1999, when the mission
took place.

6 Related Work

Previous approaches to answering definition ques-
tions from large text collections can be classified
according to the kind of techniques for the extrac-
tion of answers. A significant body of work is ori-
ented towards mining descriptive phrases or sen-
tences, as opposed to other types of semantic in-
formation, for the given question concepts. To this
effect, the use of hand-written lexico-syntactic pat-
terns and regular expressions, targeting the genus
and possibly the differentia of the question concept,
is widespread, whether employed for mining defini-
tions in English (Liu et al., 2003; Hildebrandt et al.,
2004) or other languages such as Japanese (Fujii and
Ishikawa, 2004), from local text collections (Xu et
al., 2004) or from the Web (Blair-Goldensohn et al.,
2004; Androutsopoulos and Galanis, 2005). Com-
paratively, the small set of patterns used here targets
text snippets that are temporally-anchored. There-
fore the text snippets provide answers to definition
answers without actually employing any specialized
module for seeking specific information such as the
genus of the question concept.

Several studies propose unsupervised extraction
methods as an alternative to using hand-written pat-
terns for definition questions (Androutsopoulos and
Galanis, 2005; Cui et al., 2007). Previous work
often relies on external resources as an important
or even essential guide towards the desired out-
put. Such resources include WordNet (Prager et
al., 2001) for finding the genus of the question con-
cept; large dictionaries such as Merriam Webster,
for ready-to-use definitions (Xu et al., 2004; Hilde-
brandt et al., 2004); and encyclopedias, for collect-
ing words that are likely to occur in potential defini-
tions (Fujii and Ishikawa, 2004; Xu et al., 2004). In
comparison, the experiments reported in this paper
do not require any external lexical resource.
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7 Conclusion

Without specifically targeting definitions,
temporally-anchored text snippets extracted from
the Web provide very useful answers to definition
questions, as measured on standard test question
sets. Since the snippets tend to capture important
events involving the question concepts, rather than
phrases that describe the question concept, they
can be employed as either standalone answers, or
supplemental results in conjunction with answers
extracted with other techniques.
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Abstract

This paper proposes a corpus-based ap-
proach for answering why-questions. Con-
ventional systems use hand-crafted patterns
to extract and evaluate answer candidates.
However, such hand-crafted patterns are
likely to have low coverage of causal expres-
sions, and it is also difficult to assign suit-
able weights to the patterns by hand. In our
approach, causal expressions are automati-
cally collected from corpora tagged with se-
mantic relations. From the collected expres-
sions, features are created to train an an-
swer candidate ranker that maximizes the
QA performance with regards to the corpus
of why-questions and answers. NAZEQA, a
Japanese why-QA system based on our ap-
proach, clearly outperforms a baseline that
uses hand-crafted patterns with a Mean Re-
ciprocal Rank (top-5) of 0.305, making it
presumably the best-performing fully imple-
mented why-QA system.

1 Introduction
Following the trend of non-factoid QA, we are
seeing the emergence of work on why-QA; e.g.,
answering generic “why X?” questions (Verberne,
2006). However, since why-QA is an inherently dif-
ficult problem, there have only been a small number
of fully implemented systems dedicated to solving
it. Recent systems at NTCIR-61 Question Answer-
ing Challenge (QAC-4) can handle why-questions
(Fukumoto et al., 2007). However, their perfor-
mance is much lower (Mori et al., 2007) than that
of factoid QA systems (Fukumoto et al., 2004;
Voorhees and Dang, 2005).

We consider that this low performance is due to
the great amount of hand-crafting involved in the

1http://research.nii.ac.jp/ntcir/ntcir-ws6/ws-en.html

systems. Currently, most of the systems rely on
hand-crafted patterns to extract and evaluate answer
candidates (Fukumoto et al., 2007). Such patterns
include typical cue phrases and POS-tag sequences
related to causality, such as “because of” and “by
reason of.” However, as noted in (Inui and Okumura,
2005), causes are expressed in various forms, and
it is difficult to cover all such expressions by hand.
Hand-crafting is also very costly. Some patterns
may be more indicative of causes than others. There-
fore, it may be useful to assign different weights to
the patterns for better answer candidate extraction,
but currently this must be done by hand (Mori et al.,
2007). It is not clear whether the weights determined
by hand are suitable.

In this paper, we propose a corpus-based approach
for why-QA in order to reduce this hand-crafting
effort. We automatically collect causal expressions
from corpora to improve the coverage of causal ex-
pressions, and utilize a machine learning technique
to train a ranker of answer candidates on the ba-
sis of features created from the expressions together
with other possible features related to causality. The
ranker is trained to maximize the QA performance
with regards to a corpus of why-questions and an-
swers, automatically tuning the weights of the fea-
tures.

This paper is organized as follows: Section 2 de-
scribes previous work on why-QA, and Section 3 de-
scribes our approach. Section 4 describes the imple-
mentation of our approach, and Section 5 presents
the evaluation results. Section 6 summarizes and
mentions future work.

2 Previous Work
Although systems that can answer why-questions
are emerging, they tend to have limitations in that
they can answer questions only with causal verbs
(Girju, 2003), in specific domains (Khoo et al.,
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2000), or questions covered by a specific knowl-
edge base (Curtis et al., 2005). Recently, Verberne
(2006; 2007a) has been intensively working on why-
QA based on the Rhetorical Structure Theory (RST)
(Mann and Thompson, 1988). However, her ap-
proach requires manually annotated corpora with
RST relations.

When we look for fully implemented systems for
generic “why X?” questions, we only find a small
number of such systems. Since why-QA would be
a challenging task when tackled straightforwardly,
requiring common-sense knowledge and semantic
interpretation of questions and answer candidates,
current systems place higher priority on achiev-
ability and therefore use hand-crafted patterns and
heuristics to extract causal expressions as answer
candidates and use conventional sentence similarity
metrics for answer candidate evaluation (Fukumoto,
2007; Mori et al., 2007). We argue, in this paper,
that this hand-crafting is the cause of the current
low performance levels. Recently, (Shima and Mi-
tamura, 2007) applied a machine learning approach
to why-QA, but they also rely on manually selected
cue words to create their features.

Semantic Role Labeling (SRL) techniques can be
used to automatically detect causal expressions. In
the CoNLL-2005 shared task (SRL for English), the
best system found causal adjuncts with a reasonable
accuracy of 65% (Màrquez et al., 2005). However,
when we analyzed the data, we found that more than
half of the causal adjuncts contain explicit cues such
as “because.” Since causes are reported to be ex-
pressed by a wide variety of linguistic phenomena,
not just explicit cues (Inui and Okumura, 2005), fur-
ther verification is needed before SRL can be safely
used for why-QA.

Why-questions are a subset of non-factoid ques-
tions. Since non-factoid questions are observed
in many FAQ sites, such sites have been regarded
as valuable resources for the development of non-
factoid QA systems. Examples include Burke et al.
(1997), who used FAQ corpora to analyze questions
to achieve accurate question-type matching; Soricut
and Brill (2006), who used them to train statistical
models for answer evaluation and formulation; and
Mizuno et al. (2007), who used them to train clas-
sifiers of question and answer-types. However, they
do not focus on why-questions and do not use any
causal knowledge, which is considered to be useful
for explicit why-questions (Soricut and Brill, 2006).

3 Approach
In this paper, we propose a corpus-based approach
for why-QA in order to reduce the hand-crafting ef-
fort that is currently necessary. We first automat-
ically collect causal expressions from corpora and
use them to create features to represent an answer
candidate. The features are then used to train an an-
swer candidate ranker that maximizes the QA per-
formance with regards to a corpus of why-questions
and answers. We also enumerate possible features
that may be useful for why-QA to be incorporated
in the training to improve the QA performance.

Following the systems at QAC-4 (Fukumoto,
2007) and the answer analysis in (Verberne, 2007b;
Verberne et al., 2007), we consider the task of why-
QA to be a sentence/paragraph extraction task. We
also assume that a document retrieval module of a
system returns top-N documents for a question on
the basis of conventional IR-related metrics and all
sentences/paragraphs extracted from them are re-
garded as answer candidates. Hence, the task be-
comes the ranking of given sentences/paragraphs.

For an answer candidate (a sentence or a para-
graph) to be the correct answer, the candidate should
(1) have an expression indicating a cause and (2)
be similar to the question in content, and (3) some
causal relation should be observed between the can-
didate and the question. For example, an answer
candidate “X was arrested for fraud.” is likely to
be a correct answer to the question “Why was X
arrested?” because “for fraud” expresses a cause,
the question and the answer are both about the same
event (X being arrested), and “fraud” and “arrest” in-
dicate a causal relation between the question and the
candidate. Condition (3) would be especially use-
ful when the candidates do not have obvious cues
or topically similar words/phrases to the question;
it may be worthwhile to rely on some prior causal
knowledge to select one over others. Although cur-
rent working systems (Fukumoto, 2007; Mori et al.,
2007) do not explicitly state these conditions, they
can be regarded as using hand-crafted patterns for
(1) and (3).2 Lexical similarity metrics, such as co-
sine similarity and n-gram overlaps, are generally
used for (2).

We represent each answer candidate with causal
expression, content similarity, and causal relation

2(3) is dealt with in a manner similar to the treatment of
‘cause of death’ in (Smith et al., 2005).
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features that encode how it complies with the three
conditions. Here, the causal expression features are
those based on the causal expressions we aim to col-
lect automatically. For the other two types of fea-
tures, we turn to the existing similarity metrics and
dictionaries to derive features that would be useful
for why-QA. To train a ranker, we create a corpus of
why-questions and answers and adopt one of the ma-
chine learning algorithms for ranking. The follow-
ing sections describe the three types of features, the
corpus creation, and the ranker training. The actual
instances of the features, the corpus, and the ranker
will be presented in Section 4.

3.1 Causal Expression Features
With the increasing attention paid to SRL, we cur-
rently have a number of corpora, such as PropBank
(Palmer, 2005) and FrameNet (Baker et al., 1998),
that are tagged with semantic relations including a
causal relation. Since text spans for such relations
are annotated in the corpora, we can simply col-
lect the spans marked by a causal relation as causal
expressions. Since an answer candidate that has a
matching expression for one of the collected causal
expressions is likely to be expressing a cause as
well, we can make the existence of each expression
a feature. Although the collected causal expressions
without any modification might be used to create
features, for generality, it would be better to abstract
them into syntactic patterns. From m causal expres-
sions/patterns automatically extracted from corpora,
we can create m binary features.

In addition, some why-QA systems may already
possess some good hand-crafted patterns to detect
causal expressions. Since there is no reason not to
use them if we know they are useful for why-QA,
we can create a feature indicating whether an answer
candidate matches existing hand-crafted patterns.

3.2 Content Similarity Features
In general, if a question and an answer candidate
share many words, it is likely that they are about
the same content. From this assumption, we cre-
ate a feature that encodes the lexical similarity of an
answer candidate to the question. To calculate its
value, existing sentence similarity metrics, such as
cosine similarity or n-gram overlaps, can be used.

Even if a question and an answer candidate do not
share the same words, they may still be about the
same content. One such case is when they are about

the same topic. To express this case as a feature, we
can use the similarity of the question and the docu-
ment in which the answer candidate is found. Since
the documents from which we extract answer candi-
dates typically have scores output by an IR engine
that encode their relevance to the question, we can
use this score or simply the rank of the retrieved doc-
ument as a feature.

A question and an answer candidate may be se-
mantically expressing the same content with differ-
ent expressions. The simplest case is when syn-
onyms are used to describe the same content; e.g.,
when “arrest” is used instead of “apprehend.” For
such cases, we can exploit existing thesauri. We
can create a feature encoding whether synonyms of
words in the question are found in the answer can-
didate. We could also use the value of semantic
similarity and relatedness measures (Pedersen et al.,
2004) or the existence of hypernym or hyponym re-
lations as features.

3.3 Causal Relation Features
There are semantic lexicons where a semantic re-
lation between concepts is indicated. For example,
the EDR dictionary3 shows whether a causal relation
holds between two concepts; e.g., between “murder”
and “arrest.” Using such dictionaries, we can create
pairs of expressions, one indicating a cause and the
other its effect. If we find an expression for a cause
in the answer candidate and that for an effect in the
question, it is likely that they hold a causal relation.
Therefore, we can create a feature encoding whether
this is the case. In cases where such semantic lex-
icons are not available, they may be automatically
constructed, although with noise, using causal min-
ing techniques such as (Marcu and Echihabi, 2002;
Girju, 2003; Chang and Choi, 2004).

3.4 Creating a QA Corpus
For ranker training, we need a corpus of why-
questions and answers. Because we regard the
task of why-QA as a ranking of given sen-
tences/paragraphs, it is best to prepare the corpus in
the same setting. Therefore, we use the following
procedure to create the corpus: (a) create a question,
(b) use an IR engine to retrieve documents for the
question, (c) select among all sentences/paragraphs
in the retrieved documents those that contain the an-
swer to the question, and (d) store the question and a

3http://www2.nict.go.jp/r/r312/EDR/index.html
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set of selected sentences/paragraphs with their doc-
ument IDs as answers.

3.5 Training a Ranker
Having created the QA corpus, we can apply exist-
ing machine learning algorithms for ranking, such
as RankBoost (Freund et al., 2003) or Ranking
SVM (Joachims, 2002), so that the selected sen-
tences/paragraphs are preferred to non-selected ones
on the basis of their features. Good ranking would
result in good Mean Reciprocal Rank (MRR), which
is one of the most commonly used measures in QA.

4 Implementation
Using our approach, we implemented a Japanese
why-QA system, NAZEQA (“Naze” means “why”
in Japanese). The system was built as an extension
to our factoid QA system, SAIQA (Isozaki, 2004;
Isozaki, 2005), and works as follows:

1. The question is analyzed by a rule-based ques-
tion analysis component to derive a question
type; ‘REASON’ for a why-question.

2. The document retrieval engine extracts n-best
documents from Mainichi newspaper articles
(1998–2001) using DIDF (Isozaki, 2005), a
variant of the IDF metric. We chose 20 as n.
All sentences/paragraphs in the n documents
are extracted as answer candidates. Whether
to use sentences or paragraphs as answer can-
didates is configurable.

3. The feature extraction component produces, for
each answer candidate, causal expression, con-
tent similarity, and causal relation features en-
coding how it satisfies conditions (1)–(3) de-
scribed in Section 3.

4. The SVM ranker trained by a QA corpus ranks
the answer candidates based on the features.

5. The top-N answer candidates are presented to
the user as answers.

In the following sections, we describe the features
(399 in all), the QA corpus, and the ranker.

4.1 Causal Expression Features
(F1–F394: AUTO-Causal Expression) We au-
tomatically extracted causal expressions from the
EDR dictionary. The EDR dictionary is a suite
of corpora and dictionaries and includes the EDR
corpus, the EDR concept dictionary (hierarchy of

word senses), and the EDR Japanese word dictio-
nary (sense to word mappings). The EDR corpus
is a collection of independent Japanese sentences
taken from various sources, such as newspaper ar-
ticles, magazines, and dictionary glosses. The cor-
pus is annotated with semantic relations including a
causal relation in a manner similar to PropBank and
FrameNet corpora. We extracted regions marked by
‘cause’ tags and abstracted them by leaving only
the functional words (auxiliary verbs and case, as-
pect, tense markers) and replacing others with wild-
cards ‘*.’ For example, a causal expression “ar-
rested for fraud” would be abstracted to “*-PASS
for *.” We used CaboCha4 as a morphological ana-
lyzer. From 8,747 regions annotated with ‘cause,’
we obtained 394 causal expression patterns after fil-
tering out those that occurred only once. Finally, we
have 394 binary features representing the existence
of each abstracted causal expression pattern.

(F395: MAN-Causal Expression) We emulate the
manually created patterns described in (Fukumoto,
2007) and create a binary feature indicating whether
an answer candidate is matched by the patterns.

4.2 Content Similarity Features
(F396: Question-Candidate Cosine Similarity)
We use the cosine similarity between a question and
an answer candidate using the word frequency vec-
tors of the content words. We chose nouns, verbs,
and adjectives as content words.

(F397: Question-Document Relevance) We use,
as a feature, the inverse of the rank of the document
where the answer candidate is found.

(F398: Synonym Pair) This is a binary feature that
indicates whether a word and its synonym appear
in an answer candidate and a question, respectively.
We use the combination of the EDR concept dictio-
nary and the EDR Japanese word dictionary as a the-
saurus to collect synonym pairs. We have 133,486
synonym pairs.

4.3 Causal Relation Feature
(F399: Cause-Effect Pair) This is a binary fea-
ture that indicates whether a word representing a
cause and a word corresponding to its effect ap-
pear in an answer candidate and a question, respec-
tively. We used the EDR concept dictionary to find
pairs of word senses holding a causal relation and

4http://chasen.org/˜taku/software/cabocha/
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Q13: Why are pandas on the verge of extinction?
(000217262)
A:000217262,L2 Since pandas are not good at raising

their offspring, the Panda Preservation Center in
Sichuan Province is promoting artificial insemina-
tion as well as the training of mother pandas.

A:000217262,L3 A mother panda often gives birth to
two cubs, but when there are two cubs, one is dis-
carded, and young mothers sometimes crush their
babies to death.

A:000406060,L6 However, because of the recent devel-
opment in the midland, they are becoming extinct.

A:010219075,L122 The most common cause of the ex-
tinction for mammals, birds, and plants is degrada-
tion and destruction of habitat, followed by hunting
and poaching for mammals and the impact of alien
species for birds.

Figure 1: An excerpt from the WHYQA collection.
The number in parentheses is the ID of the docu-
ment used to come up with the question. The an-
swers were headed by the document ID and the line
number where the sentence is found in the docu-
ment. (N.B. The above sentences were translated by
the authors.)

expanded the senses to corresponding words using
the EDR Japanese word dictionary to create cause-
effect word pairs. We have 355,641 cause-effect
word pairs.

4.4 WHYQA Collection
Since QAC-4 does not provide official answer sets
and their questions include only a small number
of why-questions, we created a corpus of why-
questions and answers on our own.

An expert, who specializes in text analysis and
is not one of authors, created questions from arti-
cles randomly extracted from Mainichi newspaper
articles (1998–2001). Then, for each question, she
created sentence-level answers by selecting the sen-
tences that she considered to fully include the an-
swer from a list of sentences from top-20 documents
returned from the text retrieval engine with the ques-
tion as input. Paragraph-level answers were auto-
matically created from the sentence-level answers
by selecting the paragraphs containing the answer
sentences.

The analyst was instructed not to create ques-
tions by simply converting existing declarative sen-
tences into interrogatives. It took approximately five
months to create 1,000 question and answer sets
(called the WHYQA collection). All questions are
guaranteed to have answers. Figure 1 lists an exam-
ple question and answer sentences in the collection.

4.5 Training a Ranker by Ranking SVM
Using the WHYQA collection, we trained rank-
ing models using the ranking SVM (Joachims,
2002) (with a linear kernel) that minimizes the
pairwise ranking error among the answer candi-
dates. In the training data, the answers were la-
beled ‘+1’ and non-answers ‘−1.’ When using sen-
tences as answers, there are 4,849 positive exam-
ples and 521,177 negative examples. In the case of
paragraphs, there are 4,371 positive examples and
261,215 negative examples.

5 Evaluation
For evaluation, we compared the proposed system
(NAZEQA) with two baselines. Baseline-1 (COS)
simply uses, for answer candidate evaluation, the co-
sine similarity between an answer candidate and a
question based on frequency vectors of their con-
tent words. The aim of having this baseline is to see
how the system performs without any use of causal
knowledge. Baseline-2 (FK) uses hand-crafted pat-
terns described in (Fukumoto, 2007) to narrow down
the answer candidates to those having explicit causal
expressions, which are then ranked by the cosine
similarity to the question. NAZEQA and the two
baselines used the same document retrieval engine
to obtain the top-20 documents and ranked the sen-
tences or paragraphs in these documents.

5.1 Results
We made each system output the top-1, 5, 10, and 20
answer sentences and paragraphs for all 1,000 ques-
tions in the WHYQA collection. We used the MRR
and coverage as the evaluation metrics. Coverage
means the rate of questions that can be answered
by the top-N answer candidates. Table 1 shows the
MRRs and coverage for the baselines and NAZEQA.
A 10-fold cross validation was used for the evalua-
tion of NAZEQA.

We can see from the table that NAZEQA is bet-
ter in all comparisons. A statistical test (a sign
test that compares the number of times one sys-
tem places the correct answer before the other)
showed that NAZEQA is significantly better than
FK for the top-5, 10, and 20 answers in the sen-
tence and paragraph-levels (p<0.01). Although the
sentence-level MRR for NAZEQA is rather low, the
paragraph-level MRR for the top-5 answers is 0.305,
which is reasonably high for a non-factoid QA sys-
tem (Mizuno et al., 2007). The coverage is also
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MRR Coverage
top-N COS FK NZQ COS FK NZQ
Sentences as answer candidates:
top-1 0.036 0.091+ 0.113 3.6% 9.1% 11.3%
top-5 0.086 0.139+ 0.196* 19.1% 23.1% 35.4%
top-10 0.102 0.149+ 0.216* 31.3% 30.7% 50.4%
top-20 0.115 0.152 0.227* 51.4% 35.5% 66.6%
Paragraphs as answer candidates:
top-1 0.065 0.152+ 0.186 6.5% 15.2% 18.6%
top-5 0.140 0.245+ 0.305* 29.2% 41.6% 53.1%
top-10 0.166 0.257+ 0.328* 48.8% 50.5% 70.3%
top-20 0.181 0.262+ 0.339* 70.7% 56.4% 85.6%

Table 1: Mean Reciprocal Rank (MRR) and cov-
erage for the baselines (COS and FK) and the pro-
posed NAZEQA (NZQ in the table) system for the
entire WHYQA collection. The top-1, 5, 10, and
20 mean the numbers of topmost candidates used
to calculate MRR and coverage. Asterisks indicate
NAZEQA’s statistical significance (p<0.01) over
FK, and ‘+’ FK’s over COS.

Feature Set Sent. Para.
All features (NAZEQA) 0.181 0.287
w/o F1–F394 (AUTO-Causal Exp.) 0.138* 0.217*
w/o F395 (MAN-Causal Exp.) 0.179 0.286
w/o F396 (Q-Cand. Cosine Similarity) 0.131* 0.188*
w/o F397 (Doc.-Q Relevance ) 0.161 0.275
w/o F398 (Synonym Pair) 0.180 0.282
w/o F399 (Cause-Effect Pair) 0.184 0.287

Table 2: Performance changes in MRR (top-5) when
we exclude one of the feature sets. Asterisks indi-
cate a statistically significant drop in performance
from NAZEQA. In this experiment, we used a two-
fold cross validation to reduce computational cost.

high for NAZEQA, making it possible to find an-
swers within the top-10 sentences and top-5 para-
graphs for more than 50% of the questions. Because
there are no why-QA systems known to be better
than NAZEQA in MRR and coverage and because
NAZEQA clearly outperforms a competitive base-
line (FK), we conclude that NAZEQA has one of
the best performance levels for why-QA.

It is interesting to know how each of the feature
sets (e.g., AUTO-Causal Expression Features) con-
tributes to the QA performance. Table 2 shows how
the performance in MRR (top-5) changes when one
of the feature sets is excluded in the training. Al-
though the drop in performance by removing the
Question-Candidate Cosine Similarity feature is un-
derstandable, the performance also drops signifi-
cantly from NAZEQA when we exclude AUTO-
Causal Expression features, showing the effective-
ness of our automatically collected causal patterns.

Rank Feature Name Weight
1 Question-Candidate Cosine Similarity 4.66
2 Exp.[de (by) * wo (-ACC) * teshimai (-PERF)] 1.86
3 Exp.[no (of) * niyote wa (according to)] 1.44
4 Exp.[no (of) * na (AUX) * no (of) * de (by)] 1.42
5 Exp.[no (of) * ya (or) * niyotte (by)] 1.35
6 Exp.[no (of) * ya (or) * no (of) * de (by)] 1.30
7 Exp.[na (AUX) * niyotte (by)] 1.23
8 Exp.[koto niyotte (by the fact that)] 1.22
9 Exp.[to (and) * no (of) * niyotte (by)] 1.20

10 Document-Question Relevance 0.89
...

27 Synonym Pair 0.40
102 MAN-Causal Expression 0.16
127 Cause-Effect Pair 0.15

Table 3: Weights of features learned by the rank-
ing SVM. ‘AUTO-Causal Expression’ is denoted as
‘Exp.’ for lack of space. AUX means an auxiliary
verb. The abstracted causal expression patterns are
shown in square brackets with their English transla-
tions in parentheses.

The MAN-Causal Expression, Synonym Pair, and
Cause-Effect Pair features, do not seem to contribute
much to the performance. One of the reasons for
the small contribution of the MAN-Causal Expres-
sion feature may be that the manual patterns used to
create this feature overlap greatly with the automat-
ically collected causal expression patterns, lowering
the impact of the MAN-Causal Expression feature.
The small contribution of the Synonym Pair feature
is probably attributed to the way the answers were
created in the creation of the WHYQA Collection.
Since the answer candidates from which the expert
chose the answers were those retrieved by a text re-
trieval engine that uses lexical similarity to retrieve
relevant documents, it is possible that the answers
that contain synonyms had already been filtered out
in the beginning, making the Synonym Pair feature
less effective. Without the Cause-Effect Pair feature,
the performance does not change or even improves
a little when sentences are used as answers. The
reason for this may be that the syntactically well-
formed sentences of the newspaper articles might
have made causal cues and patterns more effective
than prior causal knowledge. We need to investigate
the difference between the manually created causal
patterns and the automatically collected ones. We
also need to investigate whether the Synonym Pair
and Cause-Effect Pair features could be useful in
other conditions; e.g., when answers are created in
different ways. We also need to examine the quality
of our synonym and cause-effect word pairs because
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their quality itself may be to blame.

Furthermore, analyzing the trained ranking mod-
els allows us to calculate the weights given to the
features (Hirao et al., 2002). Table 3 shows the
weights of the top-10 features. We also include in
the table the weights of the Synonym Pair, MAN-
Causal Expression and Cause Effect Pair features so
that the role of all three types of features in our ap-
proach can be shown. The analyzed model was the
one trained with all 1,000 questions in the WHYQA
collection with paragraphs as answers. Just as sug-
gested by Table 2, the Question-Candidate Cosine
Similarity feature plays a key role, followed by au-
tomatically collected causal expression features.

Figure 2 shows the distribution of the ranks of
the first correct answers for all questions in the
WHYQA collection for COS, FK, and NAZEQA.

The distribution of COS is almost uniform, indicat-
ing that lexical similarity cannot be directly trans-
lated into causality. The figure also shows that
NAZEQA consistently outperforms FK.

It may be useful to know how much training data
is needed to train a ranker. We therefore fixed the
test set to Q1–Q100 in the WHYQA collection and
trained rankers with nine different sizes of train-
ing data (100–900) created from Q101–{Q200 · · ·
Q1000}. Figure 3 shows the learning curve. Natu-
rally, the performance improves as we increase the
data. However, the performance gains begin to de-
crease relatively early, possibly indicating the limi-
tation of our approach. Since our approach heavily
relies on surface patterns, the use of syntactic and
semantic features may be necessary.

6 Summary and Future Work
This paper proposed corpus-based QA for why-
questions. We automatically collected causal ex-
pressions from semantically tagged corpora and
used them to create features to train an answer can-
didate ranker that maximizes the QA performance
with regards to the corpus of why-questions and an-
swers. The implemented system NAZEQA outper-
formed baselines with an MRR (top-5) of 0.305 and
the coverage was also high, making NAZEQA pre-
sumably the best-performing system as a fully im-
plemented why-QA system.

As future work, we are planning to investigate
other features that may be useful for why-QA. We
also need to examine how QA performance and the
weights of the features differ when we use other
sources for answer retrieval. In this work, we fo-
cused only on the ‘cause’ relation in the EDR cor-
pus to obtain causal expressions. However, there are
other relations, such as ‘purpose,’ that may also
be related to causality (Verberne, 2006).

Although we believe our approach is language-
independent, it would be worth verifying it by creat-
ing an English version of NAZEQA based on causal
expressions that can be derived from PropBank and
FrameNet. Finally, we are planning to make public
some of the WHYQA collection at the authors’ web-
page so that various why-QA systems can be com-
pared.
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Abstract

Document retrieval is a critical component
of question answering (QA), yet little work
has been done towards statistical modeling
of queries and towards automatic generation
of high quality query content for QA. This
paper introduces a new, cluster-based query
expansion method that learns queries known
to be successful when applied to similar
questions. We show that cluster-based ex-
pansion improves the retrieval performance
of a statistical question answering system
when used in addition to existing query ex-
pansion methods. This paper presents exper-
iments with several feature selection meth-
ods used individually and in combination.
We show that documents retrieved using the
cluster-based approach are inherently differ-
ent than documents retrieved using existing
methods and provide a higher data diversity
to answers extractors.

1 Introduction

Information retrieval has received sporadic exam-
ination in the context of question answering (QA).
Over the past several years, research efforts have in-
vestigated retrieval quality in very controlled scenar-
ios under the question answering task. At a first
glance, document and passage retrieval is reason-
able when considering the fact that its performance
is often above80% for this stage in the question
answering process. However, most often, perfor-
mance is measured in terms of the presence of at

♠ work done at Carnegie Mellon

least one relevant document in the retrieved docu-
ment set, regardless of relevant document density –
where a document is relevant if it contains at least
one correct answer. More specifically, the retrieval
stage is considered successful even if there is a sin-
gle document retrieved that mentions a correct an-
swer, regardless of context. This performance mea-
sure is usually not realistic and revealing in question
answering.

In typical scenarios, information extraction is not
always able to identify correct answers in free text.
When successfully found, correct answers are not
always assigned sufficiently high confidence scores
to ensure their high ranks in the final answer set.
As a result, overall question answering scores are
still suffering and considerable effort is being di-
rected towards improving answer extraction and an-
swer merging, yet little attention is being directed
towards retrieval.

A closer look at retrieval in QA shows that the
types of documents retrieved are not always con-
ducive to correct answers given existing extraction
methods. It is not sufficient to retrieve a relevant
document if the answer is difficult to extract from its
context. Moreover, the retrieval techniques are often
very simple, consisting of extracting keywords from
questions, expanding them using conventional meth-
ods such as synonym expansion and inflectional ex-
pansion, and then running the queries through a re-
trieval engine.

In order to improve overall question answering
performance,additional documents andbetterdoc-
uments need to be retrieved. More explicitly, infor-
mation retrieval needs to: a) generate query types
and query content that is designed to be successful
(high precision) for individual questions and b) en-
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sure that the documents retrieved by the new queries
are different than the documents retrieved using con-
ventional methods. By improving retrieval along
these dimensions, we provide QA systems with ad-
ditional new documents, increasing the diversity and
the likelihood of extracting correct answers. In this
paper, we present a cluster-based method for ex-
panding queries with new content learned from the
process of answering similar questions. The new
queries are very different from existing content since
they are not based on the question being answered,
but on content learned from other questions.

1.1 Related Work

Experiments using the CMU Javelin (Collins-
Thompson et al., 2004) and Waterloo’s MultiText
(Clarke et al., 2002) question answering systems
corroborate the expected direct correlation between
improved document retrieval performance and QA
accuracy across systems. Effectiveness of the re-
trieval component was measured usingquestion cov-
erage– number of questions with at least one rele-
vant document retrieved – andmean average preci-
sion. Results suggest that retrieval methods adapted
for question answering which include question anal-
ysis performed better than ad-hoc IR methods which
supports previous findings (Monz, 2003).

In question answering, queries are often ambigu-
ous since they are directly derived from the ques-
tion keywords. Such query ambiguity has been ad-
dressed in previous research (Raghavan and Allan,
2002) by extracting part of speech patterns and con-
structing clarification queries. Patterns are mapped
into manually generated clarification questions and
presented to the user. The results using theclarity
(Croft et al., 2001) statistical measure suggest that
query ambiguity is often reduced by using clarifica-
tion queries which produce a focused set of docu-
ments.

Another research direction that tailors the IR com-
ponent to question answering systems focuses on
query formulation and query expansion (Woods et
al., 2001). Taxonomic conceptual indexing system
based on morphological, syntactic, and semantic
features can be used to expand queries with inflected
forms, hypernyms, and semantically related terms.
In subsequent research (Bilotti et al., 2004), stem-
ming is compared to query expansion using inflec-

tional variants. On a particular question answering
controlled dataset, results show that expansion us-
ing inflectional variants produces higher recall than
stemming.

Recently (Riezler et al., 2007) used statistical ma-
chine translation for query expansion and took a step
towards bridging the lexical gap between questions
and answers. In (Terra et al., 2005) query expansion
is studied using lexical affinities with different query
formulation strategies for passage retrieval. When
evaluated on TREC datasets, the affinity replace-
ment method obtained significant improvements in
precision, but did not outperform other methods in
terms of recall.

2 Cluster-Based Retrieval for QA

In order to explore retrieval under question answer-
ing, we employ a statistical system (SQA) that
achieves good factoid performance on the TREC
QA task: for∼ 50% of the questions a correct an-
swer is in the top highest confidence answer. Rather
than manually defining a complete answering strat-
egy – the type of question, the queries to be run, the
answer extraction, and the answer merging meth-
ods – for each type of question, SQA learns dif-
ferent strategies for different types of similar ques-
tions SQA takes advantage of similarity in training
data (questions and answers from past TREC evalua-
tions), and performs question clustering. Two meth-
ods are employed constraint-based clustering and
EM with similar performance. The features used
by SQA clustering are surface-form n-grams as well
as part of speech n-grams extracted from questions.
However, any clustering method can be employed in
conjunction with the methods presented in this pa-
per.

The questions in each cluster are similar in some
respect (i.e. surface form and syntax), SQA uses
them to learn a complete answering strategy. For
each cluster of training questions, SQA learns an an-
swering strategy. New questions may fall in more
than one cluster, so multiple answering strategies at-
tempt simultaneously to answer it.

In this paper we do not cover a particular ques-
tion answering system such as SQA and we do not
examine the whole QA process. We instead focus
on improving retrieval performance using a set of
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similar questions. The methods presented here can
generalize when similar training questions are avail-
able. Since in our experiments we employ a cluster-
based QA system, we use individual clusters of simi-
lar questions as local training data for learning better
queries.

2.1 Expansion Using Individual Questions

Most existing question answering systems use IR in
a simple, straight-forward fashion: query terms are
extracted online from the test question and used to
construct basic queries. These queries are then ex-
panded from the original keyword set using statisti-
cal methods, semantic, and morphological process-
ing. Using these enhanced queries, documents (or
passages) are retrieved and the topK are further
processed. This approach describes the traditional
IR task and does not take advantage of specific con-
straints, requirements, and rich context available in
the QA process. Pseudo-relevance feedback is often
used in question answering in order to improve the
chances of retrieving relevant documents. In web-
based QA, often systems rely on retrieval engines
to perform the keyword expansion. Some question
answering systems associate additional predefined
structure or content based on the question classifi-
cation. However, there this query enhancement pro-
cess is static and does not use the training data and
the question answering context differently for indi-
vidual questions.

Typical question answering queries used in docu-
ment or passage retrieval are constructed using mor-
phological and semantic variations of the content
words in the question. However, these expanded
queries do not benefit from the underlying structure
of the question, nor do they benefit from available
training data, which provides similar questions that
we already know how to answer.

2.2 Expansion Based on Similar Questions

We introduce cluster-based query expansion
(CBQE), a new task-oriented method for query ex-
pansion that is complementary to existing strategies
and that leads todifferentdocuments which contain
correct answers. Our approach goes beyond single
question-based methods and takes advantage of
high-level correlations that appear in the retrieval
process for similar questions.

The central idea is to cluster available training
questions and their known correct answers in or-
der to exploit the commonalities in the retrieval pro-
cess. From each cluster of similar questions we
learn a different,sharedquery content that is used
in retrieving relevant documents - documents that
contain correct answers. This method leverages
the fact that answers to similar questions tend to
share contextual features that can be used to enhance
keyword-based queries. Experiments with question
answering data show that our expanded queries in-
clude a different type of content compared to and
in addition to existing methods. These queries have
training question clusters as a source for expansion
rather than an individual test question. We show that
CBQE is conducive to the retrieval of relevant doc-
uments,differentthan the documents that can be re-
trieved using existing methods.

We take advantage of the fact that for similar
training questions, good IR queries are likely to
share structure and content features. Such features
can be learned from training data and can then be
applied to new similar questions. Note that some of
these features cannot be generated through simple
query expansion, which does not takes advantage of
successful queries for training questions. Features
that generate the best performing queries across an
entire cluster are then included in a cluster-specific
feature set, which we will refer to as thequery con-
tent model.

While pseudo-relevance feedback is performed
on-line for each test question, cluster-based rel-
evance feedback is performed across all training
questions in each individual cluster. Relevance feed-
back is possible for training data, since correct an-
swers are already known and therefore document
relevance can be automatically and accurately as-
sessed.

Algorithm 1 shows how to learn a query content
model for each individual cluster, in particular: how
to generate queries enhanced with cluster-specific
content, how to select the best performing queries,
and how to construct the query content model to be
used on-line.

Initially, simple keyword-based queries are for-
mulated using words and phrases extracted directly
from the freequestion keywords that do not appear
in the cluster definition. The keyword queries are
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Algorithm 1 Cluster-based relevance feedback algorithm for

retrieval in question answering

1: extract keywords from training questions in a cluster and
build keyword-based queries; apply traditional query ex-
pansion methods

2: for all keyword-based querydo
3: retrieve an initial set of documents
4: end for
5: classify documents into relevant and non-relevant
6: select topk most discriminative features (e.g. n-grams,

paraphrases) from retrieved documents (across all training
questions).

7: use the topk selected features to enhance keyword-based
queries – adding one feature at a time (k new queries)

8: for all enhanced queriesdo
9: retrieve a second set of documents

10: end for
11: classify documents into relevant and non-relevant based
12: score enhanced queries according to relevant document

density

13: include in thequery content modelthe toph features whose

corresponding enhanced queries performed best across all

training questions in the cluster – up to20 queries in our

implementation

then subjected to frequently used forms of query ex-
pansion such as inflectional variant expansion and
semantic expansion (table??). Further process-
ing depends on the available and desired process-
ing tools and may generate variations of the origi-
nal queries: morphological analysis, part of speech
tagging, syntactic parsing. Synonym and hypernym
expansion and corpus-based techniques can be em-
ployed as part of the query expansion process, which
has been extensively studied (Bilotti et al., 2004).

The cluster-based query expansion has the advan-
tage of being orthogonal to traditional query expan-
sion and can be used in addition to pseudo-relevance
feedback. CBQE is based on context shared by sim-
ilar training questions in each cluster, rather than on
individual question keywords. Since cluster-based
expansion relies on different features compared to
traditional expansion, it leads to new relevant doc-
uments, different from the ones retrieved using the
existing expansion techniques.

3 The Query Content Model

Simple queries are run through a retrieval engine in
order to produce a set of potentially relevant docu-
ments. While this step may produce relevant doc-
uments, we would like to construct more focused

queries, likely to retrieve documents with correct an-
swers and appropriate contexts. The goal is to add
query content that increases retrieval performance
on training questions. Towards this end, we evaluate
the discriminative power of features (n-grams and
paraphrases), and select the ones positively corre-
lated with relevant documents and negatively corre-
lated with non-relevant documents. The goal of this
approach is to retrieve documents containing simple,
high precision answer extraction patterns. Features

Cluster: When didX start working forY?
Simple Queries Query Content Model

X, Y “X joinedY in”
X, Y, start, working “X started working forY”
X, Y, “start working” “X was hired byY”
X, Y, working “Y hired X”
. . . X, Y, “job interview”

. . .

Table 1:Sample cluster-based expansion features

that best discriminate passages containing correct
answers from those that do not, are selected as
potential candidates for enhancing keyword-based
queries. For each question-answer pair, we gener-
ate enhanced queries by individually adding selected
features (e.g. Table 1) to simple queries. The result-
ing queries are subsequently run through a retrieval
engine and scored using the measure of choice (e.g.
average precision). The content features used to
construct the toph features and corresponding en-
hanced queries are included in thequery content
model.

The query content modelis a collection of fea-
tures used to enhance the content of queries which
are successful across a range of similar questions
(Table 1). The collection iscluster specificand not
question specific- i.e. features are derived from
training data and enhanced queries are scored us-
ing training question answer pairs. Building a query
content model does not preclude traditional query
expansion. Through the query content model we al-
low shared context to play a more significant role in
query generation.

4 Experiments With Cluster-Based
Retrieval

We tested the performance of cluster-based con-
tent enhanced queries and compared it to the per-
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formance of simple keyword-based queries and to
the performance of queries expanded through syn-
onyms and inflectional variants. We also experiment
with several feature selection methods for identify-
ing content features conducive to successful queries.

These experiments were performed with a web-
based QA system which uses the Google API for
document retrieval and a constraint-based approach
for question clustering. Using this system we
retrieved∼300, 000 and built a document set of
∼10GB. For each new question, we identify train-
ing questions that share a minimum surface struc-
ture (e.g. a size 3 skip-ngram in common) which
we consider to be the prototype of a loose cluster.
Each cluster represents a different, implicit notion of
question similarity based on the set of training ques-
tions it covers. Therefore different clusters lead to
different retrieval strategies. These retrieval experi-
ments are restricted to using only clusters of size 4 or
higher to ensure sufficient training data for learning
queries from individual clusters. All experiments
were performed using leave-one-out cross valida-
tion.

For evaluating the entire statistical question an-
swering system, we used all questions from TREC8-
12. One of the well-known problems in QA consists
of questions having several unknown correct an-
swers with multiple answer forms – different ways
of expressing the same answer. Since we are lim-
ited to a set of answer keys, we avoid the this prob-
lem by using all temporal questions from this dataset
for evaluating individual stages in the QA process
(i.e. retrieval) and for comparing different expan-
sion methods. These questions have the advantage
of having a more restrictive set of possible answer
surface forms, which lead to a more accurate mea-
sure of retrieval performance. At the same time they
cover both more difficult questions such as “When
was General Manuel Noriega ousted as the leader
of Panama and turned over to U.S. authorities?”
as well as simpler questions such as “What year
did Montana become a state?”. We employed this
dataset for an in-depth analysis of retrieval perfor-
mance.

We generated four sets of queries and we tested
their performance. We are interested in observ-
ing to what extent different methods produce addi-
tional relevant documents. The initial set of queries

are constructed by simply using a bag-of-words ap-
proach on the question keywords. These queries
are run through the retrieval engine, each generating
100 documents. The second set of queries builds on
the first set, expanding them using synonyms. Each
word and potential phrase is expanded using syn-
onyms extracted from WordNet synsets. For each
enhanced query generated,100 documents are re-
trieved. To construct the third set of queries, we ex-
pand the queries in the first two sets using inflec-
tional variants of all the content words (e.g. verb
conjugations and noun pluralization (Bilotti et al.,
2004)). For each of these queries we also retrieve
100 documents.

When text corpora are indexed without using
stemming, simple queries are expanded to include
morphological variations of keywords to improve re-
trieval and extraction performance. Inflectional vari-
ants include different pluralizations for nouns (e.g.
report, reports) and different conjugations for verbs
(e.g. imagine, imagines, imagined, imagining). Un-
der local corpus retrieval inflectional expansion by-
passes the unrelated term conflation problem that
stemmers tend to have, but at the same time, recall
might be lowered if not all related words with the
same root are considered. For a web-based question
answering system, the type of retrieval depends on
the search-engine assumptions, permissible query
structure, query size limitation, and search engine
bandwidth (allowable volume of queries per time).
By using inflectional expansion with queries that tar-
get web search engines, the redundancy for support-
ing different word variants is higher, and has the
potential to increase answer extraction performance.
Finally, in addition to the previous expansion meth-
ods, we employ our cluster-based query expansion
method. These queries incorporate the top most
discriminative ngrams and paraphrases (section 4.1)
learned from the training questions covered by the
same cluster. Instead of further building an expan-
sion using the original question keywords, we ex-
pand using contextual features that co-occur with
answers in free text. For all the training ques-
tions in a cluster, we gather statistics about the co-
occurrence of answers and potentially beneficial fea-
tures. These statistics are then used to select the best
features and apply them to new questions whose an-
swers are unknown. Figure 1 shows that approx-
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Figure 1:Cumulative effect of expansion methods

imately 90% of the questionsconsistently benefit
from cluster-based query expansion when compared
to approximately75% of the questions when em-
ploying the other methods combined. Each question
can be found in multiple clusters of different reso-
lution. Since different clusters may lead to differ-
ent selected features, questions benefit from multi-
ple strategies and even though one cluster-specific
strategy cannot produce relevant documents, other
cluster-specific strategies may be able to.

The cluster-based expansion method can generate
a large number of contextual features. When com-
paring feature selection methods, we only select the
top 10 features from each method and use them to
enhance existing question-based queries. Further-
more, in order to retrieve, process, extract, and score
a manageable number of documents, we limited the
retrieval to10 documents for each query. In Fig-
ure 1 we observe that even as the other methods
retrieve more documents,∼ 90% of the questions
still benefit from the cluster-based method. In other
words, the cluster-based method generates queries
using a different type of content and in turn, these
queries retrieve a different set documents than the
other methods. This observation is true even if we
continue to retrieve up to100 documents for sim-
ple queries, synonym-expanded queries, and inflec-
tional variants-expanded queries.

This result is very encouraging since it suggests
that the answer extraction components of ques-
tion answering systems are exposed to a different
type of relevant documents, previously inaccessible
to them. Through these new relevant documents,

cluster-based query expansion has the potential to
provide answer extraction with richer and more var-
ied sources of correct answers for90% of the ques-
tions.

new relevant documents
simple 4.43 100%
synonyms 1.48 33.4%
inflect 2.37 53.43%
cluster 1.05 23.65%
all 9.33 210.45%
all - synonyms 7.88 177.69%
all - inflect 6.99 157.69%
all - cluster 8.28 186.80%

Table 2: Keyword-based (’simple’), synonym, inflectional

variant, and cluster-based expansion. Average number of new

relevant documents across instances at 20 documents retrieved.

Although expansion methods generate additional
relevant documents that simpler methods cannot ob-
tain, an important metric to consider is the den-
sity of these new relevant documents. We are in-
terested in the number/percentage of new relevant
documents that expansion methods contribute with.
Table 2 shows at retrieval level of twenty docu-
ments how different query generation methods per-
form. We consider keyword based methods to be the
baseline and add synonym expanded queries (’syn-
onym’), inflectional variants expanded queries (’in-
flect’) which build upon the previous two types of
queries, and finally the cluster enhanced queries
(’cluster’) which contain features learned from train-
ing data. We see that inflectional variants have
the most impact on the number of new documents
added, although synonym expansion and cluster-
based expansion also contribute significantly.

4.1 Feature Selection for CBQE

Content features are learned from the training data
based on observing their co-occurrences with cor-
rect answers. In order to find the most appropri-
ate content features to enhance our cluster-specific
queries, we have experimented with several feature
selection methods (Yang and Pederson, 1997): in-
formation gain, chi-square, and scaled chi-square
(phi). Information gain (IG) measures the reduction
in entropy for the pre presence/absence of an answer
in relevant passages, given an n-gram feature. Chi-
square (χ2) is a non-parametric measure of associa-
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tion that quantifies the passage-level association be-
tween n-gram features and correct answers.

Given any of the above methods, individual n-
gram scores are combined at the cluster level by av-
eraging over individual questions in the cluster. In
figure 2 we compare these feature selection meth-
ods on our dataset. The selected features are used to
enhance queries and retrieve additional documents.
We measure the fraction of question instances for
which enhanced queries obtain at least one new rel-
evant document. The comparison is made with the
document set generated by keyword-based queries,
synonym expansion, and inflectional variant expan-
sion. We also include in our comparison the com-
bination of all feature selection methods (’All’). In
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this experiment, average precision on training data
proves to be the best predictor of additional relevant
documents:∼71% of the test questions benefit from
queries based on average precision feature selection.
However, the other feature selection methods also
obtain a high performance, benefiting∼68% of the
test question instances.

Since these feature selection methods have differ-
ent biases, we expect to observe a boost in perfor-
mance (73%) from merging their feature sets (Fig-
ure 2). In this case there is a trade-off between
a 2% boost in performance and an almost double
set of features and enhanced queries. This trans-
lates into more queries and more documents to be
processed. Although it is not the focus of this re-
search, we note that a clever implementation could
incrementally add features from the next best selec-
tion method only after the existing queries and doc-
uments have been processed. This approach lends

itself to be a good basis for utility-based models
and planning (Hiyakumoto et al., 2005). We in-
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vestigate to what extent the scores of the selected
features are meaningful and correlate with actual re-
trieval performance on test data by measuring the
average precision of these queries at different num-
ber of documents retrieved. Figure 3 shows preci-
sion at one, five, and ten documents retrieved. We
observe that feature scores correlate well with ac-
tual retrieval performance, a result confirmed by all
three retrieval levels, suggesting that useful features
learned. The average precision also increases with
more documents retrieved, which is a desirable qual-
ity in question answering.

4.2 Qualitative Results

The cluster-based relevance feedback process can be
used to discover several artifacts useful in question
answering. For several of the clusters, we observe
that the feature selection process consistently and
with high confidence selected features such as “noun
NP1 has one meaning” whereNP1 is the first noun
phrase in the question. The goal is to add such fea-
tures to the keyword-based queries to retrieve high
precision documents. Note that our example,NP1
would be different for different test questions.

The indirect reason for selecting such features is
in fact the discovery ofauthorities: websites that fol-
low a particular format and which have a particular
type of information, relevant to a cluster. In the ex-
ample above, the websitesanswers.comandword-
net.princeton.educonsistently included answers to
clusters relevant to a person’s biography. Simi-
larly, wikipedia.orgoften provides answers to def-
initional questions (e.g. “what is uzo?”). By includ-
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ing non-intuitive phrases, the expansion ensures that
the query will retrieve documents from a particular
authoritative source – during feature selection, these
authorities supplied high precision documents for all
training questions in a particular cluster, hence fea-
tures specific to these sources were identified.

Q: When did Bob Marley die?[A: answers.com]
The noun Bob Marley has one meaning:
Jamaican singer who popularized reggae (1945-81)

Born: 6 February 1945
Birthplace: St. Ann’s Parish, Jamaica
Died: 11 May 1981 (cancer)
Songs: Get Up, Stand Up, Redemption Song . . .

In this example, profiles for many entities men-
tioned in a question cluster were found on several
authoritywebsites. Due to unlikely expansions such
as “noun Bob Marley has one meaning” the entity
“Bob Marley”, the answer to the question “When
did Bob Marley die?” can easily be found. In fact,
this observation has the potential to lead to a cluster-
based authority discovery method, in which certain
sources are given more credibility and are used more
frequently than others. For example, by observing
that for most questions in a cluster, thewikipediasite
covers at least one correct answer (ideally that can
actually be extracted), then it should be considered
(accessed) for test questions before other sources of
documents. Through this process, given a set of
questions processed using the IBQA approach, a set
of authority answer sources can be identified.

5 Conclusions & Future Work

We presented a new, cluster-based query expansion
method that learns query content which is success-
fully used in answering other similar questions. Tra-
ditional QA query expansion is based only on the
individual keywords in a question. In contrast, the
cluster-based expansion learns features from context
shared by similar training questions from a cluster.

Since the features of cluster-based expansion are
different from the features used in traditional query
expansion, they lead to new relevant documents that
are different from documents retrieved using exist-
ing expansion techniques. Our experiments show
that more than90% of the questions benefit from
our cluster-based method when used in addition to
traditional expansion methods.

Retrieval in local corpora offers more flexibility

in terms of query structure and expressivity. The
cluster-based method can be extended to take advan-
tage of structure in addition to content. More specif-
ically, different query structures could benefit differ-
ent types of questions. However, learning structure
might require more training questions for each clus-
ter. Further research can also be done to improve
the methods of combining learned content into more
robust and generalizable queries. Finally we are in-
terested modifying our cluster-based expansion for
the purpose of automatically identifying authority
sources for different types of questions.
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Abstract

Selecting appropriate features to represent
an entity pair plays a key role in the task
of relation recognition. However, existing
syntactic features or lexical features cannot
capture the interaction between two enti-
ties because of the dearth of annotated rela-
tional corpus specialized for relation recog-
nition. In this paper, we propose a seman-
tic feature, called the latent topic feature,
which is topic-based and represents an en-
tity pair at the semantic level instead of the
word level. Moreover, to address the prob-
lem of insufficiently annotated corpora, we
propose an algorithm for compiling a train-
ing corpus from the Web. Experiment results
demonstrate that latent topic features are
as effective as syntactic or lexical features.
Moreover, the Web-based corpus can resolve
the problems caused by insufficiently anno-
tated relational corpora.

1 INTRODUCTION

Relation recognition is a challenging task because
finding appropriate features to represent the rela-
tionship between two entities is difficult and limited
by the scarcity of annotated corpora. Prior works
on relation recognition have focused on syntactic
features, e.g., parsing trees (Culotta and Sorensen,
2004; Zelenko et al., 2003), and on lexical fea-
tures, e.g., Part-Of-Speech (POS) features. These
approaches show that syntactic features and lexical
features outperform bag-of-words (BOW) on exist-
ing annotated corpora such as the RDC corpus of the

ACE project. The superior performance achieved by
syntactic and lexical features is due to their ability
to capture the grammatical relations between two
entities and the characteristics of the entities. For
example, (Culotta and Sorensen, 2004) add hyper-
nyms of entities to features derived from WordNet.
However, neither syntactic nor lexical features can
capture the interaction between two entities at the
semantic level.

Another issue in the task of relation recognition
is insufficiently annotated corpora. For example,
given a pair {the U.N. body, Kosovo}, we can only
find three sentences containing both entities in the
RDC corpus, which is commonly used corpus in the
relation recognition task. The problem of an in-
sufficiently annotated corpus biases feature vectors
and distorts the prediction of entity pairs. How-
ever, (Huang et al., 2004; Hung and Chien, 2007)
have shown that the Web can be used as an alterna-
tive source of documents related to a given query.
That is possibly because of the increasing size of
the Web and the efficiency in commercial search en-
gines, e.g., Google and Yahoo!.

To resolve the above problems, we propose a se-
mantic feature called the latent topic feature, which
is extracted by exploiting the Latent Dirichlet Al-
location (LDA) algorithm. Unlike syntactic fea-
tures or lexical features, latent topic features repre-
sent entity pairs as random mixtures of latent topics,
where each topic is characterized by a distribution
of words. We prove experimentally that latent topic
features are as effective as syntactic features or lexi-
cal features in capturing the interaction between two
entities. The experiment results are predictable. In
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the above {the U.N. body, Kosovo} example, it may
be difficult to determine the relationship between
U.N. body and Kosovo straightforwardly. However,
making the right guess about the relationship is eas-
ier if the U.N. body is grouped with army and gov-
ernment. Therefore, the right guess in this example
is management.

To overcome the problems caused by an insuffi-
ciently annotated corpus, we exploit the Web as a
source of training data for the relation recognition
task. Given an entity pair, documents describing the
entity pair are extracted from the Web via commer-
cial search engines using both entities as the query.
In other words, snippets returned from the Web are
treated as documents related to the query. Our as-
sumption, which has been proved in previously pub-
lished works, is that returned snippets can capture
the interaction between two entities. After the latent
topic features extracted from returned snippets using
the Web as the corpus, an SVM classifier is trained
as the relation recognition classifier for use in the
later experiments.

The remainder of the paper is organized as fol-
lows. in Section 2, we discuss works related to fea-
ture selection in the relation recognition task as well
as using the Web as a corpus. The concept of la-
tent topic features is presented in Section 3. We also
explain how we represent a document in the vector
space of a latent topic feature. Section 4contains
an evaluation of the latent topic feature. We then
present our conclusions in Section 5.

2 RELATED WORK

In the field of information extraction (IE), the goal
of relation recognition is to find the relationship
between two entities. Without considering en-
tity detection, relation recognition depends heav-
ily on the representation of entity pairs. (Zelenko
et al., 2003) showed how to extract relations by
computing the kernel functions between the ker-
nels of shallow parse trees. The kernels are de-
fined over a shallow parse representation of the text
and used in conjunction with a Support Vector Ma-
chine (SVM) learning algorithm to extract person-
affiliation and organization-location relations. (Cu-
lotta and Sorensen, 2004) extended this work to es-
timate kernel functions between augmented depen-

dency trees, while (Kambhatla, 2004) combined lex-
ical features, syntactic features, and semantic fea-
tures in a maximum entropy model. However, the
semantic features discussed in (Kambhatla, 2004)
still focus on the word level instead of the concep-
tual level.

LDA is an aspect model that represents docu-
ments as a set of topics instead of a bag-of-words.
Latent semantic indexing (LSI) (Deerwester et al.,
1990) and probabilistic latent semantic indexing
(PLSI) (Hofmann, 1999) are also aspect models and
have been widely used in the field of information
retrieval. LSI simply assumes that each document
is generated from single latent topic, while PLSI
attempts to relax the assumption by using a mix-
ture of latent topics for each document. However,
PLSI is highly dependent on training documents; in
other words, it cannot handle the probability of la-
tent topics in a previously unseen document. In ad-
dition, the number of parameters that must be esti-
mated in PLSI grows linearly with the number of
training documents. (Blei et al., 2003; Blei and
Jordan, 2003) proposed LDA to resolve the above-
mentioned limitations. It can easily generate an un-
seen document under controllable parameters.

A number of works, e.g., (Huang et al., 2004),
have investigated using the Web to acquire a train-
ing corpus or acquire additional information not pro-
vided by existing annotated corpora. (Huang et al.,
2004) exploited the Web as a training corpus to train
a classifier with user-defined categories. However,
it is widely recognized that when using documents
on the Web users must spend a great deal of time
filtering out unrelated contents. (Hung and Chien,
2007) designed a bootstrapping method that adapts
an existing corpus with an automatic verification al-
gorithm in order to control the quality of returned
snippets in each iteration. (Matsuo et al., 2006) used
the Web to construct a social network system, called
POLYPHONET, which visualizes the relationship
between two personal names.

3 LATENT TOPIC FEATURE

In this section, we introduce the concept of using the
Web to augment an insufficiently annotated corpus
for relation recognition. Then we apply the LDA
algorithm to the corpus to extract the latent topic
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features to represent entity pairs in the corpus for
relation recognition.

Figure 1: The framework of the proposed approach.

3.1 Compiling a Web-based Relational Corpus

For an entity pair, E = {e1, e2}, where e1 and e2

are named entities, it is difficult to find sufficient
sentences to describe their relationship from exist-
ing annotated corpora. In other words, given an en-
tity pair without a relation label, users cannot rec-
ognize the pair. Even with a widely used thesaurus,
like WordNet, we can only obtain hypernyms or syn-
onyms of given entities. It is not possible to obtain
knowledge about the interaction between two enti-
ties.

To capture the interaction between two entities,
we send both entities, e1 AND e2, to commer-
cial search engines and collect returned snippets as
training documents for an entity pair, E. Snippets
of returned search results are defined as the sur-
rounding contexts of queries highlighted by com-
mercial search engines. In other words, the full
texts of search results are not considered in the
collected corpus when filtering noisy information
in full documents. Let R be the relation label of
entity pairs {E1, . . . , EM}; then, the training cor-
pus for R is the collection of all returned snippets
for {E1, . . . , EM}. Through effective commercial
search engines such as Google and Yahoo!, sen-
tences describing the interaction between two enti-
ties can easily be retrieved. Returning to the ex-
ample {the U.N. body, Kosovo}, almost two mil-
lion sentences with co-occurrences of the two en-
tities are retrieved by Google. Another advantage of
using the Web to retrieve relevant documents is the
auto− correction ability of commercial search en-
gines. The feature can correct a misspelled query
or replace an uncommon word with a synonym or a
common word which is correct, so that more related

information about entity pairs can be retrieved from
the Web as returned snippets. For example, Google
can automatically link the U.N. body to United
Nations, which is used more frequently in search-
ing. Clearly, the number of returned snippets must
be considered. Actually, based on experiment re-
sults in Section 4, we set the number as five, which
achieves the best performance.

3.2 Modified LDA for the Relational Corpus
LDA is an aspect model with three levels, namely,
the corpus level, the document level, and the word
level. Given a document, variables of the corpus it
belongs to are sampled first, after which the variable
of the document is sampled once. Finally, variables
for words in the document are sampled.

For a document d in a corpus D, the modeling
process is as follows:

1. Sample θ ∼ Dir(θ|α).

2. For each word wn in d, n ∈ {1, . . . , N}:

(a) sample zn ∼ Mult(θ),
(b) sample a word wn ∼ p(wn|zn, β) from a

multivariate Gaussian distribution condi-
tioned on the topic zn.

Note that α is a vector of corpus-level variables
whose dimensionality is equal to the number of la-
tent topics; θ is a variable of the document and is as-
sumed to follow Dirichlet distribution for the given
corpus; and β is a word-level variable. In addition,
Z = {z1, z2, . . . , zN} are latent factors that gener-
ate the document, and zn is the latent topic that wn

is generated from. Finally, N is the length of the
document d.

An entity pair E in the relational corpus is similar
to a document d in the text corpus. In other words,
the corpus DR is comprised of returned snippets for
all entity pairs ER with the same relation label R.
Therefore, given the parameters α and β, we obtain
the distribution of entity pair E as follows:

p(E|α, β) =
∫ ∑

zn

p(θ, zn, SE |α, β)dθ,

where

p(θ, zn, SE |α, β) = p(θ|α)
NE∏

n=1

p(zn|θ)p(wn|zn, β),
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NE is the number of words in the returned snippets
for E; and wn is the nth word in SE , the returned
snippets of E. Table 1 summarizes notations used in
the paper.

Table 1: Notations used in this paper.

SYMBOL DESCRIPTION
R relation label
DR corpus for R
ER

j jth entity pair in the relation label R
SE returned snippets for an entity pair E
|ER| number of entity pairs in the relation R
NE number of words in SE

wn nth word in SE

zn latent topic that wn is generated from

In Section 3.1, we discussed the advantages of us-
ing the Web as a corpus to model entity pairs. In
the modeling process, we estimate the probability of
wn conditioned on zn, p(wn|zn, β), to maximize the
probability of the entire corpus of R. The probabil-
ity that we try to maximize is

p(DR|α, β) =
|ER|∏

j=1

p(ER
j |α, β).

3.3 Latent Topic Feature

In different corpora, z obtains a different distribu-
tion to maximize the likelihood of the given corpus.
In this section, we describe how to exploit z as fea-
tures to represent a snippet for an entity pair E, i.e.,
SE . In Section 3.2, we noted that the parameters to
be estimated in the aspect model are all probabilities
of words in each latent topic z. Thus, we let the ex-
pected number of words generated from latent topics
be features of each entity pair. In other words, an en-
tity pair E is represented as a feature vector whose
length is equal to the number of latent topics and
whose ith attribute is equal to

αi +
NE∑

n=1

|wn| × p(wn|zn, β),

where αi is the ith prior Dirichlet parameter.
In addition, because there is no solution good

enough to determine the dimensionality of the fea-
ture vector or the number of latent topics, we set the

number of topics at thirty because it probably min-
imize the computation cost without significantly af-
fecting the performance.

4 EXPERIMENTS

In this section, we evaluate the performance of the
latent topic feature in representing entity pairs
extracted from the Relation Detection and Charac-
terization (RDC) corpus of the Automatic Content
Extraction 2003 model (ACE 2003)1.

4.1 The RDC Corpus

In the RDC corpus, five relation types, AT , NEAR,
PART , ROLE, and SOC, are defined; each rela-
tion type has extended sub-relations. Table 2 sum-
marizes the relations in the RDC corpus for ACE
2003. Based on Table 2, we find that the distribution
of the number relations is very unbalanced, ranging
from 2 to 773. In the following experiments, we only
consider the Role relation because it has the largest
numbers of sub-relations and it is easier to verify
the recognition results manually. Note that a rela-
tion is dropped if it has less than ten sub-relations in
order to avoid the bias of learned classifiers. There-
fore, the sub-relation founder in Role is dropped
in the following experiments because it occurs less
than ten times. Other is also dropped because its
definition is unclear.

Table 2: Distribution over relation types in the RDC
corpus (ACE 2003).

Relations Sub-Relations(Size)
AT Based-in(78) Located(773)

Residence(186)
NEAR Relative-location(73)
PART Part-of(242) Subsidiary(172)

Other(2)
ROLE Affiliate-partner(34)

Citizen-of(93) Client(33)
Founder(6) General-Staff(460)
Management(294) Member(398)
Owner(41) Other(98)

SOC Associate(25) Grandparent(3)
Parent(23) Sibling(5)
Spouse(22) Other-relative(24)
Other-Personal(10)
Other-Professional(88)

1http://projects.ldc.upenn.edu/ace/
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4.2 Setting and Measurement

We used the package of (Chang and Lin, 2001) to
design the following experiments. In addition, ν-
SVM with a radial kernel function was used to learn
the relation classifier. To determine the parameters
in ν-SVM, i.e., γ and ν, we observed the perfor-
mance of the ν-SVM classifier by randomly select-
ing 80% of the sentences in the RDC corpus as train-
ing data and the remaining 20% as test data. In
other words, we applied five-fold cross validation
to build a temporary model for parameter estima-
tion. Furthermore, it is well known that parame-
ters in the SVM model must be optimized manually;
therefore, we estimate ν first and then estimate γ. γ
is fixed while ν is being estimated and vice versa.
After estimation, the best result is achieved at the
point that γ is equal to 2.5× 10−4 and ν is equal to
0.05. We summarize the results in Figure 2. The top
graph in Figure 2 is the accuracy curve, where fixed
γ = 2.5 × 10−4 and flexible ν; the bottom graph is
the accuracy curve with fixed ν = 0.05 and flexible
γ.

Figure 2: Accuracy of five-fold cross validation us-
ing bigram features. Top: ν with γ = 2.5 × 10−4.
Bottom: γ with ν = 0.05.

For each sub-relation in Role, binary classifica-
tion is used in the experiments and the F-measure of
each sub-relation is used as the metric for assessing

the performance of latent topic features.

F − value =
2× Precision×Recall

Precision + Recall

Recall =
] of correct positive predictions

] of positive examples

Precision =
] of correct positive predictions

] of positive predictions

4.3 Web-based Corpus vs. Annotated Corpus

We now evaluate the performance of relational clas-
sifier on a Web-based corpus and on an annotated
corpus. To assess the performance of on the anno-
tated corpus, sentences in the RDC corpus contain-
ing a co-occurrence of both given entities were ex-
tracted as training data to learn a benchmark relation
classifier. On the other hand, the Web-based corpus
is compiled from snippets retrieved by using both
entities as a query. The latent topic feature is ap-
plied on both the Web-based corpus and the RDC
corpus using the procedure described in Section 4.2.
In addition, to analyze the effect of the number of
returned snippets, we increased the number of snip-
pets from 3 to 45 in increments of three and then
summarized the relationship between the number of
returned snippets and the achieved accuracy curve
shown in Figure 3. In the figure, the training data
is comprised of snippets of information returned by
querying 80% of the entity pairs selected at random
in the RDC corpus. The test data comprises snippets
returned by querying the remaining 20% of entity
pairs in the corpus.

From Figure 3, we observe that using five re-
turned snippets for each entity pair achieves the best
accuracy (0.85), which is substantially higher than
the accuracy achieved by using annotated corpus
(0.69). Note that using more returned snippets does
not guarantee higher accuracy. For example, when
39 returned snippets are used for each entity pair,
the accuracy (0.56) is almost the same as that (0.55)
achieved by using only 3 returned snippets. More-
over, it is significantly less than the accuracy (0.69)
achieved by using the RDC corpus. This is rea-
sonable because the greater the number of returned
snippets, the larger the amount of noisy information
introduced to the classifier, which degrades its per-
formance.
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Figure 3: Accuracy of five-fold cross validation us-
ing the Web-based corpus and the annotated corpus.

4.4 Latent Topic Feature vs. Other Features

In this section, we compare the performance of
latent topic features with that of syntactic fea-
tures and lexical features, i.e., bag − of − words
or parts − of − speech. Because of the superior
performance achieved by using the Web-based cor-
pus described in Section 4.3, we extracted features
from the training corpus compiled from that corpus
rather than the annotated corpus.

Based on the results reported in Section 4.3, five
snippets were returned by the Web-based corpus for
each entity pair. For each sub-relation, a one-class
SVM was trained to perform binary classification.

Each sub-relation of Role in Table 3 is applied
with binary classification using a one-class SVM.
Table 5 summarizes the results of a comparison be-
tween the latent topic feature and the features
used by (Culotta and Sorensen, 2004). The lat-
ter depends on dependency tree kernels, which rep-
resent the grammatical dependencies in a sentence
and are considered as syntactical features. In Table
5, BOW denotes bag-of-word, sparse represents a
sparse kernel, and contiguous represents a contigu-
ous kernel.

Surprisingly, for every sub sub-relation in Table
3, the latent topic feature consistently achieves a
significantly higher average recall rate, but a lower
average precision rate. This may be due to the
latent topic feature′s ability to capture informa-
tion at the semantic level precisely, but it cannot
distinguish the information at the word level eas-
ily. In other words, the latent topic feature can
capture the common semantic information, proba-

bly the Role, of all sub-relations, but it cannot tell
the difference between citizen − of and founder.
Table 4 shows the results of applying binary classifi-
cation to five relations in the RDC corpus. Although
the precision rate for each relation is still low, the
recall rate has been increased significantly. This de-
mostrates the ability of the latent topic feature to
capture semantic information.

Table 3: Binary classification results for each sub-
relation of Role.

Latent Topic Feature
F Prec. Rec.

Aff.-Part. 0.30 0.18 1.00
Client 0.40 0.28 0.71
Citizen-Of 0.62 0.47 0.91
Gen.-Staff 0.78 0.64 0.99
Manage. 0.56 0.39 1.00
Member 0.62 0.46 0.93
Owner 0.45 0.29 0.98

Table 4: Binary classification results for each rela-
tion in the RDC corpus.

Latent Topic Feature
F Prec. Rec.

At 0.61 0.48 0.84
NEAR 0.36 0.23 0.88
PART 0.58 0.46 0.80
ROLE 0.71 0.64 0.79
SOC 0.59 0.45 0.87

In Table 5, although the recall rate using the
latent topic feature is much higher than that
achieved by the other features, unfortunately, the
F − score of the latent topic feature cannot be
redeemed because of the much lower precision rate.
Moreover, the latent topic feature is comparable
to the sparse kernel method in a different way be-
cause it has a low precision rate but a high recall
rate. Finally, the latent topic feature achieves a
higher average F-score than the bag-of-words fea-
ture, which proves the assumption that the latent
topic feature can better capture the interaction be-
tween two entities than features at the word level.

5 CONCLUSION

We have proposed a concept called the latent topic
feature for the task of relation recognition and
evaluated it on the RDC of the ACE project. The
feature captures the interaction between two entities
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Table 5: Comparison between Latent topic
feature and other features.

Average
F Prec. Rec.

Latent Topic 0.58 0.45 0.84
Sparse 0.59 0.83 0.46
Contiguous 0.62 0.85 0.49
BOW 0.52 0.73 0.40
Sparse+BOW 0.62 0.80 0.50
Cont.+BOW 0.63 0.81 0.52

at the semantic level rather than at the word level.
Therefore, combining the latent topic feature
with syntactic features and lexical features should
achieve a better performance than using the features
separately. In our future work, we will devise an ap-
propriate way of combining latent topic features
with syntactical and lexical features.

Because of the lack of a sufficiently annotated
corpus for relation corpus for relation recognition,
we have also proposed using a Web-based corpus
to train classifiers for the purpose. Our experiment
results demonstrates that Web documents can accu-
rately capture information about the interaction be-
tween two named entities in the absence of an an-
notated corpus. By using a Web-based corpus, the
time cost to manually annotating a corpus for rela-
tion recognition is expected to be significantly re-
duced if the quality of returned snippetscan be con-
trolled.
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Abstract

Computer users increasingly need to pro-
duce text written in multiple languages.
However, typical computer interfaces re-
quire the user to change the text entry soft-
ware each time a different language is used.
This is cumbersome, especially when lan-
guage changes are frequent.

To solve this problem, we propose TypeAny,
a novel front-end interface that detects the
language of the user’s key entry and au-
tomatically dispatches the input to the ap-
propriate text entry system. Unlike previ-
ously reported methods, TypeAny can han-
dle more than two languages, and can easily
support any new language even if the avail-
able corpus is small.

When evaluating this method, we obtained
language detection accuracy of 96.7% when
an appropriate language had to be chosen
from among three languages. The number of
control actions needed to switch languages
was decreased over 93% when using Ty-
peAny rather than a conventional method.

1 Introduction

Globalization has increased the need to produce
multilingual text — i.e., text written in more than
one language — for many users. When producing
a text in a language other than English, a user has
to use text entry software corresponding to the other
language which will transform the user’s key stroke
sequences into text of the desired language. Such

software is usually called aninput method engine
(IME) and is available for each widely used lan-
guage. When producing a multilingual text on a
typical computer interface, though, the user has to
switch IMEs every time the language changes in a
multilingual text. The control actions to choose an
appropriate IME are cumbersome, especially when
the language changes frequently within the text.

To solve this problem, we propose a front-end in-
terface called TypeAny. This interface detects the
language that the user is using to enter text and dy-
namically switches IMEs. Our system is situated
between the user key entry and various IMEs. Ty-
peAny largely frees the user from the need to exe-
cute control actions when switching languages.

The production of multilingual text involves three
kinds of key entry action:

• actions to enter text
• actions to control an IME1

• actions to switch IMEs

Regarding the first and second types, substantial
work has been done in the UI and NLP domain,
as summarized in (MacKenzie and Tanaka-Ishii,
2007). There has especially been much work re-
garding Chinese and Japanese because in these lan-
guages the number of actions of the second type is
closely related to the accuracy of conversion from
Romanized transcription to characters in each of
these languages, and this directly reflects the capa-
bility of the language model used.

1When using predictive methods such as completion, or
kana-kanji conversion in Japanese, the user has to indicate to
the IME when it should predict and which proposed candidate
to choose.
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In contrast, this paper addresses the question of
how to decrease the need for the third type of action.
From the text entry viewpoint, this question has re-
ceived much less attention than the need to reduce
the number of actions of the second type. As far as
we know, this issue has only been directly addressed
by Chen et al. (2000), who proposed integrating En-
glish entry into a Chinese input system rather than
implementing multilingual input.

Reports on ways to detect a change in the lan-
guage used are more abundant. (Murthy and Ku-
mar, 2006) studied the language identification prob-
lem based on small samples in several Indian lan-
guages when machine learning techniques are used.
Although they report a high accuracy for the method
they developed, their system handles switches be-
tween two Indian languages only. In contrast, Ty-
peAny can handle any number of languages mixed
within a text.

(Alex, 2005) addresses a related task, calledfor-
eign inclusion detection(FID). The task is to find
foreign (i.e., English) inclusions, such as foreign
noun compounds, within monolingual (i.e., Ger-
man) texts. Alex reported that the use of FID to
build a polyglot TTS synthesizer was also consid-
ered (Pfister and Romsdorfer, 2003), (Marcadet et
al., 2005). Recently, Alex used FID to improve pars-
ing accuracy (Alex et al., 2007). While FID relies
on large corpora and lexicons, our model requires
only small corpora since it incorporates the transi-
tion probabilities of language switching. Also, while
FID is specific to alphabetic languages, we made our
method language-independent by taking into consid-
eration the inclusion problem at the key entry level.

In the following, we introduce the design of Ty-
peAny, explain its underlying model, and report on
our evaluation of its effectiveness.

2 Design of TypeAny

Figure 1 shows an example of text written in En-
glish, Japanese and Russian. The strings shown be-
tween the lines indicate the Roman transcription of
Japanese and Russian words.

With a conventional computer interface, entering
the text shown in Figure 1 would require at least six
control actions since there are six switches between
languages: from English to Japanese and back, and

Figure1: Example of Multilingual Text in English,
Japanese and Russian

Figure2: System Structure

twice from English to Russian and back. Note that
such IME switches are also required even when the
text consists only of European languages. Each Eu-
ropean language has its own font and diacritic sys-
tem, which are realized by using IMEs.

TypeAny solves the problem of changing IME. It
is situated between the user’s key entry and various
IMEs as shown in the system architecture diagram
of Figure 2. The user’s key entry sequence is input
to our client software. The client sends the sequence
to the server which has the language identifier mod-
ule. This module detects the language of the key
sequence and then sends the key sequence to the ap-
propriate IME2. The selected IME then converts the
key entries into text of the detected language.

In our study, IMEs for European languages are
built using simple transliteration: e.g., “[” typed in
an English keyboard is transliterated into “ü” of Ger-
man. In contrast, the IMEs for Japanese and Chinese

2Preciselyspeaking, TypeAny detects keyboard layouts (i.e.,
Qwerty, Dvorak, Azerty, etc.) as well as the languages used.
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Figure3: Entry Flow

require a more complicated system because in these
languages there are several candidate transcriptions
for a key sequence. Fortunately, several existing
software resources can be used for this. We use An-
thy3 as the IME for Japanese. As for the IME for
Chinese, we used a simple word-based pinyin-hanzi
conversion system.

TypeAny restarts the language detection every
time a certain delimiter appears in the user’s key se-
quence. By using delimiters, the system can avoid
resorting to a combinatorial search to find the bor-
der between languages. Such delimiters naturally
occur in natural language texts. For example, in
the case of European languages, blank spaces are
used to delimit words and it is unlikely that two lan-
guages will be mixed within one word. In languages
such as Chinese and Japanese, blank spaces are typ-
ically used to indicate that the entry software should
perform conversion, thus guaranteeing that the se-
quence between two delimiters will consist of only
one language4. Therefore, assuming that a text frag-
ment between two delimiters is written in just one
language is natural for users. A text fragment be-
tween two delimiters is called atokenin TypeAny.

An example of the TypeAny procedure to enter

3http://anthy.sourceforge.jp/
4Note that a token can consist of a sequence longer than a

word, since many types of conversion software allow the con-
version of multiple words at one time.

the text from Figure 15 is shown in Figure 3. In
each step in Figure 3, the text is entered in the first
line, where the token that the user is entering is high-
lighted. The language estimated from the token is
shown in the locale window shown below (called the
Status Window). Each step proceeds as follows.

(a) The initial state.
(b) The user first wants to type a token “Some” in

English. When “Som” is typed, the system
identifies that the entry is in English. The user
confirms this language by looking at the locale
window.

(c) The user finishes entering the token “Some” and
when the user enters a blank space, the token
“Some” is confirmed as English text. TypeAny
restarts detection for the language of the next
token. The tokens up to and including “offer”
are entered similarly to “Some”.

(d) The user types in a token “ikura” in Japanese.
The moment “iku” is typed, “iku” is identified
as Japanese, as is confirmed by the user through
the locale window.

(e) When the user finishes entering the token
“ikura” and types in a blank space, the se-
quence is sent to a Japanese IME to be con-
verted into “ikura”, so that a Japanese text frag-
ment is obtained.

(f) Through conventional kana-kanji conversion,

5Thiscase assumes use of the Qwerty keyboard.
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Figure4: When Detection Fails

the user can select the appropriate conversion
of “ikura” among from candidates shown in the
Lookup Window and the token is confirmed.
TypeAny begins detecting the language of the
next token. The tokens between “or” and “Rus-
sian” are successfully identified as English in a
way similar to procedures (b) and (c).

(g) The key entry “brhf” is the key sequence for the
Russian token whose English transliteration is
“ikra”.

(h) Since “brhf” is identified as Russian, “brhf” is
converted into Russian characters.

(i) The following word “Caviar” is detected as En-
glish, as in (b) and (c).

As seen in this example, the user does not need to
take any action to switch IMEs to enter tokens of
different languages.

Two types of detection failure occur in TypeAny:

Failure A: the language should switch, but the new
language is incorrectly selected.

Failure B: the language should not switch, but Ty-
peAny misjudges that it should.

While conventional methods require a control ac-
tion every time the language switches, TypeAny re-
quires a control actiononly to correct such a failure.
Therefore,Failure A never increases the number
of control actions compared to that of conventional
methods. On the other hand,Failure B errors are
a concern as such failures might increase the num-
ber of control actions to beyond the number required
by a conventional method. Thus, the effectiveness
of introducing TypeAny depends on a trade-off be-
tween fewer control actions at language switching
points and potentially more control actions due to
Failure B errors. Our evaluation in§4.2 shows that
the increase in the number of actions due toFailure
B errors is insignificant.

In the event of failures, the user can see that there
is a problem by watching the locale window and

then easily correct the language by pressing the TAB
key. For example, while “in” was correctly judged
for our example, suppose it is incorrectly detected as
Japanese as shown in Figure 4(a). In this case, the
user can manually correct the locale by pressing the
TAB key once. The locale is then changed from Fig-
ure 4(a) (where “in” is identified as Japanese), to (b)
where “in” is identified as English.

Note that the language of some tokens will be am-
biguous. For example, the word “sushi” can be both
English and Japanese because “sushi” has almost be-
come an English word: many loan words share this
ambiguity. Another case is when diacritic marks are
considered: for example, the word “fur” is usually
an English word, but some German users may wish
to use this word as “für” without diacritic marks.
Such a habit is widely seen among users of Euro-
pean languages. Some of this sort of ambiguity is
disambiguated by considering the context and by on-
line learning, which is incorporated in the detection
model as explained next.

3 Language Detection

3.1 Language Detection Model

We modeled the language detection as a hidden
Markov model (HMM) process whose states corre-
spond to languages and whose outputs correspond to
tokens from a language.

Here, the goal is to estimate the languagesl̂m1 by
maximizingP(lm1 , tm1 ), wherel ∈ L denotes a lan-
guage inL, a set of languages, andt denotes a to-
ken6. By applying a hidden Markov model, the max-
imization of P(lm1 , tm1 ) is done as shown in Equa-
tion (1).

l̂m1 = argmax
lm1 ∈L

P(lm1 , tm1 )

= argmax
lm1 ∈L

P(tm1 |lm1 )P(lm1 )

≈ argmax
lm1 ∈L

(
m∏

i=1

P (ti|li)
) (

m∏

i=1

P (li|li−1
i−k)

)
(1)

In the last transformation of Equation (1), it
is assumed thatP(tm1 |lm1 ) ≈ ∏m

i=1 P (ti|li) and
P(li|li−1

1 ) ≈ P (li|li−1
i−k) for the first and the second

terms, respectively. In Equation (1), the first term

6Let tv
u = (tu, tu+1, . . . , tv) be an ordered list consisting of

v − u + 1 elements forv ≥ u.
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correspondsto theoutput probabilitiesand the sec-
ond term corresponds to thetransition probabilities.

In a usual HMM process, a system finds the lan-
guage sequence (i.e., state sequence)lm1 that maxi-
mizes Equation (1) by typically using a Viterbi algo-
rithm. In our case, too, the system can estimate the
language sequence for a sequence of tokens. How-
ever, as discussed earlier, since it is unlikely that a
user enters a token consisting of multiple languages,
our system is designed only to estimate the language
of the latest tokenlm, supposing that the languages
of the previouslm−1

1 are correct.
In the following two sections, the estimation of

each term is explained.

3.2 Output Probabilities

The output probabilitiesP (ti|li) indicate the proba-
bilities of tokens in a monolingual corpus, and their
modeling has been substantially investigated in NLP.

Note that the estimation ofP (ti|li) requires
monolingual corpora. If the corpora are large,
P (ti|li) is estimated from the token frequencies.
However, because large corpora are not always
available, especially for minor languages,P (ti|li)
is estimated using key entry sequence probabilities
based onn-grams (with maximumn beingnmax) as
follows:

P (ti|li) = P (c|ti|1 |li) =
|ti|∏

r=1

P (cr|cr−1
r−nmax+1, li)(2)

In Equation (2),ti = c
|ti|
1 and|ti| is the length ofti

with respect to the key entry sequence. For exam-
ple, in the case ofti=“ikura”, |ti| = 5 andc1=“i”,
c2=“k”, c3=“u” and |ti|=5. Here, each probability
P (cr|cr−1

r−nmax+1, li) needs to be smoothed.
Values ofP (ti|li) are estimated from monolin-

gual corpora. If the corpora are large,P (ti|li) is
estimated from the token frequencies. However, be-
cause large corpora are not always available, espe-
cially for minor languages,P (ti|li) is estimated us-
ing smoothed character-basedn-grams. Prediction
by Partial Matching, or PPM is adopted for this task,
since it naturally incorporates online learning and it
is effective in various NLP tasks as reported in (Tea-
han et al., 2000) and (Tanaka-Ishii, 2006). PPM
usescr−nmax

1 as a corpus for training. PPM is de-
signed to predict the nextcr by estimating thenmax-
gram probabilityP (cr|cr−1

r−nmax+1) using backing-

off techniques with regard to the current context.
Precisely, the probability is estimated as a weighted
sum of different(n + 1)-gram probabilities up to a
fixednmax-gram as follows:

P (cr|cr−1
r−nmax+1) =

nmax−1∑

n=−1

wnpn(cr) (3)

The weightswn are determined throughescape
probabilities. Depending on how the escape prob-
abilities are calculated, there are several PPM vari-
ants, which are named PPMA, PPMB, PPMC, and
so on. PPMC, the one that we have used, is also
known as Witten-Bell smoothing in the NLP field
(Manning and Schuetze, 1999). The escape proba-
bilities are defined as follows.

wn = (1− en)
ncont∏

n′=n+1

en′ (−1 ≤ n < ncont)(4)

wncont = (1− en)

Here,ncont is defined as the maximumn that satis-
fiesXn 6= 0. Let Xn be the number ofcr−1

r−n, xn be
the number ofcr

r−n andqn be the number of differ-
ent keycodes followed bycr−1

r−n found incr−n−1
1 .

Using these notations,pn(cr) is defined as

pn(cr) =
xn

Xn
(5)

In PPMC, the escape probabilities are calculated as

en =
qn

Xn + qn
(6)

For further details, see (Bell et al., 1990).

3.3 Language Transition Probabilities

Only a small corpus is typically available to esti-
mateP (lm|lm−1

m−kmax+1), wherekmax is the longest
k-gram in the language sequence to be considered.
Thus, the transition probability is estimated on-line,
making use of language that will be corrected inter-
actively by the user. For this on-line learning, we
adopted PPM as well as the output probabilities.

Note that a largekmax may reduce accuracy,
which is intuitively explained as follows. While
there is typically a high probability that the subse-
quent language will be the same as the current lan-
guage, it is unlikely that any language sequence will
have long regular patterns. Therefore,kmax should
be fixed according to this consideration.

445



 0

 20

 40

 60

 80

 100

 2  3  4  5  6  7  8

A
cc

u
ra

cy
 (

%
)

Number of languages

PPM
ML

baseline

Figure5: Detection Accuracy Test1

 75

 80

 85

 90

 95

 100

 2  3  4  5  6  7  8

A
cc

u
ra

cy
 (

%
)

Number of languages

PPM
ML

baseline

Figure6: Detection Accuracy Test2

4 Evaluation

We evaluated TypeAny with respect to two mea-
sures: language detection capability when using arti-
ficially generated multilingual corpora, and the num-
ber of required control actions when using actual
multilingual corpora.

4.1 Language Detection Accuracy

The ideal experiment would be to use actual multi-
lingual corpora for many language sets. However, it
is still difficult to collect a large amount of multilin-
gual corpora with adequate quality for the test data
of languages.

Therefore, we measured the language detection
accuracies using artificially generated multilingual
corpora by mixing monolingual corpora for every
combination varying from two to eight languages.

First, the following monolingual corpora were
collected: editions of the Mainichi newspaper in
2004 for Japanese, the Peking University corpus
for Chinese, and the Leipzig corpora (Biemann et
al., 2007) for English, French, German, Estonian,
Finnish and Turkish. The text of each of these cor-
pora was transformed into a sequence of key entries.

Two test sets, Test1 and Test2, were generated by
using different mixture rates. In Test1, languages
were mixed uniformly and randomly, whereas in
Test2 a major language accounted for 90% of the
text and the remaining 10% included different lan-
guages chosen uniformly and randomly. Test2 is
more realistic since a document is usually composed

in one major language.

The output and language transition probabilities
were estimated and smoothed using PPMC as de-
scribed in§3. Since part of the target of the exper-
iment was to clarify the relation between learning
size and accuracy, the output probabilities and tran-
sition probabilities werenot trained on-line while
the text was entered using PPMC, thus accuracy was
measured by fixing the language model at this initial
state. We usednmax = 5 for the output probability
andkmax = 1 for the transition probability since the
distribution of languages in the corpus was uniform
here as we generated it uniformly. (See formula (4)
in §3.2).

A 10-fold cross validation was applied to the gen-
erated corpora. Each generated corpus was 111
Kbytes in size, consisting of a disjoint 100-Kbyte
training part and an 11-Kbyte testing part. The out-
put probabilities were trained using the 100-Kbyte
training part. The language transition probabilities
were trained using about 2000 tokens.

The results for Test1 and Test2 are shown in Fig-
ure 5 and Figure 6, respectively. The horizontal
axis shows the number of languages and the ver-
tical axis shows the detection accuracy. There are
three lines: PPM indicates that the transition proba-
bilities were trained by PPM; ML indicates that no
transition probability was used and the language was
detected using only output probabilities (maximum
likelihood only); Baseline is the accuracy when the
most frequent language is always selected.
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As shown in Figure 5 (Test1), when the mix-
ture was uniform, the PPM performance was slightly
lower but very close to that of ML. This was because
PPM would be theoretically equivalent to ML with
infinite learning of language transition probabilities,
since languages were uniformly distributed in Test1.
These results show that our PPM for transition prob-
abilities learns this uniformity in Test1.

As shown in Figure 6, PPM clearly outperformed
ML in Test2. This was because ML has no way
to learn the transition probability, which was biased
with the major language being used 90% of the time.
This shows that the introduction of language transi-
tion probabilities accounts for higher performance.
Interestingly, ML falls below the baseline case when
more than three languages were used in Test2, a sit-
uation that has rarely been considered in previous
studies. This suggests that language detection using
only ML requires large corpora for learning to select
one appropriate language, and that this requirement
can be alleviated by using PPM.

Another finding is that the detection accuracy de-
pends on the language set. For example, the accu-
racy for language sets consisting of both French and
English tended to be lower than for other language
sets due to the spelling closeness between these two
languages. For example, the accuracy for test data
consisting of 90% English, 5% French and 5% Ger-
man was 94.4%. This is not surprising since the de-
tection was made onlywithin a token (which cor-
responds to a word in European languages): natu-
rally there were many words whose language was
ambiguous within the test set. In contrast, high ac-
curacies were obtained for test sets consisting of lan-
guages more different in their nature. We obtained
97.5% accuracy for test data consisting of 90% En-
glish, 5% Finnish and 5% Turkish; this accuracy was
higher than the average for all test sets.

4.2 Number of Control Actions

The second evaluation was done to compare the
number of control actions needed to switch lan-
guages with TypeAny and with a conventional
method. As mentioned in§1, three types ofkey-
board actionsare used when entering text. Our work

7E.: English, J.: Japanese and C.: Chinese.
8http://en.wikitravel.org/
9http://en.wikipedia.org/

Table 1: Articles Used in the Decrease Test

article Article 1 Article 2
Foreign tokens 286 55
Total tokens 1725 5100
Inclusionratio 16.6% 1.1%
languages E., J. E., J., C.7

content Introduction
of Japanese
phrases for
traveling

About tofu
(bean curd)

Source Wikitravel 8 Wikipedia9

Table 2: Required Number of Control Actions

Article 1 Article 2
Conventional 572 110

Numberof switches (100%) (100%)
Ours Failure A 2.8% 3.6%

Failure B 1.6% 2.7%
Total Failures 4.4% 6.3%

Decrease 95.6% 93.6%

only concerns the control action to switch language,
though, and the comparison in this section focuses
on this type of action.

This evaluation was done using two samples of
actual multilingual text collected from the Web. The
features of these samples are shown in the top block
of Table 1. In both cases, the major language was
English.

For each of these articles, the number of con-
trol actions required with the conventional method
and with TypeAny was measured. The conventional
method requires a control action every time the lan-
guage switches. For TypeAny, control actions are re-
quired only to correct language detection failures. In
both cases, the action required to switch languages
or correct the language was counted as one action.

For the language model, the output probabilities
were first trained using the 100-Kbyte monolingual
corpora collected for the previous evaluation. The
transition probabilities were not trained beforehand;
i.e., the system initially regarded the languages to be
uniformly distributed. Since this experiment was in-
tended to simulate a realistic case, both output and
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transition probabilities were trained on-line using
PPMC while the text was entered. Here, bothnmax

andkmax were set at 5.
The results are shown in Table 2. First, some de-

tection errors occurred for Article 2 because “tofu”
was detected as Japanese at the beginning of entry,
even though it was used as an English word in the
original text. As noted at the end of§2, such loan
words can cause errors. However, since our system
uses PPM and learns on-line, our system learned that
“tofu” had to be English, and such detection errors
occurredonlyat the beginning of the text.

Consequently, there was a substantial decrease in
the number of necessary control actions with Ty-
peAny, over 93%, for both articles. An especially
large decrease was observed for Article 2, even
though the text was almost all in English (98.9%).
There was only a small increase in the incidence rate
of Failure B for Article 2, so the total decrease in the
number of required actions was still large, putting
to rest the concern discussed in§2. These results
demonstrate the effectiveness of our approach.

5 Conclusion

TypeAny is a novel multilingual text input interface
in which the languages used for entries are detected
automatically. We modeled the language detection
as an HMM process whose transition probabilities
are estimated by on-line learning through the PPM
method.

This system achieved language detection accu-
racy of 96.7% in an evaluation where it had to
choose the appropriate language from among three
languages with the major language accounting for
90% of the sample. In addition, the number of con-
trol actions required to switch IMEs was decreased
by over 93%. These results show the promise of our
system and suggest that it will work well under real-
istic circumstances.

An interesting objection might be raised to the
conclusions of this study: some users might find
it difficult to watch the locale window all the time
and prefer the conventional method despite having
to work with a large number of key types. We plan to
examine and clarify the cognitive load of such users
in our future work.
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Abstract 

We present a modular system for detection 

and correction of errors made by non-

native (English as a Second Language = 

ESL) writers. We focus on two error types: 

the incorrect use of determiners and the 

choice of prepositions. We use a decision-

tree approach inspired by contextual 

spelling systems for detection and 

correction suggestions, and a large 

language model trained on the Gigaword 

corpus to provide additional information to 

filter out spurious suggestions. We show 

how this system performs on a corpus of 

non-native English text and discuss 

strategies for future enhancements. 

1 Introduction 

English is today the de facto lingua franca for 

commerce around the globe. It has been estimated 

that about 750M people use English as a second 

language, as opposed to 375M native English 

speakers (Crystal 1997), while as much as 74% of 

writing in English is done by non-native speakers. 

However, the errors typically targeted by 

commercial proofing tools represent only a subset 

of errors that a non-native speaker might make. For 

example, while many non-native speakers may 

encounter difficulty choosing among prepositions, 

this is typically not a significant problem for native 

speakers and hence remains unaddressed in 

proofing tools such as the grammar checker in 

Microsoft Word (Heidorn 2000). Plainly there is an 

opening here for automated proofing tools that are 

better geared to the non-native users.  

One challenge that automated proofing tools 

face is that writing errors often present a semantic 

dimension that renders it difficult if not impossible 

to provide a single correct suggestion. The choice 

of definite versus indefinite determiner—a 

common error type among writers with a Japanese, 

Chinese or Korean language background owing to 

the lack of overt markers for definiteness and 

indefiniteness—is highly dependent on larger 

textual context and world knowledge. It seems 

desirable, then, that proofing tools targeting such 

errors be able to offer a range of plausible 

suggestions, enhanced by presenting real-world 

examples that are intended to inform a user’s 

selection of the most appropriate wording in the 

context
1
. 

2 Targeted Error Types 

Our system currently targets eight different error 

types: 

1. Preposition presence and choice: 

In the other hand, ... (On the other hand ...) 

2. Definite and indefinite determiner presence 

and choice: 

 I am teacher... (am a teacher) 

3. Gerund/infinitive confusion: 

I am interesting in this book. (interested in) 

4. Auxiliary verb presence and choice: 

My teacher does is a good teacher (my teacher 

is...) 

                                                 
1
 Liu et al. 2000 take a similar approach, retrieving 

example sentences from a large corpus. 
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5. Over-regularized verb inflection: 

 I writed a letter (wrote) 

6. Adjective/noun confusion: 

 This is a China book (Chinese book) 

7. Word order (adjective sequences and nominal 

compounds): 

I am a student of university (university student) 

8. Noun pluralization: 

 They have many knowledges (much knowledge) 

In this paper we will focus on the two most 

prominent and difficult errors: choice of 

determiner and prepositions. Empirical 

justification for targeting these errors comes from 

inspection of several corpora of non-native writing. 

In the NICT Japanese Learners of English (JLE) 

corpus (Izumi et al. 2004), 26.6% of all errors are 

determiner related, and about 10% are preposition 

related, making these two error types the dominant 

ones in the corpus. Although the JLE corpus is 

based on transcripts of spoken language, we have 

no reason to believe that the situation in written 

English is substantially different. The Chinese 

Learners of English Corpus (CLEC, Gui and Yang 

2003) has a coarser and somewhat inconsistent 

error tagging scheme that makes it harder to isolate 

the two errors, but of the non-orthographic errors, 

more than 10% are determiner and number related. 

Roughly 2% of errors in the corpus are tagged as 

preposition-related, but other preposition errors are 

subsumed under the ―collocation error‖ category 

which makes up about 5% of errors. 

3 Related Work 

Models for determiner and preposition selection 

have mostly been investigated in the context of 

sentence realization and machine translation 

(Knight and Chander 1994, Gamon et al. 2002,  

Bond 2005, Suzuki and Toutanova 2006, 

Toutanova and Suzuki 2007). Such approaches 

typically rely on the fact that preposition or 

determiner choice is made in otherwise native-like 

sentences. Turner and Charniak (2007), for 

example, utilize a language model based on a 

statistical parser for Penn Tree Bank data. 

Similarly, De Felice and Pulman (2007) utilize a 

set of sophisticated syntactic and semantic analysis 

features to predict 5 common English prepositions. 

Obviously, this is impractical in a setting where 

noisy non-native text is subjected to proofing. 

Meanwhile, work on automated error detection on 

non-native text focuses primarily on detection of 

errors, rather than on the more difficult task of 

supplying viable corrections (e.g., Chodorow and 

Leacock, 2000). More recently,  Han et al. (2004, 

2006) use a maximum entropy classifier to propose 

article corrections in TESOL essays, while Izumi 

et al. (2003) and Chodorow et al. (2007) present 

techniques of automatic preposition choice 

modeling. These more recent efforts, nevertheless, 

do not attempt to integrate their methods into a 

more general proofing application designed to 

assist non-native speakers when writing English. 

Finally, Yi et al. (2008) designed a system that 

uses web counts to determine correct article usage 

for a given sentence, targeting ESL users. 

4 System Description 

Our system consists of three major components: 

1. Suggestion Provider (SP) 

2. Language Model (LM) 

3. Example Provider (EP) 

The Suggestion Provider contains modules for 

each error type discussed in section 2. Sentences 

are tokenized and part-of-speech tagged before 

they are presented to these modules. Each module 

determines parts of the sentence that may contain 

an error of a specific type and one or more possible 

corrections. Four of the eight error-specific 

modules mentioned in section 2 employ machine 

learned (classification) techniques, the other four 

are based on heuristics. Gerund/infinitive 

confusion and auxiliary presence/choice each use a 

single classifier. Preposition and determiner 

modules each use two classifiers, one to determine 

whether a preposition/article should be present, 

and one for the choice of preposition/article. 

All suggestions from the Suggestion Provider 

are collected and passed through the Language 

Model. As a first step, a suggested correction has 

to have a higher language model score than the 

original sentence in order to be a candidate for 

being surfaced to the user. A second set of 

heuristic thresholds is based on a linear 

combination of class probability as assigned by the 

classifier and language model score. 

The Example Provider queries the web for 

exemplary sentences that contain the suggested 

correction. The user can choose to consult this 

information to make an informed decision about 

the correction. 
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4.1 Suggestion Provider Modules for 

Determiners and Prepositions 

The SP modules for determiner and preposition 

choice are machine learned components. Ideally, 

one would train such modules on large data sets of 

annotated errors and corrected counterparts. Such a 

data set, however, is not currently available. As a 

substitute, we are using native English text for 

training, currently we train on the full text of the 

English Encarta encyclopedia (560k sentences) and 

a random set of 1M sentences from a Reuters news 

data set. The strategy behind these modules is 

similar to a contextual speller as described, for 

example, in (Golding and Roth 1999). For each 

potential insertion point of a determiner or 

preposition we extract context features within a 

window of six tokens to the right and to the left. 

For each token within the window we extract its 

relative position, the token string, and its part-of-

speech tag. Potential insertion sites are determined 

heuristically from the sequence of POS tags. Based 

on these features, we train a classifier for 

preposition choice and determiner choice. 

Currently we train decision tree classifiers with the 

WinMine toolkit (Chickering 2002). We also 

experimented with linear SVMs, but decision trees 

performed better overall and training and 

parameter optimization were considerably more 

efficient. Before training the classifiers, we 

perform feature ablation by imposing a count 

cutoff of 10, and by limiting the number of features 

to the top 75K features in terms of log likelihood 

ratio (Dunning 1993). 

We train two separate classifiers for both 

determiners and preposition: 

 decision whether or not a 

determiner/preposition should be present 

(presence/absence or pa classifier) 

 decision which determiner/preposition is 

the most likely choice, given that a 

determiner/preposition is present (choice 

or ch classifier) 

In the case of determiners, class values for the ch 

classifier are a/an and the. Preposition choice 

(equivalent to the ―confusion set‖ of a contextual 

speller) is limited to a set of 13 prepositions that 

figure prominently in the errors observed in the 

JLE corpus: about, as, at, by, for, from, in, like, of, 

on, since, to, with, than, "other" (for prepositions 

not in the list). 

The decision tree classifiers produce probability 

distributions over class values at their leaf nodes. 

For a given leaf node, the most likely 

preposition/determiner is chosen as a suggestion. If 

there are other class values with probabilities 

above heuristically determined thresholds
2
, those 

are also included in the list of possible suggestions. 

Consider the following example of an article-

related error: 

I am teacher from Korea. 

As explained above, the suggestion provider 

module for article errors consists of two classifiers, 

one for presence/absence of an article, the other for 

article choice. The string above is first tokenized 

and then part-of-speech tagged: 

0/I/PRP   1/am/VBP   2/teacher/NN   3/from/IN   

4/Korea/NNP   5/./.  

Based on the sequence of POS tags and 

capitalization of the nouns, a heuristic determines 

that there is one potential noun phrase that could 

contain an article: teacher. For this possible article 

position, the article presence/absence classifier 

determines the probability of the presence of an 

article, based on a feature vector of pos tags and 

surrounding lexical items: 

p(article + teacher) = 0.54 

Given that the probability of an article in this 

position is higher than the probability of not having 

an article, the second classifier is consulted to 

provide the most likely choice of article: 

p(the) = 0.04 

p(a/an) = 0.96 

Given  this probability distribution, a correction 

suggestion I am teacher from Korea -> I am a 

teacher from Korea is generated and passed on to 

evaluation by the language model component. 

4.2 The Language Model 

The language model is a 5-gram model trained 

on the English Gigaword corpus (LDC2005T12). 

In order to preserve (singleton) context information 

as much as possible, we used interpolated Kneser-

Ney smoothing (Kneser and Ney 1995) without 

count cutoff. With a 120K-word vocabulary, the 

trained language model contains 54 million 

bigrams, 338 million trigrams, 801 million 4-grams 

                                                 
2
 Again, we are working on learning these thresholds 

empirically from data. 
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and 12 billion 5-grams.  In the example from the 

previous section, the two alternative strings  of the 

original user input and the suggested correction are 

scored by the language model: 

I am teacher from Korea. score = 0.19 

I am a teacher from Korea. score = 0.60 

The score for the suggested correction is 

significantly higher than the score for the original, 

so the suggested correction is provided to the user. 

4.3 The Example Provider 

In many cases, the SP will produce several 

alternative suggestions, from which the user may 

be able to pick the appropriate correction reliably. 

In other cases, however, it may not be clear which 

suggestion is most appropriate. In this event, the 

user can choose to activate the Example Provider 

(EP) which will then perform a web search to 

retrieve relevant example sentences illustrating the 

suggested correction. For each suggestion, we 

create an exact string query including a small 

window of context to the left and to the right of the 

suggested correction. The query is issued to a 

search engine, and the retrieved results are 

separated into sentences. Those sentences that 

contain the string query are added to a list of 

example candidates.  The candidates are then 

ranked by two initially implemented criteria: 

Sentence length (shorter examples are preferred in 

order to reduce cognitive load) and context overlap 

(sentences that contain additional words from the 

user input are preferred). We have not yet 

performed a user study to evaluate the usefulness 

of the examples provided by the system. Some 

examples of usage that we retrieve are given below 

with the query string in boldface: 

Original: I am teacher from Korea. 

Suggestion: I am a teacher from Korea. 

All top 3 examples: I am a teacher.  

Original: So Smokers have to see doctor more often 

than non-smokers. 

Suggestion: So Smokers have to see a doctor more 

often than non-smokers. 

Top 3 examples: 

1. Do people going through withdrawal have 

to see a doctor? 

2. Usually, a couple should wait to see a 

doctor until after they've tried to get 

pregnant for a year. 

3. If you have had congestion for over a 

week, you should see a doctor. 

Original: I want to travel Disneyland in March. 

Suggestion: I want to travel to Disneyland in 

March. 

Top 3 examples: 

1. Timothy's wish was to travel to 

Disneyland in California. 

2. Should you travel to Disneyland in 

California or to Disney World in 

Florida? 

3. The tourists who travel to Disneyland in 

California can either choose to stay in 

Disney resorts or in the hotel for 

Disneyland vacations. 

5 Evaluation 

We perform two different types of evaluation on 

our system. Automatic evaluation is performed on 

native text, under the assumption that the native 

text does not contain any errors of the type targeted 

by our system. For example, the original choice of 

preposition made in the native text would serve as 

supervision for the evaluation of the preposition 

module. Human evaluation is performed on non-

native text, with a human rater assessing each 

suggestion provided by the system. 

5.1 Individual SP Modules 

For evaluation, we split the original training data 

discussed in section 4.1 into training and test sets 

(70%/30%). We then retrained the classifiers on 

this reduced training set and applied them to the 

held-out test set. Since there are two models, one 

for preposition/determiner presence and absence 

(pa), and one for preposition/determiner choice 

(ch), we report combined accuracy numbers of the 

two classifiers. Votes(a) stands for the counts of 

votes for class value = absence from pa, votes(p) 

stands for counts of votes for presence from pa. 

Acc(pa) is the accuracy of the pa classifier, acc(ch) 

the accuracy of the choice classifier. Combined 

accuracy is defined as in Equation 1. 

 

 
𝑎𝑐𝑐 𝑝𝑎 ∗ 𝑣𝑜𝑡𝑒𝑠(𝑎) + 𝑎𝑐𝑐 𝑐ℎ ∗ 𝑎𝑐𝑐 𝑝𝑎 ∗ 𝑣𝑜𝑡𝑒𝑠(𝑝)

𝑡𝑜𝑡𝑎𝑙 𝑐𝑎𝑠𝑒𝑠
 

Equation 1: Combined accuracy of the 

presence/absence and choice models 
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The total number of cases in the test set is 

1,578,342 for article correction and 1,828,438 for 

preposition correction. 

5.1.1 Determiner choice 

Accuracy of the determiner pa and ch models 

and their combination is shown in Table 1. 

Model pa ch combined 

Accuracy 89.61% 85.97% 86.07% 

Table 1: Accuracy of the determiner pa, ch, and 

combined models. 

The baseline is 69.9% (choosing the most 

frequent class label none). The overall accuracy of 

this module is state-of-the-art compared with 

results reported in the literature (Knight and 

Chander 1994, Minnen et al. 2000, Lee 2004, 

Turner and Charniak 2007). Turner and Charniak 

2007 obtained the best reported accuracy to date of 

86.74%, using a Charniak language model 

(Charniak 2001) based on a full statistical parser 

on the Penn Tree Bank. These numbers are, of 

course, not directly comparable, given the different 

corpora. On the other hand, the distribution of 

determiners is similar in the PTB (as reported in 

Minnen et al. 2000) and in our data (Table 2). 

 PTB Reuters/Encarta 

mix 

no determiner 70.0% 69.9% 

the 20.6% 22.2% 

a/an 9.4% 7.8% 

Table 2: distribution of determiners in the Penn 

Tree Bank and in our Reuters/Encarta data. 

Precision and recall numbers for both models on 

our test set are shown in Table 3 and Table 4. 

Article 

pa classifier 

precision recall 

presence 84.99% 79.54% 

absence 91.43% 93.95% 

Table 3: precision and recall of the article pa 

classifier. 

Article  

ch classifier 

precision Recall 

the 88.73% 92.81% 

a/an 76.55% 66.58% 

Table 4: precision and recall of the article ch 

classifier. 

5.1.2 Preposition choice 

The preposition choice model and the combined 

model achieve lower accuracy than the 

corresponding determiner models, a result that can 

be expected given the larger choice of candidates 

and hardness of the task. Accuracy numbers are 

presented in Table 5. 

Model pa ch combined 

Accuracy 91.06%% 62.32% 86.07% 

Table 5:Accuracy of the preposition pa, ch, and 

combined models. 

The baseline in this task is 28.94% (using no 

preposition). Precision and recall numbers are 

shown in Table 6 and Table 7. From Table 7 it is 

evident that prepositions show a wide range of 

predictability. Prepositions such as than and about 

show high recall and precision, due to the lexical 

and morphosyntactic regularities that govern their 

distribution. At the low end, the semantically more 

independent prepositions since and at show much 

lower precision and recall numbers. 

 
Preposition  

pa classifier 

precision recall 

presence 90.82% 87.20% 

absence 91.22% 93.78% 

Table 6: Precision and recall of the preposition pa 

classifier. 

Preposition 

ch classifier 

precision recall 

other 53.75% 54.41% 

in 55.93% 62.93% 

for 56.18% 38.76% 

of 68.09% 85.85% 

on 46.94% 24.47% 

to 79.54% 51.72% 

with 64.86% 25.00% 

at 50.00% 29.67% 

by 42.86% 60.46% 

as 76.78% 64.18% 

from 81.13% 39.09% 

since 50.00% 10.00% 

about 93.88% 69.70% 

than 95.24% 90.91% 

Table 7: Precision and recall of the preposition ch 

classifier. 
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Chodorow et al. (2007) present numbers on an 

independently developed system for detection of 

preposition error in non-native English. Their 

approach is similar to ours in that they use a 

classifier with contextual feature vectors.  The 

major differences between the two systems are the 

additional use of a language model in our system 

and, from a usability perspective, in the example 

provider module we added to the correction 

process. Since both systems are evaluated on 

different data sets
3
, however, the numbers are not 

directly comparable. 

5.2 Language model Impact 

The language model gives us an additional piece 

of information to make a decision as to whether a 

correction is indeed valid. Initially, we used the 

language model as a simple filter: any correction 

that received a lower language model score than 

the original was filtered out. As a first approxi-

mation, this was an effective step: it reduced the 

number of preposition corrections by 66.8% and 

the determiner corrections by 50.7%, and increased 

precision dramatically. The language model alone, 

however, does not provide sufficient evidence: if 

we produce a full set of preposition suggestions for 

each potential preposition location and rank these 

suggestions by LM score alone, we only achieve 

58.36% accuracy on Reuters data. 

Given that we have multiple pieces of 

information for a correction candidate, namely the 

class probability assigned by the classifier and the 

language model score, it is more effective to 

combine these into a single score and impose a 

tunable threshold on the score to maximize 

precision. Currently, this threshold is manually set 

by analyzing the flags in a development set. 

5.3 Human Evaluation 

A complete human evaluation of our system would 

have to include a thorough user study and would 

need to assess a variety of criteria, from the 

accuracy of individual error detection and 

corrections to the general helpfulness of real web-

based example sentences. For a first human 

evaluation of our system prototype, we decided to 

                                                 
3
 Chodorow et al. (2007) evaluate their system on 

proprietary student essays from non-native students, 

where they achieve 77.8% precision at 30.4% recall for 

the preposition substitution task. 

simply address the question of accuracy on the 

determiner and preposition choice tasks on a 

sample of non-native text.  

For this purpose we ran the system over a 

random sample of sentences from the CLEC 

corpus (8k for the preposition evaluation and 6k 

for the determiner evaluation). An independent 

judge annotated each flag produced by the system 

as belonging to one of the following categories: 

 (1) the correction is valid and fixes the 

problem 

 (2) the error is correctly identified, but 

the suggested correction does not fix it 

 (3) the original and the rewrite are both 

equally good 

 (4) the error is at or near the suggested 

correction, but it is a different kind of 

error (not having to do with 

prepositions/determiners) 

 (5) There is a spelling error at or near 

the correction 

 (6) the correction is wrong, the original 

is correct 

Table 8 shows the results of this human 

assessment for articles and prepositions. 

 

Articles (6k 

sentences) 

Prepositions 

(8k 

sentences) 

count ratio count ratio 

(1) correction is 

valid 
240 55% 165 46% 

(2) error identified, 

suggestion does 

not fix it 

10 2% 17 5% 

(3) original and 

suggestion equally 

good 

17 4% 38 10% 

(4) misdiagnosis 65 15% 46 13% 

(5) spelling error 

near correction 
37 8% 20 6% 

(6) original correct 70 16% 76 21% 

Table 8: Article and preposition correction 

accuracy on CLEC data. 

The distribution of corrections across deletion, 

insertion and substitution operations is illustrated 

in Table 9. The most common article correction is 

insertion of a missing article. For prepositions, 

substitution is the most common correction, again 

an expected result given that the presence of a 
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preposition is easier to determine for a non-native 

speaker than the actual choice of the correct 

preposition. 

 deletion insertion substitution 

Articles 8% 79% 13% 

Prepositions 15% 10% 76% 

Table 9: Ratio of deletion, insertion and 

substitution operations. 

6 Conclusion and Future Work 

Helping a non-native writer of English with the 

correct choice of prepositions and 

definite/indefinite determiners is a difficult 

challenge. By combining contextual speller based 

methods with language model scoring and 

providing web-based examples, we can leverage 

the combination of evidence from multiple 

sources. 

The human evaluation numbers presented in the 

previous section are encouraging. Article and 

preposition errors present the greatest difficulty for 

many learners as well as machines, but can 

nevertheless be corrected even in extremely noisy 

text with reasonable accuracy. Providing 

contextually appropriate real-life examples 

alongside with the suggested correction will, we 

believe, help the non-native user reach a more 

informed decision than just presenting a correction 

without additional evidence and information. 

The greatest challenge we are facing is the 

reduction of ―false flags‖, i.e. flags where both 

error detection and suggested correction are 

incorrect. Such flags—especially for a non-native 

speaker—can be confusing, despite the fact that the 

impact is mitigated by the set of examples which 

may clarify the picture somewhat and help the 

users determine that they are dealing with an 

inappropriate correction. In the current system we 

use a set of carefully crafted heuristic thresholds 

that are geared towards minimizing false flags on a 

development set, based on detailed error analysis. 

As with all manually imposed thresholding, this is 

both a laborious and brittle process where each 

retraining of a model requires a re-tuning of the 

heuristics. We are currently investigating a learned 

ranker that combines information from language 

model and classifiers, using web counts as a 

supervision signal. 
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Abstract

This paper proposes a method for identify-
ing synonymous relations in a bilingual lex-
icon, which is a set of translation-equivalent
term pairs. We train a classifier for identi-
fying those synonymous relations by using
spelling variations as main clues. We com-
pared two approaches: the direct identifi-
cation of bilingual synonym pairs, and the
merger of two monolingual synonyms. We
showed that our approach achieves a high
pair-wise precision and recall, and outper-
forms the baseline method.

1 Introduction

Automatically collecting synonyms from language
resources is an ongoing task for natural language
processing (NLP). Most NLP systems have diffi-
culties in dealing with synonyms, which are differ-
ent representations that have the same meaning in
a language. Information retrieval (IR) could lever-
age synonyms to improve the coverage of search re-
sults (Qiu and Frei, 1993). For example, when we
input the query ‘transportation in India’ into an IR
system, the system can expand the query to its syn-
onyms; e.g. ‘transport’ and ‘railway’, to find more
documents.

This paper proposes a method for the automatic
identification of bilingual synonyms in a bilingual
lexicon, with spelling variation clues. A bilingual
synonym set is a set of translation-equivalent term
pairs sharing the same meaning. Although a number
of studies have aimed at identifying synonyms, this
is the first study that simultaneously finds synonyms
in two languages, to our best knowledge.

Let us consider the case where a user enters the
Japanese query ‘kōjō’ (工場, industrial plant) into a
cross-lingual IR system to find English documents.
After translating the query into the English trans-
lation equivalent, ‘plant,’ the cross-lingual IR sys-
tem may expand the query to its English synonyms,
e.g. ‘factory,’ and ‘workshop,’ and retrieve docu-
ments that include the expanded terms. However,
the term ‘plant’ is ambiguous; the system may also
expand the query to ‘vegetable,’ and the system is
prevented by the term which is different from our
intention. In contrast, the system can easily reject
the latter expansion, ‘vegetable,’ if we are aware of
bilingual synonyms, which indicate synonymous re-
lations over bilingual lexicons: (kōjō, plant) ∼ (kōjō,
factory) and (shokubutsu1, plant) ∼ (shokubutsu,
vegetable)2 (See Figure 1). The expression of the
translation equivalent, (kōjō, plant), helps a cross-
lingual IR system to retrieve documents that include
the term ‘plant,’ used in the meaning for kōjō, or in-
dustrial plants.

We present a supervised machine learning ap-
proach for identifying bilingual synonyms. Design-
ing features for bilingual synonyms such as spelling
variations and bilingual associations, we train a clas-
sifier with a manually annotated bilingual lexicon
with synonymous information. In order to evaluate
the performance of our method, we carried out ex-
periments to identify bilingual synonyms by two ap-
proaches: the direct identification of bilingual syn-
onym pairs, and bilingual synonym pairs merged
from two monolingual synonym lists. Experimental
results show that our approach achieves the F-scores

1Shokubutsu (植物) means botanical plant.
2‘∼’ represents the synonymous relation.
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Figure 1: An example of an ambiguous term ‘plant’,
and the synonyms and translation equivalents (TE)

89.3% in the former approach and 91.4% in the lat-
ter, thus outperforming the baseline method that em-
ploys only bilingual relations as its clues.

The remainder of this paper is organized as fol-
lows. The next section describes related work on
synonym extraction and spelling variations. Section
3 describes the overview and definition of bilingual
synonyms, the proposed method and employed fea-
tures. In Section 4 we evaluate our method and con-
clude this paper.

2 Related work

There have been many approaches for detecting syn-
onyms and constructing thesauri. Two main re-
sources for synonym extraction are large text cor-
pora and dictionaries.

Many studies extract synonyms from large mono-
lingual corpora by using context information around
target terms (Croach and Yang, 1992; Park and Choi,
1996; Waterman, 1996; Curran, 2004). Some re-
searchers (Hindle, 1990; Grefenstette, 1994; Lin,

1998) classify terms by similarities based on their
distributional syntactic patterns. These methods of-
ten extract not only synonyms, but also semantically
related terms, such as antonyms, hyponyms and co-
ordinate terms such as ‘cat’ and ‘dog.’

Some studies make use of bilingual corpora or
dictionaries to find synonyms in a target language
(Barzilay and McKeown, 2001; Shimohata and
Sumita, 2002; Wu and Zhou, 2003; Lin et al., 2003).
Lin et al. (2003) chose a set of synonym candidates
for a term by using a bilingual dictionary and com-
puting distributional similarities in the candidate set
to extract synonyms. They adopt the bilingual in-
formation to exclude non-synonyms (e.g., antonyms
and hyponyms) that may be used in the similar con-
texts. Although they make use of bilingual dictio-
naries, this study aims at finding bilingual synonyms
directly.

In the approaches based on monolingual dictio-
naries, the similarities of definitions of lexical items
are important clues for identifying synonyms (Blon-
del et al., 2004; Muller et al., 2006). For instance,
Blondel et al. (2004) constructed an associated dic-
tionary graph whose vertices are the terms, and
whose edges from v1 to v2 represent occurrence of
v2 in the definition for v1. They choose synonyms
from the graph by collecting terms pointed to and
from the same terms.

Another strategy for finding synonyms is to con-
sider the terms themselves. We divide it into two
approaches: rule-based and distance-based.

Rule-based approaches implement rules with
language-specific patterns and detect variations by
applying rules to terms. Stemming (Lovins, 1968;
Porter, 1980) is one of the rule-based approaches,
which cuts morphological suffix inflections, and ob-
tains the stems of words. There are other types of
variations for phrases; for example, insertion, dele-
tion or substitution of words, and permutation of
words such as ‘view point’ and ‘point of view’ are
such variations (Daille et al., 1996).

Distance-based approaches model the similarity
or dissimilarity measure between two terms to find
similar terms. The edit distance (Levenshtein, 1966)
is the most widely-used measure, based on the mini-
mum number of operations of insertion, deletion, or
substitution of characters for transforming one term
into another. It can be efficiently calculated by using
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Term pairs Concept
p1 = (shōmei (照明), light) c1

p2 = (shōmei, lights) c1

p3 = (karui (軽い), light) c2

p4 = (raito (ライト), light) c1, c2

p5 = (raito, lights) c1

p6 = (raito, right) c3

p7 = (migi (右), right) c3

p8 = (raito, right fielder) c4

p9 = (kenri (権利), right) c5

p10 = (kenri, rights) c5

Table 1: An Example of a bilingual lexicon and syn-
onym sets (concepts)

J terms E terms Description
c1 shōmei, raito light, lights illumination

c2 karui, raito light lightweight

c3 migi, raito right right-side

c4 raito right fielder (baseball)

c5 kenri right, rights privilege

Table 2: The concepts in Table 1

a dynamic programming algorithm, and we can set
the costs/weights for each character type.

3 Bilingual Synonyms and Translation
Equivalents

This section describes the notion of bilingual syn-
onyms and our method for identifying the synony-
mous pairs of translation equivalents. We consider a
bilingual synonym as a set of translation-equivalent
term pairs referring to the same concept.

Tables 1 and 2 are an example of bilingual
synonym sets. There are ten Japanese-English
translation-equivalent term pairs and five bilingual
synonym sets in this example. A Japanese term
‘raito’ is the phonetic transcription of both ‘light’
and ‘right,’ and it covers four concepts described by
the three English terms. Figure 2 illustrates the re-
lationship among these terms. The synonymous re-
lation and the translation equivalence are considered
to be similar in that two terms share the meanings.
Following synonymous relation between terms in
one language, we deal with the synonymous relation
between bilingual translation-equivalent term pairs

Figure 2: Relations among terms in Table 2
Solid lines show that two terms are translation
equivalents, while dotted lines show that two terms
are (monolingual) synonyms.

as bilingual synonyms. The advantage of manag-
ing the lexicon in the format of bilingual synonyms
is that we can facilitate to tie the concepts and the
terms.

3.1 Definitions
Let E and F be monolingual lexicons. We first as-
sume that a term e ∈ E (or f ∈ F ) refers to one
or more concepts, and define that a term e is a syn-
onym3 of e′(∈ E) if and only if e and e′ share an
identical concept4. Let ‘∼’ represent the synony-
mous relation, and this relation is not transitive be-
cause a term often has several concepts:

e ∼ e′ ∧ e′ ∼ e′′ 6=⇒ e ∼ e′′. (1)

We define a synonym set (synset) Ec as a set whose
elements share an identical concept c: Ec = {e ∈
E|∀e refers to c}. For a term set Ec(⊆ E),

Ec is a synonym set (synset)

=⇒ ∀e, e′ ∈ Ec e ∼ e′ (2)

is true, but the converse is not necessarily true, be-
cause of the ambiguity of terms. Note that one term
can belong to multiple synonym sets from the defi-
nition.

Let D(⊆ F × E) be a bilingual lexicon defined
as a set of term pairs (f, e) (f ∈ F, e ∈ E) satis-
fying that f and e refer to an identical concept. We

3For distinguishing from bilingual synonyms, we often call
the synonym a monolingual synonym.

4The definition of concepts, that is, the criteria of deciding
whether two terms are synonymous or not, is beyond the fo-
cus of this paper. We do not assume that related terms such as
hypernyms, hyponyms and coordinates are kinds of synonyms.
In our experiments the criteria depend on manual annotation of
synonym IDs in the training data.
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call these pairs translation equivalents, which refer
to concepts that both f and e refer to. We define
that two bilingual lexical items p and p′(∈ D) are
bilingual synonyms if and only if p and p′ refer to an
identical concept in common with the definition of
(monolingual) synonyms. This relation is not tran-
sitive again, and if e ∼ e′ and f ∼ f ′, it is not
necessarily true that p ∼ p′:

e ∼ e′ ∧ f ∼ f ′ 6=⇒ p ∼ p′ (3)

because of the ambiguity of terms. Similarly, we
can define a bilingual synonym set (synset) Dc as
a set whose elements share an identical meaning c:
Dc = {p ∈ D|∀p refers to c}. For a set of transla-
tion eqiuvalents Dc,

Dc is a bilingual synonym set (synset)

=⇒ ∀p, p′ ∈ Dc p ∼ p′ (4)

is true, but the converse is not necessarily true.

3.2 Identifying bilingual synonym pairs
In this section, we describe an algorithm to identify
bilingual synonym pairs by using spelling variation
clues. After identifying the pairs, we can construct
bilingual synonym sets by assuming that the con-
verse of the condition (4) is true, and finding sets
of bilingual lexical items in which all paired items
are bilingual synonyms. We can see this method
as the complete-linkage clustering of translation-
equivalent term pairs. We can adopt another option
to construct them by assuming also that the bilingual
synonymous relation has transitivity: p ∼ p′ ∧ p′ ∼
p′′ =⇒ p ∼ p′′, and this can be seen as simple-
linkage clustering. This simplified method ignores
the ambiguity of terms, and it may construct a bilin-
gual synonym sets which includes many senses. In
spite of the risk, it is effective to find large synonym
sets in case the bilingual synonym pairs are not suf-
ficiently detected. In this paper we focus only on
identifying bilingual synonym pairs and evaluating
the performance of the identification.

We employ a supervised machine learning tech-
nique with features related to spelling variations
and so on. Figure 3 shows the framework for this
method. At first we prepare a bilingual lexicon with
synonymous information as training data, and gen-
erate a list consisting of all bilingual lexical item

Figure 3: Overview of our framework

pairs in the bilingual lexicon. The presence or ab-
sence of bilingual synonymous relations is attached
to each element of the list. Then, we build a classi-
fier learned by training data, using a maximum en-
tropy model (Berger et al., 1996) and the features
related to spelling variations in Table 3.

We apply some preprocessings for extracting
some features. For English, we transform all terms
into lower-case, and do not apply any other trans-
formations such as tokenization by symbols. For
Japanese, we apply a morphological analyzer JU-
MAN (Kurohashi et al., 1994) and obtain hiragana
representations5 as much as possible6. We may re-
quire other language-specific preprocessings for ap-
plying this method to other languages.

We employed binary or real-valued features de-
scribed in Table 3. Moreover, we introduce
the following combinatorial features: h1F ∧ h1E ,√

h2F · h2E ,
√

h3F · h3E , h5E ∧ h5F , h6 · h2F and
h7 · h2E .

3.2.1 Two approaches for identifying bilingual
synonym pairs

There are two approaches for identifying bilin-
gual synonym pairs: one is directly identifying
whether two bilingual lexical items are bilingual
synonyms (‘bilingual’ method), and another is first

5Hiragana is one of normalized representations of Japanese
terms, which denotes how to pronounce the term. Japanese vo-
cabulary has many of homonyms, which are semantically differ-
ent but have the same pronunciation. Despite the risk of classi-
fying homonyms into synonyms, we do not use original forms
of Japanese terms because they are typically too short to extract
character similarities.

6We keep unknown terms of JUMAN unchanged.
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h1F , h1E : Agreement of the
first characters

Whether the first characters match or not

h2F , h2E : Normalized edit
distance

1− ED(w,w′)
max(|w|,|w′|) , where ED(w, w′) is a non-weighted edit distance between w and w′ and

|w| is the number of characters in w

h3F , h3E : Bigram similarity |bigram(w)∩bigram(w′)|
max(|w|,|w′|)−1

, where bigram(w) is a multiset of character-based bigrams in w

h4F , h4E : Agreement or
known synonymous relation
of word sub-sequences

The count that sub-sequences of the target terms match as known terms or are in known

synonymous relation

h5F , h5E : Existence of cross-
ing bilingual lexical items

For bilingual lexical items (f1, e1) and (f2, e2), whether (f1, e2) (for h5F ) or (f2, e1) (for

h5E) is in the bilingual lexicon of the training set

h6: Acronyms Whether one English term is an acronym for another (Schwartz and Hearst, 2003)

h7: Katakana variants Whether one Japanese term is a katakana variant for another (Masuyama et al., 2004)

Table 3: Features used for identifying bilingual synonym pairs
hiF is the feature value when the terms w and w′(∈ F ) are compared in the i-th feature and so as hiE . h6 is
only for English and h7 is only for Japanese.

identifying monolingual synonyms in each language
and then merging them according to the bilingual
items (‘monolingual’ method). We implement these
two approaches and compare the results. For identi-
fying monolingual synonyms, we use features with
bilingual items as follows: For a term pair e1 and
e2, we obtain all the translation candidates F1 =
{f |(f, e1) ∈ D} and F2 = {f ′|(f ′, e2) ∈ D},
and calculate feature values related to F1 and/or F2

by obtaining the maximum feature value using F1

and/or F2. After that, if all the following four con-
ditions (p1 = (f1, e1) ∈ D, p2 = (f2, e2) ∈ D,
f1 ∼ e1 and f2 ∼ e2) are satisfied, we assume that
p1 and p2 are bilingual synonym pairs7.

4 Experiment

4.1 Experimental settings

We performed experiments to identify bilingual syn-
onym pairs by using the Japanese-English lexicon
with synonymous information8. The lexicon con-
sists of translation-equivalent term pairs extracted
from titles and abstracts of scientific papers pub-
lished in Japan. It contains many spelling variations
and synonyms for constructing and maintaining the

7Actually, these conditions are not sufficient to derive the
bilingual synonym pairs described in Section 3.1. We assume
this approximation because there seems to be few counter ex-
amples in actual lexicons.

8This data was edited and provided by Japan Science and
Technology Agency (JST).

Total train dev. test
|D| 210647 168837 20853 20957
|J | 136128 108325 13937 13866
|E| 115002 91057 11862 12803

Synsets 50710 40568 5071 5071
Pairs 814524 651727 77706 85091

Table 5: Statistics of the bilingual lexicon for our
experiment
|D|, |J |, and |E| are the number of bilingual lexi-
cal items, the number of Japanese vocabularies, and
the number of English vocabularies, respectively.
‘Synsets’ and ‘Pairs’ are the numbers of synonym
sets and synonym pairs, respectively.

thesaurus of scientific terms and improving the cov-
erage. Table 4 illustrates this lexicon.

Table 5 shows the statistics of the dictionary. We
used information only synonym IDs and Japanese
and English representations. We extract pairs of
bilingual lexical items, and treat them as events for
training of the maximum entropy method. The pa-
rameters were adjusted so that the performance is
the best for the development set. For a monolin-
gual method, we used Tb = 0.8, and for a bilingual
method, we used Tb = 0.7.

4.2 Evaluation
We evaluated the performance of identifying bilin-
gual synonym pairs by the pair-wise precision P ,
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Synset ID J term E term
130213 身体部位 (shintai-bui) Body Regions
130213 身体部位 (shintai-bui) body part
130213 身体部位 (shintai-bui) body region
130213 身体部分 (shintai-bubun) body part
130217 Douglas窩 (Douglas-ka) Douglas’ Pouch
130217 Douglasか (Douglas-ka) Douglas’ Pouch
130217 ダグラス窩 (Dagurasu-ka) pouch of Douglas
130217 ダグラスか (Dagurasu-ka) pouch of Douglas
130217 直腸子宮窩 (chokuchō-shikyū-ka) rectouterine pouch
130217 直腸子宮か (chokuchō-shikyū-ka) rectouterine pouch

Table 4: A part of the lexicon used
Each bilingual synonym set consists of items that have the same synset ID. 部分 (bubun) is a synonym of
部位 (bui). か (ka) is a hiragana representation of窩 (ka). ダグラス (Dagurasu) is a Japanese transcription
of ‘Douglas’.

recall R and F-score F defined as follows:

P =
C

T
,R =

C

N
, F =

2PR

P + R
, (5)

where C, T and N are the number of correctly pre-
dicted pairs as synonyms, predicted pairs to become
synonyms, and synonym pairs in the lexicon9, re-
spectively.

We compared the results with the baseline and the
upper bound. The baseline assumes that each bilin-
gual lexical item is a bilingual synonym if either the
Japanese or English terms are identical. The upper
bound assumes that all the monolingual synonyms
are known and each bilingual item is a bilingual syn-
onym if the Japanese terms and the English terms
are synonymous. The baseline represents the per-
formance when we do not consider spelling varia-
tions, and the upper bound shows the limitation of
the monolingual approach.

4.3 Result

Table 6 shows the evaluation scores of our experi-
ments. The ‘monolingual’ and ‘bilingual’ methods
are described in Section 3.2.1. We obtained high
precision and recall scores, although we used fea-
tures primarily with spelling variations. Both meth-
ods significantly outperform the baseline, and show
the importance of considering spelling variations.

9N includes the number of synonym pairs filtered out from
training set by the bigram similarity threshold Tb.

Set Method Precision Recall F-score
dev. baseline 0.977

(31845/32581)

0.410
(31845/77706)

0.577

monolingual 0.911
(74263/81501)

0.956
(74263/77706)

0.932

bilingual 0.879
(72782/82796)

0.937
(72782/77706)

0.907

upper bound 0.984
(77706/78948)

1 0.992

test baseline 0.972
(33382/34347)

0.392
(33382/85091)

0.559

monolingual 0.900
(79099/87901)

0.930
(79099/85091)

0.914

bilingual 0.875
(77640/88714)

0.912
(77640/85091)

0.893

upper bound 0.979
(85091/86937)

1 0.989

Table 6: Evaluation scores

The ‘monolingual’ method achieved higher preci-
sion and recall than the ‘bilingual’ method. It in-
dicates that monolingual synonym identification is
effective in finding bilingual synonyms. The up-
per bound shows that there are still a few errors by
the assumption used by the ‘monolingual’ method.
However, the high precision of the upper bound rep-
resents the well-formedness of the lexicon we used.
We need more experiments on other bilingual lex-
icons to conclude that our method is available for
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Features Precision Recall F-score
All 0.911 0.956 0.932

−h1F , h1E 0.911 0.974 0.941
−h2F , h2E 0.906 0.947 0.926
−h3F , h3E 0.939 0.930 0.934
−h4F , h4E 0.919 0.734 0.816
−h5F , h5E 0.869 0.804 0.831

−h6, h7 0.940 0.934 0.937
−combs. 0.936 0.929 0.932

Table 7: Evaluation scores of the bilingual method
with removing features on the development set
−h represents removing the feature h and combina-
torial features using h. −combs. represents remov-
ing all the combinatorial features.

many kinds of lexicons.
To investigate the effectiveness of each feature,

we compared the scores when we remove several
features. Table 7 shows these results. Contrary to
our intuition, we found that features of agreement
of the first characters (h1) remarkably degraded the
recall without gains in precision. One of the rea-
sons for such results is that there are many cases
of non-synonyms that have the same first character.
We need to investigate more effective combinations
of features or to apply other machine learning tech-
niques for improving the performance. From these
results, we consider that the features of h4 are effec-
tive for improving the recall, and that the features of
h2 and h5 contribute improvement of both the pre-
cision and the recall. h3, h6, h7, and combinatorial
features seem to improve the recall at the expense
of precision. Which measure is important depends
on the importance of our target for using this tech-
nique. It depends on the requirements that we em-
phasize, but in general the recall is more important
for finding more bilingual synonyms.

5 Conclusion and future work

This paper proposed a method for identifying bilin-
gual synonyms in a bilingual lexicon by using clues
of spelling variations. We described the notion of
bilingual synonyms, and presented two approaches
for identifying them: one is to directly predict the
relation, and another is to merge monolingual syn-
onyms identified, according to the bilingual lexicon.

Our experiments showed that the proposed method
significantly outperformed the method that did not
use features primarily with spelling variations; the
proposed method extracted bilingual synonyms with
high precision and recall. In addition, we found that
merging monolingual synonyms by the dictionary is
effective for finding bilingual synonyms; there oc-
cur few errors through the assumption described in
Section 3.2.1.

Our future work contains implementing more fea-
tures for identifying synonymous relations, con-
structing bilingual synonym sets, and evaluating our
method for specific tasks such as thesaurus construc-
tion or cross-lingual information retrieval.

Currently, the features used do not include other
clues with spelling variations, such as the weighted
edit distance, transformation patterns, stemming and
so on. Another important clue is distributional infor-
mation, such as the context. We can use both mono-
lingual and bilingual corpora for extracting distribu-
tions of terms, and bilingual corpora are expected to
be especially effective for our goal.

We did not perform an experiment to construct
bilingual synonym sets from synonym pairs in this
paper. Described in Section 3.1, bilingual syn-
onym sets can be constructed from bilingual syn-
onym pairs by assuming some approximations. The
approximation that permits transitivity of bilingual
synonymous relations increases identified bilingual
synonyms, and thus causes an increase in recall and
decrease in precision. It is an open problem to find
appropriate strategies for constructing bilingual syn-
onym sets.

Finally, we plan to evaluate our method for spe-
cific tasks. For data-driven machine translation, it is
expected that data sparseness problem is alleviated
by merging the occurrences of low-frequency terms.
Another application is cross-lingual information re-
trieval, which can be improved by using candidate
expanded queries from bilingual synonym sets.
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Abstract

We present a novel algorithm for the acqui-
sition of multilingual lexical taxonomies (in-
cluding hyponymy/hypernymy, meronymy
and taxonomic cousinhood), from monolin-
gual corpora with minimal supervision in the
form of seed exemplars using discriminative
learning across the major WordNet seman-
tic relationships. This capability is also ex-
tended robustly and effectively to a second
language (Hindi) via cross-language projec-
tion of the various seed exemplars. We also
present a novel model of translation dic-
tionary induction via multilingual transitive
models of hypernymy and hyponymy, us-
ing these induced taxonomies. Candidate
lexical translation probabilities are based on
the probability that their induced hyponyms
and/or hypernyms are translations of one an-
other. We evaluate all of the above models
on English and Hindi.

1 Introduction

Taxonomy resources such as WordNet are limited
or non-existent for most of the world’s languages.
Building a WordNet manually from scratch requires
a huge amount of human effort and for rare lan-
guages the required human and linguistic resources
may simply not be available. Most of the automatic
approaches for extracting semantic relations (such as
hyponyms) have been demonstrated for English and
some of them rely on various language-specific re-
sources (such as supervised training data, language-
specific lexicosyntactic patterns, shallow parsers,

(grenade)
haathagolaa

(explosive)
baaruuda

(bomb)
bama

(gun)
banduuka

explosivegrenade bomb gun

weapon

Induced Hindi Hypernymy (with glosses)

Induced English Hypernymy

hathiyaara
(weapon)

Figure 1: Goal: To induce multilingual taxonomy relation-
ships in parallel in multiple languages (such as Hindi and En-
glish) for information extraction and machine translation pur-
poses.

etc.). This paper presents a language independent
approach for inducing taxonomies such as shown
in Figure 1 using limited supervision and linguis-
tic resources. We propose a seed learning based ap-
proach for extracting semantic relations (hyponyms,
meronyms and cousins) that improves upon existing
induction frameworks by combining evidence from
multiple semantic relation types. We show that us-
ing a joint model for extracting different semantic
relations helps to induce more relation-specific pat-
terns and filter out the generic patterns1. The pat-

1By generic patterns, we mean patterns that cannot distin-
guish between different semantic relations. For example, the
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terns can then be used for extracting new wordpairs
expressing the relation. Note that the only training
data used in the algorithm are the few seed pairs re-
quired to start the bootstrapping process, which are
relatively easy to obtain. We evaluate the taxonomy
induction algorithm on English and a second lan-
guage (Hindi) and show that it can reliably and accu-
rately induce taxonomies in two diverse languages.
We further show how having induced parallel tax-
onomies in two languages can be used for augment-
ing a translation dictionary between those two lan-
guages. We make use of the automatically induced
hyponym/hypernym relations in each language to
create a transitive “bridge” for dictionary induction.
Specifically, the dictionary induction task relies on
the key observation that words in two languages (e.g.
English and Hindi) have increased probabilities of
being translations of each other if their hypernyms
or hyponyms are translations of one another.

2 Related Work
While manually created WordNets for English (Fell-
baum, 1998) and Hindi (Narayan, 2002) have been
made available, a lot of time and effort is required
in building such semantic taxonomies from scratch.
Hence several automatic corpus based approaches
for acquiring lexical knowledge have been proposed
in the literature. Much of this work has been done
for English based on using a few evocative fixed
patterns including “X and other Ys”, “Y such as
X”, as in the classic work by Hearst (1992). The
problems with using a few fixed patterns is the of-
ten low coverage of such patterns; thus there is a
need for discovering additional informative patterns
automatically. There has been a plethora of work
in the area of information extraction using automat-
ically derived patterns contextual patterns for se-
mantic categories (e.g. companies, locations, time,
person-names, etc.) based on bootstrapping from
a small set of seed words (Riloff and Jones, 1999;
Agichtein and Gravano, 2000; Thelen and Riloff,
2002; Ravichandran and Hovy, 2002; Hasegawa et
al. 2004; Etzioni et al. 2005; Paşca et al. 2006).
This framework has been also shown to work for ex-
tracting semantic relations between entities: Pantel
et al. (2004) proposed an approach based on edit-

pattern “X and Y” is a generic pattern whereas the pattern “Y
such as X” is a hyponym-specific pattern

distance to learn lexico-POS patterns foris-a and
part-of relations. Girju et al. (2003) used 100 seed
words from WordNet to extract patterns forpart-of
relations. While most of the above pattern induction
work has been shown to work well for specific rela-
tions (such as “birthdates, companies, etc.”), Section
3.1 explains why directly applying seed learning for
semantic relations can result in high recall but low
precision patterns, a problem also noted by Pantel
and Pennacchiotti (2006). Furthermore, much of
the semantic relation extraction work has focused
on extracting a particular relationindependentlyof
other relations. We show how this problem can be
solved by combining evidence from multiple rela-
tions in Section 3.2. Snow et al.(2006) also de-
scribe a probablistic framework for combining ev-
idence using constraints from hyponymy and cousin
relations. However, they use a supervised logistic
regression model. Moreover, their features rely on
parsing dependency trees which may not be avail-
able for most languages.
The key contribution of this work is using evidence
from multiple relationship types in the seed learning
framework for inducing these relationships and con-
ducting a multilingual evaluation for the same. We
further show how extraction of semantic relations in
multiple languages can be applied to the task of im-
proving a dictionary between those languages.

3 Approach
To be able to automatically create taxonomies such
as WordNet, it is useful to be able to learn not only
hyponymy/hyponymy directly, but also the addi-
tional semantic relationships of meronymy and tax-
onomic cousinhood. Specifically, given a pair of
words (X, Y), the task is to answer the following
questions: 1. Is X a hyponym of Y (e.g.weapon,
gun)? 2. Is X a part/member of Y (e.g.trigger, gun)?
3. Is X a cousin/sibling2 of Y (e.g. gun, missile)? 4.
Do none of the above 3 relations apply but X is ob-
served in the context of Y (e.g.airplane,accident)?3

We will refer to class 4 as “other”.
2Cousins/siblings are words that share a close common hy-

pernym
3Note that this does not imply X is unrelated or indepen-

dent of Y. On the contrary, the required sentential co-occurence
implies a topic similarity. Thus, this is a much harder class to
distinguish from classes 1-3 than non co-occuring unrelatedness
(such asgun, protazoa) and hence was included in the evalua-
tion.
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Rank English Hindi
1 Y, the X Y aura X

(Gloss: Y and X)

2 Y and X Y va X
(Gloss: Y in addition to X)

3 X and other Y Y ne X
(Gloss: Y (case marker) X)

4 X and Y X ke Y
(Gloss: X’s Y)

5 Y, X Y me.n X
(Gloss: Y in X)

Table 1:Naive pattern scoring: Hyponymy patterns ranked by
their raw corpus frequency scores.

3.1 Independently Bootstrapping Lexical
Relationship Models

Following the pattern induction framework of
Ravichandran and Hovy (2002), one of the ways
of extracting different semantic relations is to learn
patterns for each relation independently using seeds
of that relation and extract new pairs using the
learned patterns. For example, to build an inde-
pendent model of hyponymy using this framework,
we collected approximately 50 seed exemplars of
hyponym pairs and extracted all the patterns that
match with the seed pairs4. As in Ravichandran
and Hovy (2002), the patterns were ranked by cor-
pus frequency and a frequency threshold was set to
select the final patterns. These patterns were then
used to extract new word pairs expressing the hy-
ponymy relation by finding word pairs that occur
with these patterns in an unlabeled corpus. How-
ever, the problem with this approach is that generic
patterns (like “X and Y”) occur many times in a
corpus and thus low-precision patterns may end up
with high cumulative scores. This problem is illus-
trated more clearly in Table 1, which shows a list
of top five hyponymy patterns (ranked by their cor-
pus frequency) using this approach. We overcome
this problem by exploiting the multi-class nature of
our task and combine evidence from multiple rela-
tions in order to learn high precision patterns (with
high conditional probabilities) for each relation. The
key idea is to weed out the patterns that occur in

4A pattern is the ngrams occurring between the seedpair
(also called gluetext). The length of the pattern was thresholded
to 15 words.

Rank English Hindi
1 Y like X X aura anya Y

(Gloss: X and other Y)

2 Y such as X Y, X
(Gloss: Y, X)

3 X and other Y X jaise Y
(Gloss: X like Y)

4 Y and X Y tathaa X
(Gloss: Y or X)

5 Y, including X X va anya Y
(Gloss: X and other Y)

Table 2: Patterns for hypernymy class reranked using ev-
idence from other classes. Patterns distributed fairly evenly
across multiple relationship types (e.g. “X and Y”) are dep-
recated more than patterns focused predominantly on a single
relationship type (e.g. “Y such as X”).

more than one semantic relation and keep the ones
that are relation-specific5, thus using the relations
meronymy, cousins and other asnegative evidence
for hyponymy and vice versa. Table 2 shows the pat-
tern ranking by using the model developed in Sec-
tion 3.2 that makes use of evidence from different
classes. We can see more hyponymy specific pat-
terns ranked at the top6 suggesting the usefulness of
this method in finding class-specific patterns.

3.2 A minimally supervised multi-class
classifier for identifying different semantic
relations

First, we extract a list of patterns from an unla-
beled corpus7 independently for each relationship
type (class) using the seeds8 for the respective class
as in Section 3.1.9 In order to develop a multi-

5In the actual algorithm, we will not be entirely weeding
out the common patterns but will estimate the conditional class
probabilities for each pattern:p(class|pattern)

6It is interesting to see in Table 2 that the top learned Hindi
hyponymy patterns seem to be translations of the English pat-
terns suggested by Hearst (1992). This leads to an interesting
future work question: Are the most effective hyponym patterns
in other languages usually translations of the English hyponym
patterns proposed by Hearst (1992) and what are frequent ex-
ceptions?

7Unlabeled monolingual corpora were used for this task, the
English corpus was the LDC Gigaword corpus and the Hindi
corpus was newswire text extracted from the web containing a
total of 64 million words.

8The number of seeds used for classes{hyponym,
meronym, cousin, other} were{48,40,49,50} for English and
were{32,58,31,35} for Hindi respectively. A sample of seeds
used is shown in Table 5.

9We retained only the patterns that had seed frequency
greater one for extracting new word pairs. The total number

467



Hypo. Mero. Cous. Other
X of the Y 0 0.66 0.04 0.3

Y, especially X 1 0 0 0
Y, whose X 0 1 0 0

X and other Y 0.63 0.08 0.18 0.11
X and Y 0.23 0.3 0.33 0.14

Table 3: A sample of patterns and their relationship type
probabilitiesP (class|pattern) extracted at the end of training
phase for English.

Hypo. Mero. Cous. Other
X aura anya Y 1 0 0 0
(X and other Y)

X aura Y 0.09 0.09 0.71 0.11
(X and Y)

X jaise Y 1 0 0 0
(X like Y)

X va Y 0.11 0 0.89 0
(X and Y)

Y kii X 0.33 0.67 0 0
(Y’s X)

Table 4: A sample of patterns and their class probabilities
P (class|pattern) extracted at the end of training phase for
Hindi.

class probabilistic model, we obtain the probability
of each classc given the patternp as follows:

P (c|p) =
seedfreq(p,c)

∑

c′
seedfreq(p,c′)

whereseedfreq(p, c) is the number of seeds of class
c that were found with the pattern p in an unlabeled
corpus. A sample of theP (class|pattern) tables
for English and Hindi are shown in the Tables 3 and
4 respectively. It is clear how occurrence of a pattern
in multiple classes can be used for finding reliable
patterns for a particular class. For example, in Table
3: although the pattern “X and Y” will get a higher
seed frequency than the pattern “Y, especially X”,
the probabilityP (“X and Y ′′|hyponymy) is much
lower than P (“Y, especially X ′′|hyponymy),
since the pattern “Y, especially X” is unlikely to oc-
cur with seeds of other relations.
Now, instead of using theseedfreq(p, c) as the
score for a particular pattern with respect to a
class, we can rescore patterns using the probabilities
P (class|pattern). Thus the final score for a pattern

of retained patterns across all classes for{English,Hindi} were
{455,117} respectively.

p with respect to class c is obtained as:

score(p, c) = seedfreq(p, c) · P (c|p)

We can view this equation as balancing recall and
precision, where the first term is the frequency of
the pattern with respect to seeds of class c (repre-
senting recall), and the second term represents the
relation-specificness of the pattern with respect to
class c (representing precision). We recomputed the
score for each pattern in the above manner and ob-
tain a ranked list of patterns for each of the classes
for English and Hindi. Now, to extract new pairs
for each class, we take all the patterns with a seed
frequency greater than 2 and use them to extract
word pairs from an unlabeled corpus. The semantic
class for each extracted pair is then predicted using
the multi-class classifier as follows: Given a pair of
words (X1, X2), note all the patterns that matched
with this pair in the unlabeled corpus, denote this set
asP. Choose the predicted classc∗ for this pair as:

c∗ = argmaxc

∑

p∈P score(p, c)

3.3 Evaluation of the Classification Task
Over 10,000 new word relationship pairs were ex-
tracted based on the above algorithm. While it is
hard to evaluate all the extracted pairs manually, one
can certainly create a representative smaller test set
and evaluate performance on that set. The test set
was created by randomly identifying word pairs in
WordNet and newswire corpora and annotating their
correct semantic class relationships. Test set con-
struction was done entirely independently from the
algorithm application, and hence some of the test
pairs were missed entirely by the learning algorithm,
yielding only partial coverage.
The total number of test examples including all
classes were 200 and 140 for English and Hindi test-
sets respectively. The overall coverage10 on these
test-sets was 81% and 79% for English and Hindi
respectively. Table 6 reports the overall accuracy11

for the 4-way classification using different patterns
scoring methods. Baseline 1 is scoring patterns by
their corpus frequency as in Ravichandran and Hovy
(2002), Baseline 2 is another intutive method of

10Coverage is defined as the percentage of the test cases that
were present in the unlabeled corpus, that is, cases for which an
answer was given.

11Accuracy on a particular set of pairs is defined as the per-
centage of pairs in that set whose class was correctly predicted.

468



English Hindi
Seed Pairs Model Predictions Seed Pairs Model Predictions

tool,hammer gun,weapon khela,Tenisa kaa.ngresa,paarTii
(game,tennis) (congress,party)

Hypernym currency,yen hockey,sport appraadha,hatyaa passporTa,kaagajaata
(crime,murder) (passport,document)

metal,copper cancer,disease jaanvara,bhaaga a.ngrejii,bhaashhaa
(animal,tiger) (English,language)

wheel,truck room,hotel u.ngalii,haatha jeba,sharTa
(finger,hand) (pocket,shirt)

Meronym headline,newspaper bark,tree kamaraa,aspataala kaptaana,Tiima
(room,hospital) (captain,team)

wing,bird lens,camera ma.njila,imaarata darvaaja,makaana
(floor,building) (door,house)

dollar,euro guitar,drum bhaajapa,kaa.ngresa peTrola,Diijala
(bjp,congress) (petrol,diesel)

Cousin heroin,cocaine history, geography Hindii,a.ngrejii Daalara,rupayaa
(Hindi,English) (dollar,rupee)

helicopter,submarine diabetes,arthritis basa,Traka talaaba,nadii
(bus,truck) (pond,river)

Table 5: A sample of seeds used and model predictions for each class for the taxonomy induction task. For each of the model
predictions shown above, its Hyponym/Meronym/Cousin classification was correctly assigned by the model.

scoring patterns by the number of seeds they ex-
tract. The third row in Table 6 indicates the result
of rescoring patterns by their class conditional prob-
abilties, giving the best accuracy.
While this method yields some improvement over
other baselines, the main point to note here is that
the pattern-based methods which have been shown
to work well for English also perform reasonably
well on Hindi, inspite of the fact that the size of the
unlabeled corpus available for Hindi was 15 times
smaller than for English.
Table 7 shows detailed accuracy results for each re-
lationship type using the model developed in sec-
tion 3.2. It is also interesting to see in Table 8 that
most of the confusion is due to “other” class being
classified as “cousin” which is expected as cousin
words are only weakly semantically related and uses
more generic patterns such as “X and Y” which can
often be associated with the “other” class as well.
Strongly semantically clear classes like Hypernymy
and Meronymy seem to be well discriminated as
their induced patterns are less likely to occur in other
relationship types.

Model English Hindi
Accuracy Accuracy

Baseline 1[RH02] 65% 63%
Baseline 2seedfreq

70% 65%
seedfreq · P (c|p) 73% 66%

Table 6: Overall accuracy for 4-way classification
{hypernym,meronym,cousin,other} using different pattern
scoring methods.

English Hindi
Total Cover. Acc. Total Cover. Acc.

Hypr. 83 74% 97% 59 82% 75%
Mero. 41 81% 88% 33 63% 81%
Cous. 42 91% 55% 23 91% 71%
Other 34 85% 31% 25 80% 20%

Overall 200 81% 73% 140 79% 66%

Table 7: Test set coverage and accuracy results for inducing
different semantic relationship types.

English Hindi
Hypo. Mero. Cous. Oth. Hypo. Mero. Cous. Oth.

Hypo. 59 1 1 0 36 1 10 1
Mero. 1 28 1 3 0 17 4 0
Cous. 14 3 21 0 6 0 15 0
Other 7 3 10 9 1 4 11 4

Table 8:Confusion matrix for English (left) Hindi (right) for
the four-way classification task
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baaruuda

hathiyaara

bama

[via induced
hypernymy]

bomb explosive grenadegun

weapon

banduuka

hyponymy]
[via induced

Goal: To learn this translation

haathagolaa

[via existing dictionary entries or previous induced translations]

EnglishHindi

Figure 2:Illustration of the models of using induced hyponymy and hypernymy for translation lexicon induction.

4 Improving a partial translation
dictionary

In this section, we explore the application of
automatically generated multilingual taxonomies
to the task of translation dictionary induction. The
hypothesis is that a pair of words in two languages
would have increased probability of being transla-
tions of each other if their hypernyms or hyponyms
are translations of one another.
As illustrated in Figure 2, the probability that
weaponis a translation of the Hindi wordhathiyaara
can be decomposed into the sum of the probabilities
that their hyponyms in both languages (as induced
in Section 3.2) are translations of each other. Thus:

PH−>E (WE |WH) =
∑

i
Phyper (WE |Eng(Hi)) Phypo(Hi|WH)

for induced hyponymsHi of the source word
WH , and using an existing (and likely very incom-
plete) Hindi-English dictionary to generate Eng(Hi)
for these hyponyms, and the corresponding induced
hypernyms of these translations in English.12. We
conducted a very preliminary evaluation of this idea
for obtaining English translations of a set of 25

12One of the challenges of inducing a dictionary via using a
corpus based taxonomy is sense disambiguation of the words to
be translated. In the current model, the more dominant sense
(in terms of corpus frequency of its hyponyms) is likely to get
selected by this approach. While the current model can still
help in getting translations of the dominant sense, possible fu-
ture work would be to cluster all the hyponyms according to
contextual features such that each cluster can represent the hy-
ponyms for a particular sense. The current dictionary induction
model can then be applied again using the hyponym clusters to
distinguish different senses for translation.

Hindi words. The Hindi candidate hyponym space
had been pruned of function words and non-noun
words. The likely English translation candidates
for each Hindi word were ranked according to the
probabilityPH−>E(WE|WH).
The first column of Table 9 shows the stand-alone
performance for this model on the dictionary induc-
tion task. This standalone model has a reasonably
good accuracy for finding the correct translation in
the Top 10 and Top 20 English candidates.

Accuracy Accuracy Accuracy
(uni-d) (bi-d) bi-d + Other

Top 1 20% 36% 36%
Top 5 56% 64% 72%
Top 10 72% 72% 80%
Top 20 84% 84% 84%

Table 9:Accuracy on Hindi to English word translation using
different transitive hypernym algorithms. The additional model
components in the bi-d(irectional) plus Other model are only
used to rerank the top 20 candidates of the bidirectional model,
and are hence limited to its top-20 performance.

This approach can be further improved by also im-
plementing the above model in the reverse direction
and computing theP (WH |WEi

) for each of the
English candidatesEi. We did so and computed
P (WH |WEi

) for top 20 English candidate trans-
lations. The final score for an English candidate
translation given a Hindi word was combined by
a simple average of the two directions, that is, by
summingP (WEi

|WH) + P (WH |WEi
).

The second column of Table 9 shows how this
bidirectional approach helps in getting the right
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translations in Top 1 and Top 5 as compared to the
unidirectional approach. Table 10 shows a sample

Correctly translated Incorrectly translated
aujaara vishaya

(tool) (topic)

biimaarii saamana
(disease) (stuff)

hathiyaara dala
(weapon) (group,union)

dastaaveja tyohaara
(documents) (festival)

aparaadha jagaha
(crime) (position,location)

Table 10:A sample of correct and incorrect translations using
transitive hypernymy/hyponym word translation induction

of correct and incorrect translations generated
by the above model. It is interesting to see that
the incorrect translations seem to be the words
that are very general (like “topic”, “stuff”, etc.)
and hence their hyponym space is very large and
diffuse, resulting in incorrect translations.While the
columns 1 and 2 of Table 9 show the standalone
application of our translation dictionary induction
method, we can also combine our model with
existing work on dictionary induction using other
translation induction measures such as using relative
frequency similarity in multilingual corpora and
using cross-language context similarity between
word co-occurrence vectors (Schafer and Yarowsky,
2002).We implemented the above dictionary induc-
tion measures and combined the taxonomy based
dictionary induction model with other measures by
just summing the two scores13. The preliminary
results for bidirectional hypernym/hyponym +
other features are shown in column 3 of Table
9. The results show that the hypernym/hyponym
features can be a useful orthogonal source of lexical
similarity in the translation-induction model space.
While the model shown in Figure 2 proposes
inducing translations of hypernyms, one can also go
in the other direction and induce likely translation
candidates for hyponyms by knowing the translation
of hypernyms. For example, to learn thatrifle is
a likely translation candidate of the Hindi word

13after renormalizing each of the individual score to be in the
range 0 to 1.

raaiphala, is illustrated in Figure 3. But because
there is a much larger space of hyponyms for
weaponin this direction, the output serves more to
reduce the entropy of the translation candidate space
when used in conjunction with other translation
induction similarity measures. We would expect the
application of additional similarity measures to this
greatly narrowed and ranked hypothesis space to
yield improvement in future work.

5 Conclusion

This paper has presented a novel minimal-resource
algorithm for the acquisition of multilingual lex-
ical taxonomies (including hyponymy/hypernymy
and meronymy). The algorithm is based on cross
language projection of various monolingual indica-
tors of these taxonomic relationships in free text
and via bootstrapping thereof. Using only 31-58
seed examples, the algorithm achieves accuracies of
73% and 66% for English and Hindi respectively on
the tasks of hyponymy/meronomy/cousinhood/other
model induction. The robustness of this approach
is shown by the fact that the unannotated Hindi de-
velopment corpus was only 1/15th the size of the
utilized English corpus. We also present a novel
model of unsupervised translation dictionary induc-
tion via multilingual transitive models of hypernymy
and hyponymy, using these induced taxonomies and
evaluated on Hindi-English. Performance starting
from no multilingual dictionary supervision is quite
promising.
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Abstract 

We present the results of research with the 

goal of automatically creating a multilin-

gual thesaurus based on the freely available 

resources of Wikipedia and WordNet. Our 

goal is to increase resources for natural 

language processing tasks such as machine 

translation targeting the Japanese-Spanish 

language pair. Given the scarcity of re-

sources, we use existing English resources 

as a pivot for creating a trilingual Japanese-

Spanish-English thesaurus. Our approach 

consists of extracting the translation tuples 

from Wikipedia, disambiguating them by 

mapping them to WordNet word senses. 

We present results comparing two methods 

of disambiguation, the first using VSM on 

Wikipedia article texts and WordNet defi-

nitions, and the second using categorical 

information extracted from Wikipedia, We 

find that mixing the two methods produces 

favorable results. Using the proposed 

method, we have constructed a multilingual 

Spanish-Japanese-English thesaurus con-

sisting of 25,375 entries. The same method 

can be applied to any pair of languages that 

are linked to English in Wikipedia. 

1 Introduction 

 

Aligned data resources are indispensable compo-

nents of many Natural Language Processing (NLP) 

applications; however lack of annotated data is the 

main obstacle for achieving high performance NLP 

systems. Current success has been moderate. This 

is because for some languages there are few re-

sources that are usable for NLP. 

Manual construction of resources is expensive 

and time consuming. For this reason NLP re-

searchers have proposed semi-automatic or auto-

matic methods for constructing resources such as 

dictionaries, thesauri, and ontologies, in order to 

facilitate NLP tasks such as word sense disam-

biguation, machine translation and other tasks. 

Hoglan Jin and Kam-Fai Wong (2002) automati-

cally construct a Chinese dictionary from different 

Chinese corpora, and Ahmad Khurshid et al. 

(2004) automatically develop a thesaurus for a 

specific domain by using text that is related to an 

image collection to aid in image retrieval. 

With the proliferation of the Internet and the 

immense amount of data available on it, a number 

of researchers have proposed using the World 

Wide Web as a large-scale corpus (Rigau et al., 

2002). However due to the amount of redundant 

and ambiguous information on the web, we must 

find methods of extracting only the information 

that is useful for a given task. 

1.1 Goals 

This research deals with the problem of developing 

a multilingual Japanese-English-Spanish thesaurus 

that will be useful to future Japanese-Spanish NLP 

research projects. 

A thesaurus generally means a list of words 

grouped by concepts; the resource that we create is 

similar because we group the words according to 

semantic relations. However, our resource is also 
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composed of three languages – Spanish, English, 

and Japanese. Thus we call the resource we created 

a multilingual thesaurus. 

Our long term goal is the construction of a Japa-

nese-Spanish MT system. This thesaurus will be 

used for word alignments and building comparable 

corpus. 

We construct our multilingual thesaurus by fol-

lowing these steps:   

• Extract the translation tuples from Wikipedia  
article titles 

• Align the word senses of these tuples with 

those of English WordNet (disambigua-

tion) 

• Construct a parallel thesaurus of Spanish-

English-Japanese from these tuples 

1.2 Method summary 

We extract the translation tuples using Wikipedia’s 

hyperlinks to articles in different languages and 

align these tuples to WordNet by measuring cosine 

vector similarity measures between Wikipedia arti-

cle texts and WordNet glosses. We also use heuris-

tics comparing the Wikipedia categories of a word 

with its hypernyms in WordNet. 

  A fundamental step in the construction of a the-

saurus is part of speech (POS) identification of 

words and word sense disambiguation (WSD) of 

polysemous entries. 

For POS identification, we cannot use Wikipedia, 

because it does not contain POS information. So 

we use another well-structured resource, WordNet, 

to provide us with the correct POS for a word.  

These two resources, Wikipedia and WordNet, 

contain polysemous entries. We also introduce 

WSD method to align these entries.  

We focus on the multilingual application of 

Wikipedia to help transfer information across lan-

guages. This paper is restricted mainly to nouns, 

noun phrases, and to a lesser degree, named enti-

ties, because we only use Wikipedia article titles. 

2 Resources 

2.1 Wikipedia 

Wikipedia is an online multilingual encyclopedia 

with articles on a wide range of topics, in which 

the texts are aligned across different languages.  

Wikipedia has some features that make it suitable 

for research such as: 

Each article has a title, with a unique ID. “Redi-

rect pages” handle synonyms, and “disambiguation 

pages” are used when a word has several senses. 
“Category pages” contain a list of words that share 

the same semantic category. For example the cate-

gory page for “Birds” contains links to articles like 

“parrot”, “penguin”, etc. Categories are assigned 

manually by users and therefore not all pages have 

a category label. 

Some articles belong to multiple categories. For 

example, the article “Dominican Republic” be-

longs to three categories: “Dominican Republic”, 

“Island countries” and “Spanish-speaking coun-

tries”. Thus, the article Dominican Republic ap-

pears in three different category pages. 

The information in redirect pages, disambigua-

tion pages and Category pages combines to form a 

kind of Wikipedia taxonomy, where entries are 

identified by semantic category and word sense. 

2.2 WordNet 

 

WordNet (C. Fellbaum, 1998) “is considered to be 

one of the most important resources in computa-

tional linguistics and is a lexical database, in 

which concepts have been grouped into sets of 

synonyms (words with different spellings, but the 

same meaning), called synsets, recording different 

semantic relations between words”. 

WordNet can be considered to be a kind of ma-

chine-readable dictionary. The main difference 

between WordNet and conventional dictionaries is 

that WordNet groups the concepts into synsets, and 

each concept has a small definition sentence call a 

“gloss” with one or more sample sentences for 

each synset. 

When we look for a word in WordNet it presents 

a finite number of synsets, each one representing a 

concept or idea.  

The entries in WordNet have been classified ac-

cording to the syntactic category such as: nouns, 

verbs, adjectives and adverbs, etc. These syntactic 

categories are known as part of speech (POS). 

3 Related Work 

Compared to well-established resources such as 

WordNet, there are currently comparatively fewer 

researchers using Wikipedia as a data resource in 

474



NLP. There are, however, works showing promis-

ing results. 

The work most closely related to this paper is 

(M. Ruiz et al., 2005), which attempts to create an 

ontology by associating the English Wikipedia 

links with English WordNet. They use the “Sim-

ple English Wikipedia” and WordNet version 1.7 

to measure similarity between concepts. They 

compared the WordNet glosses and Wikipedia by 

using the Vector Space Model, and presented re-

sults using the cosine similarity. 

 Our approach differs in that we disambiguate 

the Wikipedia category tree using WordNet hyper-

/hyponym tree. We compare our approach to M. 

Ruiz et al., (2005) using it as the baseline in sec-

tion 7. 

Oi Yee Kwong (1998) integrates different re-

sources to construct a thesaurus by using WordNet 

as a pivot to fill gaps between thesaurus and a dic-

tionary.  

Strube and Ponzetto (2006) present some ex-

periments using Wikipedia for the computing se-

mantic relatedness of words (a measure of degree 

to which two concepts are related in a taxonomy 

measured using all semantic relations), and com-

pare the results with WordNet. They also integrate 

Google hits, in addition to Wikipedia and WordNet 

based measures. 

4 General Description 

First we extract from Wikipedia all the aligned 

links i.e. Wikipedia article titles.  We map these on 

to WordNet to determine if a word has more than 

one sense (polysemous) and extract the ambiguous 

articles. We use two methods to disambiguate by 

assigning the WordNet sense to the polysemous 

words, we use two methods: 

� Measure the cosine similarity between each 

Wikipedia article’s content and the WordNet 

glosses.  

� Compare the Wikipedia category to which the 

article belongs with the corresponding word in 

WordNet’s ontology  

Finally, we substitute the target word into Japa-

nese and Spanish. 

 

5 Extracting links from Wikipedia 
 

The goal is the acquisition of Japanese-Spanish-

English tuples of Wikipedia’s article titles. Each 

Wikipedia article provides links to corresponding 

articles in different languages. 

Every article page in Wikipedia has on the left 

hand side some boxes labeled: ‘navigation’, 

‘search’, ‘toolbox’ and finally ‘in other languages’. 

This has a list of all the languages available for that 

article, although the articles in each language do 

not all have exactly the same contents. In most 

cases English articles are longer or have more in-

formation than their counterparts in other lan-

guages, because the majority of Wikipedia collabo-

rators are native English speakers. 

 

Pre-processing procedure: 

 

Before starting with the above phases, we first 

eliminate the irrelevant information from Wikipe-

dia articles, to make processing easy and faster.The 

steps applied are as follows: 

1. Extract the Wikipedia web articles 

2. Remove from the pages all irrelevant informa-

tion, such as images, menus, and special 

markup such as: “()”, “&quot;”, “*”, etc... 

3. Verify if a link is a redirected article and ex-

tract the original article 

4. Remove all stopwords and function words that 

do not give information about a specific topic 

such as “the”, “between”, “on”, etc. 

 

Methodology 

 

 
 

Figure 1.  The article “bird” in English, Spanish and 

Japanese 

 
Take all articles titles that are nouns or named enti-

ties and look in the articles’ contents for the box 
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called ‘In other languages’. Verify that it has at 

least one link. If the box exists, it links to the same 

article in other languages. Extract the titles in these 

other languages and align them with the original 

article title. 

For instance, Figure 1. shows the English article 

titled “bird” translated into Spanish as “ave”, and 

into Japanese as “chourui” (鳥類). When we click 

Spanish or Japanese ‘in other languages’ box, we 

obtain an article about the same topic in the other 

language. This gives us the translation as its title, 

and we proceed to extract it. 

 

6 Aligning Wikipedia entries to WordNet 

senses 

 
The goal of aligning English Wikipedia entries to 

WordNet 2.1 senses is to disambiguate the 

polysemous words in Wikipedia by means of com-

parison with each sense of a given word existing in 

WordNet. 

A gloss in WordNet contains both an association 

of POS and word sense. For example, the entry 

“bark#n#1” is different than “bark#v#1” because 

their POSes are different. In this example, “n” de-

notes noun and “v” denotes verb. So when we 

align a Wikipedia article to a WordNet gloss, we 

obtain both POS and word sense information. 

 

Methodology 

 
We assign WordNet senses to Wikipedia’s polyse-

mous articles. Firstly, after extracting all links and 

their corresponding translations in Spanish and 

Japanese, we look up the English words in Word-

Net and count the number of senses that each word 

has. If the word has more than one sense, the word 

is polysemous. 

We use two methods to disambiguate the am-

biguous articles, the first uses cosine similarity and 

the second uses Wikipedia’s category tree and 

WordNet’s ontology tree. 

6.1 Disambiguation using Vector Space Model 

We use a Vector Space Model (VSM) on Wikipe-

dia and WordNet to disambiguate the POS and-

word sense of Wikipedia article titles. This gives 

us a correspondence to a WordNet gloss. 

 

 

Where V1 represents the Wikipedia article’s word 

vector and V2  represents the WordNet gloss’ word 

vector. 

In order to transfer the POS and word sense in-

formation, we have to measure similarity metric 

between a Wikipedia article and a WordNet gloss.  

 

Background 
 

VSM is an algebraic model, in which we convert a 

Wikipedia article into a vector and compares it to a 

WordNet gloss (that has also been converted into a 

vector) using the cosine similarity measure. It takes 

the set of words in some Wikipedia article and 

compares them with the set of words of WordNet 

gloss. Wikipedia articles which have more words 

in common are considered similar documents. 

  In Figure 2 shows the vector of the word “bank”, 

we want to compare the similitude between the 

Wikipedia article “bank-1” with the English 

WordNet “bank-1” and “bank-2”.  

 

 

   
 

Figure 2. Vector Space Model with the word “bank” 

 

VSM Algorithm: 

 

1. Encode the Wikipedia article as a vector, 

where each dimension represents a word 

in the text of the article 

2. Encode the WordNet gloss of each sense 

as a vector in the same manner 

bank -1(a) 

bank -1(b) 

bank -2(a) 

bank -2(b) 

(a) Wikipedia 

(b) WordNet 

θ

||.||
cos

21

21

VV

VV ⋅
=θ
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3. Compute the similarity between the 

Wikipedia vector and WordNet senses’ 

vectors for a given word using the cosine 

measure 

4. Link the Wikipedia article to the Word-

Net gloss with the highest similarity 

 

6.2   Disambiguation by mapping the WordNet 
ontological tree to Wikipedia categories 

 

This method consists of mapping the Wikipedia 

Category tree to the WordNet ontological tree, by 

comparing hypernyms and hyponyms. The main 

assumption is that there should be overlap between 

the hypernyms and hyponyms of Wikipedia arti-

cles and their correct WordNet senses. We will 

refer to this method as MCAT (“Map CATego-

ries”) throughout the rest of this paper. 

Wikipedia has in the bottom of each page a box 

containing the category or categories to which the 

page belongs, as we can see in Figure 3. Each cate-

gory links to the corresponding category page to 

which the title is affiliated. This means that the 

“category page” contains a list of all articles that 

share a common category. 
 

 
 

Figure 3. Relation between WordNet ontological tree 

and Wikipedia categories  

 

Methodology 

 
1. We extract ambiguous Wikipedia article 

titles (links) and the corresponding cate-

gory pages 

2. Extract the category pages, containing all 

pages which belong to that category, its 

subcategories, and other category pages 

that have a branch in the tree and categories 

to which it belongs. 
3. If the page has a category: 
3.1 Construct an n-dimensional vector con-

taining the links and their categories 
3.2 Construct an n-dimensional vector of the 

category pages, where every dimension 

represents a link which belongs to that 

category 
4. For each category that an article belongs 

to: 
4.1  Map the categoryto the WordNet hy-

pernym-/hyponym tree by looking in 

each place that the given word ap-

pears and verify if any of its branches 

exist in the category page vector. 
4.2  If a relation cannot be found then con-

tinue with other categories 
4.3  If there is no correspondence at all 

then take the category pages vector 

and look to see if any of the links has 

relation with the WordNet tree 
5. If there is at least one correspondence then 

assign this sense 
    

 

6.3 Constructing the multilingual thesaurus 

 

After we have obtained the English words with its 

corresponding English WordNet sense aligned in 

the three languages, we construct a thesaurus from 

these alignments. 

The thesaurus contains a unique ID for every tu-

ple of word and POS that it will have information 

about the syntactic category. 

 It also contains the sense of the word (obtain in 

the disambiguation process) and finally a small 

definition, which have the meaning of the word in 

the three languages. 

� We assign a unique ID to every tuple of words 

� For Spanish and Japanese we assign for de-

fault sense 1 to the first occurrence of the 

word if there exists more than 1 occurrence 

we continue incrementing 

� Extract a small definition from the corre-

sponding Wikipedia articles 

animal 

  bird 

life form 

WordNet tree                Wikipedia article 

Categories: Birds  
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The definition of title word in Wikipedia tends to 

be in the first sentence of the article.  

Wikipedia articles often include sentences defin-

ing the meaning of the article’s title. We mine 

Wikipedia for these sentences include them in our 

thesaurus. There is a large body of research dedi-

cate to identifying definition sentences (Wilks et 

al., 1997), However, we currently rely on very 

simple patterns to this (e.g. “X is a/are Y”,  “X es 

un/a Y”, “X は/が Y である。”). Incorporating 

more sophisticated methods remains an area of 

future work.  

7 Experiments 

7.1 Extracting links from Wikipedia 

 

We use the articles titles from Wikipedia which are 

mostly nouns (including named entities) in Spanish, 

English and Japanese; (es.wikipedia.org, 

en.wikipedia.org, and ja.wikipedia.org), specifi-

cally “the latest all titles” and “the latest pages ar-

ticles” files retrieved in April of 2006, and English 

WordNet version 2.1. 

Our Wikipedia data contains a total of 377,621 

articles in Japanese; 2,749,310 in English; and 

194,708 in Spanish. We got a total of 25,379 words 

aligned in the three languages. 
 

7.2 Aligning Wikipedia  entries to WordNet 

senses 

In WordNet there are 117,097 words and 141,274 

senses. In Wikipedia (English) there are 2,749,310 

article titles. 78,247 word types exist in WordNet. 

There are 14,614 polysemous word types that will 

align with one of the 141,274 senses in WordNet. 

We conduct our experiments using 12,906 am-

biguous articles from Wikipedia. 

Table 1 shows the results obtained for WSD. 

The first column is the baseline (M. Ruiz et al., 

2005) using the whole article; the second column is 

the baseline using only the first part of the article.  

   The third column (MCAT) shows the results of 

the second disambiguation method (disambigua-

tion by mapping the WordNet ontological tree to 

Wikipedia categories). Finally the last column 

shows the results of combined method of taking 

the MCAT results when available and falling back 

to MCAT otherwise. The first row shows the sense 

assignments, the second row shows the incorrect 

sense assignment, and the last row shows the num-

ber of word used for testing. 

 
7.2.1 Disambiguation using VSM 

 

In the experiment using VSM, we used human 

evaluation over a sample of 507 words to verify if 

a given Wikipedia article corresponds to a given 

WordNet gloss. We took a the stratified sample of 

our data selecting the first 5 out of every 66 entries 

as ordered alphabetically for a total of 507 entries.  

   We evaluate the effectiveness of using whole 

articles in Wikipedia versus only a part (the first 

part up to the first subtitle), we found that the best 

score was obtained when using the whole articles 

81.5% (410 words) of them are correctly assigned 

and 18.5% (97 words) incorrect.  

 

Discussion 
 

In this experiment because we used VSM the result 

was strongly affected by the length of the glosses 

in WordNet, especially in the case of related defi-

nitions because the longer the gloss the greater the 

probability of it having more words in common.  

An example of related definitions in English 

WordNet is the word “apple”. It has two senses as 

follows: 

� apple#n#1: fruit with red or yellow or green 

skin and sweet to tart crisp whitish flesh. 

� apple#n#2: native Eurasian tree widely culti-

vated in many varieties for its firm rounded 

edible fruits. 

The Wikipedia article “apple” refers to both 

senses, and so selection of either WordNet sense is 

correct. It is very difficult for the algorithm to dis-

tinguish between them. 

 

7.2.2 Disambiguation by mapping the WordNet 

ontological tree to Wikipedia categories 
 
Our 12,906 articles taken from Wikipedia belong 

to a total of 18,810 associated categories. Thus, 

clearly some articles have more than one category; 

however some articles also do not have any cate-

gory. 

In WordNet there are 107,943 hypernym relations. 
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Baseline Our methods  

VSM VSM (using first 

part of the article) 

MCAT VSM+ MCAT 

Correct sense identification 410  

(81.5%) 

403  

(79.48%) 

380 

(95%) 
426 

 (84.02%) 

Incorrect sense identification 97  

(18.5%) 

104 

 (20.52%) 

20  

(5%) 

81  

(15.98%) 

Total ambiguous words 507 

 (100%) 

400 

(100%) 

507  

(100%) 

 

Table 1. Results of disambiguation 

 

 

Results: 

 

We successfully aligned 2,239 Wikipedia article 

titles with a WordNet sense. 400 of the 507 arti-

cles in our test data have Wikipedia category 

pages allowing us apply MCAT. Our human 

evaluation found that 95% (380 words) were cor-

rectly disambiguated. This outperformed disam-

biguation using VSM, demonstrating the utility of 

the taxonomic information in Wikipedia and 

WordNet. However, because not all words in 

Wikipedia have categories, and there are very few 
named entities in WordNet, the number of disam-

biguated words that can be obtained with MCAT 

(2,239) is less than when using VSM, (12,906). 

Using only MCAT reduces the size of the Japa-

nese-Spanish thesaurus. We had the intuition that 

by combining both disambiguation methods we 

can achieve a better balance between coverage 

and accuracy. VSM+MCAT use the MCAT WSD 

results when available falling back to VSM results 

otherwise. 

 We got an accuracy of 84.02% (426 of 507 to-

tal words) with VSM+MCAT, outperforming the 

baselines. 

 

Evaluating the coverage over Comparable cor-

pus 
 
� Corpus construction 

 

We construct comparable corpus by extracting 

from Wikipedia articles content information as 

follows: 

Choose the articles whose content belongs to the 

thesaurus. We only took the first part of the article 

until a subtitle and split into sentences. 

 

� Evaluation of  coverage 

 
We evaluate the coverage of the thesaurus over an 

automated comparable corpus automatically ex-

tracted from Wikipedia. The comparable corpus 

consists of a total of 6,165 sentences collected 

from 12,900 articles of Wikipedia. 

 We obtained 34,525 types of words; we map 

them with 15,764 from the Japanese-English-

Spanish thesaurus. We found 10,798 types of 

words that have a coincidence that it is equivalent 

to 31.27%. 

We found this result acceptable for find informa-

tion inside Wikipedia. 

 

 

8 Conclusion    and future work 

 
This paper focused on the creation of a Japanese-

Spanish-English thesaurus and ontological rela-

tions. We demonstrated the feasibility of using 

Wikipedia’s features for aligning several lan-

guages.We present the results of three sub-tasks: 

The first sub-task used pattern matching to 

align the links between Spanish, Japanese, and 

English articles’ titles. 

The second sub-task used two methods to dis-

ambiguate the English article titles by assigning 

the WordNet senses to each English word; the 

first method compares the disambiguation using 

cosine similarity. The second method uses 

Wikipedia categories. We established that using 

Wikipedia categories and the WordNet ontology 

gives promising results, however the number of 

words that can be disambiguated with this method 
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is small compared to the VSM method. However, 

we showed that combining the two methods 

achieved a favorable balance of coverage and ac-

curacy. 

Finally, the third sub-task involved translating 

English thesaurus entries into Spanish and Japa-

nese to construct a multilingual aligned thesaurus. 

So far most of research on Wikipedia focuses 

on using only a single language. The main contri-

bution of this paper is that by using a huge multi-

lingual data resource (in our case Wikipedia) 

combined with a structured monolingual resource 

such as WordNet, we have shown that it is possi-

ble to extend a monolingual resource to other lan-

guages. Our results show that the method is quite 

consistent and effective for this task. 

The same experiment can be repeated using 

Wikipedia and WordNet on languages others than 

Japanese and Spanish offering useful results espe-

cially for minority languages. 

In addition, the use of Wikipedia and WordNet 

in combination achieves better results than those 

that could be achieved using either resource inde-

pendently. 

We plan to extent the coverage of the thesaurus 

to other syntactic categories such as verbs, adverb, 

and adjectives. We also evaluate our thesaurus in 

real world tasks such as the construction of com-

parable corpora for use in MT.  
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Abstract 

In this paper, we propose a machine    
learning approach to rhetorical role       
identification from legal documents. In our 
approach, we annotate roles in sample 
documents with the help of legal experts 
and take them as training data.  Conditional 
random field model has been trained with 
the data to perform rhetorical role         
identification with reinforcement of rich 
feature sets. The understanding of structure 
of a legal document and the application of 
mathematical model can brings out an     
effective summary in the final stage. Other 
important new findings in this work         
include that the training of a model for one 
sub-domain can be extended to another 
sub-domains with very limited augmenta-
tion of feature sets. Moreover, we can     
significantly improve extraction-based 
summarization results by modifying the 
ranking of sentences with the importance 
of specific roles. 

1 Introduction 

With the availability of large number of colossal 
legal documents in electronic format, there is a 
rising need for effective information retrieval tools 
to assist in organizing, processing and retrieving 
this information and presenting them in a suitable 
user-friendly format. To that end, text summariza-
tion is an important step for many of these larger 
information management goals. In recent years, 
much attention has been focused on the problem of 
understanding the structure and textual units in 
legal judgments (Farzindar & Lapalme, 2004). In 

this case, performing automatic segmentation of a 
document to understand the rhetorical roles turns 
out to be an important research issue.  For instance, 
Farzindar (2004) proposed a text summarization 
method to manipulate factual and heuristic   
knowledge from legal documents. Hachey and 
Grover (2005) explored machine learning approach 
to rhetorical status classification by performing 
fact extraction and sentence extraction for        
automatic summarization of texts in the legal    
domain. They formalized the problem to extract 
most important units based on the identification of 
thematic structure of the document and determina-
tion of argumentative roles of the textual units in 
the judgment. They mainly used linguistic features 
to identify the thematic structures.   
   In this paper, we discuss methods for automatic 
identification of rhetorical roles in legal judgments 
based on rules and on machine learning techniques. 
Using manually annotated sample documents on 
three different legal sub-domains (rent control,   
income tax and sales tax), we train an undirected 
graphical model to segment the documents along 
different rhetorical structures. To represent the 
documents for this work, we mainly used features 
like cue words, state transition, named entity,    
position and other local and global features. The 
segmented texts with identified roles play a crucial 
part in re-ordering the ranking in the final          
extraction-based summary. The important         
sentences are extracted based on the term          
distribution model given in [Saravanan et al, 
2006]. In   order to develop a generic approach to 
perform segmentation, we use a fixed set of seven 
rhetorical categories based on Bhatia’s (1993) 
genre analysis shown in Table 1.  
   Graphical Models are nowadays used in many 
text   processing  applications;   however  the  main                          
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Rhetorical Roles Description 
 Identifying the case  (1) The sentences that are present in a judgment to identify the issues to be decided for a 

case. Courts call them as “Framing the issues”. 
Establishing facts of the 
case  (2) 

The facts that are relevant to the present proceedings/litigations that stand proved, dis-
proved or unproved for proper applications of correct legal principle/law. 

Arguing the case   (3) Application of legal principle/law advocated by contending parties to a given set of 
proved facts. 

History of the case  (4) Chronology of events with factual details that led to the present case between parties 
named therein before the court on which the judgment is delivered. 

Arguments (Analysis ) (5) The court discussion on the law that is applicable to the set of proved facts by weighing 
the arguments of contending parties with reference to the statute and precedents that are 
available. 

Ratio decidendi    (6) 
(Ratio of the decision) 

Applying the correct law to a set of facts is the duty of any court. The reason given for 
application of any legal principle/law to decide a case is called Ratio decidendi in legal 
parlance. It can also be described as the central generic reference of text. 

Final decision  (7) 
(Disposal) 

It is an ultimate decision or conclusion of the court following as a natural or logical out-
come of ratio of the decision 

Table 1. The current working version of the rhetorical annotation scheme for legal judgments. 
 
focus has been performing Natural Language   
processing tasks on newspaper and research paper 
domains. As a novel approach, we have tried and 
implemented the CRF model for role identification 
in legal domain. In this regard, we have first      
implemented rule based approach and extend this 
method with additional features and a probabilistic 
model. In another study, CRF is used as a tool to 
model the sequence labeling problem for summari-
zation task (Shen at al., 2006). In our work, we are 
in the process of   developing a fully automatic 
summarization system for a legal domain on the 
basis of Lafferty’s (2001) segmentation task and 
Teufel & Moen’s (2004) gold standard approaches. 
Legal judgments are different in characteristics 
compared with articles reporting scientific research 
papers and other simple domains related to the 
identification of basic structures of a document. To 
perform a summarization methodology and find 
out important portions of a legal document is a 
complex problem (Moens, 2004). Even the skilled 
lawyers are facing difficulty in identifying the 
main       decision part of a law report. The genre 
structure identified for legal judgment in our work 
plays a crucial role in identifying the main decision 
part in the way of breaking the document in     
anaphoric chains. The sentence extraction task 
forms part of an automatic summarization system 
in the legal domain. The main focus of this paper is 
information extraction task based on the identified 
roles and methods of structuring summaries    
which  has considered  being a  hot  research  topic  

 

Most traditional rule learning algorithms are based 
on a divide-and-conquer strategy. SLIPPER 
[Cohen, 1999] is one of the standard rule learning 
algorithms used for information retrieval task. In 
SLIPPER, the ad hoc metrics used to guide the 
growing and pruning of rules are replaced with 
metrics based on the formal analysis of boosting 
algorithms. For each instance, we need to check 
each and every rule in the rule set for a given    
sentence. It takes more time for larger corpora 

 

 
(Yeh et al., 2005). Now we will discuss the       
importance of identifying rules in the data         
collection by various methods available for rule 
learning in the next section. 

2 Text Segmentation Algorithms 

We explain two approaches to text segmentation 
for identifying the rhetorical roles in legal       
judgments. The focus of the first approach is on a 
rule-based method with novel rule sets which we 
fine-tuned for legal domains. That is, we frame text 
segmentation as a rule learning problem. The    
proposed rule-based method can be enhanced with 
additional features and a probabilistic model. An 
undirected graphical model, Conditional Random 
Field (CRF) is used for this purpose. It shows   
significant improvement over the rule-based 
method. The explanation of these methods is given 
in the following sections. 

2.1 Rule-based learning algorithms 
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compared to other rule learning algorithms even 
for  a  two-class  problem.  If  we  need to  consider  
more than two classes and to avoid overfitting of 
ensemble of rules, one has to think of grouping the 
rules in a rule set and some chaining mechanism 
has to be followed. Another rule learning algorithm 
RuleFit (Friedman & Popescu, 2005) generates a 
small comprehensible rule set which is used in   
ensemble learning with larger margin. In this case, 
overfitting may happen, if the rule set gets too 
large and thus some form of control has to be 
maintained. Our main idea is to find a preferably 
small set of rules with high predictive accuracy and 
with marginal execution time.   
   We propose an alternative rule learning strategy 
that concentrates on classification of rules and 
chaining relation in each rhetorical role (Table 1) 
based on the human annotation schemes. A chain 
relation is a technique used to identify co-     
occurrences of roles in legal judgments. In our   
approach, rules are conjunctions of primitive    
conditions. As used by the boosting algorithms, a 
rule set R can be any hypothesis that partitions the 
set of instance X into particular role categorization; 
the set of instances which satisfy any one of seven 
different set of categorized roles. We start by    
generating rules that describe the original features 
found in the training set. Each rule outputs 1 if its 
condition is met, 0 if it is not met.  Let us now   
define for a sample document X = (S1, S2,….,Sm) 
of size m, we assume that the set of rules     
R = {r

             

    

The CRF model-based retrieval system designed in 
this paper will depict the way a human can summa-
rize a legal judgment by understanding the        
importance of roles and related contents.           
Conditional Random Fields is one of the recently 
emerging graphical models which have been used 
for text segmentation problems and proved to be 
one of the best available frame works compared to 
other existing models (Lafferty, 2001).  A      
judgment can be regarded as a sequence of        
sentences that can be segmented along the seven 
rhetorical roles where each segments is relatively 
coherent in content. We use CRF as a tool to 
model the text segmentation problem. CRFs are 
undirected graphical models used to specify the 
conditional probabilities of possible label          
sequences given an observation sequence. More-
over, the conditional probabilities of label         
sequences can depend on arbitrary, non independ-
ent features of the observation sequence, since we 
are not forming the model to consider the          
distribution of those dependencies. In a special 
case in which the output nodes of the graphical 
model are linked by edges in a linear chain, CRFs 
make a first-order Markov independence           
assumption with binary feature functions, and thus 
can be understood as conditionally-trained finite 
state   machines (FSMs) which are suitable for se-
quence labeling.            

    
                

 

   A linear chain CRF with parameters                   
C = {C1,r2,…} are applied to sample X, where each 

rule ri : X  L  represents the mapping of     
sentences of X onto a rhetorical role and     
L = {L1,L2,…,L7}. Each Li represents a rhetorical 
role from the fixed set shown in Table 1. An     
outline of our method is given below.  
 
   Procedure Test (X) 
     {    Read test set 
           Read instances from sample X (instances  may  be 
            words,  N-grams or even full sentences) 
            Apply rules in R (with role categorization 
                       by maintaining chain relation) 
             For k = 1 to m sentences   

For i = 1, 2, …. no. of instances in each sentence 
For j = 1 to 7      /* 7 identified roles */  
If there exist a rule which satisfies then  
       X(i,j)  gets a value  1    
Else 
   X(i,j) gets a value {1,0} based on chain relation 
 S(k) = L (argmax Σ(X(i,j))) 

                                      j       i      
   } 

2.2 Conditional Random Fields and Features 

1,C2,…..} defines a  conditional probability 
for a label sequence l = l1,…..lw (e.g., Establishing 
facts of the case, Final decision, etc.) given an    
observed input sequence s = s1,…sW to be 

        1          w m 
    PC(l | s) = ---  exp[∑∑ Ck fk (lt-1, lt. s, t)  ….   (1) 

      Zs             
t=1 k=1 

where Zs  is the normalization factor that makes the 
probability of all state sequences sum to one,             
fk (lt-1, lt, s, t) is one of  m feature functions which is 
generally binary valued and Ck is a learned weight 
associated with feature function. For example, a 
feature may have the value of 0 in most cases, but 
given the text “points for consideration”, it has the 
value 1 along the transition where lt-1 corresponds 
to a state with the label identifying the case, lt   cor-
responds to a state  with the label  history of the 
case,  and  fk is  the feature  function  PHRASE=  
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“points for consideration” belongs to s at position t 
in the sequence. Large positive values for Ck     
indicate a preference for such an event, while large 
negative values make the event unlikely and near 
zero for relatively uninformative features. These 
weights are set to maximize the conditional log 
likelihood of labeled sequence in a training set     
D = {( s

 

State Transition features - In CRFs, state        
transitions are also represented as features (Peng & 
McCullam, 2006). The feature function f

t, lt) : t = 1,2,…w), written as: 
 
         LC (D) =   ∑log PC(li | si) 
                                           i 

                w m   
            =  ∑ (∑ ∑ Ck fk (lt-1, lt. s, t)  - log Zsi )...(2) 
                           i

       
t=1 k=1 

The training state sequences are fully labeled and 
definite, the objective function is convex, and thus 
the model is guaranteed to find the optimal weight 
settings in terms of LC (D). The probable labeling 
sequence for an input si can be efficiently     
calculated by dynamic programming using     
modified Viterbi algorithm. These implementa-
tions of CRFs are done using newly developed java 
classes which also use a quasi-Newton method 
called L-BFGS to find these feature weights     
efficiently. In addition to the following standard set 
of features, we also added other related features to 
reduce the complexity of legal domain. 

     

Legal vocabulary features - One of the simplest 
and most obvious set of features is decided using 
the basic vocabularies from a training data. The 
words that appear with capitalizations, affixes, and 
in abbreviated texts are considered as important 
features. Some of the phrases that include v. and 
act/section are the salient features for arguing the 
case and arguments categories. 

  

 

      
   

We have gathered a corpus of legal judgments up 
to the year 2006 which were downloaded from 
www.keralawyer.com specific to the sub-domains 
of rent control, income tax and sales tax. Using the 
manually annotated subset of the corpus (200 
judgments) we have performed a number of      
preliminary experiments to determine which 
method would be appropriate for role identifica-
tion. The annotated corpus is available from 
iil.cs.iitm.ernet.in/datasets. Even though, income 
tax and sales tax judgments are based on similar 
facts, the number of relevant legal sections /      
provisions are differ. The details and structure of 
judgments related to rent control domain are not 
the same compared to income tax and sales tax 
domains. Moreover, the roles like ratio decidendi 
and final decision occur many times spread over 
the full judgment in sales tax domain, which is 
comparatively different to other sub-domains.  We 
have implemented both the approaches on rent 
control domain successfully. We found that the 
other sub-domains need specific add-on features 
which improve the result by an additional 20%. 
Based on this, we have introduced additional     
features and new set of rules for the income tax 
and sales tax related judgments. The modified rule 
set and additional features are smaller in number, 
but  create  a  good impact  on the  rhetorical status  

Indicator/cue phrases – The term ‘cue phrase’ 
indicates the key phrases frequently used which are 
the indicators of common rhetorical roles of the 
sentences (e.g. phrases such as “We agree with 
court”, “Question for consideration is”, etc.,). In 
this study, we encoded this information and     
generated automatically explicit linguistic features.    
Feature functions for the rules are set to 1 if they 
match words/phrases in the input sequence exactly.  
Named entity recognition - This type of     
recognition is not considered fully in summarizing     
scientific articles (Teufel & Moens, 2002).  But in 
our work, we included few named entities like   
Supreme Court, Lower court etc., and generate  
binary-valued entity type features which take the 
value 0 or 1 indicating the presence or absence of a 
particular entity type in the sentences. 
Local features and Layout features - One of the 
main advantages of CRFs is that they easily afford 
the use of arbitrary features of the input. One can 
encode abbreviated features; layout features such 
as position of paragraph beginning, as well as the 

sentences appearing with quotes, all in one     
framework.  

k (lt-1, lt. s, 
t) in Eq. (1) is a general function over states and 
observations. Different state transition features can 
be defined to form different Markov-order       
structures. We define state transition features    
corresponding to appearance of years attached with 
Section and Act nos. related to the labels arguing 
the case and arguments.  

2.3 Experiments with role identification 
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Precision Recall F-measure 
 

Rhetorical Roles 

Slipper 
 

Rule-
based 

CRF Slipper Rule-
based 

CRF Slipper Rule-
based 

CRF 

Identifying the case    0.641 0.742 0.846 0.512 0.703 0.768 0.569 0.722 0.853 
Establishing the facts of the case 0.562 0.737 0.824 0.456 0.664 0.786 0.503 0.699 0.824 
Arguing the case 0.436 0.654 0.824 0.408 0.654 0.786 0.422 0.654 0.805 
History of the case 0.841 0.768 0.838 0.594 0.716 0.793 0.696 0.741 0.815 
Arguments 0.543 0.692 0.760 0.313 0.702 0.816 0.397 0.697 0.787 
Ratio of decidendi 0.574 0.821 0.874 0.480 0.857 0.903 0.523 0.839 0.888 

 
 
 
 
 
Rent 
Control 
Domain 
 

Final Decision 0.700 0.896 0.986 0.594 0.927 0.961 0.643 0.911 0.973 
Micro-Average of F-measure   0.536 0.752 0.849 

Precision Recall F-measure 
 

Rhetorical Roles 

Slipper 
 

Rule-
based 

CRF Slipper Rule-
based 

CRF Slipper Rule-
based 

CRF 

Identifying the case 0.590 0.726 0.912 0.431 0.690 0.852 0.498 0.708 0.881 
Establishing the facts of the case 0.597 0.711 0.864 0.512 0.659 0.813 0.551 0.684 0.838 
Arguing the case 0.614 0.658 0.784 0.551 0.616 0.682 0.581 0.636 0.729 
History of the case 0.437 0.729 0.812 0.418 0.724 0.762 0.427 0.726 0.786 
Arguments 0.740 0.638 0.736 0.216 0.599 0.718 0.334 0.618 0.727 
Ratio of decidendi 0.416 0.708 0.906 0.339 0.663 0.878 0.374 0.685 0.892 

 
 
 
 
 
Income 
Tax 
Domain 
 

Final Decision   0.382 0.752 0.938 0.375 0.733 0.802 0.378 0.742 0.865 
Micro-Average of F-measure   0.449 0.686 0.817 

Precision Recall F-measure 
 

Rhetorical Roles 

Slipper 
 

Rule-
based 

CRF Slipper Rule-
based 

CRF Slipper Rule-
based 

CRF 

Identifying the case 0.539 0.675 0.842 0.398 0.610 0.782 0.458 0.641 0.811 
Establishing the facts of the case 0.416 0.635 0.784 0.319 0.559 0.753 0.361 0.595 0.768 
Arguing the case 0.476 0.718 0.821 0.343 0.636 0.747 0.399 0.675 0.782 
History of the case 0.624 0.788 0.867 0.412 0.684 0.782 0.496 0.732 0.822 
Arguments 0.500 0.638 0.736 0.438 0.614 0.692 0.467 0.626 0.713 
Ratio of decidendi 0.456 0.646 0.792 0.318 0.553 0.828 0.375 0.596 0.810 

 
 
 
 
 
Sales Tax 
Domain 
 

Final Decision 0.300 0.614 0.818 0.281 0.582 0.786 0.290 0.598 0.802 
Micro-Average of F-measure   0.407 0.637 0.787 
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Table 2. Precision, Recall and F-measure for seven rhetorical roles  
 the  sales  tax   and  income   tax     
mon practice to consider human 

an upper bound for most of the IR 
valuation, the performance of the 
 successfully tested by matching 
tated documents. 
l & Castellan, 1988) is an      
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entification for legal judgments 
 control, income tax and sales tax  

        Figure 1 shows that the distribution of the seven 
categories is very much skewed, with 60% of all 
sentences being classified as history of the case. 
Basically it includes the   remaining contents of the 

 
sub-domains. In this experiment, we also made an 
effort to understand the annotation of relevance of 
seven rhetorical categories.  

 
Figure 1. Distribution of rhetorical roles (10 entire 
documents from rent control sub-domain)  
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document other than the six categories. In this 
case, we have calculated the distribution among 10  
judgments related to rent control documents.     
Figure 2 shows the rhetorical category distribution 
among the 10 different summaries from rent     
control domain. This shows that the resulting   
category distribution is far more evenly distributed 
than the one covering all sentences in Figure 1. 
Ratio of decidendi and final decision are the     
two most frequent categories in the sentences     
extracted from judgments. The label numbers men-
tioned in the Figures denote the rhetorical roles 
which as defined in Table 1. 

 
  

The automatic text summarization process starts 
with sending legal document to a preprocessing 
stage. In this preprocessing stage, the document is 

to be divided into segments, sentences and tokens. 
We have introduced some new feature identifica-
tion techniques to explore paragraph alignments. 
This process includes the understanding of        
abbreviated texts and section numbers and argu-
ments which are very specific to the structure of 
legal documents. The other useful statistical    
natural language processing tools, such as filtering 
out stop list words, stemming etc., are carried out 
in the preprocessing stage. The resulting            
intelligible words are useful in the normalization of 
terms in the term distribution model (Saravanan et 
al., 2006). During the final stage, we have altered 
the ranks or removed some of the sentences from 
the final summary based on the structure           
discovered using CRF. The summarization module 
architecture is shown in Figure 3.   

1
8% 2

15%

3
12%4

14%
5

16%

6
27%

7
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Figure 2. Distribution of rhetorical roles (10     
different summaries from rent control sub-domain)  

 

    The application of term distribution model 
brings out a good extract of sentences present in a 
legal document to generate a summary. The      
sentences with labels identified during CRF      
implementation can be used with the term         
distribution model to give more significance to 
some of the sentences with specific roles.       
Moreover, the structure details available in this 
stage are useful in improving the coherency and 
readability among the sentences present in the 
summary.  

3 Legal Document Summarization 

Extraction of sentences in the generation of a 
summary at different percentage levels of text is 
one of the widely used methods in document   
summarization (Radev et al., 2002). For the legal 
domain, generating a summary from the original 
judgment is a complex problem. Our approach to 
produce the summary is extraction-based method 
which identifies important elements present in a 
legal judgment. The identification of the document 
structure using CRF-model categorizes the key 
ideas from the details of a legal judgment. The 
genre structure has been applied to final summary 
to improve the readability and coherence. In order 
to evaluate the effectiveness of our summarizer, we 
have applied four different measures to look for a 
match on the model summary generated by     
humans (head notes) from the text of the original 
judgments.  

  
Extrinsic and intrinsic are the two different   
evaluation strategies available for text summariza-
tion (Sparck Jones & Gablier, 1996). Intrinsic 
measure shows the presence of source contents in 
the summary. F-measure and MAP are two      
standard intrinsic measures used for the evaluation 
of our system-generated summary. We have also 
used ROUGE evaluation approach (Lin, 2004) 
which is based on n-gram co-occurrences between 
machine summaries and ideal human summaries. 

3.1 Applying term distribution model 

 
 
 
 

Legal 
Documents 

Segmented text with 
labels (CRF imple-
mentation)

 
 
 
 
 

Pre-
processing 

Term distri-
bution model 

Summary with 
ratio & final  
decision 

Figure 3. Architectural view of summarization   
system. 

3.2 Evaluation of  a summary 
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In this paper, we have applied ROUGE-1 and 
ROUGE-2 which are simple n-gram measures. We  
compared our results with Microsoft, Mead    
Summarizer (Radev et al., 2003) and other two 
simple baselines: one which chooses 15% of 
words of the beginning of the judgment and      
second chooses last 10% of words of the judgment 
with human reference summaries. Both the     
baselines defined in this study are standard     
baselines for newspaper and research domains. 
The result shown in Table 3 highlights the better 
performances of our summarizer compared to 
other methods considered in this study.  We can 
see that the results of MEAD and WORD      
summaries are not at the expected level, while our 
summarizer is best in terms of all four evaluation 
measures. Results are clearly indicated that our 
system performs significantly better than the other 
systems for legal judgments. 

  

We would like to thank the legal fraternity for the 
assistance and guidance governs to us. Especially 
we express our sincere gratitude to the advocates 
Mr. S.B.C. Karunakaran and Mr. K.N. Somasunda-
ram for their domain advice and continuous     
guidance in understanding the structure of legal 
document and for hand annotated legal judgments.  

 

 
    Table 3. MAP, F-measure and ROUGE scores.  

4 Conclusion 

This paper describes a novel method for generating 
a summary for legal judgments with the help of 
undirected graphical models.  We observed that 
rhetorical role identification from legal documents 
is one of the primary tasks to understand the    
structure of the judgments. CRF model performs 
much better than rule based and other rule learning 
method in segmenting the text for legal domains. 
Our approach to summary extraction is based on 
the extended version of term weighting method. 
With the identified roles, the important sentences 
generated in the probabilistic model will be       
reordered or suppressed in the final summary. The 
evaluation results show that the summary     
generated by our summarizer is closer to the      
human generated head notes, compared to the other 
methods considered in this study. Hence the legal 

community will get a better insight without reading 
a full judgment. Moreover, our system-generated 
summary is more useful for lawyers to prepare the 
case history related to presently appearing cases. 

     
Dou Shen, Jian-Tao Sun, Hua Li, Qiang Yang, and 

Zheng Chen. 2007. Document Summarization using 
Conditional Random Fields. International Joint    
Conference on Artificial Intelligence, IJCAI 2007,      
Hyderabad, India, PP.2862-2867. 
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Abstract

We present a cross-lingual projection frame-
work for temporal annotations. Auto-
matically obtained TimeML annotations in
the English portion of a parallel corpus
are transferred to the German translation
along a word alignment. Direct projection
augmented with shallow heuristic knowl-
edge outperforms the uninformed baseline
by 6.64% F1-measure for events, and by
17.93% for time expressions. Subsequent
training of statistical classifiers on the (im-
perfect) projected annotations significantly
boosts precision by up to 31% to 83.95% and
89.52%, respectively.

1 Introduction

In recent years, supervised machine learning has be-
come the standard approach to obtain robust and
wide-coverage NLP tools. But manually annotated
training data is a scarce and expensive resource.An-
notation projection(Yarowsky and Ngai, 2001) aims
at overcoming this resource bottleneck by scaling
conceptually monolingual resources and tools to a
multilingual level: annotations in existing monolin-
gual corpora are transferred to a different language
along the word alignment to a parallel corpus.

In this paper, we present a projection framework
for temporal annotations.The TimeML specifica-
tion language (Pustejovsky et al., 2003a) defines an
annotation scheme for time expressions (timex for

∗ The first author was affiliated with Saarland University
(Saarbrücken, Germany) at the time of writing.

John[met]event Mary [last night]timex.

John[traf]event Mary [gestern Abend]timex.

Figure 1: Annotation projection.

short) and events, and there are tools for the auto-
matic TimeML annotation of English text (Verha-
gen et al., 2005). Similar rule-based systems exist
for Spanish and Italian (Saquete et al., 2006). How-
ever, such resources are restricted to a handful of
languages.

We employ the existing TimeML labellers to an-
notate the English portion of a parallel corpus, and
automatically project the annotations to the word-
aligned German translation. Fig. 1 shows a simple
example. The English sentence contains an event
and a timex annotation. The event-denoting verbmet
is aligned with the Germantraf, hence the latter also
receives the event tag. Likewise, the components of
the multi-word timexlast nightalign with German
gesternandabend, respectively, and the timex tag is
transferred to the expressiongestern abend.

Projection-based approaches to multilingual an-
notation have proven adequate in various domains,
including part-of-speech tagging (Yarowsky and
Ngai, 2001), NP-bracketing (Yarowsky et al., 2001),
dependency analysis (Hwa et al., 2005), and role se-
mantic analysis (Padó and Lapata, 2006). To our
knowledge, the present proposal is the first to apply
projection algorithms to temporal annotations.
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Cross-lingually projected information is typically
noisy, due to errors in the source annotations as
well as in the word alignment. Moreover, success-
ful projection relies on thedirect correspondence
assumption(DCA, Hwa et al. (2002)) which de-
mands that the annotations in the source text be
homomorphous with those in its (literal) transla-
tion. The DCA has been found to hold, to a sub-
stantial degree, for the above mentioned domains.
The results we report here show that it can also
be confirmed for temporal annotations in English
and German. Yet, we cannot precludedivergence
from translational correspondence; on the contrary,
it occurs routinely and to a certain extent systemat-
ically (Dorr, 1994). We employ two different tech-
niques to filter noise. Firstly, the projection process
is equipped with (partly language-specific) knowl-
edge for a principled account of typical alignment
errors and cross-language discrepancies in the reali-
sation of events and timexes (section 3.2). Secondly,
we apply aggressive data engineering techniques to
the noisy projections and use them to train statistical
classifiers which generalise beyond the noise (sec-
tion 5).

The paper is structured as follows. Section 2
gives an overview of the TimeML specification lan-
guage and compatible annotation tools. Section 3
presents our projection models for temporal annota-
tions, which are evaluated in section 4. Section 5
describes how we induce temporal labellers for Ger-
man from the projected annotations; section 6 con-
cludes.

2 Temporal Annotation

2.1 The TimeML Specification Language

The TimeML specification language (Pustejovsky
et al., 2003a)1 and annotation framework emerged
from the TERQAS workshop2 in the context of the
ARDA AQUAINT programme. The goal of the pro-
gramme is the development of question answering
(QA) systems which index content rather than plain
keywords. Semantic indexing based on the identifi-
cation of named entities in free text is an established

1A standardised version ISO-TimeML is in preparation, cf.
Schiffrin and Bunt (2006).

2Seehttp://www.timeml.org/site/terqas/in
dex.html

method in QA and related applications. Recent years
have also seen advances in relation extraction, a vari-
ant of event identification, albeit restricted in terms
of coverage: the majority of systems addressing
the task use a pre-defined set of—typically domain-
specific—templates. In contrast, TimeML models
events in a domain-independent manner and pro-
vides principled definitions for various event classes.
Besides the identification ofevents, it addresses their
relative ordering and anchoring in time by integrat-
ing timexesin the annotation. The major contri-
bution of TimeML is the explicit representation of
dependencies (so-calledlinks) between timexes and
events.

Unlike traditional accounts of events (e.g.,
Vendler (1967)), TimeML adopts a very broad
notion of eventualities as “situations that happen
or occur” and “states or circumstances in which
something obtains or holds true” (Pustejovsky et
al., 2003a); besides verbs, this definition includes
event nominals such asaccident, and stative mod-
ifiers (prepared, on board). Events are annotated
with EVENT tags. TimeML postulates seven event
classes:REPORTING, PERCEPTION, ASPECTUAL, I-
ACTION, I-STATE, STATE, andOCCURRENCE. For
definitions of the individual classes, the reader is re-
ferred to Saurı́ et al. (2005b).

Explicit timexes are marked by theTIMEX3 tag.
It is modelled on the basis of Setzer’s (2001)TIMEX
tag and the TIDESTIMEX2 annotation (Ferro et al.,
2005). Timexes are classified into four types: dates,
times, durations, and sets.

Events and timexes are interrelated by three kinds
of links: temporal, aspectual, and subordinating.
Here, we consider onlysubordinating links (slinks).
Slinks explicate event modalities, which are of cru-
cial importance when reasoning about the certainty
and factuality of propositions conveyed by event-
denoting expressions; they are thus directly rel-
evant to QA and information extraction applica-
tions. Slinks relate events in modal, factive, counter-
factive, evidential, negative evidential, or condi-
tional relationships, and can be triggered by lexical
or structural cues.

2.2 Automatic Labellers for English

The basis of any projection architecture are high-
quality annotations of the source (English) portion
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e ∈ E temporal entity
l ∈ E × E (subordination) link
ws ∈ Ws, wt ∈ Wt source/target words
al ∈ Al : Ws × Wt word alignment
As ∋ as : E → 2Ws source annotation
At ∋ at : projected target
(E × As × Al) → 2Wt annotation

Table 1: Notational conventions.

of the parallel corpus. However, given that the pro-
jected annotations are to provide enough data for
training a target language labeller (section 5), man-
ual annotation is not an option. Instead, we use the
TARSQI tools for automatic TimeML annotation of
English text (Verhagen et al., 2005). They have been
modelled and evaluated on the basis of the Time-
Bank (Pustejovsky et al., 2003b), yet for the most
part rely on hand-crafted rules. To obtain a full tem-
poral annotation, the modules are combined in a cas-
cade. We are using the components for timex recog-
nition and normalisation (Mani and Wilson, 2000),
event extraction (Saurı́ et al., 2005a), and identifica-
tion of modal contexts (Saurı́ et al., 2006).3

3 Informed Projection

3.1 The Core Algorithm

Recall that TimeML represents temporal entities
with EVENT andTIMEX3 tags which are anchored
to words in the text. Slinks, on the other hand, are
not anchored in the text directly, but rather relate
temporal entities. The projection of links is there-
fore entirely determined by the projection of the en-
tities they are defined on (see Table 1 for the nota-
tion used throughout this paper): a linkl = (e, e′)
in the source annotationas projects to the target an-
notationat iff both e and e′ project to non-empty
sequences of words. The projection of the enti-
ties e, e′ themselves, however, is a non-trivial task.

3TARSQI also comprises a component that introduces tem-
poral links (Mani et al., 2003); we are not using it here because
the output includes the entire tlink closure. Although Mani et al.
(2006) use the links introduced by closure to boost the amount
of training data for a tlink classifier, this technique is not suit-
able for our learning task since the closure might easily propa-
gate errors in the automatic annotations.

a.. . . [ ws ]e . . . b. . . . [ ws ]e . . .

. . . [ wt ]e . . . . . . [ wtj
wtj+1 ]e . . .

c. . . . [ wsi
wsi+1 ]e . . .

. . . [ wtj
wtj+1 wtj+2 ]e . . .

Figure 2: Projection scenarios: (a) single-word 1-to-
1, (b) single-word 1-to-many, (c) multi-word.

a. [ . . . ]e b. [ . . . ]e . . .[ . . . ]e′

wtj−2 wtj−1 wtj
wtj+1 wt

Figure 3: Problematic projection scenarios: (a) non-
contiguous aligned span, (b) rivalling tags.

Given a temporal entitye covering a sequenceas(e)
of tokens in the source annotation, the projection
model needs to determine the extentat(e, as, al) of
e in the target annotation, based on the word align-
mental . Possible projection scenarios are depicted
in Fig. 2. In the simplest case (Fig. 2a),e spans a
single wordws which aligns with exactly one word
wt in the target sentence. In this case, the model
predictse to project towt. A single tagged word
with 1-to-many alignments (as in Fig. 2b) requires
a more thorough inspection of the aligned words. If
they form a contiguous sequence,e can be projected
onto the entire sequence as a multi-word unit. This
is problematic in a scenario such as the one shown in
Fig. 3a, where the aligned words donot form a con-
tiguous sequence. There are various strategies, de-
scribed in section 3.2, to deal with non-contiguous
cases. For the moment, we can adopt a conservative
approach which categorically blocks discontinuous
projections. Finally, Fig. 2c illustrates the projec-
tion of an entity spanning multiple words. Here, the
model composes the projection span ofe from the
alignment contribution of each individual wordws

covered bye. Again, the final extent of the projected
entity is required to be contiguous.

With any of these scenarios, a problem arises
when two distinct entitiese ande′ in the source an-

491



1. project(as, al ):
2. at,C = ∅
3. for each entity e defined by as:
4. at,C(e, as, al) =

S

C

ws∈as(e) proj(ws, e, as, al)

5. for each link l = (e, e′) defined over as:
6. if at,C(e, as, al) 6= ∅ and at,C(e′, as, al) 6= ∅
7. then define l to hold for at,C

8. return at,C

where

proj(ws, e, as, al) = {wt ∈ Wt | (ws, wt) ∈ al ∧
∀e

′ ∈ as. e
′ 6= e ⇒ wt 6∈ at,C(e′, as, al)}

and
[C

S =


S

S :
S

S is convex
∅ : otherwise

Figure 4: The projection algorithm.

notation have conflicting projection extents, that is,
whenat(e, as, al) ∩ at(e

′, as, al ) 6= ∅. This is il-
lustrated in Fig. 3b. The easiest strategy to resolve
conflicts like these is to pick an arbitrary entity and
privilege it for projection to the target word(s)wt in
question. All other rivalling entitiese′ project onto
their remaining target wordsat(e

′, as, al) \ {wt}.
Pseudocode for this word-based projection of

temporal annotations is provided in Fig. 4.

3.2 Incorporating Additional Knowledge

The projection model described so far is extremely
susceptible to errors in the word alignment. Re-
lated efforts (Hwa et al., 2005; Padó and Lapata,
2006) have already suggested that additional lin-
guistic information can have considerable impact on
the quality of the projected annotations. We there-
fore augment the baseline model with several shal-
low heuristics encoding linguistic or else topologi-
cal constraints for the choice of words to project to.
Linguistically motivated filters refer to the part-of-
speech (POS) tags of words in the target language
sentence, whereas topological criteria investigate the
alignment topology.

Linguistic constraints. Following Padó and La-
pata (2006), we implement a filter which discards
alignments to non-content words, for two reasons:
(i) alignment algorithms are known to perform

poorly on non-content words, and (ii) events as
well as timexes are necessarily content-bearing and
hence unlikely to be realised by non-content words.
This non-content (NC) filteris defined in terms of
POS tags and affects conjunctions, prepositions and
punctuation. In the context of temporal annotations,
we extend the scope of the filter such that it effec-
tively applies to all word classes that we deem un-
likely to occur as part of a temporal entity. There-
fore, the NC filter is actually defined stronger for
events than for timexes, in that it further blocks
projection of events to pronouns, whereas pronouns
may be part of a timex such asjeden Freitag ‘ev-
ery Friday’. Moreover, events prohibit the projec-
tion to adverbs; this restriction is motivated by the
fact that events in English are frequently translated
in German as adverbials which lack an event read-
ing (cf. head switching translations likeprefer to X
vs. Germanlieber X ‘rather X’). We also devise an
unknown word filter: it applies to words for which
no lemma could be identified in the preprocessing
stage. Projection to unknown words is prohibited
unless the alignment is supported bidirectionally.
The strictness concerning unknown words is due to
the empirical observation that alignments which in-
volve such words are frequently incorrect.

In order to adhere to the TimeML specification, a
simple transformation ensures that articles and con-
tracted prepositions such asam ‘on the’are included
in the extent of timexes. Another heuristics is de-
signed to remedy alignment errors involving auxil-
iary and modal verbs, which are not to be annotated
as events. If an event aligns to more than one word,
then this filter singles out the main verb or noun and
discards auxiliaries.

Topological constraints. In section 3.1, we de-
scribed a conservative projection principle which re-
jects the transfer of annotations to non-contiguous
sequences. That model sets an unnecessarily modest
upper bound on recall; but giving up the contiguity
requirement entirely is not sensible either, since it is
indeed highly unlikely for temporal entities to be re-
alised discontinuously in either source or target lan-
guage (noun phrase cohesion, Yarowsky and Ngai
(2001)). Based on these observations, we propose
two refined models which manipulate the projected
annotation span so as to ensure contiguity. One
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model identifies and discardsoutlier alignments,
which actively violate contiguity; the other one adds
missing alignments, which form gaps. Technically,
both models establish convexity in non-convex sets.
Hence, we first have to come up with a backbone
model which is less restrictive than the baseline, so
that the convexation models will have a basis to op-
erate on. A possible backbone modelat,0 is pro-
vided in (1).

(1) at,0(e, as, al) =
⋃

ws∈as(e)

proj(ws, e, as, al )

This model simply gathers all words aligned with
any word covered bye in the source annotation, ir-
respective of contiguity in the resulting sequence of
words. Discarding outlier alignments is then for-
malised as a reduction ofat,0’s output to (one of)
its greatest convex subset(s) (GCS). Let us call this
model at,GCS. In terms of a linear sequence of
words,at,GCS chooses the longest contiguous sub-
sequence. The GCS-model thus serves a filtering
purpose similar to the NC filter. However, whereas
the latter discards single alignment links on linguis-
tic grounds, the former is motivated by topological
properties of the alignment as a whole.

The second model, which fills gaps in the word
alignment, constructs theconvex hullof at,0 (cf.
Padó and Lapata (2005)). We will refer to this model
asat,CH. The example in (2) illustrates both models.

(2)
[ . . . ]e

⋃

C : ∅
GCS : {1, 2}

1 2 3 4 5 CH : {1, 2, 3, 4, 5}

Here, entitye aligns to the non-contiguous token
sequence[1, 2, 5], or equivalently, the non-convex
set {1, 2, 5}(= at,0(e)). The conservative base-
line at,C rejects the projection altogether, whereas
at,GCS projects to the tokens 1 and 2. The additional
padding introduced by the convex hull (at,CH) fur-
ther extends the projected extent to{1, 2, 3, 4, 5}.

Alignment selection. Although bi-alignments are
known to exhibit high precision (Koehn et al., 2003),
in the face of sparse annotations we use unidirec-
tional alignments as a fallback, as has been proposed

in the context of phrase-based machine translation
(Koehn et al., 2003; Tillmann, 2003). Furthermore,
we follow Hwa et al. (2005) in imposing a limit on
the maximum number of words that a single word
may align to.

4 Experiments

Our evaluation setup consists of experiments con-
ducted on the English-German portion of the Eu-
roparl corpus (Koehn, 2005); specifically, we work
with the preprocessed and word-aligned version
used in Padó and Lapata (2006): the source-target
and target-source word alignments were automati-
cally established by GIZA++ (Och and Ney, 2003),
and their intersection achieves a precision of 98.6%
and a recall of 52.9% (Padó, 2007). The preprocess-
ing consisted of automatic POS tagging and lemma-
tisation.

To assess the quality of the TimeML projec-
tions, we put aside and manually annotated a de-
velopment set of 101 and a test set of 236 bi-
sentences.4 All remaining data (approx. 960K bi-
sentences) was used for training (section 5). We
report the weighted macro average over all possi-
ble subclasses of timexes/events, and consider only
exact matches. The TARSQI annotations exhibit
anF1-measure of 80.56% (timex), 84.64% (events),
and 43.32% (slinks) when evaluated against the En-
glish gold standard.

In order to assess the usefulness of the linguis-
tic and topological parameters presented in section
3.2, we determined the best performing combination
of parameters on the development set. Not surpris-
ingly, event and timex models benefit from the var-
ious heuristics to different degrees. While the pro-
jection of events can benefit from the NC filter, the
projection of timexes is rather hampered by it. In-
stead, it exploits the flexibility of the GCS convexa-
tion model together with a conservative limit of 2 on
per-word alignments. In the underlying data sample
of 101 sentences, the English-to-German alignment
direction appears to be most accurate for timexes.
Table 2 shows the results of evaluating the optimised
models on the test set, along with the baseline from
section 3.1 and a “full” model which activates all

4The unconventional balance of test and development data is
due to the fact that a large portion of the annotated data became
available only after the parameter estimation phase.
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events slinks time expressions
model prec recall F prec recall F prec recall F
timex-optimised 48.53 33.73 39.80 30.09 10.71 15.80 71.01 52.76 60.54
event-optimised 50.94 44.23 47.34 30.96 14.29 19.55 56.55 42.52 48.54
combined 50.98 44.36 47.44 30.96 14.29 19.55 71.75 52.76 60.80
baseline 52.26 33.46 40.80 26.98 10.71 15.34 49.53 37.80 42.87
full 51.10 40.42 45.14 29.95 13.57 18.68 73.74 54.33 62.56

Table 2: Performance of projection models over test data.

[. . .] must todaydecide[. . .]: [. . .] (108723)

[. . .] hat heute über1 [. . .] zuentscheiden, nämlich über2 [. . .]
APPR VVINF APPR

Figure 5: Amending alignment errors.

heuristics. The results confirm our initial assump-
tion that linguistic and topological knowledge does
indeed improve the quality of the projected annota-
tions. The model which combines the optimal set-
tings for timexes and events outperforms the un-
informed baseline by 17.93% (timexes) and 6.64%
(events)F1-measure. However, exploration of the
model space on the basis of the (larger and thus pre-
sumably more representative) test set shows that the
optimised models do not generalise well. Thetest
set-optimised model activates all linguistic heuris-
tics, and employsat,CH convexation. For events,
projection considers bi-alignments with a fallback to
unidirectional alignments, preferably from English
to German; timex projection considers all alignment
links. This test set-optimised model, which we will
use to project the training instances for the maxi-
mum entropy classifier, achieves anF1-measure of
48.82% (53.15% precision) for events and 62.04%
(73.74% precision) for timexes.5

With these settings, our projection model is ca-
pable of repairing alignment errors, as shown in
Fig. 5, where the automatic word alignments are rep-
resented as arrows. The conservative baseline con-
sidering only bidirectional alignments discards all

5The model actually includes an additional strategy to ad-
just event and timex class labels on the basis of designated
FrameNet frames; the reader is referred to Spreyer (2007), ch.
4.5 for details.

event timex
data prec recall prec recall
all 53.15 45.14 73.74 53.54
best 75% 54.81 47.06 74.61 62.82

Table 3: Correlation between alignment probability
and projection quality.

alignments but the (incorrect) one toüber1. The op-
timised model, on the other hand, does not exclude
any alignments in the first place; the faulty align-
ments toüber1 andüber2 are discarded on linguistic
grounds by the NC filter, and only the correct align-
ment toentscheidenremains for projection.

5 Robust Induction

The projected annotations, although noisy, can be
exploited to train a temporal labeller for German.
As Yarowsky and Ngai (2001) demonstrate for POS
tagging, aggressive filtering techniques applied to
vast amounts of (potentially noisy) training data are
capable of distilling relatively high-quality data sets,
which may then serve as input to machine learn-
ing algorithms. Yarowsky and Ngai (2001) use the
Model-3 alignment score as an indicator for the
quality of (i) the alignment, and therefore (ii) the
projection. In the present study, discarding 25% of
the sentences based on this criterion leads to gains
in both recall and precision (Table 3). In accor-
dance with the TimeML definition, we further re-
strict training instances on the basis of POS tags by
basically re-applying the NC filter (section 3.2). But
even so, the proportion of positive and negative in-
stances remains heavily skewed—an issue which we
will address below by formulating a 2-phase classi-
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prec recall F F
model event slink
1-step 83.48 32.58 46.87 17.01
1-step unk 83.88 32.19 46.53 16.87
2-step 83.95 34.44 48.84 19.06
2-step unk 84.21 34.30 48.75 19.06

timex
1-step 87.77 49.11 62.98
1-step unk 87.22 49.55 63.20
2-step 89.52 51.79 65.62
2-step unk 88.68 50.89 64.67

Table 4: Classifier performance over test data.

fication task.
The remaining instances6 are converted to feature

vectors encoding standard lexical and grammatical
features such as (lower case) lemma, POS, govern-
ing prepositions, verbal dependents, etc.7 For slink
instances, we further encode the syntactic subordi-
nation path (if any) between the two events.

We trained 4 classifiers,8 with and without
smoothing with artificial unknowns (Collins, 2003),
and as a 1-step versus a 2-step decision in which
instances are first discriminated by a binary classi-
fier, so that only positive instances are passed on to
be classified for a subclass. The performance of the
various classifiers is given in Table 4. Although the
overallF1-measure does not notably differ from that
achieved by direct projection, we observe a drastic
gain in precision, albeit at the cost of recall. With
almost 84% and 90% precision, this is an ideal start-
ing point for a bootstrapping procedure.

6 Discussion and Future Work

Clearly, the—essentially unsupervised—projection
framework presented here does not produce state-
of-the-art annotations. But it does provide an inex-

6Note that slink instances are constructed for eventpairs, as
opposed to event and timex instances, which are constructed for
individual words.

7The grammatical features have been extracted from analy-
ses of the German ParGram LFG grammar (Rohrer and Forst,
2006).

8We used the opennlp.maxent package,
http://maxent.sourceforge.net/.

pensive and largely language-independent basis (a)
for manual correction, and (b) for bootstrapping al-
gorithms. In the future, we will investigate how
weakly supervised machine learning techniques like
co-training (Blum and Mitchell, 1998) could further
enhance projection, e.g. taking into account a third
language in a triangulation setting (Kay, 1997).
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Matteo Negri, Manuela Speranza, and Rachele Sprug-
noli. 2006. Multilingual Extension of a Temporal
Expression Normalizer using Annotated Corpora. In
Proceedings of the EACL 2006 Workshop on Cross-
Language Knowledge Induction, Trento, Italy, April.

Roser Saurı́, Robert Knippen, Marc Verhagen, and
James Pustejovsky. 2005a. Evita: A Robust Event
Recognizer For QA Systems. InProceedings of
HLT/EMNLP 2005, pages 700–707.

Roser Saurı́, Jessica Littman, Bob Knippen, Robert
Gaizauskas, Andrea Setzer, and James Pustejovsky,
2005b.TimeML Annotation Guidelines Version 1.2.1,
October.

Roser Saurı́, Marc Verhagen, and James Pustejovsky.
2006. SlinkET: A Partial Modal Parser for Events. In
Proceedings of LREC-2006, Genova, Italy, May. To
appear.

Amanda Schiffrin and Harry Bunt. 2006. Defining a
preliminary set of interoperable semantic descriptors.
Technical Report D4.2, INRIA-Loria, Nancy, France,
August.

Andrea Setzer. 2001.Temporal Information in Newswire
Articles: an Annotation Scheme and Corpus Study.
Ph.D. thesis, University of Sheffield, Sheffield, UK.

Kathrin Spreyer. 2007. Projecting Temporal Annotations
Across Languages. Diploma thesis, Saarland Univer-
sity, Saarbrücken, Germany.

Christoph Tillmann. 2003. A Projection Extension Algo-
rithm for Statistical Machine Translation. In Michael
Collins and Mark Steedman, editors,Proceedings of
the 2003 Conference on Empirical Methods in Natural
Language Processing (EMNLP-2003), pages 1–8.

Zeno Vendler, 1967.Linguistics in Philosophy, chapter
Verbs and Times, pages 97–121. Cornell University
Press, Ithaca, NY.

Marc Verhagen, Inderjeet Mani, Roser Sauri, Robert
Knippen, Jessica Littman, and James Pustejovsky.
2005. Automating Temporal Annotation with
TARSQI. InProceedings of the ACL-2005.

David Yarowsky and Grace Ngai. 2001. Inducing Mul-
tilingual POS Taggers and NP Bracketers via Robust
Projection across Aligned Corpora. InProceedings of
NAACL-2001, pages 200–207.

David Yarowsky, Grace Ngai, and Richard Wicentowski.
2001. Inducing Multilingual Text Analysis Tools via
Robust Projection across Aligned Corpora. InPro-
ceedings of HLT 2001, First International Conference
on Human Language Technology Research.

496



Acquiring Event Relation Knowledge by Learning Cooccurrence Patterns
and Fertilizing Cooccurrence Samples with Verbal Nouns

Shuya Abe Kentaro Inui Yuji Matsumoto
Graduate School of Information Science,
Nara Institute of Science and Technology
{shuya-a,inui,matsu}@is.naist.jp

Abstract

Aiming at acquiring semantic relations be-
tween events from a large corpus, this paper
proposes several extensions to a state-of-the-
art method originally designed for entity re-
lation extraction, reporting on the present re-
sults of our experiments on a Japanese Web
corpus. The results show that (a) there are
indeed specific cooccurrence patterns use-
ful for event relation acquisition, (b) the
use of cooccurrence samples involving ver-
bal nouns has positive impacts on both re-
call and precision, and (c) over five thou-
sand relation instances are acquired from a
500M-sentence Web corpus with a precision
of about 66% for action-effect relations.

1 Introduction

The growing interest in practical NLP applications
such as question answering, information extraction
and multi-document summarization places increas-
ing demands on the processing of relations between
textual fragments such as entailment and causal rela-
tions. Such applications often need to rely on a large
amount of lexical semantic knowledge. For exam-
ple, a causal (and entailment) relation holds between
the verb phrases wash something and something is
clean, which reflects the commonsense notion that if
someone has washed something, this object is clean
as a result of the washing event. A crucial issue is
how to obtain and maintain a potentially huge col-
lection of such event relations instances.

Motivated by this background, several research
groups have reported their experiments on automatic

acquisition of causal, temporal and entailment re-
lations between event mentions (typically verbs or
verb phrases) (Lin and Pantel, 2001; Inui et al.,
2003; Chklovski and Pantel, 2005; Torisawa, 2006;
Pekar, 2006; Zanzotto et al., 2006, etc.). The com-
mon idea behind them is to use a small number of
manually selected generic lexico-syntactic cooccur-
rence patterns (LSPs or simply patterns). to Verb-X
and then Verb-Y, for example, is used to obtain tem-
poral relations such as marry and divorce (Chklovski
and Pantel, 2005). The use of such generic patterns,
however, tends to be high recall but low precision,
which requires an additional component for pruning
extracted relations. This issue has been addressed in
basically two approaches, either by devising heuris-
tic statistical scores (Chklovski and Pantel, 2005;
Torisawa, 2006; Zanzotto et al., 2006) or training
classifiers for disambiguation with heavy supervi-
sion (Inui et al., 2003).

This paper explores a third way for enhancing
present LSP-based methods for event relation acqui-
sition. The basic idea is inspired by the following
recent findings in relation extraction (Ravichandran
and Hovy, 2002; Pantel and Pennacchiotti, 2006,
etc.), which aims at extracting semantic relations be-
tween entities (as opposed to events) from texts. (a)
The use of generic patterns tends to be high recall
but low precision, which requires an additional com-
ponent for pruning. (b) On the other hand, there are
specific patterns that are highly reliable but they are
much less frequent than generic patterns and each
makes only a small contribution to recall. (c) Com-
bining a few generic patters with a much larger col-
lection of reliable specific patterns boosts both pre-
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cision and recall. Such specific patterns can be ac-
quired from a very large corpus with seeds.

Given these insights, an intriguing question is
whether the same story applies to event relation ac-
quisition as well or not. In this paper, we explore this
issue through the following steps. First, while previ-
ous methods use only verb-verb cooccurrences, we
use cooccurrences between verbal nouns and verbs
such as cannot 〈find out (something)〉 due to the
lack of 〈investigation〉 as well as verb-verb cooc-
currences. This extension dramatically enlarge the
pool of potential candidate LSPs (Section 4.1). Sec-
ond, we extend Pantel and Pennacchiotti (2006)’s
Espresso algorithm, which induces specific reliable
LSPs in a bootstrapping manner for entity relation
extraction, so that the extended algorithm can apply
to event relations (Sections 4.2 to 4.4). Third, we
report on the present results of our empirical experi-
ments, where the extended algorithm is applied to a
Japanese 500M-sentence Web corpus to acquire two
types of event relations, action-effect and action-
means relations (Section 5)

2 Related work

Perhaps a simplest way of using LSPs for event rela-
tion acquisition can be seen in the method Chklovski
and Pantel (2005) employ to develop VerbOcean.
Their method uses a small number of manually se-
lected generic LSPs such as to Verb-X and then Verb-
Y to obtain six types of semantic relations including
strength (e.g. taint – poison) and happens-before
(e.g. marry – divorce) and obtain about 29,000 verb
pairs with 65.5% precision.

One way for pruning extracted relations is to in-
corporate a classifier trained with supervision. Inui
et al. (2003), for example, use a Japanese generic
causal connective marker tame (because) and a su-
pervised classifier learner to separately obtain four
types of causal relations: cause, precondition, effect
and means.

Torisawa (2006), on the other hand, acquires en-
tailment relations by combining the verb pairs ex-
tracted with a highly generic connective pattern
Verb-X and Verb-Y together with the cooccurrence
statistics between verbs and their arguments. While
the results Torisawa reports look promising, it is not
clear yet if the method applies to other types of rela-

tions because it relies on relation-specific heuristics.
Another direction from (Chklovski and Pantel,

2005) is in the use of LSPs involving nominalized
verbs. Zanzotto et al. (2006) obtain, for example, an
entailment relation X wins → X plays from such a
pattern as player wins. However, their way of using
nominalized verbs is highly limited compared with
our way of using verbal nouns.

3 Espresso

This section overviews Pantel and Pennacchiotti
(2006)’s Espresso algorithm. Espresso takes as input
a small number of seed instances of a given target
relation and iteratively learns cooccurrence patterns
and relation instances in a bootstrapping manner.

Ranking cooccurrence patterns For each given
relation instance {x, y}, Espresso retrieves the sen-
tences including both x and y from a corpus and
extracts from them cooccurrence samples. For ex-
ample, given an instance of the is-a relation such
as 〈Italy,country〉, Espresso may find cooccurrence
samples such as countries such as Italy and extract
such a pattern as Y such as X. Espresso defines the
reliability rπ(p) of pattern p as the average strength
of its association with each relation instance i in
the current instance set I , where each instance i is
weighted by its reliability rι(i):

rπ(p) =
1
|I|

∑

i∈I

pmi(i, p)
max pmi

× rι(i) (1)

where pmi(i, p) is the pointwise mutual information
between i and p, and maxpmi is the maximum PMI
between all patterns and all instances.

Ranking relation instances Intuitively, a reliable
relation instance is one that is highly associated with
multiple reliable patterns. Hence, analogously to the
above pattern reliability measure, Espresso defines
the reliability rι(i) of instance i as:

rι(i) =
1
|P |

∑

p∈P

pmi(i, p)
max pmi

× rπ(p) (2)

where rπ(p) is the reliability of pattern p, defined
above in (1), and maxpmi is as before. rι(i) and
rπ(p) are recursively defined, where rι(i) = 1 for
each manually supplied seed instance i1.

1For our extension, rι(i) = −1 for each manually supplied
negative instance.
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4 Event relation acquisition

Our primary concerns are whether there are in-
deed specific cooccurrence patterns useful for ac-
quiring event relations and whether such patterns
can be found in a bootstrapping manner analogous to
Espresso. To address these issues, we make several
extensions to Espresso, which is originally designed
for entity relations (not scoping event relations).

4.1 Cooccurences with verbal nouns
Most previous methods for event relation acquisition
rely on verb-verb cooccurrences because verbs (or
verb phrases) are the most typical device for refer-
ring to events. However, languages have another
large class of words for event reference, namely
verbal nouns or nominalized forms of verbs. In
Japanese, for example, verbal nouns such as kenkyu
(research) constitute the largest morphological cate-
gory used for event reference.

Japanese verbal nouns have dual statuses, as verbs
and nouns. When occurring with the verb suru (do-
PRES), verbal nouns function as a verb as in (1a).
On the other hand, when accompanied by case mark-
ers such as ga (NOMINATIVE) and o (ACCUSATIVE),
they function as a noun as in (1b). Finally, but even
more importantly, when accompanied by a large va-
riety of suffixes, verbal nouns constitute compound
nouns highly productively as in (1c).

(1) a. Ken-ga gengo-o kenkyu-suru
Ken-NOM language-ACC research-PRES

Ken researches on language.

b. Ken-ga gengo-no kenkyu-o yame-ta
Ken-NOM language-on research-ACC quit-PAST

Ken quitted research on language.

c. -sha (person):
e.g. kenkyu-sha (researcher)

-shitsu (place):
e.g. kenkyu-shitsu (laboratory)

-go (after):
e.g. kenkyu-go (after research)

These characteristics of verbal nouns can be made
use of to substantially increase both cooccurrence
instances and candidate cooccurrence patterns (see
Section 5.1 for statistics). For example, the verbal
noun kenkyu (research) often cooccurs with the verb
jikken (experiment) in the pattern of (2a). From

those cooccurrences, one may learn that jikken-suru
(to experiment) is an action that is often taken as a
part of kenkyu-suru (to research). In such a case, we
may consider a pattern as shown in (2b) useful for
acquiring part-of relations between actions.

(2) a. kenkyu-shitsu-de jikken-suru
research-place-in experiment-VERB

conduct experiments in the laboratory

b. (Act-X)-shitsu-de (Act-Y)-suru
(Act-X)-place-in (Act-X)-VERB

(Act-Y) is often done in doing (Act-X)

When functioning as a noun, verbal nouns are po-
tentially ambiguous between the event reading and
the entity/object reading. For example, the ver-
bal noun denwa (phone) in the context denwa-de
(phone-by) may refer to either a phone-call event
or a physical phone. While, ideally, such event-
hood ambiguities should be resolved before collect-
ing cooccurrence samples with verbal nouns, we
simply use all the occurrences of verbal nouns in
collecting cooccurrences in our experiments. It is
an interesting issue for future work whether event-
hood determination would have a strong impact on
the performance of event relation extraction.

4.2 Selection of arguments
One major step from the extraction of entity rela-
tions to the extraction of event relations is how to
address the issue of generalization. In entity rela-
tion extraction, relations are typically assumed to
hold between chunks like named entities or simply
between one-word terms, where the issue of deter-
mining the appropriate level of the generality of ex-
tracted relations has not been salient. In event rela-
tion extraction, on the other hand, this issue imme-
diately arises. For example, the cooccurrence sam-
ple in (3) suggests the action-effect relation between
niku-o yaku (grill the meat) and (niku-ni) kogeme-ga
tsuku ((the meat) gets brown)2.

(3) ( kogeme-ga tsuku ) -kurai niku-o yaku
a burn-NOM get -so that meat-ACC grill
grill the meat so that it gets brown
(grill the meat to a deep brown)

In this relation, the argument niku (meat) of the
verb yaku (grill) can be dropped and generalized

2The parenthesis in the first row of (3) indicates a subordi-
nate clause.
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to something to grill; namely the action-effect rela-
tion still holds between X-o yaku (grill X) and X-ni
kogeme-ga tsuku (X gets brown). On the other hand,
however, the argument kogeme (a burn) of the verb
tsuku (get) cannot be dropped; otherwise, the rela-
tion would no longer hold.

One straightforward way to address this problem
is to expand each cooccurrence sample to those cor-
responding to different degrees of generalization and
feed them to the relation extraction model so that its
scoring function can select appropriate event pairs
from expanded samples. For example, cooccurrence
sample (3) is expanded to those as in (4):

(4) a. ( kogeme-ga tsuku ) -kurai niku-o yaku
a burn-NOM get -so that meat-ACC grill

b. ( tsuku ) -kurai niku-o yaku
get -so that meat-ACC grill

c. ( kogeme-ga tsuku ) -kurai yaku
a burn-NOM get -so that grill

d. ( tsuku ) -kurai yaku
get -so that grill

In practice, in our experiments (Section 5), we re-
strict the number of arguments for each event up to
one to avoid the explosion of the types of infrequent
candidate relation instances.

4.3 Volitionality of events

Inui et al. (2003) discuss how causal rela-
tions between events should be typologized for
the purpose of semantic inference and classify
causal relations basically into four types — Ef-
fect, Means, Precondition and Cause relations
— based primarily on the volitionality of in-
volved events. For example, Effect relations hold
between volitional actions and their resultative
non-volitional states/happenings/experiences, while
Cause relations hold between only non-volitional
states/happenings/experiences.

Following this typology, we are concerned with
the volitionality of each event mention. For our
experiments, we manually built a lexicon of over
12,000 verbs (including verbal nouns) with volition-
ality labels, obtaining 8,968 volitional verbs, 3,597
non-volitional and 547 ambiguous. Volitional verbs
include taberu (eat) and kenkyu-suru (research),
while non-volitional verbs include atatamaru (get

warm), kowareru (to break-vi) and kanashimu (be
sad). We discarded the ambiguous verbs in the ex-
periments.

4.4 Dependency-based cooccurrence patterns
The original Espresso encodes patterns simply as a
word sequence because entity mentions in the rela-
tions it scopes tend to cooccur locally in a single
phrase or clause. In event relation extraction, how-
ever, cooccurrence patterns of event mentions in the
relations we consider (causal relations, temporal re-
lations, etc.) can be captured better as a path on
a syntactic dependency tree because (i) such men-
tion pairs tend to cooccur in a longer dependency
path and (ii) as discussed in Section 4.2, we want
to exclude the arguments of event mentions from
cooccurrence patterns, which would be difficult with
word sequence-based representations of patterns.

A Japanese sentence can be analyzed as a se-
quence of base phrase (BP) chunks called bunsetsu
chunks, each which typically consists of one con-
tent (multi-)word followed by functional words. We
assume each sentence of our corpus is given a de-
pendency parse tree over its BP chunks. Let us call
a BP chunk containing a verb or verbal noun an
event chunk. We create a cooccurrence sample from
any pair of event chunks that cooccur if either (a)
one event chunk depends directly on the other, or
(b) one event chunk depends indirectly on the other
via one intermediate chunk. Additionally, we apply
the Japanese functional expressions dictionary (Mat-
suyoshi et al., 2006) to a cooccurrence pattern for
generalization.

In (5), for example, the two event chunks,
taishoku-go-ni (after retirement) and hajimeru (be-
gin), meet the condition (b) above and the depen-
dency path designated by bold font is identified as a
candidate cooccurrence pattern. The argument PC-o
of the verb hajimeru is excluded from the path.

(5) (taishoku-go-no tanoshimi)-ni PC-o hajimeru
retirement-after as a hobby PC-ACC begin
begin a PC as a hobby after retirement

5 Experiments

5.1 Settings
For an empirical evaluation, we used a sample
of approximately 500M sentences taken from the
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Table 1: Examples of acuired cooccurrence patterns and relatio instances for the action-effect relation
freq cooccurrence patterns relation instances

94477 〈verb;action〉temo〈verb;effect〉nai
(to do 〈action〉 though 〈effect〉 dose not happen)

sagasu::mitsukaru (search::be found),
asaru::mitsukaru (hunt::be found), purei-suru::kuria-
suru (play::finish)

6250 〈verb;action〉takeredomo〈verb;effect〉nai
(to do 〈action〉 though 〈effect〉 dose not happen)

shashin-wo-toru::toreru (shot photograph::be shot),
meiru-wo-okuru::henji-ga-kaeru (send a mail::get an
answer)

1851 〈noun;action〉wo-shitemo〈verb;effect〉nai
(to do 〈action〉 though 〈effect〉 dose not happen)

setsumei-suru::nattoku-suru (explain::agree), siai-
suru::katsu (play::win), siai-suru::makeru (play::lose)

1329 〈verb;action〉yasukute〈adjective;effect〉
(to simply do 〈action〉 and 〈effect〉)

utau::kimochiyoi (sing::feel good),
hashiru::kimochiyoi (run::feel good)

4429 〈noun;action〉wo-kiite〈verb;effect〉
(to hear 〈action〉 so that 〈effect〉)

setsumei-suru::nattoku-suru (explain::agree), setsumei-
suru::rikai-dekiru (explain::can understand)

Web corpus collected by Kawahara and Kuro-
hashi (2006). The sentences were dependency-
parsed with Cabocha (Kudo and Matsumoto, 2002),
and cooccurrence samples of event mentions were
extracted. Event mentions with patterns whose fre-
quency was less than 20 were discarded in order to
reduce computational costs. As a result, we obtained
34M cooccurrence tokens with 11M types. Note
that among those cooccurrence samples 15M tokens
(44%) with 4.8M types (43%) are those with ver-
bal nouns, suggesting the potential impacts of using
verbal nouns.

In our experiments, we considered two of Inui et
al. (2003)’s four types of causal relations: action-
effect relations (Effect in Inui et al.’s terminology)
and action-means relations (Means). An action-
effect relation holds between events x and y if and
only if non-volitional event y is likely to happen as
either a direct or indirect effect of volitional action
x. For example, the action X-ga undou-suru (X exer-
cises) and the event X-ga ase-o kaku (X sweats) are
considered to be in this type of relation. A action-
means relation holds between events x and y if and
only if volitional action y is likely to be done as a
part/means of volitional action x. For example, if
case a event-pair is X-ga hashiru (X runs) is consid-
ered as a typical action that is often done as a part of
the action X-ga undou-suru (X exercises).

Note that in these experiments we do not differ-
entiate between relations with the same subject and
those with a different subject. However we plan to
conduct further experiments in the future that make
use of this distinction.

In addition, we have collected action-effect rela-
tion instances for a baseline measure. The baseline

consists of instances that cooccur with eleven pat-
terns that indicate action-effect relation. The dif-
ference between the extended Espresso and baseline
is caused by the low number and constant scores of
patterns.

5.2 Results

We ran the extended Espresso algorithm starting
with 971 positive and 1069 negative seed relation
instances for action-effect relation and 860 positive
and 74 negative seed relations for action-means re-
lation. As a result, we obtained 34,993 cooccurrence
patterns with 173,806 relation instances for the
action-effect relation and 23,281 coocurrence rela-
tions with 237,476 relation instances for the action-
means relation after 20 iterations of pattern rank-
ing/selection and instance ranking/selection. The
threshold parameters for selecting patterns and in-
stances were decided in a preliminary trial. Some
of the acquired patterns and instances for the action-
effect relation are shown in Table 1.

5.2.1 Precision
To estimate precision, 100 relation instances were

randomly sampled from each of four sections of the
ranks of the acquired instances for each of the two
relations (1–500, 501–1500, 1501–3500 and 3500–
7500), and the correctness of each sampled instance
was judged by two graduate students (i.e. 800 rela-
tion instances in total were judged).

Note that in these experiments we asked the asses-
sors to both (a) the degree of the likeliness that the
effect/means takes place and (b) which arguments
are shared between the two events. For example,
while nomu (drink) does not necessarily result in
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futsukayoi-ni naru (have a hangover), the assessors
judged this pair correct because one can at least say
that the latter sometimes happens as a result of the
former. For criterion (b), as shown in Table 1, the
relation instances judged correct include both the X-
ga VP1::X-ga VP2 type (i.e. two subjects are shared)
and the X-o VP1::X-ga VP2 type (the object of the
former and the subject of the latter are shared). The
issue of how to control patterns of argument sharing
is left for future work.

The precision for the assessed samples are shown
in Figures 1 to 3. “2 judges” means that an instance
is acceptable to both judges. “1 judges” means that
it is an acceptable instance to at least one of the two
judges. “strict” indicates correct instance relations
while “lenient”3 indicates correct instance relations
– when a judge appends the right cases.

As a result of this strictness in judgement, the
inter-assessor agreement turned out to be poor. The
kappa statistics was 0.53 for the action-effect rela-
tions, 0.49 for the action-effect relations (=baseline)
and 0.55 for action-means relations.

The figures show that both types of relations were
acquired with reasonable precision not only for the
higher-ranked instances but also for lower-ranked
instances. It may seem strange that the precision
of the lower-ranked action-means instances is some-
times even better than the higher-ranked ones, which
may mean that the scoring function given in Section
3 did not work properly. While further investiga-
tion is clearly needed, it should also be noted that
higher-ranked instances tended to be more specific
than lower-ranked ones.

5.2.2 Effects of seed number
We reran the extended Espresso algorithm for the

action-effect relation, starting with 500 positive and
500 negative seed relation instances. The preci-
sion is shown in Figure 44. This precision is fairly
lower than that of action-effect relations with all
seed instances. Additionally, the number of seed in-
stances affects the precision of both higher-ranked
and lower-ranked instances. This result indicates
that while the proposed algorithm is designed to
work with a small seed set, in reality its performance

3If an instance is judged as “strict” by one assessor and “le-
nient” by the other, then the instance is assessed as “lenient”.

4It was only judged by one assessor.

severely depends on the number of seeds.

5.2.3 Effects of using verbal nouns
We also examine the effect of using verbal nouns.

Of the 500 highest scored patterns for the action-
effect relation, 128 patterns include verbal noun
slots, and for action-means, 495 patterns. Hence,
the presence of verbal nouns greatly effects some
acquired instances. Additionally, to see the influ-
ence of frequency, of the 500 high frequent patterns
selected from the 2000 highest scored patterns for
action-effect relation, 177 include verbal noun slots,
and for action-means, 407 patterns. This result pro-
vides further evidence that the inclusion of verbal
nouns has a positive effect in this task.

5.2.4 Argument selection
According to our further investigation on argu-

ment selection, 49 instances (12%) of the correct
action-effect relation instances that are judged cor-
rect have a specific argument in at least one event,
and all of them would be judged incorrect (i.e. over-
generalized) if they did not have those arguments
(Recall the example of kogeme-ga tsuku (get brown)
in Section 4.2). This figure indicates that our method
for argument selection works to a reasonable degree.

However, clearly there is still much room for im-
provement. According to our investigation, up to
26% of the instances that are judged incorrect could
be saved if appropriate arguments were selected. For
example, X-ga taberu (X eats) and X-ga shinu (X
dies) would constitute an action-effect relation if the
former event took such an argument as dokukinoko-
o (toadstool-ACC). The overall precision could be
boosted if an effective method for argument selec-
tion method were devised.

6 Conclusion and future work

In this paper, we have addressed the issue of how
to learn lexico-syntactic patterns useful for acquir-
ing event relation knowledge from a large corpus,
and proposed several extensions to a state-of-the-art
method originally designed for entity relation ex-
traction, reporting on the present results of our em-
pirical evaluation. The results have shown that (a)
there are indeed specific cooccurrence patterns use-
ful for event relation acquisition, (b) the use of cooc-
currence samples involving verbal nouns has pos-
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Figure 1: action-effect
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Figure 2: action-means
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Figure 3: action-effect (baseline)
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itive impacts on both recall and precision, and (c)
over five thousand relation instances are acquired
from the 500M-sentence Web corpus with a preci-
sion of about 66% for action-effect relations.

Clearly, there is still much room for exploration
and improvement. First of all, more comprehensive
evaluations need to be done. For example, the ac-
quired relations should be evaluated in terms of re-
call and usefulness. A deep error analysis is also
needed. Second, the experiments have revealed that
one major problem to challenge is how to optimize
argument selection. We are seeking a way to incor-
porate a probabilistic model of predicate-argument
cooccurrences into the ranking function for relation
instances. Related to this issue, it is also crucial
to devise a method for controlling argument shar-
ing patterns. One possible approach is to employ
state-of-the-art techniques for coreference and zero-
anaphora resolution (Iida et al., 2006; Komachi et
al., 2007, etc.) in preprocessing cooccurrence sam-
ples.
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Abstract

Bracketing Transduction Grammar (BTG)
has been well studied and used in statistical
machine translation (SMT) with promising
results. However, there are two major issues
for BTG-based SMT. First, there is no effec-
tive mechanism available for predicting or-
ders between neighboring blocks in the orig-
inal BTG. Second, the computational cost is
high. In this paper, we introduce two re-
finements for BTG-based SMT to achieve
better reordering and higher-speed decod-
ing, which include (1) reordering heuristics
to prevent incorrect swapping and reduce
search space, and (2) special phrases with
tags to indicate sentence beginning and end-
ing. The two refinements are integrated into
a well-established BTG-based Chinese-to-
English SMT system that is trained on large-
scale parallel data. Experimental results on
the NIST MT-05 task show that the proposed
refinements contribute significant improve-
ment of 2% in BLEU score over the baseline
system.

1 Introduction

Bracket transduction grammar was proposed by Wu
(1995) and firstly employed in statistical machine
translation in (Wu, 1996). Because of its good trade-
off between efficiency and expressiveness, BTG re-
striction is widely used for reordering in SMT (Zens
et al., 2004). However, BTG restriction does not
provide a mechanism to predict final orders between
two neighboring blocks.

To solve this problem, Xiong et al. (2006)
proposed an enhanced BTG with a maximum en-
tropy (MaxEnt) based reordering model (MEBTG).
MEBTG uses boundary words of bilingual phrases
as features to predict their orders. Xiong et
al. (2006) reported significant performance im-
provement on Chinese-English translation tasks in
two different domains when compared with both
Pharaoh (Koehn, 2004) and the original BTG us-
ing flat reordering. However, error analysis of the
translation output of Xiong et al. (2006) reveals
that boundary words predict wrong swapping, espe-
cially for long phrases although the MaxEnt-based
reordering model shows better performance than
baseline reordering models.

Another big problem with BTG-based SMT is the
high computational cost. Huang et al. (2005) re-
ported that the time complexity of BTG decoding
with m-gram language model isO(n3+4(m−1)). If a
4-gram language model is used (common in many
current SMT systems), the time complexity is as
high asO(n15). Therefore with this time complexity
translating long sentences is time-consuming even
with highly stringent pruning strategy.

To speed up BTG decoding, Huang et al. (2005)
adapted the hook trick which changes the time
complexity fromO(n3+4(m−1)) to O(n3+3(m−1)).
However, the implementation of the hook trick with
pruning is quite complicated. Another method to in-
crease decoding speed is cube pruning proposed by
Chiang (2007) which reduces search space signifi-
cantly.

In this paper, we propose two refinements to ad-
dress the two issues, including (1) reordering heuris-
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tics to prevent incorrect swapping and reduce search
space using swapping window and punctuation re-
striction, and (2) phrases with special tags to indicate
beginning and ending of sentence. Experimental re-
sults show that both refinements improve the BLEU
score significantly on large-scale data.

The above refinements can be easily implemented
and integrated into a baseline BTG-based SMT sys-
tem. However, they are not specially designed for
BTG-based SMT and can also be easily integrated
into other systems with different underlying trans-
lation strategies, such as the state-of-the-art phrase-
based system (Koehn et al., 2007), syntax-based sys-
tems (Chiang et al., 2005; Marcu et al., 2006; Liu et
al., 2006).

The rest of the paper is organized as follows. In
section 2, we review briefly the core elements of
the baseline system. In section 3 we describe our
proposed refinements in detail. Section 4 presents
the evaluation results on Chinese-to-English trans-
lation based on these refinements as well as results
obtained in the NIST MT-06 evaluation exercise. Fi-
nally, we conclude our work in section 5.

2 The Baseline System

In this paper, we use Xiong et al. (2006)’s sys-
tem Bruin as our baseline system. Their system has
three essential elements which are (1) a stochastic
BTG, whose rules are weighted using different fea-
tures in log-linear form, (2) a MaxEnt-based reorder-
ing model with features automatically learned from
bilingual training data, (3) a CKY-style decoder us-
ing beam search similar to that of Wu (1996). We
describe the first two components briefly below.

2.1 Model

The translation process is modeled using BTG rules
which are listed as follows

A → [A1, A2] (1)

A → 〈A1, A2〉 (2)

A → x/y (3)

The lexical rule(3) is used to translate source phrase
x into target phrasey and generate a blockA. The

two rules(1) and(2) are used to merge two consec-
utive blocks into a single larger block in a straight or
inverted order.

To construct a stochastic BTG, we calculate rule
probabilities using the log-linear model (Och and
Ney, 2002). For the two merging rules(1) and(2),
the assigned probabilityPrm(A) is defined as fol-
lows

Prm(A) = ΩλΩ · 4λLM

pLM (A1,A2) (4)

where Ω, the reordering score of blockA1 and
A2, is calculated using the MaxEnt-based reordering
model (Xiong et al., 2006) described in the next sec-
tion, λΩ is the weight ofΩ, and4pLM (A1,A2) is the
increment of language model score of the two blocks
according to their final order,λLM is its weight.

For the lexical rule(3), it is applied with a proba-
bility Prl(A)

Prl(A) = p(x|y)λ1 · p(y|x)λ2 · plex(x|y)λ3

·plex(y|x)λ4 · exp(1)λ5 · exp(|y|)λ6

·pλLM
LM (y) (5)

wherep(·) are the phrase translation probabilities
in both directions,plex(·) are the lexical translation
probabilities in both directions,exp(1) andexp(|y|)
are the phrase penalty and word penalty, respec-
tively andλs are weights of features. These features
are commonly used in the state-of-the-art systems
(Koehn et al., 2005; Chiang et al., 2005).

2.2 MaxEnt-based Reordering Model

The MaxEnt-based reordering model is defined on
two consecutive blocksA1 and A2 together with
their ordero ∈ {straight, inverted} according to
the maximum entropy framework.

Ω = pθ(o|A1, A2) =
exp(

∑
i θihi(o,A1, A2))∑

o exp(
∑

i θihi(o,A1, A2))
(6)

where the functionshi ∈ {0, 1} are model features
andθi are weights of the model features trained au-
tomatically (Malouf, 2002).

There are three steps to train a MaxEnt-based re-
ordering model. First, we need to extract reordering
examples from unannotated bilingual data, then gen-
erate features from these examples and finally esti-
mate feature weights.
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For extracting reordering examples, there are two
points worth mentioning:

1. In the extraction of useful reordering examples,
there is no length limitation over blocks com-
pared with extracting bilingual phrases.

2. When enumerating all combinations of neigh-
boring blocks, a good way to keep the number
of reordering examples acceptable is to extract
smallest blocks with thestraight order while
largest blocks with theinvertedorder .

3 Refinements

In this section we describe two refinements men-
tioned above in detail. First, we present fine-
grained reordering heuristics using swapping win-
dow and punctuation restriction. Secondly, we inte-
grate special bilingual phrases with sentence begin-
ning/ending tags.

3.1 Reordering Heuristics

We conduct error analysis of the translation out-
put of the baseline system and observe that Bruin
sometimes incorrectly swaps two large neighboring
blocks on the target side. This happens frequently
when inverted order successfully challenges straight
order by the incorrect but strong support from the
language model and the MaxEnt-based reordering
model. The reason is that only boundary words
are used as evidences by both language model and
MaxEnt-based reordering model when the decoder
selects which merging rule (straight or inverted) to
be used1. However, statistics show that bound-
ary words are not reliable for predicting the right
order between two larger neighboring blocks. Al-
Onaizan and Papineni (2006) also proved that lan-
guage model is insufficient to address long-distance
word reordering. If a wrong inverted order is se-
lected for two large consecutive blocks, incorrect
long-distance swapping happens.

Yet another finding is that many incorrect swap-
pings are related to punctuation marks. First, the
source sequence within a pair of balanced punctua-
tion marks (quotes and parentheses) should be kept

1In (Xiong et al., 2006), the language model uses the left-
most/rightmost words on the target side as evidences while the
MaxEnt-based reordering model uses the boundary words on
both sides.

Chinese:他说 : 「这是个非常严重的情
况，我们只能希望，能有加快行动的可
能性。」

Bruin: urgent action ,he said : “This is a very
serious situation , we can only hope that there
will be a possibility .”
Bruin+RH: hesaid : “This is a very serious sit-
uation , we can only hope that there will be the
possibility to expedite action.”
Ref: He said: “This is a very serious situa-
tion. We can only hope that it is possible to
speed up the operation.”

Figure 1: An example of incorrect long-distance
swap. The underlined Chinese words are incorrectly
swapped to the beginning of the sentence by the
original Bruin. RH means reordering heuristics.

within the punctuation after translation. However,
it is not always true when reordering is involved.
Sometime the punctuation marks are distorted with
the enclosed words sequences being moved out.
Secondly, it is found that a series of words is fre-
quently reordered from one side of a structural mark,
such as commas, semi-colons and colons, to the
other side of the mark for long sentences contain-
ing such marks. Generally speaking, on Chinese-
to-English translation, source words are translated
monotonously relative to their adjacent punctuation
marks, which means their order relative to punctua-
tion marks will not be changed. In summary, punctu-
ation marks place a strong constraint on word order
around them.

For example, in Figure 1, Chinese words “加快
行动” are reordered to sentence beginning. That is
an incorrect long-distance swapping, which makes
the reordered words moved out from the balanced
punctuation marks “「” and “」”, and incorrectly
precede their previous mark “，”.

These incorrect swappings definitely jeopardize
the quality of translation. Here we propose two
straightforward but effective heuristics to control
and adjust the reordering, namely swapping window
and punctuation restriction.

Swapping Window (SW): It constrains block
swapping in the following way

ACTIVATE A → 〈A1, A2〉 IF |A1
s|+ |A2

s| < sws
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where |Ai
s| denotesthe number of words on the

source sideAi
s of block Ai, sws is a pre-defined

swapping window size. Any inverted reordering be-
yond the pre-defined swapping window size is pro-
hibited.

Punctuation Restriction (PR): If two neighbor-
ing blocks include any of the punctuation marksp ∈
{， 、 ： ； 「 」 《 》 （ ） “ ”}, the two
blocks will be merged with straight order.

Punctuation marks were already used in pars-
ing (Christine Doran, 2000) and statistical machine
translation (Och et al., 2003). In (Och et al.,
2003), three kinds of features are defined, all re-
lated to punctuation marks like quotes, parentheses
and commas. Unfortunately, no statistically signifi-
cant improvement on the BLEU score was reported
in (Och et al., 2003). In this paper, we consider
this problem from a different perspective. We em-
phasize that words around punctuation marks are
reordered ungrammatically and therefore we posi-
tively use punctuation marks as a hard decision to
restrict such reordering around punctuations. This
is straightforward but yet results in significant im-
provement on translation quality.

The two heuristics described above can be used
together. If the following conditions are satisfied,
we can activate the inverted rule:

|A1
s|+ |A2

s| < sws && P
⋂

(A1
s

⋃
A2

s) = ∅

whereP is the set of punctuation marks mentioned
above.

The two heuristics can also speed up decoding be-
cause decoding will be monotone within those spans
which are not in accordance with both heuristics.
For a sentence withn words, the total number of
spans isO(n2). If we set sws = m (m < n),
then the number of spans with monotone search is
O((n−m)2). With punctuation restriction, the non-
monotone search space will reduce further.

3.2 Phrases with Sentence Beginning/Ending
Tags

We observe that in a sentence some phrases are more
likely to be located at the beginning, while other
phrases are more likely to be at the end. This kind of
location information with regard to the phrase posi-
tion could be used for reordering. A straightforward

way to use this information is to mark the begin-
ning and ending of word-aligned sentences with〈s〉
and 〈/s〉 respectively. This idea is borrowed from
language modeling (Stolcke, 2002). The corre-
sponding tags at the source and target sentences are
aligned to each other, i.e, the beginning tag of source
sentences is aligned to the beginning tag of target
sentences, similarly for the ending tag. Figure 2
shows a word-aligned sentence pair annotated with
the sentence beginning and ending tag.

During training, the sentence beginning and end-
ing tags (〈s〉 and〈/s〉) are treated as words. There-
fore the phrase extraction and MaxEnt-based re-
ordering training algorithm need not to be modified.
Phrases with the sentence beginning/ending tag will
be extracted and MaxEnt-based reordering features
with such tags will also be generated. For example,
from the word-aligned sentence pair in Figure 2, we
can extract tagged phrases like

〈s〉西藏 ||| 〈s〉Tibet ’s

成绩 〈/s〉 |||achievements〈/s〉

and generate MaxEnt-based reordering features with
tags like

hi(o, b1, b2) =
{

1, b2.t1 = 〈/s〉, o = s
0, otherwise

whereb1, b2 are blocks,t1 denotes the last source
word, o = s means the order between two blocks
is straight. To avoid wrong alignments, we remove
tagged phrases where only the beginning/ending tag
is extracted on either side of the phrases, such as

〈s〉 ||| 〈s〉Those。

〈/s〉 ||| 〈/s〉

During decoding, we first annotate source sen-
tences with the beiginning/ending tags, then trans-
late them as what Bruin does. Note that phrases
with sentence beginning/ending tags will be used in
the same way as ordinary phrases without such tags
during decoding. With the additional support of lan-
guage model and MaxEnt-based reordering model,
we observe that phrases with such tags are always
moved to the beginning or ending of sentences cor-
rectly.
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〈s〉 西藏 金融 工作 取得 显著 成绩 〈/s〉
〈s〉 Tibet ’s financial work hasgained remarkable achievements 〈/s〉

Figure2: A word-aligned sentence pair annotated with the sentence beginning and ending tag.

4 Evaluation

In this section, we report the performance of the en-
hanced Bruin on the NIST MT-05 and NIST MT-06
Chinese-to-English translation tasks. We describe
the corpus, model training, and experiments related
to the refinements described above.

4.1 Corpus

The bilingual training data is derived from the fol-
lowing various sources: the FBIS (LDC2003E14),
Hong Kong Parallel Text (Hong Kong News and
Hong Kong Hansards, LDC2004T08), Xinhua News
(LDC2002E18), Chinese News Translation Text
Part1 (LDC2005T06), Translations from the Chi-
nese Treebank (LDC2003E07), Chinese English
News Magazine (LDC2005E47). It contains 2.4M
sentence pairs in total (68.1M Chinese words and
73.8M English words).

For the efficiency of minimum-error-rate training,
we built our development set using sentences not ex-
ceeding 50 characters from the NIST MT-02 evalu-
ation test data (580 sentences).

4.2 Training

We use exactly the same way and configuration de-
scribed in (He et al., 2006) to preprocess the training
data, align words and extract phrases.

We built two four-gram language models using
Xinhua section of the English Gigaword corpus
(181.1M words) and the English side of the bilin-
gual training data described above respectively. We
applied modified Kneser-Ney smoothing as imple-
mented in the SRILM toolkit (Stolcke, 2002).

The MaxEnt-based reordering model is trained
using the way of (Xiong et al., 2006). The difference
is that we only use lexical features generated by tail
words of blocks, instead of head words, removing
features generated by the combination of two bound-
ary words.

Bleu(%) Secs/sent
Bruin 29.96 54.3
sws RH1 RH1

2 RH1 RH1
2

5 29.65 29.95 42.6 41.2
10 30.55 31.27 46.2 41.8
15 30.26 31.40 48.0 42.2
20 30.19 31.42 49.1 43.2

Table 1: Effect of reordering heuristics.RH1 de-
notes swapping window whileRH1

2 denotes swap-
ping window with the addition of punctuation re-
striction.

4.3 Translation Results

Table 1 compares the BLEU scores2 and the speed
in seconds/sentence of the baseline system Bruin
and the enhanced system with reordering heuristics
applied. The second row gives the BLEU score and
the average decoding time of Bruin. The rows be-
low row 3 show the BLEU scores and speed of the
enhanced Bruin with different combinations of re-
ordering heuristics. We can clearly see that the re-
ordering heuristics proposed by us have a two-fold
effect on the performance: improving the BLEU
score and decreasing the average decoding time.
The example in Figure 1 shows how reordering
heuristics prevent incorrect long-distance swapping
which is not in accordance with the punctuation re-
striction.

Table 1 also shows that a 15-word swapping win-
dow is an inflexion point with the best tradeoff be-
tween the decoding time and the BLEU score. We
speculate that in our corpus most reorderings hap-
pen within a 15-word window. We use the FBIS
corpus to testify this hypothesis. In this corpus, we
extract all reordering examples using the algorithm
of Xiong et al. (2006). Figure 3 shows the reorder-
ing length distribution curve in this corpus. Accord-

2In this paper, all BLEU scores are case-sensitive and evalu-
ated on the NIST MT-05 Chinese-to-English translation task if
there is no special note.
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Figure3: Reordering length distribution. The hor-
izontal axis (reordering length) indicates the num-
ber of words on the source side of two neighboring
blocks which are to be swapped. The vertical axis
represents what proportion of reorderings with a cer-
tain length is likely to be in all reordering examples
with an inverted order.

Bleu(%)
Without Special Phrases 31.40
With Special Phrases 32.01

Table 2: Effect of integrating special phrases with
the sentence beginning/ending tag.

ing to our statistics, reorderings within a window
not exceeding 15 words have a very high proportion,
97.29%. Therefore we setsws = 15 for later exper-
iments.

Table 2 shows the effect of integrating special
phrases with sentence beginning/ending tags into
Bruin. As special phrases accounts for only 1.95%
of the total phrases used, an improvement of 0.6%
in BLEU score is well worthwhile. Further, the im-
provement is statistically significant at the 99% con-
fidence level according to Zhang’s significant tester
(Zhang et al., 2004). Figure 4 shows several exam-
ples translated with special phrases integrated. We
can see that phrases with sentence beginning/ending
tags are correctly selected and located at the right
place.

Table 3 shows the performance of two systems on
the NIST MT-05 Chinese test data, which are (1)

System Refine MT-05 MT-06
Bruin - 29.96 -
EBruin RH 31.40 30.22
EBruin RH+SP 32.01 -

Table 3: Results of different systems. The refine-
ments RH, SP represent reordering heuristics and
special phrases with the sentence beginning/ending
tag, respectively.

Bruin, trained on the large data described above; and
(2) enhanced Bruin (EBruin) with different refine-
ments trained on the same data set. This table also
shows the evaluation result of the enhanced Bruin
with reordering heuristics, obtained in the NIST MT-
06 evaluation exercise.3

5 Conclusions

We have described in detail two refinements for
BTG-based SMT which include reordering heuris-
tics and special phrases with tags. The refinements
were integrated into a well-established BTG-based
system Bruin introduced by Xiong et al. (2006). Re-
ordering heuristics proposed here achieve a twofold
improvement: better reordering and higher-speed
decoding. To our best knowledge, we are the first
to integrate special phrases with the sentence be-
ginning/ending tag into SMT. Experimental results
show that the above refinements improve the base-
line system significantly.

For further improvements, we will investigate
possible extensions to the BTG grammars, e.g.
learning useful nonterminals using unsupervised
learning algorithm.
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With Special Phrases Without Special Phrases
〈s〉Japan had alreadypledged to provide 30 mil-
lion US dollars of aid due to the tsunami victims of
the country .〈/s〉

originally has pledged to provide 30 million US
dollars of aid from Japan tsunami victimized coun-
tries .

〈s〉 the results of the survey is based on the re-
sults of the chiefs of the Ukrainian National 50.96%
cast by chiefs .〈/s〉

is based onthe survey findings Ukraine 50.96% cast
by the chiefs of the chiefs of the country .

〈s〉andat the same time , the focus of the world have
been transferred toother areas .〈/s〉

andat the same time ,the global focus has shifted
he.

Figure4: Examples translated with special phrases integrated. The bold underlined words are special phrases
with the sentence beginning/ending tag.
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Abstract

In this paper, we report our work on incor-

porating syntactic and morphological infor-

mation for English to Hindi statistical ma-

chine translation. Two simple and compu-

tationally inexpensive ideas have proven to

be surprisingly effective: (i) reordering the

English source sentence as per Hindi syntax,

and (ii) using the suffixes of Hindi words.

The former is done by applying simple trans-

formation rules on the English parse tree.

The latter, by using a simple suffix separa-

tion program. With only a small amount of

bilingual training data and limited tools for

Hindi, we achieve reasonable performance

and substantial improvements over the base-

line phrase-based system. Our approach es-

chews the use of parsing or other sophisti-

cated linguistic tools for the target language

(Hindi) making it a useful framework for

statistical machine translation from English

to Indian languages in general, since such

tools are not widely available for Indian lan-

guages currently.

1 Introduction

Techniques for leveraging syntactic and morpholog-

ical information for statistical machine translation

(SMT) are receiving a fair amount of attention nowa-

days. For SMT from English to Indian languages,

these techniques are especially important for the fol-

lowing three reasons: (i) Indian languages differ

widely from English in terms of word-order; (ii) In-

dian languages are morphologically quite rich; and

(iii) large amounts of parallel corpora are not avail-

able for these languages, though smaller amounts of

text in specific domains (such as health, tourism, and

agriculture) are now becoming accessible. It might

therefore be expected that using syntactic and mor-

phological information for English to Indian lan-

guage SMT will prove highly beneficial in terms

of achieving reasonable performance out of limited

parallel corpora. However, the difficulty in this is

that crucial tools, such as parsers and morphological

analyzers, are not widely available for Indian lan-

guages yet.

In this paper, we present our work on incorporat-

ing syntactic and morphological information for En-

glish to Hindi SMT. Our approach, which eschews

the use of parsing and other tools for Hindi, is two-

pronged:

1. Incorporating syntactic information by com-

bining phrase-based models with a set of struc-

tural preprocessing rules on English

2. Incorporating morphological information by

using a simple suffix separation program for

Hindi, the likes of which can be created with

limited effort for other Indian languages as well

Significant improvements over the baseline

phrase-based SMT system are obtained using our

approach. Table 1 illustrates this with an example 1.

Since only limited linguistic effort and tools are

required for the target language, we believe that the

framework we propose is suitable for SMT from En-

glish to other Indian languages as well.

1This example is discussed further in section 4
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input For a celestial trip of the scientific kind, visit the planetarium.

reference

�������	 
��	
 	
 e	 ���� ��� 	
 ��e , 
������� a�e�।
vaigyaanika tariike ke eka divya saira ke lie, taaraamandala aaem

scientific kind of a celestial trip for, planetarium visit (come)

baseline

	
 ������ ���� 	
 �������	 pr	�� , 	� 
����� � ��।
ke svargiiya yaatraa ke vaigyaanika prakaara, kaa taaraagruha hai

of celestial trip of scientific kind, of planetarium is

baseline+syn

�������	 pr	�� 	
 ������ ���� 	
 ��e , 
����� � ��।
vaigyaanika prakaara ke svargiiya yaatraa ke lie, taaraagruha hai

scientific kind of celestial trip for, planetarium is

baseline+syn+morph

�������	 pr	�� 	
 ������ ���� 	
 ��e , 
����� � �
�
�।
vaigyaanika prakaara ke svargiiya yaatraa ke lie, taaraagruha dekhem

scientific kind of celestial trip for, planetarium visit (see)

Table 1: Effects of Syntactic and Morphological Processing (reference: human reference translation;

baseline: phrase-based system; syn: with syntactic information; morph: with morphological information)

The rest of this paper is organized as follows: Sec-

tion 2 outlines related work. Section 3 describes our

approach – first, the phrase-based baseline system is

sketched briefly, leading up to the techniques used

for incorporating syntactic and morphological infor-

mation within this system. Experimental results are

discussed in section 4. Section 5 concludes the pa-

per with some directions for future work.

2 Related Work

Statistical translation models have evolved from the

word-based models originally proposed by Brown

et al. (1990) to syntax-based and phrase-based tech-

niques.

The beginnings of phrase-based translation can

be seen in the alignment template model introduced

by Och et al. (1999). A joint probability model

for phrase translation was proposed by Marcu and

Wong (2002). Koehn et al. (2003) propose certain

heuristics to extract phrases that are consistent with

bidirectional word-alignments generated by the IBM

models (Brown et al., 1990). Phrases extracted us-

ing these heuristics are also shown to perform bet-

ter than syntactically motivated phrases, the joint

model, and IBM model 4 (Koehn et al., 2003).

Syntax-based models use parse-tree representa-

tions of the sentences in the training data to learn,

among other things, tree transformation probabili-

ties. These methods require a parser for the target

language and, in some cases, the source language

too. Yamada and Knight (2001) propose a model

that transforms target language parse trees to source

language strings by applying reordering, insertion,

and translation operations at each node of the tree.

Graehl and Knight (2004) and Melamed (2004), pro-

pose methods based on tree-to-tree mappings. Ima-

mura et al. (2005) present a similar method that

achieves significant improvements over a phrase-

based baseline model for Japanese-English transla-

tion.

Recently, various preprocessing approaches have

been proposed for handling syntax within SMT.

These algorithms attempt to reconcile the word-

order differences between the source and target lan-

guage sentences by reordering the source language

data prior to the SMT training and decoding cy-

cles. Nießen and Ney (2004) propose some restruc-

turing steps for German-English SMT. Popovic and

Ney (2006) report the use of simple local trans-

formation rules for Spanish-English and Serbian-

English translation. Collins et al. (2006) propose

German clause restructuring to improve German-

English SMT.

The use of morphological information for SMT

has been reported in (Nießen and Ney, 2004) and

(Popovic and Ney, 2006). The detailed experi-

ments by Nießen and Ney (2004) show that the use

of morpho-syntactic information drastically reduces

the need for bilingual training data.

Recent work by Koehn and Hoang (2007) pro-
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poses factored translation models that combine fea-

ture functions to handle syntactic, morphological,

and other linguistic information in a log-linear

model.

Our work uses a preprocessing approach for in-

corporating syntactic information within a phrase-

based SMT system. For incorporating morphology,

we use a simple suffix removal program for Hindi

and a morphological analyzer for English. These as-

pects are described in detail in the next section.

3 Syntactic & Morphological Information
for English-Hindi SMT

3.1 Phrase-Based SMT: the Baseline

Given a source sentence f , SMT chooses as its trans-

lation ê, which is the sentence with the highest prob-

ability:

ê = arg max
e

p(e|f)

According to Bayes’ decision rule, this is written

as:

ê = arg max
e

p(e)p(f |e)

The phrase-based model that we use as our base-

line system (defined by Koehn et al. (2003)) com-

putes the translation model p(f |e) by using a phrase

translation probability distribution. The decoding

process works by segmenting the input sentence f

into a sequence of I phrases f
I
1. A uniform proba-

bility distribution over all possible segmentations is

assumed. Each phrase f i is translated into a target

language phrase ei with probability φ(f i|ei). Re-

ordering is penalized according to a simple exponen-

tial distortion model.

The phrase translation table is learnt in the fol-

lowing manner: The parallel corpus is word-aligned

bidirectionally, and using various heuristics (see

(Koehn et al., 2003) for details) phrase correspon-

dences are established. Given the set of collected

phrase pairs, the phrase translation probability is cal-

culated by relative frequency:

φ(f |e) =
count(f, e)

∑

f count(f, e)

Lexical weighting, which measures how well

words within phrase pairs translate to each other,

validates the phrase translation, and addresses the

problem of data sparsity.

The language model p(e) used in our baseline sys-

tem is a trigram model with modified Kneser-Ney

smoothing (Chen and Goodman, 1998).

The weights for the various components of the

model (phrase translation model, language model,

distortion model etc.) are set by minimum error rate

training (Och, 2003).

3.2 Syntactic Information
As mentioned in section 2, phrase-based models

have emerged as the most successful method for

SMT. These models, however, do not handle syntax

in a natural way. Reordering of phrases during trans-

lation is typically managed by distortion models,

which have proved not entirely satisfactory (Collins

et al., 2006), especially for language pairs that differ

a lot in terms of word-order. We use a preprocess-

ing approach to get over this problem, by reordering

the English sentences in the training and test corpora

before the SMT system kicks in. This reduces, and

often eliminates, the ‘distortion load’ on the phrase-

based system.

The reordering rules that we use for prepro-

cessing can be broadly described by the following

transformation rule going from English to Hindi

word order (Rao et al, 2000):

SSmV VmOOmCm → C ′
mS′

mS′O′
mO′V ′

mV ′

where,

S: Subject

O: Object

V : Verb

Cm: Clause modifier

X ′: Corresponding constituent in Hindi,

where X is S, O, or V
Xm: modifier of X

Essentially, the SVO order of English is changed

to SOV order, and post-modifiers are converted to

pre-modifiers. Our preprocessing module effects

this by parsing the input English sentence 2 and ap-

2Dan Bikel’s parser was used for parsing
(http://www.cis.upenn.edu/d̃bikel/license.html).
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Figure 1: Syntactic and Morphological Processing: Schematic

plying a handful of reordering rules on the parse tree.

Table 2 illustrates this with an example.

3.3 Morphological Information

If an SMT system considers different morphologi-

cal forms of a word as independent entities, a cru-

cial source of information is neglected. It is con-

ceivable that with the use of morphological informa-

tion, especially for morphologically rich languages,

the requirement for training data might be much re-

duced. This is indicated, for example, in recent

work on German-English statistical MT with limited

bilingual training data (Nießen and Ney, 2004), and

also in other applications such as statistical part-of-

speech tagging of Hindi (Gupta et al., 2006).

The separation of morphological suffixes con-

flates various forms of a word, which results in

higher counts for both words and suffixes, thereby

countering the problem of data sparsity. As an exam-

ple, assume that the following sentence pair is part

of the bilingual training corpus:

English: Players should just play.

Hindi: ��������� 	� 	
�� �
���
����e।
khilaadiyom ko kevala khelanaa caahie
Hindi (suffix separated): ����� i���
	� 	
�� �
� �� ����e।
khilaada iyom ko kevala khela naa caahie

Now, consider the input sentence, “The men came

across some players,” which should be translated as

“a������� 	� 	 ! ������ ���
” (aadmiyom ko
kucha khilaadii mile). Without using morphology,

the system is constrained to the choice of ���������
(khilaadiyom) for the word players (based just on the
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English

S
︷ ︸︸ ︷

The president

Sm
︷ ︸︸ ︷

of America

V
︷ ︸︸ ︷

visited

O
︷ ︸︸ ︷

India

Vm
︷ ︸︸ ︷

in June

Reordered America of
︸ ︷︷ ︸

Sm

the president
︸ ︷︷ ︸

S

June in
︸ ︷︷ ︸

Vm

India
︸ ︷︷ ︸

O

visited
︸ ︷︷ ︸

V

Hindi
a���	� 	
 ��"# $�
 �
 %& � �
� '��
 	� ���� 	�
amariikaa ke raashtrapati ne juuna mem bhaarata kii yaatraa kii

Table 2: English and Hindi Word-Order

a� a�e� a
� a��
 e��
i a�a�� a
� (��� e��
) i��� * (��� a�e��
u i��� a�
� a�(��� a�e��
( a�i��� a

 a�(��� a���
e a�i��� a�
� e��
 a�e
a� a�+ a�
� e��� a�)
e� i��+ a�
�� a�e��
 a�*
a�� a�i��+ a�

 a�e��� ie
a�� a
�e� a�� a��
 a�a�
ua�� a
�a�� a�� a��� a�ie
ue� a��e� a�
 a�a��
 a	�
ua�� a��a�� a��� a�a��� a�	�

Table 3: Hindi Suffix List

evidence from the above sentence pair in the train-

ing corpus). Also, the general relationship between

the oblique case (indicated by the suffix i��� (iyom))

and the case marker 	� (ko) is not learnt, but only

the specific relationship between ��������� (khi-
laadiyom) and 	� (ko). This indicates the necessity

of using morphological information for languages

such as Hindi.

To incorporate morphological information, we

use a morphological analyzer (Minnen et al., 2001)

for English, and a simple suffix separation program

for Hindi. The suffix separation program is based

on the Hindi stemmer presented in (Ananthakrish-

nan and Rao, 2003), and works by separating from

each word the longest possible suffix from table 3. A

detailed analysis of noun, adjective, and verb inflec-

tions that were used to create this list can be found in

(McGregor, 1977) and (Rao, 1996). A few examples

of each type are given below:

Noun Inflections: Nouns in Hindi are inflected

based on the case (direct or oblique), the number

(singular or plural), and the gender (masculine or

feminine3). For example, ��	� (ladakaa - boy)

becomes ��	
 (ladake) when in oblique case, and

the plural ��	
 (ladake - boys) becomes ��	��
(ladakom). The feminine noun ��	� (ladakii - girl)

is inflected as ���	��+ (ladakiyaam - plural direct)

and ���	��� (ladakiyom - plural oblique), but it re-

mains uninflected in the singular direct case.

Adjective Inflections: Adjectives which end in

a� (aa) or a�� (aam) in their direct singular mascu-

line form agree with the noun in gender, number, and

case. For example, the singular direct a,!� (accha)

is inflected as a,!
 (acche) in all other masculine

forms, and as a,!� (acchii) in all feminine forms.

Other adjectives are not inflected.

Verb Inflections: Hindi verbs are inflected based

on gender, number, person, tense, aspect, modality,

formality, and voice. (Rao, 1996) provides a com-

plete list of verb inflection rules.

The overall process used for incorporating syn-

tactic and morphological information, as described

in this section, is shown in figure 1.

3Hindi does not possess a neuter gender
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Technique Evaluation Metric
BLEU mWER SSER roughly understandable+ understandable+

baseline 12.10 77.49 91.20 10% 0%

baseline+syn 16.90 69.18 74.40 42% 12%

baseline+syn+morph 15.88 70.69 66.40 46% 28%

Table 4: Evaluation Results (baseline: phrase-based system; syn: with syntactic information; morph: with

morphological information)

4 Experimental Results

The corpus described in the table below was used for

the experiments.

#sentences #words
Training 5000 120,153

Development 483 11,675

Test 400 8557

Monolingual (Hindi) 49,937 1,123,966

The baseline system was implemented by training

the phrase-based system described in section 3 on

the 5000 sentence training corpus.

For the Hindi language model, we compared var-

ious n-gram models, and found trigram models with

modified Kneser-Ney smoothing to be the best per-

forming (Chen and Goodman, 1998). One language

model was learnt from the Hindi part of the 5000

sentence training corpus. The larger monolingual

Hindi corpus was used to learn another language

model. The SRILM toolkit 4 was used for the lan-

guage modeling experiments.

The development corpus was used to set weights

for the language models, the distortion model, the

phrase translation model etc. using minimum er-

ror rate training. Decoding was performed using

Pharaoh 5.

fnTBL (Ngai and Florian, 2001) was used to POS

tag the English corpus, and Bikel’s parser was used

for parsing. The reordering program was written us-

ing the perl module Parse::RecDescent.

We evaluated the various techniques on the fol-

lowing criteria. For the objective criteria (BLEU

and mWER), two reference translations per sentence

were used.

• BLEU (Papineni et al., 2001): This measures

4http://www.speech.sri.com/projects/srilm/
5http://www.isi.edu/licensed-sw/pharaoh/

the precision of n-grams with respect to the ref-

erence translations, with a brevity penalty. A

higher BLEU score indicates better translation.

• mWER (multi-reference word error

rate) (Nießen et al., 2000): This measures

the edit distance with the most similar refer-

ence translation. Thus, a lower mWER score is

desirable.

• SSER (subjective sentence error rate) (Nießen

et al., 2000): This is calculated using human

judgements. Each sentence was judged by a hu-

man evaluator on the following five-point scale,

and the SSER was calculated as described in

(Nießen et al., 2000).

0 Nonsense

1 Roughly understandable

2 Understandable

3 Good

4 Perfect

Again, the lower the SSER, the better the trans-

lation.

Table 4 shows the results of the evaluation. We

find that using syntactic preprocessing brings sub-

stantial improvements over the baseline phrase-

based system. While the impact of morphological

information is not seen in the BLEU and mWER

scores, the subjective scores reveal the effectiveness

of using morphology. The last two columns of the

table show the percentage of sentences that were

found by the human judges to be roughly under-

standable (or higher) and understandable (or higher)

respectively in the evaluation scale. We find that

including syntactic and morphological information

brings substantial improvements in translation flu-

ency.
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An Example: Consider, again, the example in

table 1. The word-order in the baseline translation

is woeful, while the translations after syntactic pre-

processing (baseline+syn and baseline+syn+morph)

follow the correct Hindi order (compare with the ref-

erence translation). The effect of suffix separation

can be seen from the verb form (�
�
� (dekhem) – visit

or see) in the last translation (baseline+syn+morph).

The reason for this is that the pair “visit → �
�
�” is

not available to be learnt from the original and the

syntactically preprocessed corpora, but the follow-

ing pairs are: (i) to visit → �
��� (ii) worth visit-

ing → �
��
 ��-�, and (iii) can visit → �
� �	


���. Thus, the baseline and baseline+syn models are

not able to produce the correct verb form for “visit”.

On the other hand, the baseline+syn+morph model,

due to the suffix separation process, combines �
�
(dekha) and e� (em) from different mappings in the

aligned corpus, e.g., “visit +ing → �
� �
” and “sing

→ �� e�”, to get the right translation for visit (�
�
�)
in this context.

5 Conclusion

We have presented in this paper an effective frame-

work for English-Hindi phrase-based SMT. The re-

sults demonstrate that significant improvements are

possible through the use of relatively simple tech-

niques for incorporating syntactic and morphologi-

cal information.

Since all Indian languages follow SOV order,

and are relatively rich in terms of morphology, the

framework presented should be applicable to En-

glish to Indian language SMT in general. Given that

morphological and parsing tools are not yet widely

available for Indian languages, an approach like ours

which minimizes use of such tools for the target lan-

guage would be quite desirable.

In future work, we propose to experiment with

a more sophisticated morphological analyzer. As

more parallel corpora become available, we also in-

tend to measure the effects of using morphology on

corpora requirements. Finally, a formal evaluation

of these techniques for other Indian languages (es-

pecially Dravidian languages such as Tamil) would

be interesting.
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Abstract

Web search personalization has been well
studied in the recent few years. Relevance
feedback has been used in various ways to
improve relevance of search results. In this
paper, we propose a novel usage of rele-
vance feedback to effectively model the pro-
cess of query formulation and better char-
acterize how a user relates his query to the
document that he intends to retrieve using
a noisy channel model. We model a user
profile as the probabilities of translation of
query to document in this noisy channel us-
ing the relevance feedback obtained from the
user. The user profile thus learnt is applied
in a re-ranking phase to rescore the search
results retrieved using an underlying search
engine. We evaluate our approach by con-
ducting experiments using relevance feed-
back data collected from users using a pop-
ular search engine. The results have shown
improvement over baseline, proving that our
approach can be applied to personalization
of web search. The experiments have also
resulted in some valuable observations that
learning these user profiles using snippets
surrounding the results for a query gives bet-
ter performance than learning from entire
document collection.

1 Introduction

Most existing text retrieval systems, including the
web search engines, suffer from the problem of “one

∗This work was done when the first and second authors were
at IIIT Hyderabad, India.

size fits all”: the decision of which documents to re-
trieve is made based only on the query posed, with-
out consideration of a particular user’s preferences
and search context. When a query (e.g. “jaguar”) is
ambiguous, the search results are inevitably mixed
in content (e.g. containing documents on the jaguar
cat and on the jaguar car), which is certainly non-
optimal for a given user, who is burdened by having
to sift through the mixed results. In order to opti-
mize retrieval accuracy, we clearly need to model the
user appropriately and personalize search according
to each individual user. The major goal of person-
alized search is to accurately model a user’s infor-
mation need and store it in the user profile and then
re-rank the results to suit to the user’s interests using
the user profile. However, understanding a user’s in-
formation need is, unfortunately, a very difficult task
partly because it is difficult to model the search pro-
cess which is a cognitive process and partly because
it is difficult to characterize a user and his prefer-
ences and goals. Indeed, this has been recognized as
a major challenge in information retrieval research
(et. al, 2003).

In order to address the problem of personalization
one needs to clearly understand the actual process of
search. First the user has an information need that
he would like to fulfill. He is the only entity in the
process that knows the exact information he needs
and also has a vague notion of the document that
can full fill his specific information need. A query
based search engine is at his disposal for identifying
this particular document or set of documents from
among a vast repository of them. He then formu-
lates a query that he thinks is congruent to the doc-
ument he imagines to fulfill his need and poses it to
the search engine. The search engine now returns
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a list of results that it calculates as relevant accord-
ing to its ranking algorithm. Every user is different
and has a different information need, perhaps over-
lapping sometimes. The way a user conceives an
ideal document that fulfills his need also varies. It is
our hypothesis that if one can learn the variations of
each user in this direction, effective personalization
can be done.

Most approaches to personalization have tried
to model the user’s interests by requesting explicit
feedback from the user during the search process
and observing these relevance judgments to model
the user’s interests. This is called relevance feed-
back, and personalization techniques using it have
been proven to be quite effective for improving re-
trieval accuracy (Salton and Buckley, 1990; Roc-
chio, 1971). These approaches to personalization
have considered, user profile to be a collection of
words, ontology, a matrix etc.

We use relevance feedback for personalization in
our approach. However we propose a novel usage of
relevance feedback to effectively model the process
of query formulation and better characterize how a
user relates his query to the document that he in-
tends to retrieve as discussed in the web search pro-
cess above. A user profile learnt from the relevance
feedback that captures the query generation process
is used as a guide to understand user’s interests over
time and personalize his web search results.

Interestingly, a new paradigm has been proposed
for retrieval rooted from statistical language mod-
eling recently that views the query generation pro-
cess through a Noisy channel model (Berger and
Lafferty, 1999) . It was assumed that the docu-
ment and query are from different languages and
the query generation process was viewed as a trans-
lation from the document language which is more
verbose to the language of the query which is more
compact and brief. The noisy channel model pro-
posed by Berger and Lafferty (Berger and Lafferty,
1999) inherently captures the dependencies between
the query and document words by learning a trans-
lation model between them. As we intend to achieve
personalized search by personalizing the query for-
mulation process, we also perceive the user profile
learning through a Noisy Channel Model. In the
model, when a user has an information need, he also
has an ideal document in mind that fulfills his need.

The user tries to in a way translate the notion of
the ideal document into a query that is more com-
pact but congruent to the document. He then poses
this query to the search engine and retrieves the re-
sults. By observing this above process over time,
we can capture how the user is generating a query
from his ideal document. By learning this model of a
user, we can predict which document best describes
his information need for the query he poses. This
is the motive of personalization. In our approach,
we learn a user model which is probabilistic model
for the noisy channel using statistical translation ap-
proaches and from the past queries and their corre-
sponding relevant documents provided as feedback
by the user.

The rest of the paper is organized as follows.
We first describe the related work on personalized
search then we provide the background and the
framework that our approach is based upon. we
discuss the modeling of a user profile as a transla-
tion model. after which we describe applying it to
personalized search. we describe our experimental
results followed by conclusions with directions to
some future work.

2 Related Work

There has been a growing literature available with
regard to personalization of search results. In this
section, we briefly overview some of the available
literature.

(Pretschner and Gauch, 1999) used ontology to
model users interests, which are studied from users
browsed web pages. (Speretta and Gauch, 2004)
used users search history to construct user profiles.
(Liu et al., 2002) performed personalized web search
by mapping a query to a set of categories using a
user profile and a general profile learned from the
user’s search history and a category hierarchy re-
spectively. (Hatano and Yoshikawa., 2004) consid-
ered the unseen factors of the relationship between
the web users behaviors and information needs and
constructs user profiles through a memory-based
collaborative filtering approach.

To our knowledge, there has been a very little
work has been done that explicitly uses language
models to personalization of search results. (Croft
et al., 2001) discuss about relevance feedback and
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query expansion using language modeling. (Shen et
al., 2005) use language modeling for short term per-
sonalization by expanding queries.

Earlier approaches to personalization have con-
sidered, user profile to be a collection of words, on-
tology, language model etc. We perceive the user
profile learning through a Noisy Channel Model. In
the model, when a user has an information need, he
also has a vague notion of what is the ideal document
that he would like to retrieve. The user then creates
a compact query that he thinks would retrieve the
document. He then poses the query to the search en-
gine. By observing this above process over time, we
learn a user profile as the probabilities of translation
for the noisy channel that converts his document to
the query. We then use this profile in re-ranking the
results of a search engine to provide personalized re-
sults.

3 Background

In this section, we describe the statistical language
modeling and the translation model framework for
information retrieval that form a basis for our re-
search.

The basic approach for language modeling for IR
was proposed by Ponte and Croft (Ponte and Croft,
1998). It assumes that the user has a reasonable idea
of the terms that are likely to appear in the ideal doc-
ument that can satisfy his/her information need, and
that the query terms the user chooses can distinguish
the ideal document from the rest of the collection.
The query is thus generated as the piece of text rep-
resentative of the ideal document. The task of the
system is then to estimate, for each of the documents
in the collection, which is most likely to be the ideal
document.

arg max
D
P (D|Q) = arg max

D
P (Q|D)P (D)

where Q is a query and D is a document. The prior
probability P (D) is usually assumed to be uniform
and a language model P (Q|D) is estimated for ev-
ery document. In other words, they estimate a prob-
ability distribution over words for each document
and calculate the probability that the query is a sam-
ple from that distribution. Documents are ranked
according to this probability. The basic model has

been extended in a variety of ways. Modeling doc-
uments as in terms of a noisy channel model by
Berger & Lafferty (Berger and Lafferty, 1999), mix-
ture of topics, and phrases are considered (Song and
Croft., 1999), (Lavrenko and Croft, 2001) explicitly
models relevance, and a risk minimization frame-
work based on Bayesian decision theory has been
developed (Zhai and Lafferty, 2001).

The noisy channel by Berger and Lafferty (Berger
and Lafferty, 1999) view a query as a distilla-
tion or translation from a document describing the
query generation process in terms of a noisy channel
model. In formulating a query to a retrieval system,
a user begins with an information need. This infor-
mation need is then represented as a fragment of an
“ideal document”, a portion of the type of document
that the user hopes to receive from the system. The
user then translates or “distills” this ideal document
fragment into a succinct query, selecting key terms
and replacing some terms with related terms.

To determine the relevance of a document to a
query, their model estimates the probability that the
query would have been generated as a translation
of that document. Documents are then ranked ac-
cording to these probabilities. More specifically,
the mapping from a document term w to a query
term qi is achieved by estimating translation mod-
els P (q|w). Using translation models, the retrieval
model becomes

P (Q|D) =
∏

qi∈Q

αP (qi|GE)+(1−α)
∑
w∈D

P (qi|w)P (w|D)

where P (qi|GE) is the smoothed or general
probability obtained from a large general corpus.
P (qi|w) is an entry in the translation model. It repre-
sents the probability of generation of the query word
qi for a word w in the document. P (w|D) is the
probability of the word w in the document and α is
a weighting parameter which lies between 0 and 1.

4 User Profile as a Translation Model

We perceive the user profile learning as learning
the channel probabilities of a Noisy Channel Model
that generates the query from the document. In the
model, when a user has an information need, he also
has a vague notion of what is the ideal document
that he would like to retrieve. The user then creates
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a compact query that he thinks would retrieve the
document. He then poses the query to the search en-
gine. By observing this above process over time, we
can learn how the user is generating a query from
his notion of an ideal document. By learning this,
we can predict which document best describes his
information need. The learnt model, called a user
profile, is thus capable of personalizing results for
that particular user. Hence, the user profile here is
a translation model learnt from explicit feedback of
the user using statistical translation approaches. Ex-
plicit feedback consists of the past queries and their
corresponding relevant documents provided as feed-
back by the user. A translation model is a proba-
bilistic model consisting of the triples, the source
word, the target word and the probability of trans-
lation. The translation model here is between doc-
ument words and queries words. Therefore the user
profile as a translation model in our approach will
consist of triples of a document word, a query word
and the probability of the document word generating
the query word.

5 Personalized Search

In this section, we describe how we perform person-
alized search using the proposed translation model
based user profile. First, a user profile is learnt using
the translation model process then the re-ranking is
done using the learnt user profile.

5.1 Learning user profile

In our approach, a user profile consists of a statisti-
cal translation model. A translation model is a prob-
abilistic model consisting of the triples, the source
word, the target word and the probability of trans-
lation. Our user profiles consists of the following
triples, a document word, a query word and the prob-
ability of the document word generating the query
word.

Consider a user u, let { {Qi, Di}, i = 1, 2, ..., N}
represent the past history of the user u. where Qi

is the query and Di is the concatenation of all the
relevant documents for the query Qi and let Di =
{w1, w2, ..., wn} be the words in it. The user profile
learnt from the past history of user consists of the
following triples of the form (q, wi, p(q|wi)) where
q is a word in the query Qi and wi is a word in the

document Di.
Translation model is typically learnt from paral-

lel texts i.e a set of translation pairs consisting of
source and target language sentences. In learning
the user profile, we first extract parallel texts from
the past history of the user and then learn the trans-
lation model which is essentially the user profile. In
the subsections below, we describe the process in de-
tail.

5.1.1 Extracting Parallel Texts

By viewing documents as samples of a verbose
language and the queries as samples of a concise
language, we can treat each document-query pair as
a translation pair, i.e. a pair of texts written in the
verbose language and the concise language respec-
tively. The extracted parallel texts consists of pairs
of the form {Qi, Drel} where Drel is the concatena-
tion of contexts extracted from all relevant document
for the query Qi.

We believe that short snippets extracted in the
context of the query would be better candidates for
Drel than using the whole document. This is be-
cause there can be a lot of noisy terms which need
not right in the context of the query. We believe a
short snippet usually N (we considered 15) words
to the left and right of the query words, similar to a
short snippet displayed by search engines can bet-
ter capture the context of the query. In deed we
experimented with different context sizes for Drel.
The first is using the whole document i.e., consider-
ing the query and concatenation of all the relevant
documents as a pair in the parallel texts extracted
which is called Ddocuments The second is using just
a short text snippet from the document in the con-
text of query instead of the whole document which
is called Dsnippets Details are described in the ex-
periments section.

5.1.2 Learning Translation Model

According to the standard statistical translation
model (Brown et al., 1993), we can find the optimal
model M∗ by maximizing the probability of gener-
ating queries from documents or

M∗ = arg max
M

N∏
i=1

P (Qi|Di,M)
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qw dw P(qw|dw,u)
journal kdd 0.0176
journal conference 0.0123
journal journal 0.0176
journal sigkdd 0.0088
journal discovery 0.0211
journal mining 0.0017
journal acm 0.0088
music music 0.0375
music purchase 0.0090
music mp3 0.0090
music listen 0.0180
music mp3.com 0.0450
music free 0.0008

Table 1: Sample user profile

To find the optimal word translation probabilities
P (qw|dw,M∗), we can use the EM algorithm. The
details of the algorithm can be found in the literature
for statistical translation models, such as (Brown et
al., 1993).

IBM Model1 (Brown et al., 1993) is a simplistic
model which takes no account of the subtler aspects
of language translation including the way word or-
der tends to differ across languages. Similar to ear-
lier work (Berger and Lafferty, 1999), we use IBM
Model1 because we believe it is more suited for IR
because the subtler aspects of language used for ma-
chine translation can be ignored for IR. GIZA++
(Och and Ney, 2003), an open source tool which im-
plements the IBM Models which we have used in
our work for computing the translation probabilities.
A sample user profile learned is shown in Table 1.

5.2 Re-ranking

Re-ranking is a phase in personalized search where
the set of documents matching the query retrieved
by a general search engine are re-scored using the
user profile and then re-ranked in descending order
of rank of the document. We follow a similar ap-
proach in our work.

Let D be set of all the documents returned by the
search engine. The rank of each document D re-
turned for a query Q for user u is computing using
his user profile as shown in Equation 1.

P (Q|D,u) =
∏

qi∈Q

αP (qi|GE)+(1−α)
∑
w∈D

P (qi|w, u)P (w|D)

(1)

where P (qi|GE) is the smoothed or general
probability obtained from a large general corpus.
P (qi|w, u) is an entry in the translation model of the

user. It represents the probability of generation of
the query word qi for a word w in the document.
P (w|D) is the probability of the word w in the doc-
ument and α is a weighting parameter which lies be-
tween 0 and 1.

6 Experiments

We performed experiments evaluating our approach
on data set consisting of 7 users. Each user submit-
ted a number of queries to a search engine (Google).
For each query, the user examined the top 10 docu-
ments and identified the set of relevant documents.
Table 2 gives the statistics of the data sets. There is
no repetition of query for any user though repetition
of some words in the query exists (see Table 2). The
document collection consists of top 20 documents
from google which is actually the set of documents
seen by the user while accessing the relevance of the
documents. In all, the total size of the document
collection was 3,469 documents. We did not include
documents of type doc and pdf files.

To evaluate our approach, we use the 10-fold
cross-validation strategy (Mitchell, 1997). We di-
vide the data of each user into 10 sets each hav-
ing (approximately) equal number of search queries
(For example, for user1 had 37 queries in total, we
divided this into 10 sets with 4 queries each approx-
imately). Learning of user profile is done 10 times,
each time leaving out one of the sets from training,
but using only the omitted subset for testing. Per-
formance is computed in the testing phase for each
time and average of the 10 times is taken. In the
testing phase, we take each query and re rank the
results using the proposed approach using his pro-
file learned from nine other sets. For measuring
performance for each query, we compute Precision
@10 (P@10), a widely used metric for evaluating
personalized search algorithms. It is defined as the
proportion of relevant documents among the top 10
results for the given ranking of documents. P@10
is computed by comparing with the relevant docu-
ments present in the data. All the values presented
in the tables are average values which are averaged
over all queries for each user, unless otherwise spec-
ified. We used Lucene1, an open source search en-
gine as the general search engine to first retrieve a

1http://lucene.apache.org
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User No. Q % of Unique Total Rel Avg. Rel
words in Q

1 37 89 236 6.378
2 50 68.42 178 3.56
3 61 82.63 298 4.885
4 26 86.95 101 3.884
5 33 80.76 134 4.06
6 29 78.08 98 3.379
7 29 88.31 115 3.965

Table 2: Statistics of the data set of 7 users

set of results matching the query.

6.0.1 Comparison with Contextless Ranking
We test the effectiveness of our user profile by

comparing with a contextless ranking algorithm. We
used a generative language modeling for IR as the
context less ranking algorithm (Query Likelihood
model (Ponte and Croft, 1998; Song and Croft.,
1999)). This is actually the simplest version of the
model described in Equation 1. Each word w can be
translated only as itself that is the translation proba-
bilities (see Equation 1) are “diagonal”.

P (qi|w, u) =
{

1 if q = w
0 Otherwise

This serves as a good baseline for us to see how
well the translation model actually captured the user
information. For fair testing similar to our approach,
for each query, we first retrieve results matching
a query using a general search engine (Lucene).
Then we rank the results using the formula shown
in Equation 2.

P (Q|D) =
∏

qi∈Q

αP (qi|GE)+(1−α)P (qi|D) (2)

We used IBM Model1 for learning the translation
model (i.e., the user profile). The general English
probabilities are computed from all the documents in
the lucene’s index. Similar to earlier works (Berger
and Lafferty, 1999), we simply set the value of α to
be 0.05. The values reported are P@10 values aver-
age over all 10 sets and the queries for the respec-
tive user. Table 3 clearly shows the improvement
brought in by the user profile.

6.0.2 Experiments with Different Models
We performed an experiment to see if different

training models for learning the user profile affected

Set Contextless Proposed
User1 0.1433 0.1421
User2 0.1426 0.2445
User3 0.1016 0.1216
User4 0.0557 0.1541
User5 0.1877 0.3933
User6 0.1566 0.3941
User7 0.1 0.1833
Avg 0.1268 0.2332

Table 3: Precision @10 results for 7 users

Training Model Document Test Snippet Test
IBM Model1

Document Train 0.2062 0.2028
Snippet Train 0.2333 0.2488

GIZA++
Document Train 0.1799 0.1834

Snippet Train 0.2075 0.2034

Table 4: Summary of Comparison of different Mod-
els and Contexts for learning user profile

the performance. We experimented with two mod-
els. The first is a basic model and used in ear-
lier work, IBM Model1. The second is using the
GIZA++ default parameters. We observed that user
profile learned using IBM Model1 outperformed
that using GIZA++ default parameters. We believe
this is because, IBM Model1 is more suited for IR
because the subtler aspects of language used for ma-
chine translation (which are used in GIZA++ default
parameters) can be ignored for IR. We obtained an
average P@10 value of 0.2333 for IBM Model1 and
0.2075 for GIZA++.

6.0.3 Snippet Vs Document

In extracting parallel texts consists of pairs of the
form {Qi, Drel} where Drel is the concatenation of
contexts extracted from all relevant document for
the queryQi we experimented with different context
sizes for Drel.

We believe that a short snippet extracted in the
context of the query would be better candidate for
Drel than using the whole document. This is be-
cause there can be a lot of noisy terms which need
not useful in the context of the query. We believe
a short snippet usually N (we considered 15) words
to the left and right of the query words, similar to a
short snippet displayed by search engines can better
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Figure 1: Comparison of Snippet Vs Document
Training using IBM Model1 for training.
IBM Model1 : I - Document Training and Document Testing,

IBM Model1 : II - Document Training and Snippet Testing,

IBM Model1 : III - Snippet Training and Document Testing,

IBM Model1 : IV - Snippet Training and Snippet Testing

capture the context of the query.
We experimented with two context sizes. The

first is using the whole document i.e., considering
the query and concatenation of all the relevant doc-
uments as a pair in the parallel texts extracted which
is calledDdocuments. The second is using just a short
text snippet from the document in the context of
query instead of the whole document which is called
Dsnippets. The user profile learning from pairs of
parallel texts {Q,Ddocuments} is called Document
Train. The user profile learning from pairs of paral-
lel texts {Q,Dsnippets} is called Snippet Train. The
user profiles are trained using both IBM Model1 and
GIZA++ and comparison of the two is shown in Ta-
ble 4.

We also experimented with the size of the context
used for testing. Using the document for re-ranking
as shown in Equation 1 (called Document Test) 2 and
using just a short snippet extracted from the docu-
ment for testing (called Snippet Test). Table 4 shows
the average P@10 over the 10 sets and all queries
and users.

We observed that, not only did the model used
for training affected P@10, but also the data used in
training and testing, whether it was a snippet or doc-
ument, showed a large variation in the performance.
Training using IBM Model1 using the snippet and

2It is to be noted that Snippet Train and Document Test and
training using IBM Model1 is the default configuration used for
all the reported results unless explicitly specified.

Figure 2: Comparison of Snippet Vs Document
Training using GIZA++ Default parameters for
training.
GIZA++:I - Document Training and Document Testing,

GIZA++:II - Document Training and Snippet Testing,

GIZA++:III - Snippet Training and Document Testing,

GIZA++:IV - Snippet Training and Snippet Testing

testing using snippet achieved the best results. This
is in agreement with the discussion that the snip-
pet surrounding the query captures the context of
the query better than a document which may con-
tain many words that could possibly be unrelated to
the query, therefore diluting the strength of the mod-
els learnt. The detailed results for all the users are
shown in Figure 1 and Figure 2.

7 Conclusions and Future Work

Relevance feedback from the user has been used in
various ways to improve the relevance of the re-
sults for the user. In this paper we have proposed
a novel usage of relevance feedback to effectively
model the process of query formulation and better
characterize how a user relates his query to the doc-
ument that he intends to retrieve. We applied a noisy
channel model approach for the query and the doc-
uments in a retrieval process. The user profile was
modeled using the relevance feedback obtained from
the user as the probabilities of translation of query
to document in this noisy channel. The user pro-
file thus learnt was applied in a re-ranking phase to
rescore the search results retrieved using general in-
formation retrieval models. We evaluate the usage of
our approach by conducting experiments using rele-
vance feedback data collected from users of a popu-
lar search engine. Our experiments have resulted in
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some valuable observations that learning these user
profiles using snippets surrounding the results for
a query show better performance than when learn-
ing from entire documents. In this paper, we have
only evaluated explicit relevance feedback gathered
from a user and performed our experiments. As part
of future work, we would like to evaluate our ap-
proach on implicit feedback gathered probably as
click-through data in a search engine, or on the client
side using customized browsers.
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Abstract

For the majority of the world’s languages,
the number of linguistic resources (e.g., an-
notated corpora and parallel data) is very
limited. Consequently, supervised methods,
as well as many unsupervised methods, can-
not be applied directly, leaving these lan-
guages largely untouched and unnoticed. In
this paper, we describe the construction of a
resource that taps the large body of linguisti-
cally analyzed language data that has made
its way to the Web, and propose using this
resource to bootstrap NLP tool development.

1 Introduction

Until fairly recently, most NLP research has focused
on the ten or so majority languages of the world, the
canonical high density languages. Low density, or
resource poor languages (RPLs), have more recently
captured the interest of NLP research, mostly be-
cause of recent advances in computational technolo-
gies and computing power. As indicated by their
name, RPLs suffer from a lack of resources, namely
data. Supervised learning techniques generally re-
quire large amounts of annotated data, something
that is nonexistent or scare for most RPLs. A greater
number of RPLs, however, have raw data that is
available, and the amount and availability of this raw
data is increasing every day as more of it makes its
way to the Web. Likewise, advances in un- and semi-
supervised learning techniques have made raw data
more readily viable for tool development. Still, how-
ever, such techniques often require “seeds”, or “pro-
totypes” (c.f., (Haghighi and Klein, 2006)) which are
used to prune search spaces or direct learners.

An important question is how to create such seeds
for the hundreds to thousands of RPLs. We describe
the construction of a resource that taps the large
body of linguistically analyzed language data that
has made its way to the Web, and propose using this

∗The work described in this document was done while
Lewis was faculty at the University of Washington.

resource as a means to bootstrap NLP tool devel-
opment. Interlinear Glossed Text, or IGT, a semi-
structured data type quite common to the field of
linguistics, is used to present data and analysis for a
language and is generally embedded in scholarly lin-
guistic documents as part of a larger analysis. IGT’s
unique structure — effectively each instance consists
of a bitext between English and some target language
— can be easily enriched through alignment and pro-
jection (e.g., (Yarowsky and Ngai, 2001), (Hwa et al.,
2002)). The reader will note that the IGT instance
in Example (1) consists of a bitext between some tar-
get language on the first line, or the target line (in
this case in Welsh), and a third line in English, the
translation line. The canonical IGT form, which this
example is representative of, has intervening linguis-
tic annotations and glosses on a second line, the gloss

line. Because the gloss line aligns with words and
morphemes on the target line, and contains glosses
that are similar to words on the translation line, it
can serve as a bridge between the target and transla-
tion lines; high word alignment accuracy between the
three lines can be achieved without requiring parallel
data or bilingual dictionaries (Xia and Lewis, 2007).
Furthermore, the gloss line provides additional in-
formation about the target language data, such as
a variety of grammatical annotations, including ver-
bal and tense markers (e.g., 3sg), case markers, etc.,
all of which can provide useful knowledge about the
language.

(1) Rhoddodd yr athro lyfr i’r bachgen ddoe
gave-3sg the teacher book to-the boy yesterday
“The teacher gave a book to the boy yesterday”
(Bailyn, 2001)

ODIN, the Online Database of INterlinear text
(Lewis, 2006), is a resource built over the past few
years from data harvested from scholarly documents.
Currently, ODIN has over 41,581 instances of IGT for
944 languages, and the number of IGT instances is
expected to double or triple in the near-term as new
methods for collecting data are brought online. Al-
though the number of instances per language varies,
e.g., the maximum currently is 2,891 instances (for

529



Table 1: The numbers of languages in ODIN
Range of # of # of % of

IGT instances languages instances instances
1000-2891 10 15019 36.11

500-999 11 8111 19.50
250-499 18 6274 15.08
100-249 22 3303 7.94

50-99 38 2812 6.76
25-49 60 2089 5.02
10-24 127 1934 4.65

1-9 658 2039 4.91

Japanese), and the overall number per language may
appear small, it is still possible to harvest significant
value from IGT for targeted RPLs. In this paper,
we present the ODIN database and methods used to
create it. We also present methods we have employed
to enrich IGT in order to make it more readily useful
for bootstrapping NLP tools. Because the canon of
knowledge embodied in the hundred or so years of
linguistic analysis remains virtually untapped by the
NLP community, we provide a bridge between the
communities by providing linguistic data in a way
that NLP researchers will find useful. Likewise, be-
cause IGT is a common linguistic data type, we pro-
vide a search facility over these data, which has al-
ready been found to be quite useful to the theoretical
linguistics community.

2 Building ODIN

ODIN currently has 41,581 IGT instances for 944
languages. Table 1 shows the number of languages
that fall into buckets defined by the number of IGT
instances for each language. For instance, the fourth
row (“bucket”) says that 22 languages each have 100
to 249 IGT instances, and the 3,303 instances in this
bucket account for 7.94% of all instances. ODIN is
built in three steps, as described below.1

2.1 Crawling for IGT documents

Because a large number of instances of IGT exist on
the Web,2 we have focused on searching for these

1The work of creating ODIN, in some ways, speaks
to the need of standardizing IGT (perhaps along with
other linguistic data types) such that both humans and
machines can more readily consume the data. Some re-
cent efforts to develop standards for encoding IGT (e.g.,
(Hughes et al., 2003), (Bickel et al., 2004)) have met with
limited success, however, since they have not been widely
recognized and even less frequently adopted. Over time
it is our hope that these or other standards will see wider
use thus eliminating the need for much of the work pro-
posed here.

2Although we have no direct data about the total
number of IGT instances that exist on the Web, we hy-

instances. The major difficulty with locating docu-
ments that contain IGT, however, is reducing the size
of the search space. We decided very early in the de-
velopment of ODIN that unconstrained Web crawl-
ing was too time and resource intensive a process to
be feasible, mostly due to the Web’s massive size.
We discovered that highly focused metacrawls were
far more fruitful. Metacrawling essentially involves
throwing queries against an existing search engine,
such as Google, Yahoo or MSN Live, and crawling
only the pages returned by those queries. We found
that the most successful queries were those that used
strings contained within IGT itself, e.g. grammatical
annotations, or grams, such as 3sg, NOM, ACC, etc.
In addition, we found precision increased when we
included two or more search terms per query, with
the most successful queries being those which com-
bined grams and language names. Thus, for exam-
ple, although NOM alone returned a large number of
linguistic documents, NOM combined with ACC (or
any other high frequency term), or a language name,
returned a far less noisy and far more relevant set of
documents.

Other queries we have developed include: queries
by language names and language codes (drawn from
the Ethnologue database (Gordon, 2005), which con-
tains about 40,000 language names and their vari-
ants), by linguists’ names and the languages they
work on (drawn from the Linguist List’s linguist
database), by linguistically relevant terms (drawn
from the SIL linguistic glossary), and by particular
words or morphemes found in IGT and their gram-
matical markup. Table 2 shows the statistics for the
most successful crawls and their related search term
“types”. Calculated from the top 100 queries for each
type, the table presents the most successful query
types, the average number of documents returned for
each, the average number of documents in which IGT
was actually found, and the average number of IGT
instances netted by each query. The most relevant
measure of success is the number of IGT instances
returned (the obvious focus of our crawling); in turn,
the most successful query types are those which con-
tain a combination of grams and language names.3

pothesize that the total supply is at least several hundred
thousand instances. Given that ODIN contains 41,581
instances which have been extracted from approximately
3,000 documents, and given that we have located at least
60,000 more documents that might contain IGT, we feel
our estimate to be reasonable.

3Note that target documents are often returned by
multiple queries. For instance, the documents returned
by “NOM+ACC+Icelandic” will also be returned by the
individual query terms “NOM”, “ACC”, and “Icelandic”.
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Table 2: The Most Successful Query Types
Query Type Avg # Avg # docs Avg #

docs w/ IGT IGTs
Gram(s) 1184 239 50
Language name(s) 1314 259 33
Both grams 1536 289 77
and names
Language words 1159 193 0

2.2 IGT detection

After crawling, the next step is to identify IGT in-
stances in the retrieved documents. This is a dif-
ficult task for which machine learning methods are
well suited.

2.2.1 Difficulty in IGT detection

The canonical form of IGT, as presented in Sec-
tion 1, consists of three parts and each part is on a
single line. However, many IGT instances do not fol-
low the canonical format for several reasons. First,
when IGT examples appear in a group, very often the
translation or glosses are dropped for some examples
in the group because the missing parts can be recov-
ered from the context, resulting in two-part IGT. In
other cases, some IGT examples include multiple tar-
get transcriptions (e.g., one part in the native script,
and another in a latin transliteration) or even, in rare
cases, multiple translations.

Second, dictated by formatting constraints, long
IGT examples may need to be wrapped one or more
times, and there are no conventions on how wrapping
should be done, nor how many times it can be done.
For short IGT examples, sometimes linguists put the
translation to the right of the target line rather than
below it. As a result, each part of IGT examples
may appear on multiple lines and multiple parts can
appear on a single line.

Third, most IGT-bearing documents on the Web
are in PDF, and the PDF-to-text conversion tools
will sometimes corrupt IGT instances (most often
on the target line). In some instances, some words
or morphemes on the target line are inadvertently
dropped in the conversion, or are displaced up or
down a line. Finally, an IGT instance could fall into
multiple categories. For instance, a two-part IGT
instance could have a corrupted target line. All of
this makes the detection task difficult.

2.2.2 Applying machine learning methods

The first system that we designed for IGT detec-
tion used regular expression “templates”, effectively
looking for text that resembled IGT. An example is
shown in (2), which matches any three-line instance
(e.g., the IGT instance in (1)) such that the first line

starts with an example number (e.g., (1)) and the
third line starts with a quotation mark.

(2) \s*\(\d+\).*\n

\s*.*\n

\s*\[‘’"].*\n

Unfortunately, this approach tends to over-select
when applied to the documents crawled from the
Web. Further, many true IGT instances do not
match any of hand-written templates due to the is-
sues mentioned in the previous section. As a result,
both precision and recall are quite low (see Table 4).

Given the irregular structure of IGT instances, a
statistical system is likely to outperform a rule-based
system. In our second system, we treat the IGT de-
tection task as a sequence labeling problem, and ap-
ply machine learning methods to the task: first, we
train a learner and use it to tag each line in a doc-
ument with a tag in a pre-defined tag set; then we
convert the best tag sequence into a span sequence.
A span is a (start, end) pair, which indicates the be-
ginning and ending line numbers of an IGT instance.

Among all the tagging schemes we experimented
with (including the standard BIO tagging scheme),
the following 5-tag scheme works the best on the de-
velopment set: The five tags are BL (any blank line),
O (outside IGT that is not a BL), B (the first line
in an IGT), E (the last line in an IGT), I (inside an
IGT that is not a B, E, or BL).

For machine learning, we use four types of features:

F1: The words that appear on the current line.
These are the features typically used in a text
classification task.

F2: Sixteen features that look at various cues for the
presence of an IGT. For example, whether the
line starts with a quotation, whether the line
starts with an example number (e.g., (1)), and
whether the line contains a large portion of hy-
phenated or non-English tokens.

F3: In order to find good tag sequences, we include
features for the tags of the previous two lines.

F4: The same features as in F2, but they are checked
against the neighboring lines. For instance, if a
feature f5 in F2 checks whether the current line
contains a citation, f+1

5 checks whether the next
line contains a citation.

After the lines in a document are tagged by the
learner, we identify IGT instances by finding all the
spans in the document that match the “B [I | BL]∗

E” pattern; that is, the span starts with a B, ends
with an E, and has zero or more I or BL in between.4

4Other heuristics for converting tag sequences to span
sequences produce similar results.
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Table 3: Data sets for the IGT detection experiments
# files # lines # IGTs

Training data 41 39127 1573
Dev data 10 8932 447
Test data 10 14592 843

2.2.3 Experimental results

To evaluate the two detectors, we randomly se-
lected 61 ODIN documents and manually marked
the occurrence of IGT instances. The files were then
split into training, development, and test sets, and
the size of each set is shown in Table 3. The annota-
tion speed was about four thousand lines per hour.
Each file in the development and test sets was an-
notated independently by two annotators, and the
inter-annotator agreement (f-score) on IGT bound-
ary was 93.74% when using exact match (i.e., two
spans match iff they are identical). When partial

match (i.e., two spans match iff they overlap) was
used, the f-score increased to 98.66%.

We used four machine learning algorithms imple-
mented in Mallet (McCallum, 2002): decision tree,
Naive Bayes, maximum entropy (MaxEnt), and con-
ditional random field (CRF).5 Table 4 shows the
MaxEnt model’s performance on the development set
with different combinations of features: the highest
f-score for exact match in each group is marked in
boldface.6 In addition to exact and partial match
results, we also list the number of spans produced
by the system (cf. the span number in the gold stan-
dard is 447) and the classification accuracy (i.e., the
percent of lines receiving correct labels). The results
for CRF are very similar to those for MaxEnt, and
both outperform decision tree and Naive Bayes.

Several observations are in order. First, as ex-
pected, the machine learning approach outperforms
the regular expression approach. Second, although
F2 contains only sixteen features, it works much bet-
ter than F1, which uses all the words occurring in the
training data. Third, F4 works much better than F3

in capturing contextual information, mainly because
F4 allows the learner to take into account the infor-
mation that appears on both the preceding lines and
the succeeding lines.7 Last, adding F1 and F3 to

5For the first three methods, we implemented beam
search to find the best tag sequences; and for CRF, we
used features in F1, F2, and F4, as the model itself in-
corporates the information about previous tags already.

6
F4 is an extension of F2, so every combination with

F4 should include F2 as well. Also, F3 should not be used
alone. Therefore, Table 4 in fact lists all the possible
feature combinations.

7The window for F4 is set empirically to [-2,3]; that
is, F4 uses the information from the preceding two lines

the F2 + F4 system offers a modest but statistically
significant gain.

Table 5 shows the results on the test data. The
performance of MaxEnt on this data set is slightly
worse than on the development set mainly because
the test set contains much more corrupted data (due
to pdf-to-text conversion) than both the training and
development sets.8 Nevertheless, the machine learn-
ing approach outperforms the regex approach signifi-
cantly, reducing the error rate by 52.3%. In addition,
the partial match results are much better than ex-
act match results, indicating that many span errors
could be potentially fixed by postprocessing.

2.3 Manual review and language ID

About 45% of IGT instances in the current ODIN
database were manually checked to verify IGT
boundaries and to identify the language names of
the target lines. Subsequently, we trained several
language ID algorithms with the labeled data, and
used them to label the remaining 55% of the IGT
instances in ODIN automatically.

The language ID task in this context is different
from a typical language ID task in several ways.
First, the number of languages in IGT is close to
a thousand or even more. In contrast, the amount
of training data for many of the languages is very
limited; for instance, hundreds of languages have less
than 10 sentences, as shown in Table 1. Second, some
languages in the test data might never occur in the
training data, a problem that we shall call the un-

known language problem. Third, the target sentences
in IGT are very short (e.g., a few words), making the
task more challenging. Fourth, for languages that do
not use a latin-based writing system, the target sen-
tences are often transliterated, making the character
encoding scheme less informative. Last, the context,
such as the language names occurring in the docu-
ment, provides important cues for the language ID
of IGT instances.

Given these properties, applying common lan-
guage ID algorithms directly will not produce sat-
isfactory results. For instance, Cavnar and Tren-
kle’s N-gram-based algorithm yields an accuracy of
as high as 99.8% when tested on newsgroup arti-
cles in eight languages (Cavnar and Trenkle, 1994).9

and the succeeding three lines.
8The corruption not only affects the target lines, but

also the layout of IGT (e.g., the indentation of the three
lines). As a result, features in F2 and F4 are not as effec-
tive as for the development set. Since the regex template
approach uses fewer layout features, its performance is
not affected as much.

9The accuracy ranges from 92.9% to 99.8% depending
on the article length and a model parameter called profile
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Table 4: Performance on the development set (the span number in the gold standard is 447)
Features System Classification Exact match Partial match

span num accuracy prec recall fscore prec recall fscore
Regex templates 269 N/A 68.40 41.16 51.40 99.26 59.73 74.58
F1 130 81.50 68.46 19.91 30.85 97.69 28.41 44.02
F2 405 93.28 58.27 52.80 55.40 95.56 86.58 90.85
F1 + F3 180 80.26 61.67 24.83 35.40 81.11 32.66 46.57
F1 + F2 420 94.42 63.09 59.28 61.13 93.81 88.14 90.88
F2 + F3 339 92.68 75.81 57.49 65.39 93.21 70.69 80.40
F2 + F4 456 96.91 80.92 82.55 81.73 93.64 95.53 94.57
F1 + F2 + F3 370 93.39 75.14 62.20 68.05 93.51 77.40 84.70
F1 + F2 + F4 444 97.00 84.68 84.11 84.40 95.95 95.30 95.62
F2 + F3 + F4 431 97.79 86.77 83.67 85.19 97.68 94.18 95.90
F1 + F2 + F3 + F4 431 98.00 90.02 86.80 88.38 97.22 93.74 95.44

Table 5: Performance on the test set (the span number in the gold standard is 843)
Features System Classification Exact match Partial match

span num accuracy prec recall fscore prec recall fscore
Regex templates 587 N/A 74.95 52.19 61.54 98.64 68.68 80.98
F2 719 92.45 57.02 48.64 52.50 94.02 80.19 86.56
F2 + F4 849 95.66 75.50 76.04 75.77 93.76 94.42 94.09
F2 + F3 + F4 831 95.95 77.14 76.04 76.58 95.19 93.83 94.50
F1 + F2 + F3 + F4 830 96.83 82.29 81.02 81.65 96.51 95.02 95.76

However, when we ran the same algorithm on the
IGT data, the accuracy was only 50.2%.10 In con-
trast, a heuristic approach that predicts the language
ID according to the language names occurring in the
document yields an accuracy of 65.6%.

Because the language name associated with an
IGT instance almost always appears somewhere in
the document, we propose to treat the language ID
task as a reference resolution problem, where IGT
instances are the mentions and the language names
appearing in the document are the entities. A lan-
guage identifier simply needs to link the mentions
to the entities, allowing us to apply any good res-
olution algorithms such as (Soon et al., 2001; Ng,
2005; Luo, 2007) and to provide an elegant solution
to the unknown language problem. More detail on
this approach will be reported elsewhere.

3 Using ODIN

We see ODIN being used in a number of different
ways. In another study (Lewis and Xia, 2008), we
demonstrated a method for using ODIN to discover
interesting and computationally relevant typological
features for hundreds of the world’s languages auto-
matically. In this section we present two more uses

length.
10The setting for our preliminary experiments is as fol-

lows: there are 10,415 IGT instances over 549 languages
in the training data, and 3064 instances in the test data.
The language names of about 12.2% of IGT instances in
the test data never appear in the training data.

for ODIN’s data: bootstrapping NLP tools (specif-
ically taggers), and providing search over ODIN’s
data (as a kind of large-scale multi-lingual search).

3.1 IGT for bootstrapping NLP tools

Since the target line in IGT data does not come with
annotations (e.g., POS tags), it is first necessary to
enrich it. Once enriched, the data can be used as a
bootstrap for tools such as taggers.

3.1.1 Enriching IGT

In a previous study (Xia and Lewis, 2007), we pro-
posed a three-step process to enrich IGT data: (1)
parse the English translation with an English parser
and convert English phrase structures (PS) into de-
pendency structures (DS) with a head percolation
table (Magerman, 1995), (2) align the target line and
the English translation using the gloss line, and (3)
project the syntactic structures (both PS and DS)
from English onto the target line. For instance, given
the IGT example in Ex (1), the enrichment algorithm
will produce the word alignment in Figure 1 and the
syntactic structures in Figure 2.

The   t eache r   gave   a   book   t o     t he     boy    yes te rday   

Rhoddodd   y r    a th ro      l y f r      i ’ r      bachgen   ddoe     

 G loss  l i ne :

 T r a n s l a t i o n :

T a r g e t  l i n e :

g a v e - 3 s g   t h e   t e a c h e r  b o o k   t o - t h e   b o y    y e s t e r d a y

Figure 1: Aligning the target line and the English
translation with the help of the gloss line

533



gave

(a) Projecting DS

athro

bachgen

lyfr

yr

ddoei’r

 Rhoddodd S

NP1 VP

NN

teacher

VBD

  gave

NP2

DT

a 

NP4PP

NN

the

IN NP3

yesterday

NN

DT

book

NN

boy

DT

to

S

NP

NN

VBD
NP NPPP

NN

IN+DT
NN

NNDT

  rhoddodd
  (gave)

yr
(the)

   athro
(teacher)

lyfr
(book)

    i’r
(to-the)

bachogen
(boy) ddoe

(yesterday)

teacher

a boy

the

book

the

yesterdayto

The

(b) Projecting PS

Figure 2: Projecting syntactic structure from English to the target language

We evaluated the algorithm on a small set of 538
IGT instances for several languages. On average,
the accuracy of the English DS (i.e., the percentage
of correct dependency links in the DS) is 93.48%;
the f-score of the word alignment links between the
translation and target lines is 94.03%, and the ac-
curacy of the target DS produced by the projection
algorithm is 81.45%. When we replace the automati-
cally generated English DS and word alignment with
the ones in the gold standard, the accuracy of target
DS increases significantly, from 81.45% to 90.64%.
The details on the algorithms and the experiments
can be found in (Xia and Lewis, 2007).

3.1.2 Bootstrapping NLP tools

The enriched data produced by the projection al-
gorithms contains (1) the English DS and PS pro-
duced by an English parser, (2) the word alignment
among the three parts of IGT data, and (3) the tar-
get DS and PS produced by the projection algorithm.
From the enriched data, various kinds of information
can be extracted. For instance, the target syntactic
structures form small monolingual treebanks, from
which grammars in various formalisms can be ex-
tracted (e.g., (Charniak, 1996)). The English and
target syntactic structures form parallel treebanks,
from which transfer rules and translation lexicon can
be extracted and used for machine translation (e.g.,
(Meyers et al., 2000; Menezes, 2002; Xia and Mc-
Cord, 2004)).

There are many ways of using the enriched data
to bootstrap NLP tools. Suppose we want to build a
POS tagger. Previous studies on unsupervised POS
tagging can be divided into several categories accord-
ing to the kind of information available to the learner.
The first category (e.g., (Kupiec, 1992; Merialdo,
1994; Banko and Moore, 2004; Wang and Schuur-
mans, 2005)) assumes there is a lexicon that lists
the allowable tags for each word in the text. The
common approach is to use the lexicon to initialize
the emission probability in a Hidden Markov Model
(HMM), and run the Baum-Welch algorithm (Baum
et al., 1970) on a large amount of unlabeled data

to re-estimate transition and emission probability.
The second category uses unlabeled data only (e.g.,
(Schütze, 1995; Clark, 2003; Biemann, 2006; Das-
gupta and Ng, 2007)). The idea is to cluster words
based on morphological and/or distributional cues.
Haghighi and Klein (2006) showed that adding a
small set of prototypes to the unlabeled data can
improve tagging accuracy significantly.

The tagged target lines in the enriched IGT data
can be incorporated in each category of work men-
tioned above. For instance, the frequency collected
from the data can be used to bias initial transi-
tion and emission probabilities in an HMM model;
the tagged words in IGT can be used to label the
resulting clusters produced by the word clustering
approach; the frequent and unambiguous words in
the target lines can serve as prototype examples in
the prototype-driven approach (Haghighi and Klein,
2006). Finally, we can apply semi-supervised learn-
ing algorithms (e.g., self-training (Yarowsky, 1995),
co-training (Blum and Mitchell, 1998), and transduc-
tive support vector machines (Vapnik, 1998)), using
the tagged sentences as seeds.

3.2 Search

One focus of ODIN is and has always been search:
how can linguists find the data that they are inter-
ested in and how can the data be encoded in such a
way as to accommodate the variety of queries that a
linguist might ask. We currently allow four types of
search queries: search by language name and code,
search by language family, search by concept/gram,
and search by linguistic constructions. The first al-
lows the user to specify a language name or ISO code
to search for, and allows the user to view documents
that contain instances of IGT in that language, as
well as the instances themselves. The second al-
lows the user to specify a language family (families
as specified in the Ethnologue), and returns similar
results, except grouped by language. The third al-
lows the user to select from a list of known grams,
all of which have been mapped to a conceptual space
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used by linguists (the GOLD ontology, (Farrar and
Langendoen, 2003)).11

The final query type, the Construction Search is
the most powerful and most innovative of the query
facilities currently provided by ODIN. Rather than
limiting search to just the content and markup na-
tively contained within IGT, Construction Search
searches over enriched content. For instance, a search
for relative clauses can look for either the POS tag
sequences that contain a noun followed by an ap-
propriate relativizer, or the parse trees that contain
an NP node with an NP child and a clause child.
Currently, 15 construction queries have been imple-
mented, with some 40 additional queries being eval-
uated and built. Note that currently construction
queries are performed on the English translation, not
on the target language data. As syntactic projection
becomes more reliable, we will allow construction
queries on the target language data and even queries
on both the English and the target (e.g., for com-
parative linguistic analyses). For example, a query
could be something like Find examples where the tar-

get line uses imperfective aspect and is in active voice

and the English translation uses passive voice.

4 Conclusion and Future Directions

In this paper, we introduce Interlinear Glossed Text
(IGT), a data type that has been rarely tapped by
the NLP community, and describe the process of cre-
ating ODIN, a database of IGT data. We show that
using machine learning methods can significantly im-
prove the performance of IGT detection. We then
demonstrate how IGT instances can be enriched and
discuss several ways of using enriched data to boot-
strap NLP tools such as POS taggers. Finally, we
review the four types of linguistic search that are cur-
rently implemented in ODIN. All of the above show
the value of ODIN as a resource for both NLP re-
searchers and linguists. In the future, we plan to im-
prove the IGT detection and language ID algorithms
and will apply them to all the crawled documents.
We expect the size of ODIN to grow dramatically.
We also plan to use the enriched data to bootstrap
taggers and parsers, starting with the ideas outlined
in Section 3.1.2.
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Abstract

In a broad range of natural language pro-
cessing tasks, large-scale knowledge-base of
paraphrases is anticipated to improve their
performance. The key issue in creating such
a resource is to establish a practical method
of computing semantic equivalence and syn-
tactic substitutability, i.e., paraphrasability,
between given pair of expressions. This
paper addresses the issues of computing
paraphrasability, focusing on syntactic vari-
ants of predicate phrases. Our model esti-
mates paraphrasability based on traditional
distributional similarity measures, where the
Web snippets are used to overcome the data
sparseness problem in handling predicate
phrases. Several feature sets are evaluated
through empirical experiments.

1 Introduction

One of the common characteristics of human lan-
guages is that the same concept can be expressed by
various linguistic expressions. Such linguistic vari-
ations are called paraphrases. Handling paraphrases
is one of the key issues in a broad range of natu-
ral language processing (NLP) tasks. In informa-
tion retrieval, information extraction, and question
answering, technology of recognizing if or not the
given pair of expressions are paraphrases is desired
to gain a higher coverage. On the other hand, a sys-
tem which generates paraphrases for given expres-
sions is useful for text-transcoding tasks, such as
machine translation and summarization, as well as
beneficial to human, for instance, in text-to-speech,
text simplification, and writing assistance.

Paraphrase phenomena can roughly be divided
into two groups according to their compositionality.
Examples in (1) exhibit a degree of compositional-
ity, while each example in (2) is composed of totally
different lexical items.
(1) a. be in our favor⇔ be favorable for us

b. show a sharp decrease⇔ decrease sharply
(Fujita et al., 2007)

(2) a. burst into tears⇔ cried
b. comfort⇔ console

(Barzilay and McKeown, 2001)

A number of studies have been carried out on
both compositional (morpho-syntactic) and non-
compositional (lexical and idiomatic) paraphrases
(see Section 2). In most research, paraphrases have
been represented with the similar templates, such as
shown in (3) and (4).
(3) a. N1 V N2 ⇔ N1’s V -ing of N2

b. N1 V N2 ⇔ N2 be V -en by N1

(Harris, 1957)

(4) a. X wrote Y ⇔ X is the author of Y
b. X solves Y ⇔ X deals with Y

(Lin and Pantel, 2001)

The weakness of these templates is that they
should be applied only in some contexts. In other
words, the lack of applicability conditions for slot
fillers may lead incorrect paraphrases. One way
to specify the applicability condition is to enumer-
ate correct slot fillers. For example, Pantel et al.
(2007) have harvested instances for the given para-
phrase templates based on the co-occurrence statis-
tics of slot fillers and lexicalized part of templates
(e.g. “deal with” in (4b)). Yet, there is no method
which assesses semantic equivalence and syntactic
substitutability of resultant pairs of expressions.
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In this paper, we propose a method of directly
computing semantic equivalence and syntactic sub-
stitutability, i.e., paraphrasability, particularly focus-
ing on automatically generated compositional para-
phrases (henceforth, syntactic variants) of predicate
phrases. While previous studies have mainly tar-
geted at words or canned phrases, we treat predicate
phrases having a bit more complex structures.
This paper addresses two issues in handling

phrases. The first is feature engineering. Gener-
ally speaking, phrases appear less frequently than
single words. This implies that we can obtain only a
small amount of information about phrases. To over-
come the data sparseness problem, we investigate if
the Web snippet can be used as a dense corpus for
given phrases. The second is the measurement of
paraphrasability. We assess how well the traditional
distributional similarity measures approximate the
paraphrasability of predicate phrases.

2 Related work

2.1 Representation of paraphrases

Several types of compositional paraphrases, such
as passivization and nominalization, have been rep-
resented with some grammar formalisms, such as
transformational generative grammar (Harris, 1957)
and synchronous tree adjoining grammar (Dras,
1999). These grammars, however, lack the informa-
tion of applicability conditions.
Word association within phrases has been an at-

tractive topic. Meaning-Text Theory (MTT) is a
framework which takes into account several types
of lexical dependencies in handling paraphrases
(Mel’čuk and Polguère, 1987). A bottleneck of
MTT is that a huge amount of lexical knowledge is
required to represent various relationships between
lexical items. Jacquemin (1999) has represented the
syntagmatic and paradigmatic correspondences be-
tween paraphrases with context-free transformation
rules and morphological and/or semantic relations
between lexical items, targeting at syntactic variants
of technical terms that are typically noun phrases
consisting of more than one word. We have pro-
posed a framework of generating syntactic variants
of predicate phrases (Fujita et al., 2007). Following
the previous work, we have been developing three
sorts of resources for Japanese.

2.2 Acquiring paraphrase rules

Since the late 1990’s, the task of automatic acqui-
sition of paraphrase rules has drawn the attention of
an increasing number of researchers. Although most
of the proposed methods do not explicitly eliminate
compositional paraphrases, their output tends to be
non-compositional paraphrase.
Previous approaches to this task are two-fold. The

first group espouses the distributional hypothesis
(Harris, 1968). Among a number of models based
on this hypothesis, two algorithms are referred to
as the state-of-the-art. DIRT (Lin and Pantel, 2001)
collects paraphrase rules consisting of a pair of paths
between two nominal slots based on point-wise mu-
tual information. TEASE (Szpektor et al., 2004) dis-
covers binary relation templates from the Web based
on sets of representative entities for given binary re-
lation templates. These systems often output direc-
tional rules such as exemplified in (5).

(5) a. X is charged by Y
⇒ Y announced the arrest of X

b. X prevent Y ⇒ X lower the risk of Y

They are actually called inference/entailment rules,
and paraphrase is defined as bidirectional infer-
ence/entailment relation1. While the similarity score
in DIRT is symmetric for given pair of paths, the al-
gorithm of TEASE considers the direction.
The other utilizes a sort of parallel texts, such as

multiple translation of the same text (Barzilay and
McKeown, 2001; Pang et al., 2003), corresponding
articles from multiple news sources (Barzilay and
Lee, 2003; Dolan et al., 2004), and bilingual corpus
(Wu and Zhou, 2003; Bannard and Callison-Burch,
2005). This approach is, however, limited by the dif-
ficulty of obtaining parallel/comparable corpora.

2.3 Acquiring paraphrase instances

As reviewed in Section 1, paraphrase rules gener-
ate incorrect paraphrases, because their applicability
conditions are not specified. To avoid the drawback,
several linguistic clues, such as fine-grained classifi-
cation of named entities and coordinated sentences,
have been utilized (Sekine, 2005; Torisawa, 2006).
Although these clues restrict phenomena to those
appearing in particular domain or those describing
coordinated events, they have enabled us to collect

1See http://nlp.cs.nyu.edu/WTEP/
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paraphrases accurately. The notion of Inferential Se-
lectional Preference (ISP) has been introduced by
Pantel et al. (2007). ISP can capture more general
phenomena than above two; however, it lacks abili-
ties to distinguish antonym relations.

2.4 Computing semantic equivalence

Semantic equivalence between given pair of expres-
sions has so far been estimated under the distribu-
tional hypothesis (Harris, 1968). Geffet and Dagan
(2005) have extended it to the distributional inclu-
sion hypothesis for recognizing the direction of lex-
ical entailment. Weeds et al. (2005), on the other
hand, have pointed out the limitations of lexical sim-
ilarity and syntactic transformation, and have pro-
posed to directly compute the distributional similar-
ity of pair of sub-parses based on the distributions
of their modifiers and parents. We think it is worth
examining if the Web can be used as the source for
extracting features of phrases.

3 Computing paraphrasability between
predicate phrases using Web snippets

We define the concept of paraphrasability as follows:
A grammatical phrase s is paraphrasable
with another phrase t, iff t satisfies the fol-
lowing three:

• t is grammatical
• t holds if s holds
• t is substitutable for s in some context

Most previous studies on acquiring paraphrase rules
have evaluated resultant pairs from only the second
viewpoint, i.e., semantic equivalence. Additionally,
we assume that one of a pair (t) of syntactic vari-
ants is automatically generated from the other (s).
Thus, grammaticality of t should also be assessed.
We also take into account the syntactic substitutabil-
ity, because head-words of syntactic variants some-
times have different syntactic categories.
Given a pair of predicate phrases, we compute

their paraphrasability in the following procedure:

Step 1. Retrieve Web snippets for each phrase.
Step 2. Extract features for each phrase.
Step 3. Compute their paraphrasability as distribu-

tional similarity between their features.

The rest of this section elaborates on each step in
turn, taking Japanese as the target language.

3.1 Retrieving Web snippets

In general, phrases appear less frequently than sin-
gle words. This raises a crucial problem in com-
puting paraphrasability of phrases, i.e., the sparse-
ness of features for given phrases. One possible way
to overcome the problem is to take back-off statis-
tics assuming the independence between constituent
words (Torisawa, 2006; Pantel et al., 2007). This ap-
proach, however, has a risk of involving noises due
to ambiguity of words.
We take another approach, which utilizes the Web

as a source of examples instead of a limited size of
corpus. For each of the source and target phrases, we
retrieve snippets via the Yahoo API2. The number of
snippets is set to 500.

3.2 Extracting features

The second step extracts the features for each phrase
from Web snippets. We have some options for fea-
ture set, feature weighting, and snippet collection.

Feature sets

To assess a given pair of phrases against the defi-
nition of paraphrasability, the following three sets of
features are examined.

HITS: A phrase must appear in the Web if it is
grammatical. The more frequently a phrase ap-
pears, the more likely it is grammatical.

BOW: A pair of phrases are likely to be semanti-
cally similar, if the distributions of words sur-
rounding the phrases are similar.

MOD: A pair of phrases are likely to be substi-
tutable with each other, if they share a number
of instances of modifiers and modifiees.

To extract BOW features from sentences includ-
ing the given phrase within Web snippets, a morpho-
logical analyzer MeCab3 was firstly used; however,
it resulted wrong POS tags for unknown words, and
hurt statistics. Thus, finally ChaSen4 is used.
To collect MOD features, a dependency parser

CaboCha5 is used. Figure 1 depicts an example
of extracting MOD features from a sentence within
Web snippet. A feature is generated from a bun-
setsu, the Japanese base-chunk, which is either mod-

2http://developer.yahoo.co.jp/search/
3http://mecab.sourceforge.net/
4http://chasen.naist.jp/hiki/ChaSen/
5http://chasen.org/˜taku/software/cabocha/
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kuwashikukuwashiku

jikken-kekka-nojikken-kekka-no

saigen-sei-osaigen-sei-o

kenshou-surukenshou-suru

yotei-dayotei-da

kare-nokare-no

FeaturesSentence within snippet
(dependency tree)

Modifiee/D: yoteiModifiee/D: yotei

Modifier/D: kuwashiiModifier/D: kuwashii

Modifier/D: kare_noModifier/D: kare_no

(plan)

(in detail)

(his)

Given phrase

(I am) planning to verify the reproducibility of his experimental result in detail.

Figure 1: An example of MOD feature extraction.
An oval in the dependency tree denotes a bunsetsu.

ifier or modifiee of the given phrase. Each feature
is composed of three or more elements: (i) modi-
fier or modifiee, (ii) dependency relation types (di-
rect dependency, appositive, or parallel, c.f., RASP
and MINIPAR), (iii) base form of the head-word,
and (iv) case marker following noun, auxiliary verb
and verbal suffixes if they appear. The last feature
is employed to distinguish the subtle difference of
meaning of predicate phrases, such as voice, tense,
aspect, and modality. While Lin and Pantel (2001)
have calculated similarities of paths based on slot
fillers of subject and object slots, MOD targets at
sub-trees and utilizes any modifiers and modifiees.

Feature weighting

Geffet and Dagan (2004) have reported on that the
better quality of feature vector (weighting function)
leads better results. So far, several weighting func-
tions have been proposed, such as point-wise mu-
tual information (Lin and Pantel, 2001) and Rela-
tive Feature Focus (Geffet and Dagan, 2004). While
these functions compute weights using a small cor-
pus for merely re-ranking samples, we are devel-
oping a measure that assesses the paraphrasability
of arbitrary pair of phrases, where a more robust
weighting function is necessary. Therefore we di-
rectly use frequencies of features within Web snip-
pets as weight. Normalization will be done when the
paraphrasability is computed (Section 3.3).

Source-focused feature extraction

Independent collection of Web snippets for each
phrase of a given pair might yield no intersection of
feature sets even if they have the same meaning. To
obtain more reliable feature sets, we retrieve Web
snippets by querying the phrase AND the anchor of

the source phrase. The “anchored version” of Web
snippets is retrieved in the following steps:
Step 2-1. Determine the anchor using Web snip-

pets for the given source phrase. We regarded
a noun which most frequently modifies the
source phrase as its anchor. Examples of source
phrases and their anchors are shown in (6).

Step 2-2. Retrieve Web snippets by querying the
anchor for the source phrase AND each of
source and target phrases, respectively.

Step 2-3. Extract features for HITS, BOW, MOD.
Those sets are referred to as Anc.∗, while the
normal versions are referred to as Nor.∗.

(6) a. “emi:o:ukaberu” · · · “manmen”
(be smiling · · · from ear to ear)

b. “doriburu:de:kake:agaru” · · · “saido”
(overlap by dribbling · · · side)

c. “yoi:sutaato:o:kiru” · · · “saisaki”
(make a good start · · · good sign)

3.3 Computing paraphrasability

Paraphrasability is finally computed by two conven-
tional distributional similarity measures. The first is
the measure proposed in (Lin and Pantel, 2001):

ParLin(s⇒t) =

∑

f∈Fs∩Ft
(w(s, f) + w(t, f))

∑

f∈Fs
w(s, f) +

∑

f∈Ft
w(t, f)

,

where Fs and Ft denote feature sets for s and t, re-
spectively. w(x, f) stands for the weight (frequency
in our experiment) of f in Fx.
While ParLin is symmetric, it has been argued

that it is important to determine the direction of para-
phrase. As an asymmetric measure, we examine α-
skew divergence defined by the following equation
(Lee, 1999):

dskew(t, s) = D (Ps‖αPt + (1 − α)Ps) ,

where Px denotes a probability distribution esti-
mated6 from a feature set Fx. How well Pt approx-
imates Ps is calculated based on the KL divergence,
D. The parameter α is set to 0.99, following tradi-
tion, because the optimization of α is difficult. To
take consistent measurements, we define the para-
phrasability score Parskew as follows:

Parskew (s⇒t) = exp (−dskew(t, s)) .
6We estimate them simply using maximum likelihood esti-

mation, i.e., Px(f) = w(x, f)/
P

f ′∈Fx
w(x, f ′).
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Table 1: # of sampled source phrases and automatically generated syntactic variants.
Phrase type # of tokens # of types th types Cov.(%) Output Ave.
N : C : V 20,200,041 4,323,756 1,000 1,014 10.7 1,536 (489) 3.1
N1 : N2 : C : V 3,796,351 2,013,682 107 1,005 6.3 88,040 (966) 91.1
N : C : V1 : V2 325,964 213,923 15 1,022 12.9 75,344 (982) 76.7
N : C : Adv : V 1,209,265 923,475 21 1,097 3.9 8,281 (523) 15.7
Adj : N : C : V 378,617 233,952 20 1,049 14.1 128 (50) 2.6
N : C : Adj 788,038 203,845 86 1,003 31.4 3,212 (992) 3.2
Total 26,698,276 7,912,633 6,190 176,541 (4,002) 44.1

Table 2: # of syntactic variants whose paraphrasability scores are computed.
Nor.HITS ⊃ Nor.BOW.∗ ⊃ Nor.MOD.∗. Anc.HITS ⊃ Anc.BOW.∗ ⊃ Anc.MOD.∗.

Nor.HITS ⊃ Anc.HITS. Nor.BOW.∗ ⊃ Anc.BOW.∗. Nor.MOD.∗ ⊃ Anc.MOD.∗. X denotes the set of syntactic variants whose scores are computed based on X.

Nor.HITS Nor.BOW.∗ Nor.MOD.∗ Anc.HITS Anc.BOW.∗ Anc.MOD.∗ Mainichi
Phrase type Output Ave. Output Ave. Output Ave. Output Ave. Output Ave. Output Ave. Output Ave.
N : C : V 1,405 (489) 2.9 1,402 (488) 2.9 1,396 (488) 2.9 1,368 (488) 2.8 1,366 (487) 2.8 1,360 (487) 2.8 1,103 (457) 2.4
N1 : N2 : C : V 9,544 (964) 9.9 9,249 (922)10.0 8,652 (921) 9.4 7,437 (897) 8.3 7,424 (894) 8.3 6,795 (891) 7.6 3,041 (948) 3.2
N : C : V1 : V2 3,769 (876) 4.3 3,406 (774) 4.4 3,109 (762) 4.1 2,517 (697) 3.6 2,497 (690) 3.6 2,258 (679) 3.3 1,156 (548) 2.1
N : C : Adv : V 690 (359) 1.9 506 (247) 2.0 475 (233) 2.0 342 (174) 2.0 339 (173) 2.0 322 (168) 1.9 215 (167) 1.3
Adj : N : C : V 45 (20) 2.3 45 (20) 2.3 42 (17) 2.5 41 (18) 2.3 41 (18) 2.3 39 (16) 2.4 14 (7) 2.0
N : C : Adj 1,459 (885) 1.6 1,459 (885) 1.6 1,399 (864) 1.6 1,235 (809) 1.5 1,235 (809) 1.5 1,161 (779) 1.5 559 (459) 1.2
Total 16,912 (3,593) 4.7 16,067 (3,336) 4.8 15,073 (3,285) 4.6 12,940 (3,083) 4.2 12,902 (3,071) 4.2 11,935 (3,020) 4.0 6,088 (2,586) 2.4

Now Parx falls within [0, 1], and a larger Parx indi-
cates a more paraphrasable pair of phrases.

4 Experimental setting

We conduct empirical experiments to evaluate the
proposed methods. Settings are described below.

4.1 Test collection

First, source phrases were sampled from a 15 years
of newspaper articles (Mainichi 1991-2005, approx-
imately 1.5GB). Referring to the dependency struc-
ture given by CaboCha, we extracted most fre-
quent 1,000+ phrases for each of 6 phrase types.
These phrases were then fed to a system proposed
in (Fujita et al., 2007) to generate syntactic vari-
ants. The numbers of the source phrases and
their syntactic variants are summarized in Table 1,
where the numbers in the parentheses indicate that
of source phrases paraphrased. At least one can-
didate was generated for 4,002 (64.7%) phrases.
Although the system generates numerous syntactic
variants from a given phrase, most of them are er-
roneous. For example, among 159 syntactic vari-
ants that are automatically generated for the phrase
“songai:baishou:o:motomeru” (demand compensa-
tion for damages), only 8 phrases are grammatical,
and only 5 out of 8 are correct paraphrases.
Paraphrasability of each pair of source phrase and

candidate is then computed by the methods pro-
posed in Section 3. Table 2 summarizes the num-
bers of pairs whose features can be extracted from
the Web snippets. While more than 90% of candi-
dates were discarded due to ’No hits’ in the Web,

at least one candidate survived for 3,020 (48.8%)
phrases. Mainichi is a baseline which counts HITS
in the corpus used for sampling source phrases.

4.2 Samples for evaluation

We sampled three sets of pairs for evaluation, where
Mainichi, ∗.HITS, ∗.BOW, ∗.MOD, the harmonic
mean of the scores derived from ∗.BOW and ∗.MOD
(referred to as ∗.HAR), and two distributional simi-
larity measures for ∗.BOW, ∗.MOD, and ∗.HAR, in
total 15 models, are compared.
Ev.Gen: This investigates how well a correct can-

didate is ranked first among candidates for a
given phrase using the top-ranked pairs for ran-
domly sampled 200 source phrases for each of
15 models.

Ev.Rec: This assesses how well a method gives
higher scores to correct candidates using the
200-best pairs for each of 15 models.

Ev.Ling: This compares paraphrasability of each
phrase type using the 20-best pairs for each of
6 phrase type and 14 Web-based models.

4.3 Criteria of paraphrasability

To assess by human the paraphrasability discussed
in Section 3, we designed the following four ques-
tions based on (Szpektor et al., 2007):
Qsc: Is s a correct phrase in Japanese?
Qtc: Is t a correct phrase in Japanese?
Qs2t: Does t hold if s holds and can t substituted for

s in some context?
Qt2s: Does s hold if t holds and can s substituted

for t in some context?
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5 Experimental results

5.1 Agreement of human judge

Two human assessors separately judged all of the
1,152 syntactic variant pairs (for 962 source phrases)
within the union of the three sample sets. They
agreed on all four questions for 795 (68.4%) pairs.
For the 963 (83.6%) pairs that passed Qsc and Qtc
in both two judges, we obtained reasonable agree-
ment ratios 86.9% and 85.0% and substantial Kappa
values 0.697 and 0.655 for assessing Qs2t and Qt2s.

5.2 Ev.Gen

Table 3 shows the results for Ev.Gen, where the
strict precision is calculated based on the number
of two positive judges for Qs2t, while the lenient
precision is for at least one positive judge for the
same question. ∗.MOD and ∗.HAR outperformed
the other models, although there was no statistically
significant difference7. Significant differences be-
tween Mainichi and the other models in lenient pre-
cisions indicate that the Web enables us to compute
paraphrasability more accurately than a limited size
of corpus.
From a closer look at the distributions of para-

phrasability scores of ∗.BOW and ∗.MOD shown in
Table 4, we find that if a top-ranked candidate for
a given phrase is assigned enough high score, it is
very likely to be correct. The scores of Anc.∗ are
distributed in a wider range than those of Nor.∗, pre-
serving precision. This allows us to easily skim the
most reliable portion by setting a threshold.

5.3 Ev.Rec

The results for Ev.Rec, as summarized in Table 5,
show the significant differences of performances be-
tween Mainichi or ∗.HITS and the other models.
The results of ∗.HITS supported the importance of
comparing features of phrases. On the other hand,
∗.BOW performed as well as ∗.MOD and ∗.HAR.
This sounds nice because BOW features can be ex-
tracted extremely quickly and accurately.
Unfortunately, Anc.∗ led only a small impact on

strict precisions. We speculate that the selection of
the anchor is inadequate. Another possible interpre-
tation is that source phrases are rarely ambiguous,
because they contain at least two content words. In

7p < 0.05 in 2-sample test for equality of proportions.

Table 3: Precision for 200 candidates (Ev.Gen).
Strict Lenient

Model Nor.∗ Anc.∗ Nor.∗ Anc.∗
Mainichi 77 (39%) - - 101 (51%) - -
HITS 84 (42%) 83 (42%) 120 (60%) 119 (60%)
BOW.Lin 82 (41%) 85 (43%) 123 (62%) 124 (62%)
BOW.skew 86 (43%) 87 (44%) 125 (63%) 124 (62%)
MOD.Lin 91 (46%) 91 (46%) 130 (65%) 131 (66%)
MOD.skew 92 (46%) 90 (45%) 132 (66%) 130 (65%)
HAR.Lin 90 (45%) 90 (45%) 129 (65%) 130 (65%)
HAR.skew 93 (47%) 90 (45%) 134 (67%) 131 (66%)

Table 4: Distribution of paraphrasability scores and
lenient precision (Ev.Gen).

Nor.BOW Anc.BOW
Par(s⇒t) Lin skew Lin skew
0.9-1.0 11/ 12 (92%) 0/ 0 - 17/ 18 (94%) 2/ 2 (100%)
0.8-1.0 45/ 49 (92%) 1/ 1 (100%) 45/ 50 (90%) 6/ 6 (100%)
0.7-1.0 72/ 88 (82%) 7/ 7 (100%) 73/ 92 (79%) 10/ 11 (91%)
0.6-1.0 94/127 (74%) 11/ 11 (100%) 83/113 (74%) 12/ 13 (92%)
0.5-1.0 102/145 (70%) 13/ 13 (100%) 96/128 (75%) 14/ 15 (93%)
0.4-1.0 107/158 (68%) 13/ 14 (93%) 103/145 (71%) 21/ 22 (96%)
0.3-1.0 113/173 (65%) 25/ 26 (96%) 114/166 (69%) 31/ 32 (97%)
0.2-1.0 119/184 (65%) 40/ 41 (98%) 121/186 (65%) 49/ 50 (98%)
0.1-1.0 123/198 (62%) 74/ 86 (86%) 124/200 (62%) 82/ 99 (83%)
0.0-1.0 123/200 (62%) 125/200 (63%) 124/200 (62%) 124/200 (62%)
Variance 0.052 0.031 0.061 0.044

Nor.MOD Anc.MOD
Par(s⇒t) Lin skew Lin skew
0.9-1.0 2/ 2 (100%) 0/ 0 - 7/ 7 (100%) 1/ 1 (100%)
0.8-1.0 10/ 10 (100%) 0/ 0 - 12/ 13 (92%) 2/ 2 (100%)
0.7-1.0 13/ 14 (93%) 0/ 0 - 17/ 18 (94%) 6/ 6 (100%)
0.6-1.0 20/ 21 (95%) 1/ 1 (100%) 27/ 28 (96%) 9/ 9 (100%)
0.5-1.0 31/ 32 (97%) 6/ 6 (100%) 36/ 37 (97%) 10/ 10 (100%)
0.4-1.0 42/ 44 (96%) 11/ 11 (100%) 51/ 53 (96%) 12/ 12 (100%)
0.3-1.0 61/ 68 (90%) 12/ 12 (100%) 61/ 68 (90%) 13/ 14 (93%)
0.2-1.0 81/ 92 (88%) 13/ 13 (100%) 82/ 94 (87%) 18/ 19 (95%)
0.1-1.0 105/133 (79%) 17/ 18 (94%) 104/126 (83%) 24/ 25 (96%)
0.0-1.0 130/200 (65%) 132/200 (66%) 131/200 (66%) 130/200 (65%)
Variance 0.057 0.014 0.072 0.030

paraphrase generation, capturing the correct bound-
ary of phrases is rather vital, because the source
phrase is usually assumed to be grammatical. Qsc
for 55 syntactic variants (for 44 source phrases) were
actually judged incorrect.
The lenient precisions, which were reaching a

ceiling, implied the limitation of the proposed meth-
ods. Most common errors among the proposed
methods were generated by a transformation pattern
N1 : N2 : C : V ⇒ N2 : C : V . Typically,
dropping a nominal elementN1 of the given nominal
compound N1 : N2 generalizes the meaning that the
compound conveys, and thus results correct para-
phrases. However, it caused errors in some cases;
for example, since N1 was the semantic head in (7),
dropping it was incorrect.

(7) s. “shukketsu:taryou:de:shibou-suru”
(die due to heavy blood loss)

t.∗“taryou:de:shibou-suru” (die due to plenty)
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Table 5: Precision for 200 candidates (Ev.Rec).
Strict Lenient

Model Nor.∗ Anc.∗ Nor.∗ Anc.∗
Mainichi 78 (39%) - - 111 (56%) - -
HITS 71 (36%) 93 (47%) 113 (57%) 128 (64%)
BOW.Lin 159 (80%) 162 (81%) 193 (97%) 191 (96%)
BOW.skew 154 (77%) 158 (79%) 192 (96%) 191 (96%)
MOD.Lin 158 (79%) 164 (82%) 192 (96%) 193 (97%)
MOD.skew 156 (78%) 161 (81%) 191 (96%) 191 (96%)
HAR.Lin 157 (79%) 164 (82%) 192 (96%) 194 (97%)
HAR.skew 155 (78%) 160 (80%) 191 (96%) 191 (96%)

5.4 Ev.Ling

Finally the results for Ev.Ling is shown in Table 6.
Paraphrasability of syntactic variants for phrases
containing an adjective was poorly computed. The
primal source of errors for Adj : N : C : V type
phrases was the subtle change of nuance by switch-
ing syntactic heads as illustrated in (8), where un-
derlines indicate heads.

(8) s. “yoi:shigoto:o:suru” (do a good job)
t1.�=“yoku:shigoto-suru” (work hard)
t2.�=“shigoto:o:yoku:suru” (improve the work)

Most errors in paraphrasing N : C : Adj type
phrases, on the other hand, were caused due to the
difference of aspectual property and agentivity be-
tween adjectives and verbs. For example, (9s) can
describe not only things those qualities have been
improved as inferred by (9t), but also those origi-
nally having a high quality. Qs2t for (9) was thus
judged incorrect.

(9) s. “shitsu:ga:takai” (having high quality)
t.�=“shitsu:ga:takamaru” (quality rises)

Precisions of syntactic variants for the other types
of phrases were higher, but they tended to include
trivial paraphrases such as shown in (10) and (11).
Yet, collecting paraphrase instances statically will
contribute to paraphrase recognition tasks.
(10) s. “shounin:o:eru” (clear)

t. “shounin-sa-re-ru” (be approved)

(11) s. “eiga:o:mi:owaru” (finish seeing the movie)
t. “eiga:ga:owaru” (the movie ends)

6 Discussion

As described in the previous sections, our quite
naive methods have shown fairly good performances
in this first trial. This section describes some re-
maining issues to be discussed further.
The aim of this study is to create a thesaurus

of phrases to recognize and generate phrases that

Table 6: Precision for each phrase type (Ev.Ling).
Phrase type Strict Lenient
N : C : V 52/ 98 (53%) 69/ 98 (70%)
N1 : N2 : C : V 51/ 72 (71%) 64/ 72 (89%)
N : C : V1 : V2 42/ 86 (49%) 60/ 86 (70%)
N : C : Adv : V 33/ 61 (54%) 44/ 61 (72%)
Adj : N : C : V 0/ 25 (0%) 4/ 25 (16%)
N : C : Adj 18/ 73 (25%) 38/ 73 (52%)
Total 196/415 (47%) 279/415 (67%)

Table 7: # of features.
Nor.BOW Nor.MOD Anc.BOW Anc.MOD

# of features (type) 73,848 471,720 72,109 409,379
average features (type) 1,322 211 1,277 202
average features (token) 4,883 391 4,728 383

are semantically equivalent and syntactically substi-
tutable, following the spirit described in (Fujita et
al., 2007). Through the comparisons of Nor.∗ and
Anc.∗, we have shown a little evidence that the am-
biguity of phrases was not problematic at least for
handling syntactic variants, arguing the necessity of
detecting the appropriate phrase boundaries.
To overcome the data sparseness problem, Web

snippets are harnessed. Features extracted from the
snippets outperformed newspaper corpus; however,
the small numbers of features for phrases shown in
Table 7 and the lack of sophisticated weighting func-
tion suggest that the problem might persist. To ex-
amine the proposed features and measures further,
we plan to use TSUBAKI8, an indexed Web corpus
developed for NLP research, because it allow us to
obtain snippets as much as it archives.
The use of larger number of snippets increases

the computation time for assessing paraphrasability.
For reducing it as well as gaining a higher cover-
age, the enhancement of the paraphrase generation
system is necessary. A look at the syntactic variants
automatically generated by a system, which we pro-
posed, showed that the system could generate syn-
tactic variants for only a half portion of the input,
producing many erroneous ones (Section 4.1). To
prune a multitude of incorrect candidates, statisti-
cal language models such as proposed in (Habash,
2004) will be incorporated. In parallel, we plan to
develop a paraphrase generation system which lets
us to quit from the labor of maintaining patterns such
as shown in (4). We think a more unrestricted gener-
ation algorithm will gain a higher coverage, preserv-
ing the meaning as far as handling syntactic variants
of predicate phrases.

8http://tsubaki.ixnlp.nii.ac.jp/se/index.cgi
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7 Conclusion

In this paper, we proposed a method of assessing
paraphrasability between automatically generated
syntactic variants of predicate phrases. Web snip-
pets were utilized to overcome the data sparseness
problem, and the conventional distributional similar-
ity measures were employed to quantify the similar-
ity of feature sets for the given pair of phrases. Em-
pirical experiments revealed that features extracted
from the Web snippets contribute to the task, show-
ing promising results, while no significant difference
was observed between two measures.
In future, we plan to address several issues such as

those described in Section 6. Particularly, at present,
the coverage and portability are of our interests.
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Abstract 

Wikipedia is the largest organized knowledge 
repository on the Web, increasingly employed 
by natural language processing and search tools. 
In this paper, we investigate the task of labeling 
Wikipedia pages with standard named entity 
tags, which can be used further by a range of in-
formation extraction and language processing 
tools. To train the classifiers, we manually anno-
tated a small set of Wikipedia pages and then ex-
trapolated the annotations using the Wikipedia 
category information to a much larger training 
set. We employed several distinct features for 
each page: bag-of-words, page structure, ab-
stract, titles, and entity mentions. We report high 
accuracies for several of the classifiers built. As 
a result of this work, a Web service that classi-
fies any Wikipedia page has been made available 
to the academic community. 

1 Introduction 

Wikipedia, one of the most frequently visited web 
sites nowadays, contains the largest amount of 
knowledge ever gathered in one place by volunteer 
contributors around the world (Poe, 2006). Each 
Wikipedia article contains information about one 
entity or concept, gathers information about 
entities of one particular type of entities (the so-
called list pages), or provides information about 
homonyms (disambiguation pages). As of July 
2007, Wikipedia contains close to two million 
articles in English. In addition to the English-
language version, there are 200 versions in other 
languages. Wikipedia has about 5 million 
registered contributors, averaging more than 10 
edits per contributor. 

Natural language processing and search tools can 
greatly benefit from Wikipedia by using it as an 

authoritative source of common knowledge and by 
exploiting its interlinked structure and 
disambiguation pages, or by extracting concept co-
occurrence information. This paper presents a 
successful study on enriching the Wikipedia data 
with named entity tags. Such tags could be 
employed by disambiguation systems such as 
Bunescu and Pa�ca (2006) and Cucerzan (2007), in 
mining relationships between named entities, or in 
extracting useful facet terms from news articles 
(e.g., Dakka and Ipeirotis, 2008). 

In this work, we classify the Wikipedia pages 
into categories similar to those used in the CoNLL 
shared tasks (Tjong Kim Sang, 2002; Tjong Kim 
Sang and De Meulder, 2003) and ACE 
(Doddington et al., 2004). To the best of our 
knowledge, this is the first attempt to perform such 
classification on the English language version of 
the collection.1  Although the task settings are 
different, the results we obtained are comparable 
with those previously reported in document 
classification tasks. 

We examined the Wikipedia pages to extract 
several feature groups for our classification task. 
We also observed that each entity/concept has at 
least two pseudo-independent views (page-based 
features and link-based features), which allow the 
use a co-training method to boost the performance 
of classifiers trained separately on each view. 

The classifier that achieved the best accuracy on 
out test set was applied then to all Wikipedia pages 
and its classifications are provided to the academic 
community for use in future studies through a Web 
service.2 

                                                 
1 Watanabe et al. (2007) have reported recently experi-
ments on categorizing named entities in the Japanese 
version of Wikipedia using a graph-based approach. 
2 The Web service is available at wikinet.stern.nyu.edu. 
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2 Related Work 

This study is related to the area of named entity 
recognition, which has supported extensive evalua-
tions (CoNLL and ACE). Since the introduction of 
this task in MUC-6 (Grishman and Sundheim, 
1996), numerous systems using various ways of 
exploiting entity-specific and local context features 
were proposed, from relatively simple character-
based models such as Cucerzan and Yarowsky 
(2002) and Klein et al. (2003) to complex models 
making use of various lexical, syntactic, morpho-
logical, and orthographical information, such as 
Wacholder et al. (1997), Fleischman and Hovy 
(2002), and Florian et al. (2003). While the task we 
address is not the conventional named entity rec-
ognition but rather document classification, our 
classes are a derived from the labels traditionally 
employed in named entity recognition, following 
the CoNLL and ACE guidelines, as described in 
Section 3. 

The areas of text categorization and document 
classification have also been extensively re-
searched over time. These task have the goal of 
assigning to each document in a collection one or 
several labels from a given set, such as News-
groups (Lang, 1995), Reuters (Reuters, 1997), Ya-
hoo! (Mladenic, 1998), Open Directory Project 
(Chakrabarti et al., 2002), and Hoover’s Online 
(Yang et al., 2002). Various supervised machine 
learning algorithms have been applied successfully 
to the document classification problem (e.g., 
Joachims, 1999; Quinlan, 1993; Cohen, 1995). 
Dumais et al. (1998) and Yang and Liu (1999) re-
ported that support vector machines (SVM) and K-
Nearest Neighbor performed the best in text cate-
gorization. We adopted SVM as our algorithm of 
choice because of these findings and also because 
SVMs have been shown robust to noise in the fea-
ture set in several studies. While Joachims (1998) 
and Rogati and Yang (2002) reported no improve-
ment in SVM performance after applying a feature 
selection step, Gabrilovich and Markovitch (2004) 
showed that for collection with numerous redun-
dant features, aggressive feature selection allowed 
SVMs to actually improve their performance. 
However, performing an extensive investigation of 
classification performance across various machine 
learning algorithms has been beyond the purpose 
of this work, in which we ran classification ex-
periments using SVMs and compared them only 

with the results of similar systems employing    
Naïve Bayes. 

In addition to the traditional bag-of-words, 
which has been extensively used for the document 
classification task (e.g. Sebastiani, 2002), we em-
ployed various other Wikipedia-specific feature 
sets. Some of these have been previously employed 
for various tasks by Gabrilovich and Markovitch, 
(2006); Overell and Ruger (2006), Cucerzan 
(2007), and Suchanek et al. (2007). 

3 Classifying Wikipedia Pages 

The Wikipedia pages that we analyzed in this study 
can be divided into three types: 

Disambiguation Page (DIS): is a special kind of 
page that usually contains the word “disambigua-
tion” in its title, and that contains several possible 
disambiguations of a term. 

Common Page (COMM): refers to a common 
object rather than a named entity. Generally, if the 
name of an object or concept appears non-
capitalized in text then it is very likely that the ob-
ject or the concept is of common nature (heuristic 
previously employed by Bunescu and Pa�ca, 2006). 
For example, the Wikipedia page “Guitar” refers to 
a common object rather than a named entity. 

Named Entity Page: refers to a specific object 
or set of objects in the world, which is/are com-
monly referred to using a certain proper noun 
phrase. For example, any particular person is a 
named entity, though the concept of “people” is 
not a named entity. Note that most names are am-
biguous. “Apollo” can refer to more than 30 differ-
ent entities of different types, for example, the Fin-
nish rock band of the late 1960s/early 1970s , the 
Greek god of light, healing, and poetry, and the 
series of space missions run by NASA. 

To classify the named entities in Wikipedia, we 
adopted a restricted version of the ACE guidelines 
(ACE), using four main entity classes (also similar 
to the classes employed in the CoNLL evaluations): 

Animated Entities (PER): An animate entity 
can be either of type human or non-human. Hu-
man entities are either humans that are known to 
have lived (e.g., “Leonardo da Vinci”, “Britney 
Spears”, “Gotthard of Hildesheim”, “Saint 
Godehard”) or humanoid individuals in fictional 
works, such as books, movies, TV shows, and 
comics (e.g., “Harry Potter”, “Batman”, “Sonny” 
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the robot from the movie “I, Robot”). Fictional 
characters also include mythological figures and 
deities (e.g. “Zeus”, “Apollo”, “Jupiter”). The fic-
tional nature of a character must be explicitly indi-
cated. Non-human entities are any particular ani-
mal or alien that has lived or that is described in a 
fictional work and can be singled out using a name. 

 Organization Entities (ORG): An organization 
entity must have some formally established asso-
ciation. Typical examples are businesses (e.g., 
“Microsoft”, “Ford”), governmental bodies (e.g., 
“United States Congress”), non-governmental or-
ganizations (e.g., “Republican Party”, “American 
Bar Association”), science and health units (e.g., 
“Massachusetts General Hospital”), sports organi-
zations and teams (e.g., “Angolan Football Federa-
tion”, “San Francisco 49ers”), religious organiza-
tions (e.g., “Church of Christ”), and entertainment 
organizations, including formally organized music 
groups (e.g., “San Francisco Mime Troupe”, the 
rock band “The Police”). Industrial sectors and 
industries (e.g., “Petroleum industry”) are also 
treated as organization entities, as well as all media 
and publications. 

Location Entities (LOC): These are physical lo-
cations (regions in space) defined by geographical, 
astronomical, or political criteria. They are of three 
types: Geo-Political entities are composite entities 
comprised of a physical location, a population, a 
government, and a nation (or province, state, 
county, city, etc.). A Wikipedia page that mentions 
all these components should be labeled as Geo-
Political Entity (e.g., “Hawaii”, “European Union”, 
“Australia”, and “Washington, D.C.”). Locations 
are places defined on a geographical or astronomi-
cal basis and do not constitute a political entity. 
These include mountains, rivers, seas, islands, con-
tinents (e.g., “the Solar system”, “Mars”, “Hudson 
River”, and “Mount Rainier”). Facilities are arti-
facts in the domain of architecture and civil engi-
neering, such as buildings and other permanent 
man-made structures and real estate improvements: 
airports, highways, streets, etc. 

Miscellaneous Entities (MISC): About 25% of 
the named entities in Wikipedia are not of the 
types listed above. By examining several hundred 
examples, we concluded that the majority of these 
named entities can be classified in one of the fol-
lowing classes: Events refer to historical events or 
actions with some certain duration, such as wars, 

sport events, and trials (e.g., “Gulf War”, “2006 
FIFA World Cup”, “Olympic Games”, “O.J. Simp-
son trial”). Works of art refer to named works that 
are imaginative in nature. Examples include books, 
movies, TV programs, etc. (e.g., the “Batman” 
movie, “The Tonight Show”, the “Harry Potter” 
books). Artifacts refer to man-made objects or 
products that have a name and cannot generally be 
labeled as art. This includes mass-produced mer-
chandise and lines of products (e.g. the camera 
“Canon PowerShot Pro1”, the series “Canon Pow-
erShot”, the type of car “Ford Mustang”, the soft-
ware “Windows XP”). Finally Processes include 
all named physical and chemical processes (e.g., 
“Ettinghausen effect”). Abstract formulas or algo-
rithms that have a name are also labeled as proc-
esses (e.g., “Naive Bayes classifier”). 

4 Features Used. Independent Views 

When creating a Wikipedia page and introducing 
a new entity, contributors can refer to other related 
Wikipedia entities, which may or may not have 
corresponding Wikipedia pages. This way of gen-
erating content creates an internal web graph and, 
interesting, results in the presence of two different 
and pseudo-independent views for each entity. We 
can represent an entity using the content written on 
the entity page, or alternatively, using the context 
from a reference on the related page. For example, 
Figures 1 and 2 show the two independent views of 
the entity “Gwen Stefani”. 

 

 
Figure 1. A partial list of contextual references taken 
from Wikipedia for the named entity “Gwen Stefani”. 
(There are over 600 such references.) 

1 such as ’Let Me Blow Ya Mind’ by Eve and [[Gwen 
Stefani]] (whom he would produce 

2 In the video ”[[Cool (song)—Cool]]”, [[Gwen Stefani]] 
is made-up as Monroe. 

3 ’[[South Side (song)—South Side]]’ (featuring [[Gwen 
Stefani]]) #14 US 

4  [[1969]] - [[Gwen Stefani]], American singer ([[No 
Doubt]]) 

5 [[Rosie Gaines]], [[Carmen Electra]], [[Gwen Stefani]], 
[[Chuck D]], [[Angie Stone]], 

6 In late [[2004]], [[Gwen Stefani]] released a hit song 
called ’Rich Girl’ which 

7 [[Gwen Stefani]] - lead singer of the band [[No 
Doubt]], who is now a successful 

8 [[Social Distortion]], and [[TSOL]]. [[Gwen Stefani]], 
lead vocalist of the [[alternative rock]] 

9 main proponents (along with [[Gwen Stefani]] and 
[[Ashley Judd]]) in bringing back the 

10 The [[United States—American]] singer [[Gwen 
Stefani]] references Harajuku in several 
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Figure 2. Wikipedia page for the named entity “Gwen 
Stefani”. Other than the regular text, information such 
as surface and disambiguated entities, structure proper-
ties, and section titles can be easily extracted. 
 
We utilize this important observation to extract our 
features based on these two independent views: 
page-based features and context features. We dis-
cuss these in greater detail next. 

4.1 Page-Based Features 

A typical Wikipedia page is usually written and 
edited by several contributors. Each page includes 
a rich set of information including the following 
elements: titles, section titles, paragraphs, multi-
media objects, hyperlinks, structure data, surface 
entities and their disambiguations. Figure 2 shows 
some of these elements in the page dedicated to 
singer “Gwen Stefani”. We use the Wikipedia page 
XML syntax to draw a set of different page-based 
feature vectors, including the following: 

Bag of Words (BOW): This vector is the term 
frequency representation of the entire page. 

Structured Data (STRUCT): Many Wikipedia 
pages contain useful data organized in tables and 
other structural representations. In Figure 2, we see 
that contributors have used a table representation 
to list different properties about Gwen Stefani. We 
extract for each page, using the Wikipedia syntax, 
the bag-of-words feature vector that corresponds to 
this structured data only. 

 
Figure 3. The abstract provided by Wikipedia for 
“Gwen Stefani”. Note the concatenation of “Stefani” 
and “Some”, which results in a new word, and is a rele-
vant example of noise encountered in Wikipedia text. 

 
First Paragraph (FPAR): We examined several 

hundred pages, and observed that a human could 
label most of the pages by reading only the first 
paragraph. Therefore, we built the feature vector 
that contains the bag-of-word representation of the 
page’s first paragraph. 

Abstract (ABS): For each page, Wikipedia pro-
vides a summary of several lines about the entity 
described on the page. We use this summary to 
draw another bag-of-word feature vector based on 
the provided abstracts only. For example, Figure 3 
shows the abstract for the entity “Gwen Stefani”. 

Surface Forms and Disambiguations (SFD): 
Contributors use the Wikipedia syntax to link from 
one entity page to another. In the page of Figure 2, 
for example, we have references to several other 
Wikipedia entities, such as “hip hop”, “R&B”, and 
“Bush”. Wikipedia page syntax lets us extract the 
disambiguated meaning of each of these references, 
which are “Hip hop music,” “Rhythm and blues,” 
and “Bush band”, respectively. For each page, we 
extract all the surface forms used by contributors in 
text (such as “hip hop”) and their disambiguated 
meanings (such as “Hip hop music”), and build 
feature vectors to represent them. 

4.2 Context Features 

Figure 1 shows some of the ways contributors to 
Wikipedia refer to the entity “Gwen Stefani”. The 
Wikipedia version that we analyzed contains about 
35 million references to entities in the collection. 
On average, each page has five references to other 
entities. 

We decided to make use of the text surrounding 
these references to draw contextual features, which 
can capture both syntactic and semantic properties 
of the referenced entity. For each entity reference, 
we compute the feature vectors by using a text 
window of three words to the left and to the right 
of the reference. 

<abstract> 
Gwen Rene StefaniSome sources give Stefani’s first name 
as Gwendolyn, but her first name is simply Gwen. Her list-
ing on the California Birth Index from the Center for Health 
Statistics gives a birth name of Gwen Rene Stefani. 

</abstract> 
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BOW 1,821,966 ABS 372,909 
SFD 847,857 BCON 35,178,120 
STRUCT 159,645 FPAR 781,938 

Table 1. Number of features in each group, as obtained 
by examining all the Wikipedia pages. 
 
We derived a unigram context model and a bigram 
context model, following the findings of previous 
work that such models benefit from employing 
information about the position of words relative to 
the targeted term: 

Unigram Context (UCON): The feature vector 
is constructed in a way that preserves the positional 
information of words in the context. Each feature ft

i 
in the vector represents the total number of times a 
term t appears in position i around the entity. 

Bigram Context (BCON): The bigram-based 
context model was built in a similar way to UCON, 
so that relative positional information is preserved. 

5 Challenges 

For our classification task, we faced several 
challenges. First, many Wikipedia entities have 
only a partial list of the feature groups discussed 
above. For example, contributors may refer to enti-
ties that do not exist in Wikipedia but might be 
added in the future. Also, not all the page-based 
features groups are available for every entity page. 
For instance, abstracts and structure features are 
only available for 68% and 79% of the pages, re-
spectively. Second, we only had available several 
hundred labeled examples (as described in Section 
6.1). Third, the feature space is very large com-
pared to the typical text classification problem (see 
Table 1), and a substantial amount of noise plagues 
the data. A further investigation revealed that the 
difference in the dimensionality compared to text 
classification stems from the way Wikipedia pages 
are created: contributors make spelling errors, in-
troduce new words, and frequently use slang, acro-
nyms, and other languages than English. 

We utilize all the features groups described in 
Section 4 and various combinations of them. This 
provides us with greater flexibility to use classifi-
ers trained on different feature groups when 
Wikipedia entities miss certain types of features. 

In addition, we try to take advantage of the inde-
pendent views of each entity by employing a co-
training procedure (Blum and Mitchell, 1998; Ni-
gam and Ghani, 2000). In previous work, this has 

been shown to boost the performance of the weak 
classifiers on certain feature groups. For example, 
it is interesting to determine whether we can use 
the STRUCT view of a Wikipedia pages to boost 
the performance of the classifiers based on context. 
Alternatively, we can employ co-training on the 
STRUCT and SFD features, hypothesized as two 
independent views of the data. 

6 Experiments and Findings 

6.1 Training Data 

We experimented with two data sets: Human 
Judged Data (HJD): This set was obtained in an 
annotation effort that followed the guidelines pre-
sented in Section 3. Due to the cost of the labeling 
procedure, this set was limited to a small random 
set of 800 Wikipedia pages. Human Judged Data 
Extended (HJDE): The initial classification results 
obtained using a small subset of HJD hinted to the 
need for more training data. Therefore, we devised 
a procedure that takes advantage of the fact that 
Wikipedia contributors have assigned many of the 
pages to one or more lists. For example, the page 
“List of novelists” contains a reference to “Orhan 
Pamuk”, which is part of the HJD and is labeled as 
PER. Our extension procedure first uses the pages 
in the training set from HJD to extract the lists in 
Wikipedia that contain references to them and then 
projects the entity labels of the seeds to all ele-
ments in the lists. Unfortunately, not all the 
Wikipedia lists contain only references named enti-
ties of the same category. Furthermore, some lists 
are hierarchical and include sub-lists of different 
classes. To overcome these issues, we examined 
only leaf lists and manually filtered all the lists that 
by definition could have pages of different catego-
ries. Finally, we filtered out all list pages that con-
tain entities in two or more entity classes (as de-
scribed in Section 3). 

Our partially manual extension procedure is as 
follows: 1) Pick a random sample of 400 entities 
from HJD along with their human judged labels; 2) 
Extract all the lists that contain any entity from this 
labeled sample; 3) Filter out the lists that contain 
entities from different entity classes (PER, ORG, 
LOC, MISC, and COM); 4) propagate the entity 
labels of the known entities in the lists to the other 
referenced entities; 5) Choose a random sample 
from all labeled pages with respect to the entity 
class distribution observed in HJD. 
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PER MISC ORG LOC COMM 
41% 25.1% 11.2% 11.7% 11% 

Table 2. The distribution of labels in the HJDE data set. 

Our extension procedure resulted initially in 770 
lists, which were then reduced to 501. In step (5), 
we chose a maximal random sample from all la-
beled pages in HJDE so that it matched the entity 
class distribution in the original HJD training set 
(shown in Table 2). 

6.2 Classification 

From the numerous machine learning algorithms 
available for our classification task (e.g., Joachims, 
1999; Quinlan, 1993; Cohen, 1995), we chose to 
the SVMs (Vapnik, 1995), and the Naïve Bayes 
(John and Langley, 1995) algorithms because both 
can output probability estimates for their predic-
tions, which are necessary for the co-training pro-
cedure. We use an implementation of SVM (Platt, 
1999) with linear kernels and the Naïve Bayes im-
plementation from the machine learning toolkit 
Weka3. Our implementation of co-training fol-
lowed that of Nigam and Ghani (2000). 

Using the HJDE data, we experimented with 
learning a classifier for each feature group dis-
cussed in Section 4. We report the results for two 
classification tasks: binary classification to identify 
all the Wikipedia pages of type PER, and 5-fold 
classification (PER, COM, ORG, LOC, and MISC). 

To reduce the feature space, we built a term fre-
quency dictionary taken from one year’s worth of 
news data and restrict our feature space to contain 
only terms with frequency values higher than 10. 

6.3 Results on Bag-of-words 

This feature group is of particular interest, since it 
has been widely used for document classification 
and also, because every Wikipedia page has a 
BOW representation. We experimented with the 
two classification tasks for this feature group. For 
the binary classification task, both SVM and Naïve 
Bayes performed remarkably well, obtaining accu-
racies of 0.962 and 0.914, respectively. Table 3 
shows detailed performance numbers for SVM and 
Naïve Bayes for the multi-class task. Unlike in the 
binary case, Naïve Bayes falls short of achieving 
results similar to those from SVM, which obtains 
an average F-measure of 0.928 and an average pre-
cision of 0.931. 

 Precision Recall F-measure 
 SVM NB SVM NB SVM NB 
PER 0.944 0.918 0.959 0.771 0.951 0.838 
MISC 0.927 0.824 0.920 0.687 0.924 0.750 
ORG 0.940 0.709 0.928 0.701 0.934 0.705 
LOC 0.958 0.459 0.949 0.863 0.954 0.599 
COMM 0.887 0.680 0.869 0.714 0.878 0.697 

Table 3. Precision, recall, and F1 measure for the multi-
class classification task. Results are obtained using 
SVM and Naïve Bayes after a stratified cross-validation 
using HJDE data set and the bag-of-words features. 

 
SFD 83.14% ABS 68.96% 
STRUCT 79.55% BCON 83.57% 

Table 4. Percentage of available examples HJDE for 
each feature group. 

 
 Precision Recall F-measure 
 SVM NB SVM NB SVM NB 
BOW 0.901 0.858 0.894 0.880 0.897 0.869 
SFD 0.851 0.775 0.830 0.882 0.840 0.825 
STRUCT 0.888 0.840 0.875 0.856 0.881 0.848 
FPAR 0.867 0.872 0.854 0.896 0.860 0.884 
ABS 0.861 0.833 0.852 0.885 0.857 0.858 
BCON 0.311 0.245 0.291 0.334 0.300 0.283 

Table 5. Average precision, recall, and F1 measure val-
ues for the multi-class task. Results are obtained using 
SVM and Naïve Bayes across the different feature 
groups on the test set of HJDE. 

6.4 Results on Other Feature Groups 

We present now the results obtained using other 
groups of features. We omit the results on UCON 
due to their similarity with BCON. Recall that 
these features may not be present in all Wikipedia 
pages. Table 4 shows the availability of these fea-
tures in the HJDE set. The lack of one feature 
group has a negative impact on the results of the 
corresponding classifier, as shown in Table 5. No-
ticeably, the results of the STRUCT features are 
very encouraging and confirm our hypothesis that 
such features are distinctive in identifying the type 
of the page. While results using STRUCT and 
FPAR are high, they are lower than the results ob-
tained on BOW. In general, using SVM with BOW 
performed better than any other feature set, averag-
ing 0.897 F-measure on test set. This could be be-
cause when using BOW, we have a larger training 
set than any other feature group. SVM with 
STRUCT and Naïve Bayes with FPAR performed 
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second and third best, with average F1 measure 
values of 0.881 and 0.860, respectively. The results 
also show that it is difficult to learn if a page is 
COMM in all learning combination. This could be 
related to the membership complexity of that class. 
Finally, the results on the bigram contextual fea-
tures, namely BCON, for both SVM and Naïve 
Bayes are not encouraging and surprisingly low. 

6.5 Results for Co-training 

Motivated by the fact that some feature groups can 
be seen as independent views of the data, we used 
a co-training procedure to boost the classification 
accuracy. One combination of views that we exam-
ined is BCON with BOW, hoping to boost the 
classification performance of the bigram context 
features, as this classifier could be used for entities 
in any new text, not only for Wikipedia pages . 
Unfortunately, the results were not encouraging in 
either of the cases (SVM and Naïve Bayes) and for 
none of the other feature groups used instead of 
BOW. This indicates that the context features ex-
tracted have limited power and that further investi-
gation of extracting relevant context features from 
Wikipedia is necessary. 

7 Conclusions and Future Work 

In this paper, we presented a study on the classifi-
cation of Wikipedia pages with named entity labels. 
We explored several alternatives for extracting 
useful page-based and context-based features such 
as the traditional bag-of-words, page structure, hy-
perlink text, abstracts, section titles, and n-gram 
contextual features. While the classification with 
page features resulted in high classification accu-
racy, context-based and structural features did not 
work similarly well, either alone or in a co-training 
setup. This motivates future work to extract better 
such features. We plan to examine employing more 
sophisticated ways both for extracting contextual 
features and for using the implicit Wikipedia graph 
structure in a co-training setup. 

Recently, the Wikipedia foundation has been 
taken steps toward enforcing a more systematic 
way to add useful structured data on each page by 
suggesting templates to use when a new page gets 
added to the collection. This suggests that in a not-
so-distant future, we may be able to utilize the 
structured data features as attribute-value pairs 

rather than as bags of words, which is prone to los-
ing valuable semantic information. 

Finally, we have applied our classifier to all 
Wikipedia pages to determine their labels and 
made these data available in the form of a Web 
service, which can positively contribute to future 
studies that employ the Wikipedia collection. 
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Abstract

Distributional similarity is a widely used
concept to capture the semantic relatedness
of words in various NLP tasks. However, ac-
curate similarity calculation requires a large
number of contexts, which leads to imprac-
tically high computational complexity. To
alleviate the problem, we have investigated
the effectiveness of automatic context selec-
tion by applying feature selection methods
explored mainly for text categorization. Our
experiments on synonym acquisition have
shown that while keeping or sometimes in-
creasing the performance, we can drastically
reduce the unique contexts up to 10% of the
original size. We have also extended the
measures so that they cover context cate-
gories. The result shows a considerable cor-
relation between the measures and the per-
formance, enabling the automatic selection
of effective context categories for distribu-
tional similarity.

1 Introduction

Semantic similarity of words is one of the most im-
portant lexical knowledge for NLP tasks including
word sense disambiguation and synonym acquisi-
tion. To measure the semantic relatedness of words,
a concept called distributional similarity has been
widely used. Distributional similarity represents the
relatedness of two words by the commonality of
contexts the words share, based on the distributional
hypothesis (Harris, 1985), which states that seman-
tically similar words share similar contexts.

A wide range of contextual information, such
as surrounding words (Lowe and McDonald, 2000;
Curran and Moens, 2002a), dependency or case
structure (Hindle, 1990; Ruge, 1997; Lin, 1998),
and dependency path (Lin and Pantel, 2001; Pado
and Lapata, 2007), has been utilized for similar-
ity calculation, and achieved considerable success.
However, a major problem which arises when adopt-
ing distributional similarity is that it easily yields a
huge amount of unique contexts. This can lead to
high dimensionality of context space, often up to the
order of tens or hundreds of thousands, which makes
the calculation computationally impractical. Be-
cause not all of the contexts are useful, it is strongly
required for the efficiency to eliminate the unwanted
contexts to ease the expensive cost.

To tackle this issue, Curran and Moens (2002b)
suggest assigning an index vector of canonical at-
tributes, i.e., a small number of representative el-
ements extracted from the original vector, to each
word. When the comparison is performed, canonical
attributes of two target words are firstly consulted,
and the original vectors are referred to only if the
attributes have a match between them. However, it
is not clear whether the condition for canonical at-
tributes they adopted, i.e., that the attributes must be
the most weighted subject, direct object, or indirect
object, is optimal in terms of the performance.

There are also some existing studies which paid
attention to the comparison of context categories
for synonym acquisition (Curran and Moens, 2002a;
Hagiwara et al., 2006). However, they have con-
ducted only a posteriori comparison based on perfor-
mance evaluation, and we are afraid that these find-
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ings are somewhat limited to their own experimental
settings which may not be applicable to completely
new settings, e.g., one with a new set of contexts
extracted from different sources. Therefore, general
quantitative measures which can be used for reduc-
tion and selection of any kind of contexts and con-
text categories are strongly required.

Shifting our attention from word similarity to
other areas, a great deal of studies on feature selec-
tion has been conducted in the literature, especially
for text categorization (Yang and Pedersen, 1997)
and gene expression classification (Ding and Peng,
2003). Whereas these methods have been successful
in reducing feature size while keeping classification
performance, the problem of distributional similar-
ity is radically different from that of classification,
and whether the same methods are applicable and
effective for automatic context selection in the simi-
larity problem is yet to be investigated.

In this paper, we firstly introduce existing quan-
titative methods for feature selection, namely, DF,
TS, MI, IG, CHI2, and show how to apply them to
the distributional similarity problem to measure the
context importance. We then extracted dependency
relations as context from the corpus, and conducted
automatic synonym acquisition experiments to eval-
uate the context selection performance, reducing the
unimportant contexts based on the feature selection
methods. Finally we extend the context importance
to cover context categories (RASP2 grammatical re-
lations), and show that the above methods are also
effective in selecting categories.

This paper is organized as follows: in Section
2, five existing context selection methods are in-
troduced, and how to apply classification-based se-
lection methods to distributional similarity is de-
scribed. In Section 3 and 4, the synonym acquisition
method and evaluation measures, AP and CC, em-
ployed in the evaluation experiments are detailed.
Section 5 includes two main experiments and their
results: context reduction and context category se-
lection, along with experimental settings and discus-
sions. Section 6 concludes this paper.

2 Context Selection Methods

In this section, context selection methods proposed
for text categorization or information retrieval are

introduced. In the following, n and m represent
the number of unique words and unique contexts,
respectively, and N(w, c) denotes the number of co-
occurrence of word w and context c.

2.1 Document Frequency (DF)

Document frequency (DF), commonly used for
weighting in information retrieval, is the number of
documents a term co-occur with. However, in the
distributional similarity settings, DF corresponds to
word frequency, i.e., the number of unique words the
context co-occurs with:

df(c) = |{w|N(w, c) > 0}|.

The motivation of adopting DF as a context selection
criterion is the assumption that the contexts shared
by many words should be informative. It is to note,
however, that the contexts with too high DF are not
always useful, since there are some exceptions in-
cluding so-called stopwords.

2.2 Term Strength (TS)

Term strength (TS), proposed by Wilbur and
Sirotkin (1992) and applied to text categorization
by Yang and Wilbur (1996), measures how likely a
term is to appear in “similar documents,” and it is
shown to achieve a successful outcome in reducing
the amount of vocabulary for text retrieval. For dis-
tributional similarity, TS is defined as:

s(c) = P (c ∈ C(w2)|c ∈ C(w1)),

where (w1, w2) is a related word pair and C(w) is
a set of contexts co-occurring with the word w, i.e.,
C(w) = {c|N(w, c) > 0}. s(c) is calculated, let-
ting PH be a set of related word pairs, as

s(c) =
|{(w1, w2) ∈ PH |c ∈ C(w1) ∩ C(w2)}|

|{(w1, w2) ∈ PH |c ∈ C(w1)}|
.

What makes TS different from DF is that it re-
quires a training set PH consisting of related word
pairs. We used the test set for class s = 1 as PH

described in the next section.

2.3 Formalization of Distributional Similarity

The following methods, MI, IG, and CHI2, are rad-
ically different from the above ones, in that they are
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designed essentially for “class classification” prob-
lems. Thus we formalize distributional similarity as
a classification problem as described below.

First of all, we deal with word pairs, instead of
words, as the targets of classification, and define fea-
tures f1, ..., fm corresponding to contexts c1, ..., cm,
for each pair. The feature fj = 1 if the two words of
the pair has the context cj in common, and fj = 0
otherwise. Then, we define target class s, so that
s = 1 when the pair is semantically related, and
s = 0 if not. These defined, distributional similar-
ity is formalized as a binary classification problem
which assigns the word pairs to the class s ∈ {0, 1}
based on the features c1, ..., cm. Finally, to calcu-
late the specific values of the following feature im-
portance measures, we prepare two test sets of re-
lated word pairs for class s = 1 and unrelated ones
for class s = 0. This enables us to apply existing
feature selection methods designed for classification
problems to the automatic context selection.

The two test sets, related and unrelated one, are
prepared using the reference sets described in Sec-
tion 4. More specifically, we created 5,000 related
word pairs by extracting from synonym pairs in the
reference set, and 5,000 unrelated ones by firstly cre-
ating random pairs of LDV, whose detail is described
later, and then manually making sure that no related
pairs are included in these random pairs.

2.4 Mutual Information (MI)

Mutual information (MI), commonly used for word
association and co-occurrence weighing in statisti-
cal NLP, is the measure of the degree of dependence
between two events. The pointwise MI value of fea-
ture f and class s is calculated as:

I(f, s) = log
P (f, s)

P (f)P (s)
.

To obtain the final context importance, we combine
the MI value over both of the classes as Imax(cj) =
maxs∈{0,1} I(fj , s). Note that, here we employed
the maximum value of pointwise MI values since
it is claimed to be the best in (Yang and Peder-
sen, 1997), although there can be other combination
ways such as weighted average.

2.5 Information Gain (IG)

Information gain (IG), often employed in the ma-
chine learning field as a criterion for feature impor-
tance, is the amount of gained information of an
event by knowing the outcome of the other event,
and is calculated as the weighted sum of the point-
wise MI values over all the event combinations:

G(cj) =
∑

fj∈{0,1}

∑
s∈{0,1}

P (fj , s) log
P (fj , s)

P (fj)P (s)
.

2.6 χ2 Statistic (CHI2)

χ2 statistic (CHI2) estimates the lack of indepen-
dence between classes and features, which is equal
to the summed difference of observed and expected
frequency over the contingency table cells. More
specifically, letting F j

nm(n,m ∈ {0, 1}) be the num-
ber of word pairs with fj = n and s = m, and the
number of all pairs be N , χ2 statistic is defined as:

χ2(cj)

=
N(F11F00 − F01F10)

(F11 + F01)(F10 + F00)(F11 + F10)(F01 + F00)
.

3 Synonym Acquisition Method

This section describes the synonym acquisition
method, a major and important application of distri-
butional similarity, which we employed for the eval-
uation of automatic context selection. Here we men-
tion how to extract the original contexts from cor-
pora in detail, as well as the calculation of weight
and similarity between words.

3.1 Context Extraction

We adopted dependency structure as the context of
words since it is the most widely used and well-
performing contextual information in the past stud-
ies (Ruge, 1997; Lin, 1998). As the extraction of ac-
curate and comprehensive dependency structure is in
itself a difficult task, the sophisticated parser RASP
Toolkit 2 (Briscoe et al., 2006) was utilized to ex-
tract this kind of word relations. Take the following
sentence for example:

Shipments have been relatively level since January,

the Commerce Department noted.
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RASP outputs the extracted dependency structure
as n-ary relations as follows, which are called gram-
matical relations. Annotations regarding suffix, part
of speech tags, offsets for individual words are omit-
ted for simplicity.

(ncsubj be Shipment _)
(aux be have)
(xcomp _ be level)
(ncmod _ be relatively)
(ccomp _ level note)
(ncmod _ note since)
(ncsubj note Department _)
(det Department the)
(ncmod _ Department Commerce)
(dobj since January)

While the RASP outputs are n-ary relations in
general, what we need here is co-occurrences of
words and contexts, so we extract the set of co-
occurrences of stemmed words and contexts by tak-
ing out the target word from the relation and replac-
ing the slot by an asterisk “*”:

(words) - (contexts)
Shipment - ncsubj:be:*_
have - aux:be:*
be - ncsubj:*:Shipment:_
be - aux:*:have
be - xcomp:_:*:level
be - ncmod:_:*:relatively
relatively - ncmod:_:be:*
level - xcomp:_:be:*
level - ccomp:_:*:note
...

Summing all these up produces the raw co-
occurrence count N(w, c) of word w and context c.

3.2 Similarity Calculation

Although it is possible to use the raw count acquired
above for the similarity calculation, directly using
the raw count may cause performance degradation,
thus we need an appropriate weighting measure. In
response to the preliminary experiment results, we
employed pointwise mutual information as weight:

wgt(w, c) = log
P (w, c)

P (w)P (c)

Here we made a small modification to bind the
weight to non-negative such that wgt(w, c) ≥ 0,
because negative weight values sometimes worsen
the performance (Curran and Moens, 2002b). The
weighting by PMI is applied after the pre-processing
including frequency cutoff and context selection.

As for the similarity measure, we used Jaccard co-
efficient, which is widely adopted to capture overlap
proportion of two sets:∑

c∈C(w1)∩C(w2) min(wgt(w1, c), wgt(w2, c))∑
c∈C(w1)∪C(w2) max(wgt(w1, c), wgt(w2, c))

.

4 Evaluation Measures

This section describes the two evaluation methods
we employed — average precision (AP) and corre-
lation coefficient (CC).

4.1 Average Precision (AP)
The first evaluation measure, average precision
(AP), is a common evaluation scheme for informa-
tion retrieval, which evaluates how accurately the
methods are able to extract synonyms. We first pre-
pare a set of query words, for which synonyms are
obtained to evaluate the precision. We adopted the
Longman Defining Vocabulary (LDV) 1 as the can-
didate set of query words. For each word in LDV,
three existing thesauri are consulted: Roget’s The-
saurus (Roget, 1995), Collins COBUILD Thesaurus
(Collins, 2002), and WordNet (Fellbaum, 1998).
The union of synonyms obtained when the LDV
word is looked up as a noun is used as the refer-
ence set, except for words marked as “idiom,” “in-
formal,” “slang” and phrases comprised of two or
more words. The LDV words for which no noun
synonyms are found in any of the reference thesauri
are omitted. From the remaining 771 LDV words,
100 query words are randomly extracted, and for
each of them the eleven precision values at 0%, 10%,
..., and 100% recall levels are averaged to calculate
the final AP value.

4.2 Correlation Coefficient (CC)
The second evaluation measure is correlation coef-
ficient (CC) between the target similarity and the
reference similarity, i.e., the answer value of sim-
ilarity for word pairs. The reference similarity is
calculated based on the closeness of two words in
the tree structure of WordNet. More specifically, the
similarity between word w with senses w1, ..., wm1

and word v with senses v1, ..., vm2 is obtained as fol-
lows. Let the depth of node wi and vj be di and dj ,

1http://www.cs.utexas.edu/users/kbarker/working notes/
ldoce-vocab.html
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and the depth of the deepest common ancestors of
both nodes be ddca. The similarity is then

sim(w, v) = max
i,j

sim(wi, vj) = max
i,j

2 · ddca

di + dj
,

which takes the value between 0.0 and 1.0. Then,
the value of CC is calculated as the correlation co-
efficient of reference similarities r = (r1, r2, ..., rn)
and target similarities s = (s1, s2, ..., sn) over the
word pairs in sample set Ps, which is created by
choosing the most similar 2,000 word pairs from
4,000 randomly created pairs from LDV. To avoid
test-set dependency, all the CC values presented in
this paper are the average values of three trials using
different test sets.

5 Experiments

Now we describe the experimental settings and the
evaluation results of context selection methods.

5.1 Experimental Settings

As for the corpus, New York Times section of En-
glish Gigaword 2, consisting of around 914 million
words and 1.3 million documents was analyzed to
obtain word-context co-occurrences. Frequency cut-
off was applied as a pre-processing in order to filter
out any words and contexts with low frequency and
to reduce computational cost. More specifically, any
words w such that

∑
c tf(w, c) < θf and any con-

texts c such that
∑

w tf(w, c) < θf , with θf = 40,
were removed from the co-occurrence data.

Since we set our purpose here to the automatic
acquisition of synonymous nouns, only the nouns
except for proper nouns were selected. To distin-
guish nouns, using POS tags annotated by RASP2,
any words with POS tags APP, ND, NN, NP, PN, PP
were labeled as nouns. This left a total of 40,461
unique words and 139,618 unique context, which
corresponds to the number of vectors and the dimen-
sionality of semantic space, respectively.

5.2 Context Reduction

In the first experiment, we show the effectiveness of
the five contextual selection methods introduced in
Section 2 for context reduction problem. The five

2http://www.ldc.upenn.edu/Catalog/CatalogEntry.jsp?
catalogId=LDC2003T05

measures were calculated for each context, and con-
texts were sorted by their importance. The change of
performance, AP and CC, was calculated on elimi-
nating the low-ranked contexts and varying the pro-
portion of remaining ones, until only 0.2% (279 in
number) of the unique contexts are left.

The result is displayed in Figure 1. The overall
observation is that the performance not only kept the
original level but also slightly improved even during
the “aggressive” reduction when more than 80% of
the original contexts were eliminated and less than
20,000 contexts were left. It was not until 90% (ap-
prox. 10,000 remaining) elimination that the AP
values began to fall. The tendency of performance
change was almost the same for AP and CC, but
we observe a slight difference regarding which of
the five measures were effective. More specifically,
TS, IG and CHI2 worked well for AP, and DF, TS,
while CHI2 did for CC. On the whole, TS and CHI2
were performing the best, whereas the performance
of MI quickly worsened. Although the task is dif-
ferent, this experiment showed a very consistent re-
sult compared with the one of Yang and Pedersen’s
(1997). This means that feature selection methods
are also effective for context selection in distribu-
tional similarity, and our formalization of the prob-
lem described in Section 2 turned out to be appro-
priate for the purpose.

5.3 Context Category Selection

We are then naturally interested in what kinds of
contexts are included in these top-ranked effective
ones and how much they affect the overall perfor-
mance. To investigate this, we firstly built a set of
elite contexts, by gathering each top 10% (13,961
in number) contexts chosen by DF, TS, IG, and
CHI2, and obtaining the intersection of these four
top-ranked contexts. It was found that these four had
a great deal of overlap among them, the number of
which turned out to be 6,440.

Secondly, to measure the degree of effect a con-
text category has, we defined category importance
as the sum of all IG values of the contexts which
belong to the category. The reason is that, (a) IG
was one of the best-performing criteria as the previ-
ous experiment showed, and (b) IG value for a set of
contexts can be calculated as the sum of IG values of
individual elements, assuming that all the contexts
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Figure 1: Performance of synonym acquisition on automatic context reduction
(a) The overall view and (b) the close-up of 0 to 20,000 unique contexts for AP,

and (c) the overall view and (b) the close-up for CC

are mutually independent, which is a naive but prac-
tical assumption because of the high independence
of acquired contexts from corpora.

For the categories: ncsubj, dobj, obj, obj2,

ncmod, xmod, cmod, ccomp, det, ta, based on the
RASP2 grammatical relations which occur fre-
quently (more than 1.0%) in the corpus, their cat-
egory importance within the elite context set was
computed and showed in Figure 2. The graph also
shows the performance of individual context cat-
egories, calculated when each category was sepa-
rately extracted from the entire corpus. The re-
sult indicates that there is a considerable correlation

(r = 0.760) between category importance and per-
formance, which means it is possible to predict the
final performance of any context categories by cal-
culating their category importance values in the lim-
ited size of selected context set.

As for the qualitative difference of category types,
the result also shows the effectiveness of modifica-
tion (ncmod) category, which is consistent with the
result (Hagiwara et al., 2006) that mod is more con-
tributing than subj and obj, which have been ex-
tensively used in the past. However, it can be seen
that the reason why the ncmod performs well may be
only because it is the largest category in size (2,515
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Figure 2: Performance of synonym acquisition vs
context category importance

in the elite contexts). The investigation of the rela-
tions between context size and performance should
be conducted in the future.

6 Conclusion

In this study, we firstly introduced feature selec-
tion methods, previously proposed for text catego-
rization, and showed how to apply them for auto-
matic context selection for distributional similarity
by formalizing the similarity problem as classifica-
tion. We then extracted dependency-based context
from the corpus, and conducted evaluation experi-
ments on automatic synonym acquisition.

The experimental results showed that while keep-
ing or even improving the original performance, it
is possible to eliminate a large proportion of con-
texts (almost up to 90%). We also extended the con-
text importance to cover context categories based on
RASP2 grammatical relations, and showed a consid-
erable correlation between the importance and the
actual performance, suggesting the possibility of au-
tomatic context category selection.

As the future works, we should further discuss
other kinds of formalization of distributional simi-
larity and their impact, because we introduced and

only briefly described a quite simple formalization
model in Section 2.3. More detailed investigations
on the contributions of sub-categories of contexts,
and other contexts than dependency structure, such
as surrounding words and dependency path, is also
the future work.
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Abstract

In recent years there have been various ap-
proaches aimed at automatic acquisition of
predominant senses of words. This infor-
mation can be exploited as a powerful back-
off strategy for word sense disambiguation
given the zipfian distribution of word senses.
Approaches which do not require manually
sense-tagged data have been proposed for
English exploiting lexical resources avail-
able, notably WordNet. In these approaches
distributional similarity is coupled with a se-
mantic similarity measure which ties the dis-
tributionally related words to the sense in-
ventory. The semantic similarity measures
that have been used have all taken advantage
of the hierarchical information in WordNet.
We investigate the applicability to Japanese
and demonstrate the feasibility of a mea-
sure which uses only information in the dic-
tionary definitions, in contrast with previ-
ous work on English which uses hierarchi-
cal information in addition to dictionary def-
initions. We extend the definition based
semantic similarity measure with distribu-
tional similarity applied to the words in dif-
ferent definitions. This increases the recall
of our method and in some cases, precision
as well.

1 Introduction

Word sense disambiguation (WSD) has been an ac-
tive area of research over the last decade because

many researches believe it will be important for
applications which require, or would benefit from,
some degree of semantic interpretation. There has
been considerable skepticism over whether WSD

will actually improve performance of applications,
but we are now starting to see improvement in per-
formance due to WSD in cross-lingual information
retrieval (Clough and Stevenson, 2004; Vossen et
al., 2006) and machine translation (Carpuat and Wu,
2007; Chan et al., 2007) and we hope that other ap-
plications such as question-answering, text simplifi-
cation and summarisation might also benefit as WSD

methods improve.
In addition to contextual evidence, most WSD sys-

tems exploit information on the most likely mean-
ing of a word regardless of context. This is a pow-
erful back-off strategy given the skewed nature of
word sense distributions. For example, in the En-
glish coarse grained all words task (Navigli et al.,
2007) at the recent SemEval Workshop the base-
line of choosing the most frequent sense using the
first WordNet sense attained precision and recall of
78.9% which is only a few percent lower than the top
scoring system which obtained 82.5%. This finding
is in line with previous results (Snyder and Palmer,
2004). Systems using a first sense heuristic have
relied on sense-tagged data or lexicographer judg-
ment as to which is the predominant sense of a word.
However sense-tagged data is expensive and further-
more the predominant sense of a word will vary de-
pending on the domain (Koeling et al., 2005; Chan
and Ng, 2007).

One direction of research following McCarthy et
al. (2004) has been to learn the most predominant
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sense of a word automatically. McCarthy et al’s
method relies on two methods of similarity. Firstly,
distributional similarity is used to estimate the pre-
dominance of a sense from the number of distribu-
tionally similar words and the strength of their dis-
tributional similarity to the target word. This is done
on the premise that more prevalent meanings have
more evidence in the corpus data used for the distri-
butional similarity calculations and the distribution-
ally similar words (nearest neighbours) to a target
reflect the more predominant meanings as a conse-
quence. Secondly, the senses in the sense inventory
are linked to the nearest neighbours using semantic
similarity which incorporates information from the
sense inventory. It is this semantic similarity mea-
sure which is the focus of our paper in the context of
the method for acquiring predominant senses.

Whilst the McCarthy et al.’s method works well
for English, other inventories do not always have
WordNet style resources to tie the nearest neigh-
bours to the sense inventory. WordNet has many se-
mantic relations as well as glosses associated with
its synsets (near synonym sets). While traditional
dictionaries do not organise senses into synsets, they
do typically have sense definitions associated with
the senses. McCarthy et al. (2004) suggest that dic-
tionary definitions can be used with their method,
however in the implementation of the measure based
on dictionary definitions that they use, the dictionary
definitions are extended to those of related words us-
ing the hierarchical structure of WordNet (Banerjee
and Pedersen, 2002). This extension to the original
method (Lesk, 1986) was proposed because there is
not always sufficient overlap of the individual words
for which semantic similarity is being computed. In
this paper we refer to the original method (Lesk,
1986) as lesk and the extended measure proposed
by Banerjee and Pedersen as Elesk.

This paper investigates the potential of using
the overlap of dictionary definitions with the Mc-
Carthy et al.’s method. We test the method for
obtaining a first sense heuristic using two publicly
available datasets of sense-tagged data in Japanese,
EDR (NICT, 2002) and the SENSEVAL-2 Japanese
dictionary task (Shirai, 2001). We contrast an imple-
mentation of lesk (Lesk, 1986) which uses only dic-
tionary definitions with the Jiang-Conrath measure
(jcn) (Jiang and Conrath, 1997) which uses man-

ually produced hyponym links and was used pre-
viously for this purpose on English datasets (Mc-
Carthy et al., 2004). The jcn measure is only ap-
plicable to the EDR dataset because the dictionary
has hyponymy links which are not available in the
SENSEVAL-2 Japanese dictionary task. We also pro-
pose a new extension to lesk which does not require
hand-crafted hyponym links but instead uses distri-
butional similarity to increase the possibilities for
overlap of the word definitions. We refer to this new
measure as DSlesk. We compare this to the original
lesk on both datasets and show that it increases re-
call, and sometimes precision too whilst not requir-
ing hyponym links.

In the next section we place our contribution in re-
lation to previous work. In section 3 we summarise
the methods we adopt from previous work, and de-
scribe our proposal for a semantic similarity method
that can supplement the information from dictionary
definitions with information from raw text. In sec-
tion 4 we describe the experiments on EDR and the
SENSEVAL-2 Japanese dictionary task and we con-
clude in section 5.

2 Related Work

This work builds upon that of McCarthy et al. (2004)
which acquires predominant senses for target words
from a large sample of text using distributional sim-
ilarity (Lin, 1998) to provide evidence for predomi-
nance. The evidence from the distributional similar-
ity is allocated to the senses using semantic similar-
ity from WordNet (Patwardhan and Pedersen, 2003).
We will describe the method more fully below in
section 3. McCarthy et al. (2004) reported results
for English using their automatically acquired first
sense heuristic on SemCor (Miller et al., 1993) and
the SENSEVAL-2 English all words dataset (Sny-
der and Palmer, 2004). The results from this are
promising, given that hand-labelled data is not re-
quired. On polysemous nouns from SemCor they
obtained 48% WSD using their method with Elesk
and 46% with jcn where the random baseline was
24% and the upper-bound was 67% (derived from
the SemCor test data itself). On SENSEVAL-2 all
words dataset using the jcn measure 1 they obtained
63% recall which is encouraging compared to the

1They did not apply lesk to this dataset.
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SemCor heuristic which obtained 68% but requires
hand-labelled data. The upper-bound on the dataset
was 72% from the test data itself. These results cru-
cially depend on the information in the sense inven-
tory WordNet. WordNet contains hierarchical rela-
tions between word senses which are used in both
jcn and Elesk. There is an issue that such infor-
mation may not be available in other sense invento-
ries, and other inventories will be needed for other
languages. In this paper, we implement the lesk se-
mantic similarity (Lesk, 1986) for the two Japanese
lexicons used in our test datasets, i) the EDR dic-
tionary (NICT, 2002) ii) the Iwanami Kokugo Jiten
Dictionary (Nishio et al., 1994). We investigate the
potential of lesk and jcn, where the latter is applica-
ble. In addition to implementing the original lesk
measure, we propose an extension to the method
inspired by Mihalcea et al. (2006). Mihalcea et
al. (2006) used various text based similarity mea-
sures, including WordNet and corpus based similar-
ity methods, to determine if two phrases are para-
phrases. They contrasted this approach with previ-
ous methods which used overlap of the words be-
tween the candidate paraphrases. For each word in
each of the two texts they obtain the maximum sim-
ilarity between the word and any of the words from
the putative paraphrase. The similarity scores for
each word of both phrases contribute to an overall
semantic similarity between 0 and 1 and a threshold
of 0.5 is used to decide if the candidate phrases are
paraphrases. In our work, we compare glosses of
words senses (senses of the target word and senses
of the nearest neighbour) rather than paraphrases. In
this approach we extend the definition overlap by
considering the distributional similarity (Lin, 1998)
rather than identify of the words in the two defini-
tions.

In addition to McCarthy et al. (2004) there are
other approaches to finding predominant senses.
Chan and Ng (2005) use parallel data to provide
estimates for sense frequency distributions to feed
into a supervised WSD system. Mohammad and
Hirst (2006) propose an approach to acquiring pre-
dominant senses from corpora which makes use
of the category information in the Macquarie The-
saurus (Barnard, 1986). Lexical chains (Galley and
McKeown, 2003) may also provide a useful first
sense heuristic (Brody et al., 2006) but are produced

using WordNet relations. We use the McCarthy et al.
approach because this is applicable without aligned
corpus data, semantic category and relation informa-
tion and is applicable to any language assuming the
minimum requirements of i) dictionary definitions
associated with the sense inventory and ii) raw cor-
pus data. We adapt their technique to remove the
reliance on hyponym links.

3 Gloss-based semantic similarity

We first summarise the McCarthy et al. method
and the WordNet based semantic similarity func-
tions (jcn and Elesk) that they use for automatic
acquisition of a first sense heuristic applied to dis-
ambiguation of English WordNet datasets. We then
describe the additional semantic similarity method
that we propose for comparison with lesk and jcn.

McCarthy et al. use a distributional similarity the-
saurus acquired from corpus data using the method
of Lin (1998) for finding the predominant sense of
a word where the senses are defined by WordNet.
The thesaurus provides the k nearest neighbours to
each target word, along with the distributional sim-
ilarity score between the target word and its neigh-
bour. The WordNet similarity package (Patwardhan
and Pedersen, 2003) is used to weight the contribu-
tion that each neighbour makes to the various senses
of the target word.

Let w be a target word and Nw = {n1,n2...nk}
be the ordered set of the top scoring k
neighbours of w from the thesaurus with
associated distributional similarity scores
{dss(w,n1),dss(w,n2), ...dss(w,nk)} using (Lin,
1998). Let senses(w) be the set of senses of w
for each sense of w (wsi ∈ senses(w)) a ranking is
obtained using:
Prevalence Score(wsi) =

∑
n j∈Nw

dss(w,n j)×
wnss(wsi,n j)

∑wsi′∈senses(w) wnss(wsi′ ,n j)
(1)

where wnss is the maximum WordNet similarity
score between wsi and the WordNet sense of the
neighbour (n j) that maximises this score. McCarthy
et al. compare two different WordNet similarity
scores, jcn and Elesk.

jcn (Jiang and Conrath, 1997) uses corpus data
to estimate a frequency distribution over the classes
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(synsets) in the WordNet hierarchy. Each synset, is
incremented with the frequency counts from the cor-
pus of all words belonging to that synset, directly or
via the hyponymy relation. The frequency data is
used to calculate the “information content” (IC) of a
class or sense (s):

IC(s) = −log(p(s))

Jiang and Conrath specify a distance measure be-
tween two senses (s1,s2):

D jcn(s1,s2) = IC(s1)+ IC(s2)−2× IC(s3)

where the third class (s3) is the most informative, or
most specific, superordinate synset of the two senses
s1 and s2. This is transformed from a distance mea-
sure in the WordNet Similarity package by taking
the reciprocal:

jcn(s1,s2) = 1/D jcn(s1,s2)

McCarthy et al. use the above measure with wsi

as s1 and whichever sense of the neigbour (n j) that
maximises this WordNet similarity score.

Elesk (Banerjee and Pedersen, 2002) extends the
original lesk algorithm (Lesk, 1986) so we describe
that original algorithm lesk first. This simply cal-
culates the overlap of the content words in the defi-
nitions, frequently referred to as glosses, of the two
word senses.

lesk(s1,s2) = ∑
a∈g1

member(a,g2)

member(a,g2) =

{
1 if a appears in g2

0 otherwise

where g1 is the gloss of word sense s1, g2 is the gloss
of s2 and a is one of words appearing in g1. In Elesk
which McCarthy et al. use the measure is extended
by considering related synsets to s1 and s2, again
where s1 is wsi and s2 is the sense from all senses
of n j that maximises the Elesk WordNet similar-
ity score. Elesk relies heavily on the relationships
that are encoded in WordNet such as hyponymy and
meronymy. Not all languages have resources sup-
plied with these relations, and where they are sup-
plied there may not be as much detail as there is in
WordNet.

In this paper we will examine the use of jcn and
the original lesk in Japanese on the EDR dataset
to see how well the pure definition based measure
fares compared to one using hyponym links. EDR
has hyponym links so we can make this comparison.
The performance of jcn will depend on the coverage
of the hyponym links. For lesk meanwhile there is
an issue that using only overlap of sense definitions
may give poor results because the sense definitions
are usually succinct and the overlap of words may
be low. For example, given the glosses for the words
pigeon and bird:2

pigeon: a fat grey and white bird with
short legs.
bird: a creature that is covered with feath-
ers and has wings and two legs.

If only content words are considered then there
is only one word (leg) which overlaps in the two
glosses, so the resultant lesk score is low (1) even
though the word pigeon is intuitively similar to bird.

The Elesk extension addressed this issue using
WordNet relations to extend the definitions over
which the overlap is calculated for a given pair of
senses. We propose addressing the same issue us-
ing corpus data to supplement the lesk overlap mea-
sure. We propose using distributional similarity (us-
ing (Lin, 1998)) as an approximation of semantic
distance between the words in the two glosses, rather
than requiring an exact match. We refer to this mea-
sure as DSlesk as defined:

DSlesk(s1,s2) =
1

|a ∈ g1| ∑
a∈g1

max
b∈g2

dss(a,b) (2)

where g1 is the gloss of word sense s1, g2 is the gloss
of s2, again s1 is the target word sense wsi in equa-
tion 1 for which we are obtaining the predominance
ranking score and s2 is whichever sense of the neigh-
bour (n j) in equation 1 which maximises this seman-
tic similarity score, as McCarthy et al. did with the
wnss in equation 1. a (b) is a word appearing in g1
(g2).

In the calculation of equation (2), we first extract
the most similar word b from g2 to each word (a) in

2These two glosses are defined in OXFORD Advanced
Learner’s Dictionary.
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dss(bird,creature) = 0.84, dss(bird, f eather) = 0.77,
dss(bird,wing) = 0.55, dss(bird, leg) = 0.43,
dss(leg,creature) = 0.56, dss(leg, f eather) = 0.66,
dss(leg,wing) = 0.74, dss(leg, leg) = 1.00

Figure 1: Examples of distributional similarity

the gloss of s1. We then output the average of the
maximum distributional similarity of all the words
in g1 to any of the words in g2 as the similarity score
between s1 and s2. We acknowledge that DSlesk is
not symmetrical since it depends on the number of
words in the gloss of s1, but not s2. Also our sum-
mation is over these words in s1 and we are not look-
ing for identity but maximum distributional similar-
ity with any of the words in g2 so the summation
will not give the same result as if we did the sum-
mation over the words in g2. It is perfectly reason-
able to have a semantic similarity measure which is
not symmetrical. One may want a measure where
a more specific sense, such as the meat sense of
chicken is closer to the “animal flesh used as food”
sense of meat than vice versa. We do not believe
that this asymmetry is problematic for our applica-
tion as all the senses of w which we are ranking are
all treated equally with respect to the neighbour n,
and the ranking measure is concerned with finding
evidence for the meaning of w, which we do by fo-
cusing on its definitions, and not the meaning of n.
It would however be worthwhile investigating sym-
metrical versions of the score in the future.

Here is an example given the definitions of bird
and pigeon above and the distributional similarity
scores of all combinations of the two nouns as shown
in Figure 1. In this case, the similarity is estimated
as 1/2(0.84+1.00) = 0.92.

4 Experiments

To investigate how well the McCarthy et al. method
ports to other language, we conduct empirical eval-
uation of word sense disambiguation by using the
two available sense-tagged datasets, EDR and the
SENSEVAL-2 Japanese dictionary task. In the ex-
periments, we compare the three semantic similari-
ties, jcn, lesk and DSlesk3, for use in the method to

3Elesk can be used when several semantic relations such as
hypnoymy and meronomy are available. However, we cannot
directly apply Elesk as it was used in (McCarthy et al., 2004) to

find the most likely sense in the set of word senses
defined in each inventory following the approach
of McCarthy et al. (2004). For the thesaurus con-
struction we used <verb, case, noun> triplets ex-
tracted from Japanese newspaper articles (9 years of
the Mainichi Shinbun (1991-1999) and 10 years of
the Nihon Keizai Shinbun (1991-2000)) and parsed
by CaboCha (Kudo and Matsumoto, 2002). This re-
sulted in 53 million triplet instances for acquiring
the distributional thesaurus. We adopt the similarity
score proposed by Lin (1998) as the distributional
similarity score and use 50 nearest neighbours in
line with McCarthy et al.

For the random baseline we select one word sense
at random for each word token and average the pre-
cision over 100 trials. For contrast with a supervised
approach we show the performance if we use hand-
labelled training data for obtaining the predominant
sense of the test words. This method usually outper-
forms an automatic approach, but crucially relies on
there being hand-labelled data which is expensive to
produce. The method cannot be applied where there
is no hand-labelled training data, it will be unreli-
able for low frequency data and a general dataset
may not be applicable when one moves to domain
specific text (Koeling et al., 2005). Since we are
not using context for disambiguation, but just a first
sense heuristic, we also give the upper-bound which
is the first sense heuristic calculated from the test
data itself.

4.1 EDR

We conduct empirical evaluation using 3,836 poly-
semous nouns in the sense-tagged corpus provided
with EDR (183,502 instances) where the glosses are
defined in the EDR dictionary. We evaluated on this
dataset using WSD precision and recall of this corpus
using only our first-sense heuristic (no context). The
results are shown in Table 1. The WSD performance
of all the automatic methods is much lower than the
supervised method, however, the main point of this
paper is to compare the McCarthy et al. method for
finding a first sense in Japanese using jcn, lesk and

our experiments because the meronomy relation is not defined
in the EDR dictionary. In the experiments reported here we fo-
cus on the comparison of the three similarity measures jcn, lesk
and DSlesk for use in the method to determine the predomi-
nant sense of each word. We leave further exploration of other
adaptations of semantic similarity scores for future work.
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Table 1: Results of EDR

recall precision
baseline 0.402 0.402
jcn 0.495 0.495
lesk 0.474 0.488
DSlesk 0.495 0.495
upper-bound 0.745 0.745
supervised 0.731 0.731

Table 2: Precision on EDR at low frequencies

all freq ≤ 10 freq ≤ 5
baseline 0.402 0.405 0.402
jcn 0.495 0.445 0.431
lesk 0.474 0.448 0.426
DSlesk 0.495 0.453 0.433
upper-bound 0.745 0.674 0.639
supervised 0.731 0.519 0.367

DSlesk. Table 1 shows that DSlesk is comparable to
jcn without the requirement for semantic relations
such as hyponymy.

Furthermore, we evaluate precision of each
method at low frequencies of words (≤ 10, ≤ 5),
shown in Table 2. Table 2 shows that all methods for
finding a predominant sense outperform the super-
vised one for items with little data (≤ 5), indicating
that these methods robustly work even for low fre-
quency data where hand-tagged data is unreliable.

Whilst the results are significantly different to the
baseline 4 we note that the difference to the random
baseline is less than for McCarthy et al. who ob-
tained 48% for Elesk on polysemous nouns in Sem-
Cor and 46% for jcn against a random baseline of
24%. These differences are probably explained by
differences in the lexical resources. Both Elesk and
jcn rely on semantic relations including hyponymy
with Elesk also using the glosses. jcn in both ap-
proaches use the hyponym links. WordNet 1.6 (used
by McCarthy et al.) has 66025 synsets with 66910
hyponym links between these 5. For EDR there are
166868 nodes (word sense groupings) and 53747

4For significance testing we used McNemar’s test α = 0.05.
5These figures are taken from

http://www.lsi.upc.es/˜batalla/wnstats.html#wn16

Table 3: Results of SENSEVAL-2

precision = recall
fine coarse

baseline 0.282 0.399
lesk 0.344 0.501
DSlesk 0.386 0.593
upper-bound 0.747 0.834
supervised 0.742 0.842

hyponym links. So in EDR the ratio of these links
to the nodes is much lower. This and other differ-
ences between EDR and WordNet are likely to be
the reason for the difference in results.

4.2 SENSEVAL-2
We also evaluate the performance using the Japanese
dictionary task in SENSEVAL-2 (Shirai, 2001). In
this experiment, we use 50 nouns (5,000 instances).
For this task, since semantic relations such as hy-
ponym links are not defined, use of jcn is not pos-
sible. Therefore, we just compare lesk and DSlesk
along with our random baseline, the supervised ap-
proach and the upper-bound as before.

The results are evaluated in two ways; one is for
fine-grained senses in the original task definition and
the other is coarse-grained version which is evalu-
ated discarding the finer categorical information of
each definition. The results are shown in Table 3. As
with the EDR results, all unsupervised methods sig-
nificantly outperform the baseline method, though
the supervised methods still outperform the unsu-
pervised ones. In this experiment, DSlesk is also
significantly better than lesk in both fine and coarse-
grained evaluations. It indicates that applying dis-
tributional similarity score to calculating inter-gloss
similarities improves performance.

5 Conclusion

In this paper, we examined different measures of se-
mantic similarity for finding a first sense heuristic
for WSD automatically in Japanese. We defined a
new gloss-based similarity (DSlesk) and evaluated
the performance on two Japanese WSD datasets, out-
performing lesk and achieving a performance com-
parable to the jcn method which relies on hyponym
links which are not always available.
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There are several issues for future directions of
automatic detection of a first sense heuristic. In this
paper, we proposed an adaptation of the lesk mea-
sure of gloss-based similarity, by using the aver-
age similarity between nouns in the two glosses un-
der comparison in a bag-of-words approach without
recourse to other information. However, it would
be worthwhile exploring other information in the
glosses, such as words of other PoS and predicate
argument relations. We also hope to investigate ap-
plying alignment techniques introduced for entail-
ment recognition (Hickl and Bensley, 2007).

Another important issue in WSD is to group fine-
grained word senses into clusters, making the task
suitable for NLP applications (Ide and Wilks, 2006).
We believe that our gloss-based similarity DSlesk
might be very suitable for this task and we plan to
investigate the possibility.

There are other approaches we would like to ex-
plore in future. Mihalcea (2005) uses dictionary def-
initions alongside graphical algorithms for unsuper-
vised WSD. Whilst the results are not directly com-
parable to ours because we have not included con-
textual evidence in our models, it would be worth-
while exploring if unsupervised graphical models
using only the definitions we have in our lexical re-
sources can perform WSD on a document and give
more reliable first sense heuristics.
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Abstract

In this paper we provide benchmark results
for two classes of methods used in inter-
preting noun compounds (NCs): semantic
similarity-based methods and their hybrids.
We evaluate the methods using 7-way and
binary class data from the nominal pair in-
terpretation task of SEMEVAL-2007.1 We
summarize and analyse our results, with
the intention of providing a framework for
benchmarking future research in this area.

1 Introduction

This paper reviews a range of simple and hybrid
approaches to noun compound (NC) interpretation.
The interpretation of NCs such as computer science
and paper submission involves predicting the se-
mantic relation (SR) that underlies a given NC. For
example, student price conventionally expresses the
meaning that a student benefits from the price (SR
= BENEFICIARY), while student protest conven-
tionally means a student undertaking a protest (SR
= AGENT).2

NCs are formed from simplex nouns with high
productivity. The huge number of possible NCs and
potentially large number of SRs makes NC interpre-
tation a very difficult problem. In the past, much NC
interpretation work has been carried out which tar-
gets particular NLP applications such as information
extraction, question-answering and machine trans-
lation. Unfortunately, much of it has not gained

1The 4th International Workshop on Semantic Evaluation
2SRs used in the examples are taken from Barker and Sz-

pakowicz (1998).

traction in real-world applications as the accuracy
of the methods has not been sufficiently high over
open-domain data. Most prior work has been car-
ried out under specific assumptions and with one-
off datasets, which makes it hard to analyze perfor-
mance and to build hybrid methods. Additionally,
disagreement in the inventory of SRs and a lack of
resource sharing has hampered comparative evalua-
tion of different methods.

The first step in NC interpretation is to define a set
of SRs. Levi (1979), for example, proposed a system
of 9 SRs, while others have proposed classifications
with 20-30 SRs (Finin, 1980; Barker and Szpakow-
icz, 1998; Moldovan et al., 2004). Smaller sets tend
to have reduced coverage due to coarse granularity,
whereas larger sets tend to be too fine grained and
suffer from low inter-annotator agreement. Addi-
tionally pragmatic/contextual differentiation leads to
difficulties in defining and interpreting SRs (Down-
ing, 1977; SparckJones, 1983).

Recent attempts in the area of NC interpretation
have taken two basic approaches: analogy-base in-
terpretation (Rosario, 2001; Moldovan et al., 2004;
Kim and Baldwin, 2005; Girju, 2007) and seman-
tic disambiguation relative to an underlying predi-
cate or semantically-unambiguous paraphrase (Van-
derwende, 1994; Lapata, 2002; Kim and Baldwin,
2006; Nakov, 2006). Most methods employ rich on-
tologies and ignore the context of use, supporting
the claim by Fan (2003) that axioms and ontological
distinctions are more important than detailed knowl-
edge of specific nouns for NC interpretation. Addi-
tionally, most approaches use supervised learning,
raising questions about the generality of the test and
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training data sets and the effectiveness of the algo-
rithms in different domains (coverage of SRs over
the NCs is another issue).

Our aim in this paper is to compare and analyze
existing NC interpretation methods over a common,
publicly available dataset. While recent research
has made significant progress, bringing us one step
closer to practical applicability in NLP applications,
no direct comparison or analysis of the approaches
has been attempted to date. As a result, it is hard to
determine which approach is appropriate in a given
domain or build hybrid methods based on prior ap-
proaches. We also investigate the impact on perfor-
mance of relaxing assumptions made in the origi-
nal research, to compare different approaches in an
identical setting.

In the remainder of the paper, we review the re-
search background and NC interpretation methods
in Section 2, describe the methods and system archi-
tectures in Section 3, detail the datasets used in our
experiments in Section 4, carry out a system evalu-
ation in Section 5 and Section 6, and finally present
a discussion and conclusions in Section 7 and Sec-
tion 8, respectively.

2 Background and Methods

2.1 Research Background

In this study, we selected three semantic similar-
ity based models which had been found to perform
strongly in previous research, and which were easy
to re-implement: SENSE COLLOCATION (Moldovan
et al., 2004), CONSTITUENT SIMILARITY (Kim
and Baldwin, 2005) and CO-TRAINING, e.g. using
SENSE COLLOCATION or CONSTITUENT SIMILAR-
ITY (Kim and Baldwin, 2007). These approaches
were evaluated over a 7-way classification using
open-domain data from the nominal pair interpre-
tation task of SEMEVAL-2007 (Girju et al., 2007).
We test their performance in both 7-way and binary-
class classification settings.

2.2 Sense Collocation Method

The SENSE COLLOCATION method of Moldovan et
al. (2004) is based on the pair of word senses of NC
constituents. The basic idea is that NCs which have
the same or similar sense collocation tend to have
the same SR. As an example, car factory and auto-

mobile factory share the conventional interpretation
of MAKE, which is predicted by car and automo-
bile having the same sense across the two NCs, and
factory being used with the same sense in each in-
stance. This intuition is formulated in Equations 1
and 2 below.

The probability P (r|fifj) (simplified to
P (r|fij)) of a SR r for word senses fi and fj

is calculated based on simple maximum likelihood
estimation:

P (r|fij) =
n(r, fij)
n(fij)

(1)

The preferred SR r∗ for the given sense combina-
tion is that which maximises the probability:

r∗ = argmaxr∈RP (r|fij)
= argmaxr∈RP (fij |r)P (r) (2)

2.3 Constituent Similarity Method
The intuition behind the CONSTITUENT SIMILAR-
ITY method is similar to the SENSE COLLOCATION

method, in that NCs made up of similar words tend
to share the same SR. The principal difference is that
it doesn’t presuppose that we know the word sense
of each constituent word (i.e. the similarity is cal-
culated at the word rather than sense level). The
method takes the form of a 1-nearest neighbour clas-
sifier, with the best-matching training instance for
each test instance predicting its SR. For example,
we may find that test instance chocolate milk most
closely matches apple juice and hence predict that
the SR is MATERIAL.

This idea is formulated in Equation 3 below. For-
mally, SA is the similarity between NCs (Ni,1, Ni,2)
and (Bj,1, Bj,2):

SA((Ni,1, Ni,2), (Bj,1, Bj,2)) =
((αS1 + S1)× ((1− α)S2 + S2))

2
(3)

where S1 is the modifier similarity (i.e.
S(Ni,1, Bj1)) and S2 is the head noun similarity
(i.e. S(Ni,2, Bj2)); α ∈ [0, 1] is a weighting factor.
The similarity scores are calculated across the bag
of WordNet senses (without choosing between
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them) using the method of Wu and Palmer (1994) as
implemented in WordNet::Similarity (Pat-
wardhan et al., 2003). This is done for each pairing
of WordNet senses of the two words in question,
and the overall lexical similarity is calculated as the
average across the pairwise sense similarities.

2.4 Co-Training by Sense Collocation

Co-training by sense collocation (SCOLL CO-
TRAINING) is based on the SENSE COLLOCATION

method and lexical substitution (Kim and Baldwin,
2007). It expands the set of training NCs from
a relatively small number of manually-tagged seed
instances. That is, it makes use of extra train-
ing instances fashioned through a bootstrap process.
For example, assuming automobile factory with the
SR MAKE were a seed instance, NCs generated
from synonyms, hypernyms and sister words of its
constituents would be added as extra training in-
stances, with the same SR of MAKE. That is, we
would add car factory (SYNONYM), vehicle fac-
tory (HYPERNYM) and truck factory (SISTER
WORD), for example. Note that the substitution
takes place only for one constituent at a time to avoid
extreme variation.

2.5 Co-training by Constituent Similarity

Co-training by Constituent Similarity (CS CO-
TRAINING) is also a co-training method, but based
on CONSTITUENT SIMILARITY rather than SENSE

COLLOCATION. The basic idea is that when NCs
are interpreted using the CONSTITUENT SIMILAR-
ITY method, the predictions are more reliable when
the lexical similarity is higher. Hence, we progres-
sively reduce the similarity threshold, and incorpo-
rate higher-similarity instances into our training data
earlier in the bootstrap process. That is, we run
the CONSTITUENT SIMILARITY method and acquire
NCs with similarity equal to or greater than a fixed
threshold. Then in the next iteration, we add the ac-
quired NCs into the training dataset for use in clas-
sifying more instances. As a result, in each step,
the number of training instances increases monoton-
ically. We “cascade” through a series of decreas-
ing similarity thresholds until we reach a saturation
point. As our threshold, we used a starting value of
0.90, which was decremented down to 0.65 in steps
of 0.05.

Method Description
SCOLL sense collocation

SCOLLCT sense collocation + SCOLL co-training
CSIM constituent similarity

CSIM +SCOLLCT constituent similarity + SCOLL co-training
HYBRID SCOLL + CSIM + SCOLLCT

CSIMCT constituent similarity + CSIM co-training

Table 1: Systems used in our experiments
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Figure 1: Architecture of the HYBRID method

3 Systems and Architectures

We tested the original methods of Moldovan et al.
(2004) and Kim and Baldwin (2005), and combined
them with the co-training methods of Kim and Bald-
win (2007) to come up with six different hybrid sys-
tems for evaluation, as detailed in Table 1. To build
the classifiers, we used the TIMBL5.0 memory-
based learner (Daelemans et al., 2004).

The HYBRID method consists of five interpreta-
tion steps. The first step is to use the SENSE COL-
LOCATION method over the original training data.
When the sense collocation of the test and train-
ing instances is the same, we judge the predicted
SR to be correct. The second step is to apply the
CONSTITUENT SIMILARITY method over the origi-
nal training data. In order to confirm that the pre-
dicted SR is correct, we use a threshold of 0.8 to
interpret the test instances. The third step is to ap-
ply SENSE COLLOCATION over the expanded train-
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Figure 2: Architecture of the CSIMCT system

ing data through the advent of hypernyms and sis-
ter words, using the SCOLL CO-TRAINING method.
This step benefits from a larger amount of training
data (17,613 vs. 937). The fourth step is to apply
the CONSTITUENT SIMILARITY method (EXTCS)
over the consolidated training data, with the thresh-
old unchanged at 0.8. The final step is to apply the
CONSTITUENT SIMILARITY (CSTT) method over
the combined training data without any restriction
on the threshold (to guarantee a SR prediction for
every test instance). We select SRs from the training
instances whose similarity is higher than the origi-
nal training data and expanded training data. How-
ever, since the generated training instances are more
likely to contain errors, we apply a linear weight of
0.8 to the similarity values for the expanded train-
ing instances. This gives preferential treatment to
predictions based on the original training instances.
Note that this weight was based on analysis of the
error rate in the expanded training instances. In pre-
vious work (Kim and Baldwin, 2007), we found the
overall classification accuracy rate after the first it-
eration to be 70-80%. Hence, we settled on a weight
of 0.8.

The CSIMCT system is based solely on the CON-
STITUENT SIMILARITY method with cascading. We
perform iterative CS co-training as described in Sec-
tion 2.5, with the slight variation that we hold off

Binary 7-way
SR Test Train Train* Test Train Train*
CE 80 136 2,588 36 71 1,854
IA 78 135 1,400 36 68 1,001
PP 93 126 2,591 55 78 2,089
OE 81 136 3,085 35 52 1,560
TT 71 129 2,994 27 50 1,718
PW 72 138 2,577 28 64 1,510
CC 74 137 2,378 37 63 1,934

Total 549 937 17,613 254 446 11,664

Table 3: Number of instances associated with each
SR (Train* is the number of expanded train in-
stances)

on reducing the threshold if less than 10% of the
test instances are tagged on a given iteration, giving
other test instances a chance to be tagged at a higher
threshold level relative to newly generated training
instances. The residue of test instances on comple-
tion of the final iteration (threshold = 0.6) are tagged
according to the best-matching training instance, ir-
respective of the magnitude of the similarity.

4 Data

We used the dataset from the SEMEVAL-2007
nominal pair interpretation task, which is based
on 7 SRs: CAUSE-EFFECT (CE), INSTRUMENT-
AGENCY (IA), PRODUCT-PRODUCER (PP),
ORIGIN-ENTITY (OE), THEME-TOOL (TT),
PART-WHOLE (PW), CONTENT-CONTAINER

(CC). The task in SEMEVAL-2007 was to identify
the compatibility of a given SR for each test
instances using word senses retrieved from WORD-
NET 3.0 (Fellbaum, 1998) and queries. Table 2
shows the definition of the SRs.

In our research, we interpret the dataset in two
ways: (1) as a binary classification task for each SR
based on the original data; and (2) as a 7-way clas-
sification task, combining together all positive test
and training instances for each of the 7 SR datasets
into a single dataset. Hence, the size of the dataset
for 7-way classification is much smaller than that of
the original dataset. We also expand the training in-
stances using SCOLL CO-TRAINING. Table 3 de-
scribes the number of test and train instances for NC
interpretation for the binary and 7-way classification
tasks.

Our analysis shows that only 5 NCs are repeated
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Semantic relation Definition Examples
Cause-Effect (CE) N1 is the cause of N2 virus flu, hormone growth
Instrument-Agency (IA) N1 is the instrument of N2; N2 uses N1 laser printer, axe murderer
Product-Producer (PP) N1 is a product of N2; N2 produces N1 honey bee, music clock
Origin-Entity (OE) N1 is the origin of N2 bacon grease, desert storm
Theme-Tool (TT) N2 is intended for N1 reorganization process, copyright law
Part-Whole (PW) N1 is part of N2 table leg, daisy flower
Content-Container (CC) N1 is stored or carried inside N2 apple basket, wine bottle

Table 2: The set of 7 semantic relations, where N1 is the modifier and N2 is the head noun

across multiple SR datasets (i.e. occur as an instance
in more than one of the 7 datasets), none of which
occur as positive instances for multiple SRs. As
such, no NC instances in the 7-way classification
task end up with a multiclass classification. Also
note that some of NCs are contained within ternary
or higher-order NCs: 40 test NCs and 81 training
NCs for the binary classification task, and 24 test
NCs and 42 training NCs for the 7-way classification
task. For these NCs, we extracted a “base” binary
NC based on the provided bracketing. The follow-
ing are examples of extraction of binary NCs from
ternary or higher-order NCs.

((billiard table) room) → table room
(body (bath towel)) → body towel

In order to extract a binary NC, we take the head
noun of each embedded NC and combine this with
the corresponding head noun or modifier. E.g., table
is the head noun of billiard table, which combines
with the head noun of the complex NC room to form
table room.

5 Experiment 1: 7-way classification

Our first experiment was carried out over the 7-way
classification task—i.e. all 7 SRs in a single classifi-
cation task—using the 6 systems from Section 3. In
our results in Table 4, we use the system categories
from SEMEVAL-2007 of A4 and B4, where A4 sys-
tems use none of the provided word senses, and B4
systems use the word senses.3 We categorized our
systems into these two groups in order to evaluate
them separately within the bounds of the original
SEMEVAL-2007 task. In each case, the baseline is
a majority class classifier.

3In the original SEMEVAL-2007 task, there were two fur-
ther categories, which incorporated the “query” with or without
the sense information.

Class Method P R F1 A
– Majority .217

A4 CSIM .518 .522 .449 .528
CSIMCT .517 .511 .426 .522

B4 SCOLL .705 .444 .477 .496
SCOLLCT .646 .466 .498 .508

CSIM +SCOLLCT .523 .520 .454 .528
HYBRID .500 .505 .416 .516

Table 4: Experiment 1: Results (P=precision,
R=recall, F1=F-score, A=accuracy)

Step Method Tagged Ai Untagged
1 SCOLL 12 1.000 242
2 CSIM 57 .719 185
3 extSCOLL 0 .000 185
4 extCSIM 78 .462 107
5 CSIMREST 107 .393 0

Table 5: Experiment 1: Classifications for each
step of the HYBRID method (CSREST=the final ap-
plication of CS over the remaining test instances,
Ai=accuracy for classifications made at step i)

Tables 5 and 6 show the results at each step for
the HYBRID and CSIMCT methods, respectively. As
each method proceeds, the amount of tagged data in-
creases but the classification accuracy of the system
decreases, due to the inclusion of increasingly noisy
training instances in the previous step. The perfor-
mance of each individual relation is shown in Fig-
ure 3, which largely mirrors the findings of the sys-
tems in the original SEMEVAL-2007 task in terms
of the relative difficulty to predict each of the 7 SRs.

6 Experiment 2: binary classification

In the second experiment, we performed a separate
binary classification task for each of the 7 SRs, in
the manner of the original SEMEVAL-2007 task.
Table 7 shows the three baselines provided by the
SEMEVAL-2007 organisers and performance of our
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Iteration θ Tagged Ai Untagged
1 .90 29 .897 225
2 .85 12 .750 213
3 .80 31 .613 182
4 .75 43 .535 139
5 .70 63 .540 76
6 .65 26 .346 50
7 <.65 49 .250 1

Table 6: Experiment 1: Classifications at each step
of the CSIMCT method (θ=threshold, Ai=accuracy
for classifications made at iteration i)
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Figure 3: Experiment 1: Performance over each SR
(CSIM +SCOLLCT method)

6 systems. We also present the best-performing sys-
tem within each group from the SEMEVAL-2007
task. The methods for computing the baselines are
described in Girju et al. (2007).

As with the first experiment, we analyzed the
number of tagged instances and accuracy for the HY-
BRID and CSIMCT methods, as shown in Tables 8
and 9, respectively. The overall results are similar to
those for the 7-way classification task.

Figures 4 and 5 show the performance for posi-
tive and negative classifications for each individual
SR. The performance when the classifier outputs are
mapped onto the 7-way classification task are simi-
lar to those in Figure 3.

7 Discussion and Conclusion

We compared the performance of the 6 systems in
Tables 4 and 7 over the 7-way and binary clas-
sification tasks, respectively. The performance of
all methods exceeded the baseline. The CON-
STITUENT SIMILARITY (CSIM) system performed
the best in group A4 and CONSTITUENT SIMILAR-

Class Method P R F1 A
– All True .485 1.000 .648 .485
– Probability .485 .485 .485 .517
– Majority .813 .429 .308 .570

A4 Best .661 .667 .648 .660
CSIM .632 .628 .627 .650

CSIMCT .615 .557 .578 .627
B4 Best .797 .698 .724 .763

SCOLL .672 .584 .545 .634
SCOLLCT .602 .571 .554 .619

CSIM +SCOLLCT .660 .657 .654 .669
HYBRID .617 .568 .587 .625

Table 7: Experiment 2: Binary classification results
(P=precision, R=recall, F1=F-score, A=accuracy)

Step Method Tagged Ai Untagged
1 SCOLL 21 .810 526
2 CSIM 106 .689 420
3 extSCOLL 0 .000 420
4 extCSIM 61 .607 359
5 CSIMREST 359 .619 0

Table 8: Experiment 2: Classifications for each
step of the HYBRID method (CSREST=the final ap-
plication of CS over the remaining test instances,
Ai=accuracy for classifications made at step i)

ITY + SCOLLCT (CSIM +SCOLLCT ) system per-
formed the best in group B4 for both classification
tasks. In general, the performance of CONSTITUENT

SIMILARITY is marginally better than that of SENSE

COLLOCATION. Also, the utility of co-training is
confirmed by it outperforming both CONSTITUENT

SIMILARITY and SENSE COLLOCATION.
In order to compare the original methods with

the hybrid methods, we observed that the original
methods, SCOLL and K, and their co-training vari-
ants performed consistently better than the hybrid
methods, HYBRID and CSIMCT . We found that the
combination of the methods lowers overall perfor-
mance. We also found that the number of training
instances contributes to improved performance, pre-
dictably in the sense that the methods are supervised,
but encouraging in the sense that the extra training
data is generated automatically. As expected, the
step-wise performance of HYBRID and CSIMCT de-
grades with each iteration, although there were in-
stances where the performance didn’t drop from one
iteration to the next (e.g. iteration 3 = 59.46% vs. it-
eration 4 = 72.23% in Experiment 2). This confirms
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Iteration θ Tagged Ai Untagged
1 .90 21 .810 526
2 .85 52 .726 474
3 .80 56 .714 418
4 .75 74 .595 344
5 .70 101 .722 243
6 .65 222 .572 21
7 <.65 21 .996 0

Table 9: Experiment 2: Classifications at each step
of the CSIMCT method (θ=threshold, Ai=accuracy
for classifications made at iteration i)
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Figure 4: TPR for each SR for the binary task (pos-
itive instances, CSIM +SCOLLCT method)

our expectation that: (a) the similarity threshold is
strongly correlated with the quality of the resultant
data; and (b) the method is susceptible to noisy train-
ing data.

Our performance comparison over the binary
classification task from the SEMEVAL-2007 task
shows that our 6 systems performed below the best
performing system in the competition, to varying de-
grees. This is partly because the methods were origi-
nally designed for multi-way (positive) classification
and require adjustment for the binary task reformu-
lation, although their performance is competitive.

Finally, comparing the SCOLL and CSIM meth-
ods, we found that the methods interpret SRs with
100% accuracy when the sense collocations are
found in both the test and training data. However,
the CSIM method is more sensitive than the SCOLL

method to variation in the sense collocations, which
leads to better performance. Also, the CSIM method
interprets NCs with high accuracy when the com-
puted similarity is sufficiently high (e.g. with simi-
larity ≥ 0.9 the accuracy is 89.7%). Another benefit
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Figure 5: TNR for each SR for the binary task (neg-
ative instances, CSIM +SCOLLCT method)

of this method is that it interprets NCs without word
sense information. As a result, we conclude that the
CSIM method is more flexible and robust. One pos-
sible weakness of CSIM is its reliance on the simi-
larity measure.

8 Conclusions and Future Work

In this paper, we have benchmarked and hybridised
existing NC interpretation methods over data from
the SEMEVAL-2007 nominal pair interpretation
task. In this, we have established guidelines for the
use of the different methods, and also for the rein-
terpretation of the SEMEVAL-2007 data as a more
conventional multi-way classification task. We con-
firmed that CONSTITUENT SIMILARITY is the best
method due to its insensitivity to varied sense col-
locations. We also confirmed that co-training im-
proves the performance of the methods by expand-
ing the number of training instances.

Looking to the future, there is room for improve-
ment for all the methods through such factors as
threshold tweaking and expanding the training in-
stances further.
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