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Abstract
We present here the largest publicly available corpus of Romanian. Its written component contains 1,257,752,812 tokens, distributed,
in an unbalanced way, in several language styles (legal, administrative, scientific, journalistic, imaginative, memoirs, blogposts), in
four domains (arts and culture, nature, society, science) and in 71 subdomains. The oral component consists of almost 152 hours of
recordings, with associated transcribed texts. All files have CMDI metadata associated. The written texts are automatically sentencesplit, tokenized, part-of-speech tagged, lemmatized; a part of them are also syntactically annotated. The oral files are aligned with their
corresponding transcriptions at word-phoneme level. The transcriptions are also automatically part-of-speech tagged, lemmatised and
syllabified. CoRoLa contains original, IPR-cleared texts and is representative for the contemporary phase of the language, covering
mostly the last 20 years. Its written component can be queried using the KorAP corpus management platform, whereas the oral
component can be queried via its written counterpart, followed by the possibility of listening to the results of the query, using an inhouse tool.
Keywords: Romanian, reference corpus, annotation

1.

Introduction

2.

Language resources in the form of large corpora have
been being created for more and more languages. We
present here the results of a four-year project focused on
the creation of a big corpus for contemporary Romanian
language, called CoRoLa (corola.racai.ro). This has not
been a singular effort: smaller previous or parallel
projects (ANVSIB – http://speed.pub.ro/anvsib, SSPR –
http://dev.racai.ro/ti/wordpress/,
PARSEME
–
https://typo.uni-konstanz.de/parseme/) contributed to this
project outcomes. In its turn, CoRoLa will contribute to
other projects, larger ones, going beyond the national
level (DruKoLA – http://www1.ids-mannheim.de/
direktion/kl/projekte/drukola.html) and turning European.
The CoRoLa corpus is now the reference corpus for
contemporary Romanian. It is the largest one, containing
1,257,752,712 tokens for the written component and
almost 152 hours of recordings for the oral component
(the detailed structure is presented below). The texts cover
all language styles, four major domains for which 71
subdomains were defined, thus ensuring a wide
vocabulary coverage. The corpus can be reliably used as a
basis for the creation of dictionary entries, grammar
studies, other language reference materials, as well as for
training and testing algorithms and systems for language
processing.
CoRoLa has been jointly developed, as a priority project
of the Romanian Academy, by two institutions: “Mihai
Drăgănescu” Research Institute for Artificial Intelligence
(from Bucharest) and the Institute of Computer Science
(from Iași). Being located in different geographical and
cultural regions of the country, the two partners could
more easily contact texts providers from their vicinity, as
unmediated, face-to-face contact and negotiations proved
necessary for agreeing upon a protocol of collaboration
after the correct understanding by our texts providers of
the way texts are to be processed and further exploited
when part of the corpus.

Related work

National corpora have been created for many languages:
American English (Ide and Suderman, 2004), British
English (http://www.natcorp.ox.ac.uk/), Bulgarian (Koeva
et al., 2012), Croatian (Tadić, 2002), Czech (Křen et al.,
2016), German (Kupietz and Lüngen, 2014), Hungarian
(Oravecz et al., 2014), Polish (Przepiórkowski et al.,
2011), Russian (http://www.ruscorpora.ru/en), Turkish
(Aksan
et
al.,
2012),
Eastern
Armenian
(http://www.eanc.net/), Welsh (Piao et al., 2016) and
others.
Most of them are big (counting hundreds of thousands of
words), with some being even huge (with over one billion
words, see the Hungarian corpus, or even with tens of
billions, as is the case of the German corpus). All of them
reflect the language in the last twenty years, usually from
various genres and domains; an exception is again the
German corpus, which contains texts dating back to 1956
(Kupietz and Lüngen, 2014).
Romanian corpora exist either as components of
multilingual corpora or as monolingual resources. Within
the former category we mention:
• the RO-JRC-Acquis (Ceaușu, 2008) – contains
over 30 million words and reflects the law
domain;
• Eur-Lex judgements corpus (Baisa et al., 2016) –
contains over 17 million words and also reflects
the law domain;
• EUROPARL corpus (Koehn, 2005) – contains
almost 10 million words from the European
Union Proceedings;
• OPUS (Tiedemann, 2012) – contains almost 300
million words and reflects mostly the legislative
and administrative domains.
From the latter category, we mention:
• the RoCo-news corpus (Tufiș and Irimia, 2006) –
contains around 7 million tokens and reflects the
journalistic language;
•
the RoWaC corpus (Macoveiciuc and Kilgarriff,
2010) – contains almost 45 million words
gathered from the web;
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•

the Romanian balanced corpus ROMBAC (Ion et
al., 2012) – contains about 36 million words,
distributed rather evenly into five domains:
journalistic, pharmaceutical and medical, law,
literary history and fiction.

3.

CoRoLa's Characteristics

The CoRoLa corpus stands out from these corpora due to
its size, structure, origin and quality of texts. It is
structured in files, each with associated metadata in CMDI
format (most of them automatically created, but quite a lot
manually), and annotated at several levels, as presented
below.
The data collection and cleaning has been done as
described by Tufiș et al. (2016). It involved both
automatic and manual interventions on the data, for:
• bringing them into txt format (the most common
formats in which we received them were pdf and
doc(x)),
• separating texts (e.g., newspapers articles were
separated in different files, just like chapters
from edited books),
• recuperating text elements (paragraphs limits,
removal of column marking newlines, words
were recreated from their hyphenated form at the
end of rows),
• removing unnecessary elements from the text
(page numbers, headers, footers, footnotes,
tables, figures, captions, etc.),
• diacritics insertion in the texts that lacked them
or diacritics replacement (when non-standard
ones occurred).
We present in this section several key characteristics of
the texts included in CoRoLa: the time span they cover,
originality, representativeness and I(ntellectual) P(roperty)
R(ights)-clearance.

3.1

IPR-clearance

During this project, great effort was invested in obtaining
texts from their owners in a free of charge manner, given
the scarce funding available. Major publishing houses,
newspapers, magazines, news agencies, individual
authors, and bloggers were contacted. Written protocols
were signed with them so that we are allowed to freely
obtain their (written or oral) texts, to store them on our
servers, to process and annotate them and then to make
them available for querying. We consider this a major
achievement within this project, although this implies
making (the largest part of) CoRoLa accessible only for
querying and not for downloading.
The author’s rights law in Romania does not have scope
over legal and administrative texts. As such, they do not
raise any storage or access problem.

4.
4.1

Written Texts

Style
legal
scientific
blogpost
journalistic
imaginative
administrative
memoirs
unclassified
TOTAL

1,254,755
1,257,752,812

The distribution of texts according to the domain to which
they belong is presented in Table 2.

Originality

Domain

Number of tokens

society

990,852,812

science nature

101,198,918

unclassified

93,511,926

arts and culture

70,510,600

nature

Representativeness

TOTAL

The corpus is representative for the contemporary
language in that it contains texts from all language styles,
major domains and many subdomains. The focus is only
on the literary language. Nevertheless, the informal style
can be found in the literary texts, although not explicitly
marked in any way in the data and, thus, difficult to spot
automatically.

Number of tokens
930,728,509
138,784,668
53,704,460
50,793,311
47,727,438
17,759,778
16,999,893

Table 1: CoRoLa’s texts distribution according to their
style.

The vast majority of texts in CoRoLa are original ones:
they are written in Romanian by native speakers. Only a
few are translations. These belong to the legal style
(translation of European legislation).
Another element of originality is the fact that the texts
underwent no correction.

3.3

Statistics

The distribution of the CoRoLa written texts across
various styles is rendered in Table 1. We notice the
unequal distribution of texts with respect to their style:
legal texts are predominant.

Time span

The corpus contains texts that could be collected in
electronic format only, involving no OCR of scanned
paper printed books. This condition limited the time
coverage. The vast majority of texts reflect the language
from the last twenty years. Texts from earlier time are
legal ones and a few imaginative ones.

3.2

3.4

1,678,556
1,257,752,812

Table 2: CoRoLa’s texts distribution according to their
domain.
These domains are further classified into a various
number of subdomains, as follows:
• architecture, art history, dance, design, fashion,
film, folklore, literature, music, painting and
drawing, poetry, sculpture and theater are the 13
subdomains of the arts and culture domain;
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•

environment, natural disasters, natural resources
and universe are the 4 subdomains of the nature
domain;
• administration, army, economy, education,
entertainment, family, gossip, health, law,
politics, religion, social events, social
movements, sports, and tourism are the 15
subdomains of the society domain;
• archaeology, astronomy, biology, chemistry,
constructions,
criminalistics,
engineering,
ethnology,
geography,
geology,
history,
informatics, juridical sciences, linguistics, logics,
mathematics, medicine, metrology, military
science, oenology, pedagogy, pharmacology,
philology,
philosophy,
physics,
political
sciences, psychology, religious studies and
theology,
sociology,
standards,
technics/technology are the 31 subdomains of the
science domain.
We present below the data with the subdomains of each
domain.
Subdomain

Subdomain
law

931,609,324

politics

19,820,835

other

11,977,554

economy

9,013,003

education

5,669,044

sports

3,538,550

religion

2,615,460

administration

2,193,158

gossip

1,676,574

health

862,677

entertainment

584,093

social events

519,484

tourism

436,682

family

319,614

social movements

Number of tokens

Number of tokens

literature

47,695,605

army

other

14,790,875

TOTAL

film

2,181,588

music

1,690,767

theatre

1,277,762

painting and drawing

1,153,013

14,205
2,555
990,852,812

Table 5: CoRoLa’s texts distribution according to their
subdomain in the Society domain.
Subdomain

Number of tokens

architecture

776,447

history

18,126,581

folklore

445,277

pharmacology

10,481,131

art history

286,449

design

111,892

philology

10,269,512

dance

42,407

medicine

10,093,872

fashion

24,545

sociology

8,228,897

sculpture

21,632

geography

6,098,170

poetry

12,341

philosophy

4,868,934

70,510,600

psychology

4,727,630

political sciences

4,571,354

linguistics

4,116,164

religious studies and theology

3,734,212

other

3,196,889

pedagogy

1,906,633

TOTAL Arts and culture

Table 3: CoRoLa’s texts distribution according to their
subdomain in the Arts and culture domain.
Subdomain
other

Number of tokens
1,003,512

environment

472,777

biology

1,753,303

natural resources

110,728

technics/technology

1,553,913

universe

56,652

constructions

1,438,636

natural disasters

34,887

chemistry

1,302,917

TOTAL

1,678,556

Table 4: CoRoLa’s texts distribution according to their
subdomain in the Nature domain.

1180

juridical sciences

936,773

physics

741,234

mathematics

658,788

informatics

657,232

military science

457,075

archaeology

237,356

standards

195,617

astronomy

155,503

oenology

126,803

engineering

127,537

criminalistics

104,115

ethnology

98,828

geology

97,603

metrology

76,188

logics

59,518

TOTAL

101,198,918

Table 6: CoRoLa’s texts distribution according to their
subdomain in the Science domain.
As a general remark, the corpus is unbalanced. We are
still trying to enrich the less numerous categories, but,
when collecting texts, it is hard to compete with a
category without IPR restrictions (in this case, legal texts).

4.2

Oral Texts

The oral texts in CoRoLa are mainly professional
recordings from various sources (radio stations, recording
studios). They are accompanied by the written
counterpart: the transcription either from their provider or
made by us. As a consequence, different principles
applied in their transcription.
Another part of the oral corpus is represented by read
texts: read news in radio stations, texts read by
professional speakers recorded in studios, and extracts
from Romanian Wikipedia read by non-professionals, by
volunteers, recorded in non-professional environments. In
their case, the written component is provided by the
sources, or was collected by us. An exception is the
corpus RSS, compiled by Stan et al. (2011), which was
enriched with ToBI-like annotation within our institute
(Boroș et al., 2014).
The oral texts cover 151 hours 57 minutes and 21 seconds.
However, not all of them have been processed yet. Their
distribution according to the text type is given in Table 7
below.
Text type

Time (h:m:s)

News and radio interviews

119:52:33

News and fairy tales

03:44:00

Romanian Wikipedia

04:22:02

miscellanea

23:58:46

TOTAL

151:57:21

Table 7: CoRoLa’s oral text types and duration.

5.

Annotation Levels

The annotation levels of the CoRoLa corpus are partially
different for written and oral texts.

5.1

Written Texts

They are automatically sentence-split, tokenised and
morpho-syntactically annotated, and lemmatised with an

in-house tool called TTL (Ion, 2007), having an accuracy
of about 97.5% (Tufiș et al., 2008). We have not
evaluated its accuracy on CoRoLa, though. The tagset of
morpho-syntactic descriptions (MSDs) is compliant with
MULTEXT-EAST specifications (Erjavec, 2012).
A subcorpus of CoRoLa (9,522 sentences), containing
samples of texts from the different styles, domains and
subdomains existent in the corpus, is also consistently
syntactically annotated and manually validated, following
the UD principles (universaldependencies.org) and
inventory of relations (Barbu Mititelu et al., 2016).
However, we intend to annotate the rest of the CoRoLa
corpus syntactically, as well, once we tune our recently
developed parser (Ion et al., 2018) on corresponding
styles, domains or subdomains.
Moreover, a part of the texts in the medical subdomain
(18,000 sentences) is also annotated with medical terms of
the type ANAT (anatomy or body parts), DISO
(disorders), PROC (medical procedures) and CHEM
(chemical substances) (Mitrofan, 2017; Mitrofan and
Tufiș, 2018).
What is more, 51,500 sentences from the journalistic style
were annotated with four types of verbal multiword
expressions (namely, ID (idioms), LVC (light verb
constructions), IReflV (inherently reflexive verbs) and
OTH (other)) for the PARSEME shared task on verbal
multiword expressions identification (Savary et al., 2017).

5.2

Oral Texts

Up to now only a little more than half of the collected
recordings (totaling about 300 hours) have been
automatically preprocessed. Their written counterpart
(counting 746,187 tokens) has been lemmatised, part-ofspeech tagged and syllabificated (Boroș and Dumitrescu,
2015); some allophones were identified and analyzed. The
oral and the written texts are time aligned at the sentence,
word and phoneme levels (Boroș et al., 2018) and this
alignment was automatically encoded in separate files.

6.

Access to CoRoLa

The corpus was publicly launched in December 2017.
According to the protocols agreed upon and signed with
texts providers, the corpus cannot be downloaded from
our servers, but only queried. The results of queries are
strings of a limited length, which makes the recovery of
original texts impossible.
Access to written texts (http://89.38.230.10:5555/) is
provided by the KorAP corpus query and analysis
platform (Bański et al., 2014; Diewald et al, 2016), due to
the running DruKoLA project (Cosma et al., 2016), in
which Institut für Deutsche Sprache from Mannheim,
where KorAP has been being developed, is our partner.
KorAP allows for different type of linguistic searches
(according to the annotation levels in the corpus, as well
as combined levels), for creating virtual subcorpora
(based on the metadata of the corpus). It allows regular
expressions in query formulation. In Figure 1 we present a
snapshot of the 37,464 results of the query [orth=cel]
[orth=mai][drukola/m=pos:adverb],
which
searches for adverbs at the superlative degree.
A part of the corpus (about a fifth of it) is also available
for search within the NLP-CQP web interface
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(http://89.38.230.23:1234/#). This is meant to help those
corpus users that cannot yet use a formal language for
querying to formulate the query in controlled natural
language
(Romanian),
then
translates
it
in
C(orpus)Q(uery)P(rocessor) (http://cwb.sourceforge.net/
files/CQP_Tutorial/) format and retrieves the results.
Figure 2 shows the query formulated in Romanian for
finding 100 sentences in which the word “nu” occurs
immediately after a verb. This query is translated into the
CQP language: see the bottom of the figure.
At the moment, the oral texts can be queried
(http://89.38.230.23/corola_sound_search/index.php) only
via their transcription followed by rendering the relevant
aligned speech segment. This is ensured by the in-house
Oral Corpus Query Platform (OCQP) created by Vasile
Păiș. It allows searching for lemmas or occurring words
and morphological restrictions on them. The results are
either sequences of 5 words or the whole sentences in
which the specified form occurs. Besides the written form,
the user also gets displayed the oral files, both for the
searched for form and for the whole sentence to which it
belongs. In Figure 3 we exemplify with the search of the
word “copilărie” (En. “childhood”) and a few of the
results obtained.

7.

Sustainability

Although CoRoLa is already accessible to the users, its
enrichment continues, targeting a balanced distribution of
texts from various perspectives: text style, domain or
subdomain, written and oral components. Two new
projects (ReTeRom – Resources and technologies for
developing human-machine interfaces in Romanian, and
Heimdallr – Real-time Keyword Spotting in Telephone
conversations) will enhance its oral component. In the
perspective of creating EuReCo (Kupietz et al., 2017),
CoRoLa can be enriched and exploited in harmony with
other European corpora joining this initiative.

8.

Conclusions and further work

CoRoLa is the result of a four-year effort, in which texts
were collected from various sources, with the stated goal
of going beyond what the web can offer. Its realization
was possible due to the contribution of both individual
people and juridical entities, all of them IPR owners. We
are grateful to them all. Further data cleaning is necessary
and has already started. Annotation quality needs to be
assessed and a bootstrapping mechanism for its
improvement will be applied. Moreover, further levels of
annotation are targeted, and the syntactic one is a priority
for the team.
Empirical studies of the Romanian language are now
possible at various linguistic levels, in different styles,
domains and subdomains. For a statistical analysis of the
language we can also offer access to word embeddings
(Păiș and Tufiș, 2018) and to n-grams of various sizes, as
this does not constitute a breach of the protocols signed
with texts providers.

9.
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Annexes.

Figure 1. A snapshot of the 37,464 results of the query [orth=cel][orth=mai][drukola/m=pos:adverb], which
searches for adverbs at the superlative degree in CoRoLa with KorAP.

Figure 2. The query formulated in Romanian for finding 100 sentences in which the word “nu” occurs immediately after
a verb and its translation into CQP.
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Figure 3. Some results of the search for the word “copilărie” (En. “childhood”) in the oral component of CoRoLa.
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