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Abstract

This paper presents CorpusDRF, an open-source, digitized collection of regionalisms, their parts of speech and recognition rates,
published in Dictionnaire des Régionalismes de France (DRF, “Dictionary of Regionalisms of France”) (Rézeau, 2001), enabling the
visualization and analyses of the largest-scale study of French regionalisms in the 20" century using publicly available data. CorpusDRF
was curated and checked manually against the entirety of the printed volume of more than 1000 pages. It contains all the entries in the
DRF for which recognition rates in continental France were recorded from the surveys carried out from 1994 to 1996 and from 1999
to 2000. In this paper, in addition to introducing the corpus, we also offer some exploratory visualizations using an easy-to-use, freely
available web application and compare the patterns in our analysis with that by (Goebl, 2005a) and (Goebl, 2007).
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1. Introduction

The DRF comprises data from the last large-scale study of
lexical regionalisms in continental France in the 20" cen-
tury, which took place from 1994 to 1996 and from 1999
to 2000. This paper describes a project carried out in 2016
with the following goals:

i. to curate the data on recognition rates published in the
DRF as CorpusDRF,

ii. to provide preliminary analysis of the DRF data
through hierarchical clustering, including exploratory
visualization of some potential “regions” of lexical re-
gionalisms based on the DRF, and

iii. to evaluate the result from [ii.] by comparing with pre-
vious work performed by (Goebl, 2005a) and (Goebl,
2007) and by examination of the nature of our ap-
proach in relation to that of the survey design.

2. Data

The DRF is the first comprehensive book presenting a care-
ful description of regionalisms of mainland France with up
to 1,100 headword entries, furnished with definitions, ex-
amples, comments, citations and quotes, along with results
from a survey of regionalisms carried out between 1994
and 1996 in France (EngDRF), with a supplementary sur-
vey between 1999 and 2000, in form of recognition rates
for the regionalisms in their relevant departments/regions
as well as maps depicting the diatopic distribution of 330
regionalisms throughout France on the departmental level.
Linguists from different regions compiled a list of known
lexical facts characteristic of their regions which was then
turned into a questionnaire — this resulted in about 4,500
facts being tested.

A few years ago, much of the DRF data fell victim to an
administrative housekeeping effort. The corpus we curated
manually from the printed version of this heritage volume is
the only open-source digital version of the DRF recognition
rates mapping entries (annotated with their parts of speech)
with the corresponding departments.

2.1. Data documentation and profile

Entries (indicating a headword, a variant of a headword,
or a multi-word expression involving the headword) with
recognition rates published in the DRF were transcribed
manually into a plain text file which was then processed
into a data matrix in a TSV file with entries as rows and
the 94 departments of mainland France as columns. (The
department Mayenne was not included in the survey, and
this did indeed result in an empty column in the matrix.)
Most? entries in the DRF report a set of recognition rates for
a certain number of departments/regions in France. Note
that these departments/regions are pre-selected by special-
ists and that not the same set of words were surveyed in
each department. Since our objective is to map entries
by departments, names of regions such as Champagne and
Brittany, had to be resolved into department names, lever-
aging cues from the legend and individual maps in the DRF
wherever necessary (see Appendix A for the list of region-
department correspondences used here). In the DRF, words
or senses that were not surveyed are published with a “@”,
whereas words or senses which were asked but not recog-
nized by anybody have rates of “0” — we did not record the
former (i.e. we represented such absence of data as empty
cells in our matrix) and documented the latter with an ac-
tual “0” (zero). For some words, there are multiple sets of
recognition rates recorded for their multiple senses, while
for other words, sets of recognition rates for all the senses
were merged and published as one set. Whenever there is
a different set of departments for a distinct sense or expres-
sion, we tried to list it as a separate entry (with a sense num-
ber preceded by an underscore following the headword).
In more complicated cases (e.g. a sense of a multi-sense
headword having multiple senses/usages/variants), or cases
where the merging of recognition rates seemed sensible, we
merged the different rate sets and took the highest rate for
each department reported. Words were surveyed based on
the special senses they have taken on in a particular region,

!Please note that not all entries had recognition rates published
in the DRF.
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Figure 1: Entry distribution across departments — Haute-
Loire (in black) has the highest number of entries at 168
while in Mayenne (white) no words were surveyed. (The
intervals in the legend are half-closed with end values ex-
cluded.)

we therefore ask the users to refer to the DRF for further
context.

All in all, we obtained 936 entries for CorpusDRF. In-
cluding the empty column for Mayenne, we have a data
matrix with 936 rows and 94 columns. Of these 87984
(936 94 = 87984) cells, however, only 7248 were not
empty, i.e. only 8.24%? of the matrix are filled. (Disregard-
ing Mayenne would yield a matrix density rate of 8.33%.)
The distribution of the entries with recognition rates is
found to be rather unbalanced — more entries were asked
in some departments than others (as shown in Fig. 1)3.
For the 94 departments, we have a range of counts from
0 (Mayenne) to 168 (Haute-Loire) with a mean of 77.11, a
median of 79.50, and a standard deviation of 38.07. (Dis-
counting Mayenne, the figures remain similar with mini-
mum at 5, maximum 168, mean 77.94, median 80, stan-
dard deviation 37.42.) The dichotomy between North-
ern/Central France and Southern/Southeastern France is
clearly visible: there is almost a 50% gap between the two
adjacent departments of Allier (count: 44) in the north and
Puy-de-Déme (80) in the south (the “southern department”
with the lowest count on this “border”).

CorpusDRF will be made freely available without warranty
on the ELRA/LREC website through the “Share Your LRs”
initiative as well as through Google Fusion Tables* as “Cor-
pusDRF”.

3. Related Work

Our approach is rather similar to most dialectometrical pro-
cedures. Dialectometry is a data-driven approach to iden-

2All numbers reported in this paper are rounded to 2 decimal
places.

3See Appendix B for a list of these counts.

*https://sites.google.com/site/
fusiontablestalks/home

tify dialectal regions using statistical techniques on quanti-
tative data. It is also sometimes known as “data-driven di-
alectology” or “quantitative dialectology”. Hans Goebl was
a pioneering figure in this field as he was the first to use
a computer for the calculation of linguistic distances and
was hence able to process data on a bigger scale. He also
introduced cluster analysis as a means of numerical taxon-
omy in dialectometry (Pickl and Rumpf, 2012). His collab-
oration with Edgar Haimerl in the Dialectometry Project
at the University of Salzburg since 1998 led to the de-
velopment of the software VisualDialectoMetry (VDM)®
which pioneered in the automatic combination of cartog-
raphy and dialectometry. In the 2000s, visualization in
linguistic analyses were also enhanced through the popu-
larization of multidimensional scaling (MDS) by Wilbert
Heeringa (Heeringa, 2004) and factor analysis by John Ner-
bonne (Nerbonne, 2006). Nerbonne et al. (2011) also re-
leased Gabmap as an online application for dialectology
which allows researchers to inspect their data and visualize
through MDS. For a more detailed overview of the histor-
ical development in (visual) dialectometry and a system-
atic overview in dialectology, please refer to Bauer (2009)
and Boberg et al. (2018) respectively. For a compari-
son between VDM and Gabmap, please refer to Kellerhals
(2014). In this paper, we report our methods and results in
exploratory data analysis and visualization using R (R Core
Team, 2015) and Google Fusion Tables (Gonzalez et al.,
2010).

4. Data Visualization

Google Fusion Tables is a freely available web application
that integrates seamlessly with Google Maps®. Producing a
map visualization of data that contain geo information, in
form of place names or Keyhole Markup Language (KML)
data which define polygons on the map, is as easy as click-
ing a button. One can easily upload custom data files in
tabular format and combine these with pre-existing public
data resources. In our case, we imported our data matrix
as a CSV file. To visualize the data in terms of their cor-
responding departments, we joined it with an already exist-
ing Fusion Table of KML shapes, made publicly available
through Fusion Tables by GEOFLAR .

To view a map for an individual entry, select Change fea-
ture styles under Feature map, then under Polygons/Fill
color/Buckets, select entry under Column. Fig. 2 shows
how our map for the entry verrine compares to the one in
the DRF in Fig. 38.

We also uploaded the results of our clustering experiments
as CSV files with departments as row names and their re-
spective cluster IDs as columns. These files were then
merged with the already prepared Fusion Table.

Shttp://ald.sbg.ac.at/dm/germ/VDM/

®https://maps.google.com/. All colored maps we
created for this paper have been made using Map data c 2018
GeoBasis-DE/BKG ( ¢ 2009), Google, Inst. Geogr. Nacional.

"https://fusiontables.google.com/data?
docid=1g_ydg7400USBzNFfQBHO1dgrOKhxzD_
921In8xTDg#rows: id=1

8Figure taken from http://www.atilf.fr/spip.
php?rubrique86.



s

Map  satelite o Brighton
Southampton ©

Plymouth
lymou

Guernsey,
Jersey; ¢

S
N.me
R Mon4
s
es

o
Montpelfier. Marseille
R

Lo
&
5

Figure 2: Our visualization of the entry verrine

A EngDRF 1994-96. Taux de reconmaissance: Meuse, 80 % Meurthe-et-Moselle, 75
Vosges, 70 %: Moselle, 25

Figure 3: The entry verrine as printed in the DRF. (Note
that “attestation” is only graphed in some of the maps in
the DRF, not documented in text.)

5. Clustering

In order to detect potential regional groupings based on the
recognition rates, we computed a distance matrix for our
clustering with the continuous values we recorded as recog-
nition rates by means of the Euclidean distance measure.
The distance (d) between points x and y in a Euclidean n-
dimensional space is defined as follows:
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5.1. Treatment of empty values: NAs vs. 0s

In our data documentation phase, we made a distinction in
coding “missing values” (i.e. the word was not asked in
the survey for the department) as NAs as opposed to 0s
(meaning 0% recognition rate). When NAs are treated as
NAs, only words for which recognition rates are available
for both will be considered in the distance/similarity com-

putation between two departments. This can be rather in-
feasible with our very sparse dataset — e.g., if 2 departments
differ a lot in the distribution of their entries (i.e. which
words got surveyed), but have 2 out of 5 common entries
the same, then their dissimilarity score would be 0, whereas
for 2 other departments with the same entry distribution, i.e.
they were expected by the experts to share a common vo-
cabulary of regionalisms, if all values of their recognition
rates are different, even if slightly, they would have a larger
dissimilarity score than the former pair. With a larger and
denser dataset, disregarding a few empty values here and
there may not be as problematic, yet not in our case. There
is opportunity for leveraging various imputation techniques
here, but we will leave that for future work. Instead we
return to the context of the EngDRF - if a word is not ex-
pected (by the specialists) to be known much or at all in a
department, it is not surveyed there. This is an assumption
that may or may not hold in reality and can only be proven
with future empirical research with an extended survey.

In CorpusDRF, three versions of the data are provided —
one with NAs left as empty, one with NAs imputed with 0s,
and one imputed with -1s. The first two versions are for
processing in R, the last is useful for an easy visualization
in Fusion Tables.

5.2. Results and comparison with Goebl’s work
on DRF

Hierarchical clustering algorithms were used as these are
standard for taxonomical tasks similar to ours. Especially
since we expected the distribution of our data to be a bit
skewed, we performed hierarchical agglomerative cluster-
ing (HAC), i.e. we clustered agglomeratively (bottom- up),
as opposed to divisively (top-down) so to minimize effect
of the global distribution. This is also analogous to Goebl’s
method. We first tried to replicate Goebl’s analysis of 4
clusters (Goebl, 2007) using Ward’s method with R’s built-
in hclust function. Fig. 4 shows the analysis by Goebl
while Fig. 5 shows ours with hclust (since hclust does
not support missing values, we imputed the NAs as 0s).

A clustering algorithm that does handle missing data in
R is Eisen’s algorithm, available via the eisenCluster
method from the hybridHclust package. The resulting
map using this algorithm is presented in Fig. 6. Note how
the handling of NAs could have a huge impact on clustering
results.

We also experimented with the unweighted average linkage
(UPGMA) (Sokal and Michener, 1958). With UPGMA,
the distance between two clusters is the average distance
between all pairs of observations. UPGMA tends to join
clusters with small variances and has slight bias toward pro-
ducing clusters with the same variance (SAS Institute Inc.,
2009) — this would be the preferred behavior for our data as
we’d want the pairwise distances of all points to be small.
Fig. 7 shows our results using UPGMA and hclust.
Goebl provided dialectometrical analysis of the DRF first
by employing the 342 maps of individual word entries with
recognition rates (2005a) and in (2007) the entire DRF data.
The recognition rates presented in his analyses followed the
format in the DRF: discretized into 6 bins. Although our
methods differ — he used ordinal variables for recognition



Figure 4: Visualization of 4 clusters from Goebl’s analysis;
map 22 from (Goebl, 2007).

Figure 5: HAC with WARD (4 clusters) with NAs as 0s

rates and relative identity value (“Relativer Identitatswert”,
RIW) as similarity measure, whereas we recorded recog-
nition rates from the DRF text as continuous values and
used Euclidean distance, there are parallels in our anal-
yses. Fig. 7 exhibits overlap with his analysis (Fig. 4)
in that the 9 departments in the Southeast (Haute-Loire,
Loire, Rhéne, Ain, Haute-Savoie, Savoie, Isére, Dréme, and

Figure 6: HAC using Eisen’s algorithm (4 clusters) with
NAs as NAs

Figure 7: HAC with UPGMA (4 clusters) with NAs as 0s

Ardéche) form a cluster of their own. This cluster differs
from the area with denser entry distribution in the South-
east in Fig. 1, suggesting that the pattern may not merely
be contingent on the sheer counts of observations. Yet, the
department Pyrénées-Orientales in southern France by the
Spanish border shows the tendency to be clustered with the
relatively homogenous northern half of France in all of our
analyses shown here, mirroring its outlier status in entry
distribution.

In general, we concur with Goebl’s observation that the
DRF data might be a bit too sparse and too unsystematic
for proper dialectometrical analysis. But precisely because
of this, we tried to map out some of these preliminary anal-
yses so to inspire other researchers to further investigate.

6. Discussion

At the onset of this project, we had hoped to be able to iden-
tify French dialectal regions on the basis of the recognition
rate data in a data-driven manner. That, however, did not
pan out as expected not only due to data sparsity, but also
because we have come to realize that it was not the inten-
tion of the editor/researchers of the DRF for the recognition
rates to be evaluated quantitatively on a national level. No
rigorous quantitative methods were applied in the survey
design, as the main concern of the DRF was one of (qualita-
tive) lexicography for humans — to investigate and compile
a collection of regionalisms that were of questionable sta-
tus in comparison to Standard French at the time. Entries
with accompanying rate information were certainly asked,
counts were tallied but the dataset was biased by the pre-
conception of the experts who decided which words would
be surveyed in which departments in the first place. Such
a dataset could be more representative of the mental maps
of the specialists than of the survey participants. That said,
the publication of CorpusDRF could help effect an easy,
clear, and systematic evaluation of the DRF. It could help
us understand the perceptual dialectological situation of the
researchers in the past so to design more comprehensive
and quantitatively rigorous experiments and surveys to ex-
amine new regionalisms and to (re-)investigate the status
and development of the old. (Many researchers in the past
have advocated for more rigor and standard in experiment









