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Reviewer#1, Concern # 1 (please list here): The comparison with prior work is generally solid and well referenced, however, it would benefit from clearer dataset-matched comparisons (explicitly separating results trained on different CV versions or with additional data) to improve interpretability.
Author response:  We thank the reviewer for this helpful suggestion.
Author action: We updated the manuscript by: Restructuring Table 4 to group models into two clear categories: (a) models trained on CV + speech corpora (SC), (b) models trained exclusively on Common Voice only including our models.

Reviewer#1, Concern # 2 (please list here): In addition, briefly contextualizing LoRA/DoRA against other PEFT approaches (such as adapters or prefix-tuning), either through discussion or a lightweight baseline, would further strengthen the positioning of the work within the PEFT literature
Author response:  We thank the reviewer for the helpful suggestion.
Author action: We updated the manuscript by adding a concise discussion in the Related Work section (lines 123–139) comparing LoRA and DoRA with other PEFT methods (e.g., adapters and prefix-tuning), clarifying differences in architectural overhead and inference complexity. This discussion explains our focus on LoRA/DoRA due to their minimal overhead and suitability for CTC-based self-supervised speech models such as XLS-R. In addition, we added a brief clarification at the beginning of Section 3.3 (Fine-Tuning Approaches, lines 243–247) to reinforce the rationale for selecting LoRA/DoRA. Finally, alternative PEFT approaches are now explicitly identified as future work in the Limitation section (lines 445).

Reviewer#2, Concern # 1(please list here): All experiments are conducted solely on Common Voice Arabic v24.0 dataset. The conclusions would be stronger if validated on at least one additional corpus
Author response:  We thank the reviewer for this valuable suggestion and agree that evaluation on multiple corpora would further strengthen the conclusions.
Author action: Due to computational and time constraints, we retained Common Voice Arabic v24.0 as a controlled benchmark to ensure fair and reproducible comparisons across fine-tuning methods. We clarified this limitation in the manuscript and explicitly identified evaluation on additional Arabic corpora (e.g., MGB-2, Aswat, and dialectal datasets) as an important direction for future work in the Limitation section.

Reviewer#2, Concern # 2 (please list here): Although LoRA is efficient, the performance gap between LoRA (36.10% WER) and full fine-tuning (23.03% WER) is substantial. The paper would benefit from a deeper analysis explaining why PEFT methods appear to be less effective for Arabic ASR.
Author response:  We thank the reviewer for highlighting this important point.
Author action: We updated the manuscript by: We expanded the Discussion section (line 370-394) to provide a deeper analysis of why PEFT methods exhibit a larger performance gap for Arabic ASR. Specifically, we discuss the impact of Arabic’s morphological richness, large character-level vocabularies, dialectal variation, and heterogeneous crowd-sourced recordings, which may limit the representational capacity of low-rank updates. We also highlight that identical hyperparameter settings across methods, chosen for fair comparison, may not optimally capture Arabic-specific acoustic and linguistic variability. These additions provide clearer insight into the limitations of PEFT methods for Arabic ASR and motivate future work on PEFT-specific optimization.


Reviewer#2, Concern # 3: In the mathematical formula (1) page 3, the variables d and k used to define the dimensions of the weight matrix are not explicitly explained
Author response:  Thank you for catching this oversight.
Author action: We updated the manuscript by revising Formula (1) on page 4 (lines 259-267) to include explicit definitions for: d, k and r.

Reviewer#2, Concern # 4: Table 5: the percentage of trainable parameters for DoRA should be corrected to 2.3% instead of 2.2%.
Author response:  Thank you for identifying this calculation error.
Author action: We have corrected the percentages for accuracy.
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