
Corpus construction

Gold annotation

LLM benchmark & teacher selection

Raw multi-platform
HU comments

Clean

Anonymize
(NER names, optional)

Language gate
(script + lingua)

Weak-label toxicity
(SetFit)

gold_eligible flag Propagate
(thread toxicity)

Stratify sample

500-item sample
(seed=42)

2 annotators / item
(Argilla)

Per-item
agreement ≥ 0.5?

Escalate to 3rd
annotator (*-round3)

no

Final gold label

yes

Candidate LLM A

Silver annotate
(1–5k items)

per-field IRR →
silver field scope

Candidate LLM B

Score vs gold
(Krippendorff α, κ, F1)

Candidate LLM ...

Select best-aligned
teacher LLM

Fine-tune
(full model, on silver labels)

Pretrain new encoder
(from scratch,

unlabeled corpus)

Evaluate on gold
(held-out)


